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Abstract — Agentic Al and multi-agent Large Language
Model (LLM) architectures are increasingly used in indus-
trial software engineering to automate test maintenance
processes. In such architectures, Retrieval-Augmented
Generation (RAG) provides essential project-specific con-
text, but retrieval effectiveness depends heavily on the
choice of embedding model. Existing models differ in
their architecture, training data, task-specificity and more,
yet it remains unclear which models are best suited for
information retrieval in software engineering context. In
this thesis, we derived a characterization of embedding
models by consolidating insights from existing surveys and
organized them into a set of dimensions that influence
retrieval performance. We then conducted a controlled
experiment comparing different embedding models within
an industrial RAG-based multi-agent test maintenance
system. We also examined how two different input artifact
representations (e.g., code, NL summaries) influence re-
trieval performance. This work aims to support the design
of more accurate RAG systems by providing a starting
point for embedding model selection.

I. INTRODUCTION

The rapid evolution of Large Language Models (LLMs) has
transformed software engineering practices and enabled the
emergence of Agentic Al systems capable of autonomously
performing complex tasks [1]], [2]].

One domain that could benefit from such automation is
Quality Assurance (QA) [2]], [3]l, [4], particularly test main-
tenance subfield, which requires engineers to continuously
update and adapt test suites in response to evolving software
systems, often resulting in substantial manual effort [4]], [5].

To perform effectively in industrial environments, an agent
requires access to project-specific artifacts such as require-
ments, source code, documentation, and test suites. Retrieval-
Augmented Generation (RAG) provides a mechanism for
incorporating such information into model reasoning [6].

A central component of RAG systems is the embedding
model, which transforms textual artifacts into dense vector
representations to enable similarity-based retrieval [7]. Em-
bedding models differ in their architecture, training data and
task-specificity: some are optimized for semantic search, while
others are designed for clustering or classification. These

differences can potentially influence how effectively project-
specific artifacts are retrieved in software engineering contexts.
Despite their central role in RAG pipelines, little empirical evi-
dence exists regarding how embedding model selection affects
retrieval performance in software engineering applications.

In this study, we first analyzed the characteristics of em-
bedding models and their use in prior software engineer-
ing research, synthesizing the results into a taxonomy of
transformer-based embedding model dimensions relevant to
Al-assisted software engineering. We then applied this tax-
onomy to characterize and select embedding models from
benchmark leaderboards and software engineering literature.

Next, we conducted a controlled experiment evaluating the
impact of embedding model choice within an agentic test-
maintenance system developed at Ericsson AB [5]]. Although
the system consists of multiple agents, we isolated the retrieval
component responsible for identifying semantically relevant
test cases from the full test suite based on a source code
change submitted by a software engineer. We then analyzed
the observed performance differences through the lens of our
taxonomy to explore which dimensions may be associated
with better retrieval performance. As multiple dimensions
vary simultaneously across models, future work is needed
to evaluate each dimension in isolation and determine its
individual impact.

The findings aim to provide software engineers with a
starting point for selecting more reliable embedding models
in RAG-based systems.

II. BACKGROUND

Large Language Models (LLMs) are neural networks that
have demonstrated remarkable capabilities in natural language
processing and related tasks. Their success is largely attributed
to transformer-based architectures that can scale to billions of
parameters and be trained on vast text corpora [§].

An Al agent refers to a system that combines an LLM and
carefully designed prompts with additional components such
as memory and access to external tools (e.g., calling APIs,
code interpreters, browsers, and databases to execute actions
or retrieve data) [2]], [8]]. In the context of modern software
development, an agent can operate autonomously in digital
environments such as codebases or workflows rather than
just responding to prompts like traditional chat-based models



[1]I, [2]. LLM-based agents demonstrate substantial potential
in automated software engineering, where they handle tasks
across the software development life cycle, from requirements
analysis and code generation to testing, debugging, and main-
tenance [1]], [3], [4].

To understand the purpose of Retrieval-Augmented Gener-
ation in this context, it is useful to first distinguish between
the two forms of knowledge available to LLMs: parametric
knowledge refers to the information encoded in a model’s
weights during training and is therefore static and fixed by
nature; contextual knowledge, on the other hand, refers to
any information supplied to the model at inference time and
is inherently dynamic [9]. This distinction points out the
limitations of purely parametric models. Their knowledge
becomes outdated after training is complete, making them
insufficient for scenarios where they must reason over pro-
prietary, rapidly evolving, or context-specific details. RAG is
an approach designed to enhance the performance of LLMs
on such knowledge-intensive tasks by giving them external
information, allowing the model to change it’s output based
on the retrieved context [6]]. It has become a widely adopted
solution in modern software with LLM integrations, as well
as within agentic systems because of its effective mitigation
of the limitations of parametric models, achieving this without
requiring retraining or fine-tuning [|1], [2]], [8], [1O], [11].

While a modern RAG pipeline incorporates various compo-
nents (e.g., chunking, vector database, rerankers) and design
decisions [11f], [12], the embedding model remains the core
of the retrieval process [13]]. Embedding models are neural
networks that map input tokens or sequences of tokens to
a high-dimensional vector space. In this vector space, geo-
metric distance reflects semantic similarity: items with similar
meanings are positioned close together, while unrelated items
are placed further apart. This enables similarity search, where
relevant elements are retrieved based on their proximity to a
query vector. This approach is known as dense retrieval [/7]].

Most state-of-the-art (SoTA) embedding models are built on
variations of transformer architecture [[14]. Since its introduc-
tion, pre-trained models based on encoder-only or encoder-
decoder variations have been the dominant paradigm for
building embedding models [[15]. However, driven by the
massive scale, extensive world knowledge, and strong reason-
ing capabilities of modern decoder-only LLMs, research has
recently shifted toward adapting them for dense retrieval as
well [16]], [17]. These architectural differences are important
for understanding the classification of different embedding
models.

Several standardized benchmarks and frameworks have been
developed to evaluate the performance of embedding models
across a range of tasks [[18[], [19] Among these, the Massive
Text Embedding Benchmark (MTEB) [20] has emerged as
the de-facto standard for embedding evaluation, combining
diverse tasks and datasets into a single unified collection. A
publicly available leaderboard hosted on Hugging Face [21]
further enhances its accessibility and adoption. The benchmark
is continuously maintained and extended to incorporate new

datasets, domains, and novel challenging tasks. One such sig-
nificant update was the Massive Multilingual Text Embedding
Benchmark (MMTEB) [22]], which addresses the limitations of
the predominantly English datasets and the limited task variety
of its predecessor. This expanded collection now encompasses
language- and domain-specific benchmarks (including code,
legal and medical domains), long-document retrieval and
instruction-following retrieval.

Despite the valuable contributions of the MTEB leaderboard
and its integrations with other comprehensive benchmarking
ecosystems, the following challenges remain [23[], [24]:

1) The generalization gap — when benchmark test sets
overlap with model training data, models memorize
answers, which inflates scores and obscures their true
generalization ability. As a result, a model with a lower
zero-shot metric - percentage of the test data a model
already saw during training - may appear strong on the
benchmark, while a model with a weaker benchmark
score, but higher zero-shot, is often the more reliable
choice in practice;

2) Poor alignment with real-world use cases — many
existing benchmarks are poorly matched to practical
Al needs, relying on academic or Question-Answering
derived datasets that fail to reflect the distributional
complexity, diversity, or breadth of enterprise retrieval
tasks.

To mitigate these shortcomings, the Retrieval Embedding
Benchmark (RTEB) [24] was proposed as a high-quality
benchmark designed to evaluate the retrieval performance of
embedding models in real-world enterprise settings, spanning
domains such as code, healthcare, and finance. The key design
principle behind RTEB lies in its use of two complementary
dataset types:

1) Open datasets — fully public, ensuring complete re-
producibility;

2) Private datasets — evaluated exclusively by MTEB
maintainers, keeping the data hidden to provide an
unbiased measure of out-of-distribution generalization.

The gap between a model’s scores on the open and private
sets indicates when the model has overfitted to known data.
Early results already demonstrate that some embedding models
experience notable performance drops on the private portion
[24].

It is also important to evaluate embedding models in soft-
ware engineering research due to its fundamentally different
evaluation setting. Unlike controlled benchmarks, software
engineering involves continuously evolving and highly contex-
tual artifacts such as codebases, documentation, and version
histories [S]], often evaluated with task-specific metrics and
are characterized by noisy and interdependent data. This
introduces challenges that may not be captured by standard
benchmarks, making software engineering a valuable domain
for assessing embedding models under realistic conditions.



III. RELATED WORK
A. Al-assisted Software Test Maintenance

LLMs are increasingly applied in software engineering
due to their ability to process structured text and capture
complex semantic relationships through self-attention mech-
anisms [14]]. One prominent application is the automation
of test maintenance, a labor-intensive process that typically
involves two stages: identifying obsolete tests and updating
them accordingly. Existing research addresses either one or
both of these stages.

Several approaches focus exclusively on test updates. For
instance, the framework Synter leverages static analysis to
extract task-specific contextual information, which is then
provided to an LLM to reduce hallucinations [25]. Similarly,
CommitUp [26] tackles the same problem by mimicking
human update logic through intent analysis, a two-stage RAG
pipeline, and an iterative refinement loop.

Other approaches target both identification and update. For
example, ReAccept integrates an LLM with ReAct-style [27]]
reasoning and RAG to identify and update obsolete test cases,
assuming an existing mapping between production and test
code [28]]. The method determines whether mapped test cases
are affected by changes in the production code. In contrast,
Liu et al. [5] focus exclusively on identifying obsolete test
cases without relying on predefined mappings. Their approach
employs a multi-agent ReAct [27] system based on RAG.

While Synter [25] and CommitUp [26] do not rely on
embeddings, both ReAccept [28] and Liu et al. [5] depend on
embeddings as a central component influencing performance.
However, these works provide limited discussion on the se-
lection of embedding models. Motivated by this, and in line
with the future work suggested by Liu et al. [3], this study
evaluates the impact of different embedding models on test
case identification performance.

B. Embedding Model Evaluation in RAG Context

As LLMs are increasingly adopted, the need for RAG
systems has grown significantly [29]. In this context, selecting
an appropriate embedding model has become an important
area of research.

BES4RAG is a framework for embedding model selection
that performs end-to-end evaluation, spanning from query to
answer generation, rather than relying solely on traditional
retrieval metrics [30]. It leverages a proprietary LLM to
automatically generate questions from a given dataset and
evaluates responses at the generation stage by prompting
another LLM to produce answers in a multiple-choice format.
These answers are then compared against ground-truth labels
to compute question-answering accuracy. The authors evaluate
6 embedding models, including two proprietary models, across
three datasets with varying text lengths and domains (news,
medical, and movie). Their results indicate that performance
varies depending on the number of retrieved documents
and the dataset, suggesting that no single embedding model
consistently performs best across all scenarios. This finding

highlights the importance of careful model selection. While
BES4RAG focuses on end-to-end evaluation, our work differs
in that we isolate the retrieval component in order to remove
confounding factors introduced during the generation stage.

Another study investigates the interaction between embed-
ding quality and RAG performance, an area that remains
underexplored [31f]. The authors analyze the influence of
embedding quality at two stages: post-retrieval and post-
generation. They evaluate 12 models with varying parameter
sizes, model architectures, and embedding dimensions. Six
models are general-purpose, while the remaining six are op-
timized for question-answering tasks. Evaluation is conducted
on two datasets: SQuUAD [32] and a private telecommunica-
tions dataset. Retrieval performance is measured using top-
1 accuracy, while response quality is evaluated using exact
match for SQUAD and cosine similarity [33]] for the telecom
dataset. The retrieval results show that the largest model
consistently outperforms smaller models on both datasets,
although the performance gap is relatively modest. Among
smaller models (fewer than 100 million parameters), those
trained specifically for semantic search outperform general-
purpose models, indicating that task-specific training plays a
significant role in retrieval performance. On the generation
side, the largest model again achieves the best performance
across settings. The authors conclude that higher retrieval
quality directly improves downstream response generation in
RAG systems.

However, none of the before mentioned studies investigate
the inherent properties of embedding models to identify the
factors that influence embedding quality. For example, the
relative impact of model size, embedding dimensionality, and
training objectives remains insufficiently understood. In this
work, we address this gap by synthesizing existing literature
and discussing how these factors may affect embedding per-
formance.

One related study actually examines factors influencing em-
bedding model performance in the medical domain [34]]. The
authors evaluate embedding dimensionality, domain-specific
fine-tuning, and encoding speed at the retrieval stage. Models
are selected based on their ranking on the MTEB leaderboard
[20] to cover varying parameter sizes, embedding dimensions,
and domain-specific models. The evaluation is conducted
on a subset of the natural questions dataset as well as a
medical question-answering dataset. The findings show that
models with larger embedding dimensions (768) consistently
outperform those with smaller dimensions (384). The authors
further investigate dimensionality by progressively reducing
embedding size and observe that performance decreases non-
linearly, instead it roughly follows a decreasing exponential
curve, meaning that cutting few dimensions does not hurt
much, but cutting too many causes a sharp drop. Addition-
ally, they find that a larger model with reduced embedding
dimensionality (768 — 384) can still outperform a smaller
model originally designed with 384 dimensions. Regarding
model size, performance is found to depend more strongly on
domain-specific fine-tuning than on the number of parameters



alone. In terms of encoding speed, results show that model size
is not a reliable predictor; instead, architecture (e.g., number
of layers) and embedding dimensionality are more influential
factors.

In contrast to the studies mentioned before, which primarily
evaluate embedding models in question-answering settings
across different domains, our work extends the evaluation to
an industrial software engineering context using two different
input representation.

IV. METHODOLOGY

The aim of this study is to examine characteristics that
influence the embedding quality and evaluate how different
embedding models influence the retrieval performance of a
RAG-based multi-agent system [5] on a dataset provided by
Ericsson AB. Our dataset contains production-quality code,
comprehensive test suites, and a history of commits that
includes bug fixes, feature additions, and refactorings.

A. Research Questions

¢« RQI1: How can embedding models be characterized to
better understand their potential strengths and limitations
when applied in Al-assisted software engineering?

o RQ2: How does the choice of embedding model affect
retrieval performance in a RAG-based test maintenance
system?

¢« RQ3: How does the representation format of test arti-
facts influence retrieval performance in a RAG-based test
maintenance system?

The intention of RQ1 is to establish a set of dimensions
that can be used to characterize embedding models when they
are applied to Al-assited software engineering. We examined
existing work to identify how models can be characterized
and how their strengths and limitations are described. This
provides the foundation for selecting models for the experi-
ment.

Existing models differ in their architecture, training data
and objective, task-specificity, etc, and therefore their ability
to represent query semantics and align them with relevant test
artifacts may vary. However, the extent to which type of model,
as characterized using the dimensions from RQI, influences
retrieval performance in this context remains unclear. This will
be investigated in RQ2.

Test artifacts can be represented either as raw source code
or as natural language summaries before being embedded into
a vector database and used as a query, and this design choice
may influence how effectively embedding models capture
semantic intent. RQ3 captures the need to understand the
interaction between the type of model and representation
format, which can be important for informing design decisions
in RAG systems.

B. Data availability

We provide a supplemental data package that includes
experiment results. The link can be found here: http-
s://doi.org/10.5281/zenodo.20447219
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Fig. 1: Visual overview of the study

C. Research Methodology (RQI)

To answer RQ1, we extracted embedding model dimensions,
and analyzed their reported strengths and limitations in the
context of Al-assisted software engineering.

1) Data Collection: We applied the following search string
to ACM Digital Library, IEEE Xplore, Scopus and Google
Scholar:

e ("embedding model" OR "vector
embedding" OR "sentence embedding"
OR "vector representation") AND
("software engineering" OR "software
development" OR "software testing”
OR "test maintenance" OR "test
automation" OR "test case" OR "test
suite") AND ("retrieval-augmented" OR
"RAG" OR "semantic search" OR "vector
database" OR "similarity search" OR
"dense retrieval" OR "retrieval") AND
("survey")

The search string has broad coverage in terms of finding
embedding strategies and their application in software engi-
neering.

In Scopus, the subject area was limited to computer science.
Database results were sorted by relevance. Publications were
selected by first inspecting the title, followed by the abstract
and conclusion. Inspection of results from each database
ended after no new relevant papers were identified from three
consecutive pages of results. This stopping rule served as a
signal that the search had reached a point of diminishing
returns, not as a claim that every relevant work had been found.
We applied the following inclusion criteria:

o Publications must have been published within the past
nine years (2017-2026) to ensure relevance to modern
transformer embedding approaches.

o Publications must have been written in English.

o Publications must describe embedding model(s) in the
context of a software engineering task(s).

o Both peer-reviewed and pre-print articles were consid-
ered, given the rapid evolution of this research area.
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Using this strategy we found five surveys that were read in
full. We then performed backward and forward snowballing
on retained publications to identify additional relevant work.
An additional 15 papers were found that were also read in
full.

2) Data Analysis: Survey papers describing embedding
models were used as the main source for identifying di-
mensions. We extracted the characteristics discussed in these
surveys and analyzed how each one could affect embedding
quality and consequently Information Retrieval (IR) perfor-
mance. Each dimension was included based on two criteria
from the literature: (i) embedding models genuinely differ
in this property, and (ii) the property can influence retrieval
quality. After defining the dimensions, we used the technical
reports of the respective models to determine the value of each
dimension for each model, which were used for comparison
in a later stage of the research. The proposed characterization
was developed for transformer-based text embedding models,
but it can be adapted to other types of embedding models with
some modifications.

D. Research Methodology (RQ2-3)

1) Controlled Experiment Framing: To answer RQ2-3,
we adopt a controlled experiment, designed following the
guidelines outlined by Wohlin et. al. [35]. Experimental re-
search is appropriate when the objective is to investigate the
causal effect of one or more independent variables on defined
outcome measures under controlled conditions. The goal of
this study is to evaluate how the choice of embedding model
and test artifact representation influence retrieval performance
in a RAG-based multi-agent test maintenance system. By
manipulating these variables while keeping all other system
components constant, the study isolates their effect on retrieval
performance.

git diff

. Test Maintenance
4[ Pre-Analysis H Prediction

If maintenance is needed
J[ Static Analysis J[ Lexical Analysis J

{ Data Fusion H Post-Check

Fig. 2: The complete test maintenance multi-agent
framework from original research

If maintenance not needed

Semantic
Analysis

Final
Result

RAG

2) Case Example: The system under investigation is a
multi-agent framework designed to support engineers in main-
taining test suites in response to source code changes (see
Figure [2)). The pipeline proceeds as follows:

1) A user submits a git diff describing the source code
change they have made.

2) The Test Maintenance agent analyzes the code change
and determines whether test maintenance is required.
If no maintenance is needed, the agent returns an ex-
planation and the pipeline terminates. To eliminate a
potential confounding factor of an LLM making differ-
ent decisions across runs, we save the decisions made
during the first run and reuse them throughout the entire
experiment.

3) If maintenance is needed, three sources of information
are used to identify candidate test cases:

« Semantic analysis retrieves semantically relevant
test cases using embedding-based similarity search
over either natural language summaries or raw code
embeddings of each test case. This is the component
targeted for optimization in this study. Retrieval
is performed for each git diff, accumulating the
retrieved documents until they are compared against
the commit-level ground truth.

« Lexical analysis identifies relevant test cases using
the BM25 metric applied directly to source code,
without relying on semantic embeddings.

« Static analysis constructs a call graph from the
source and test code to identify test cases that
directly invoke the methods affected by the code
change.

4) The Fusion agent merges the three candidate lists. An
LLM is prompted with all three lists and descriptions
of how each was produced, and tasked with producing
a unified list of test cases requiring maintenance.

5) The Postcheck agent retrieves the full source code
of each test case in the fused list and performs a
final relevance assessment by comparing each test case
against the original code change.

6) The final list of test cases requiring maintenance is
returned to the user.

In this study, we focus exclusively on the semantic analysis
component, specifically, how the choice of embedding model
and test artifact representation format affect retrieval perfor-
mance. The framework is built to compute retrieval metrics at
the output of the semantic analysis component.

3) The experimental design: comprises independent, de-
pendent, and controlled variables, as summarized in Table

The independent variables capture the key design dimen-
sions under investigation. Embedding models were selected
from benchmarks and software engineering research using
the taxononmy from RQI, which enables analysis of which
set of dimensions tend to have better retrieval performance
in industry settings. Test case representation refers to the
input format provided to the embedding model and stored
in the vector database, which can be either the original Java
source code or a natural language (NL) summary describing
the semantic meaning of the test case. We also constrained
the query format to always match the format of the stored
embeddings, resulting in two configurations under which the
system is evaluated:
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Type Variable Description

Independent ~ Embedding Model Selected from benchmarks,
software engineering research

Independent  Test Case Raw source code (Code-to-Code),

Representation natural language summary (NL-

to-NL)

Dependent Retrieval Metrics Precision, Recall, F1, F2 score

Controlled Multi-agent system  Provided by Ericsson AB

Controlled Dataset Provided by Ericsson AB

Controlled Generation LLM Qwen3-Coder-480B-A35B-
Instruct-FP8

Controlled LLM hyperparams  Temperature = 0, Top-p = 1.0

Controlled Similarity Search Cosine similarity (FAISS
IndexFlatIP, L2 normalized)

Controlled Query Context 9 lines above and below of git diff

Controlled Retrieval depth Top-k =5

TABLE I: Experimental Design Variables and Their Levels

o Code-to-Code — the query is a raw git diff chunk and
the database stores embeddings of the raw Java test case
source code.

o NL-to-NL — the query is an NL summary of the git diff
and the database stores embeddings of NL summaries of
the Java test cases.

This design allows us to evaluate whether abstracting both
queries and test cases into natural language improves retrieval
compared to operating directly on raw source code.

The dependent variables measure retrieval performance
using standard information retrieval metrics: precision, recall,
F1 score, and F2 score.

Other factors are controlled to isolate the effects of the
independent variables. The dataset and multi-agent system, as
explained in previous sections, both provided by Ericsson AB.
The generation model is fixed to Qwen3-Coder-480B-A35B-
Instruct-FP8 to avoid variability in maintenance decision
making and summary generation. The LLM hyperparameters
(temperature = 0, top-p = 1.0) were also fixed to ensure more
deterministic behavior. The model was used for three tasks:
(1) generating summaries of test cases, (2) summarizing the
git diff into an NL summary in case the we are using NL-to-
NL retrieval, and (3) making maintenance decisions based on
input query changes represented as code or as an NL summary

To further isolate the impact of the embedding model on
this pipeline, we conducted experiments using a pruned and

controlled version of the test maintenance pipeline (illustrated
in Figure [3) derived from the original framework. The sum-
maries of test-cases were pre-generated once and reused across
all runs. For runs using natural language representations (NL-
to-NL retrieval), git diff summaries were also pre-generated
once and reused. The maintenance decisions initially made
by the LLM were saved and reused across all runs. We
used two different prompts for LLM that made maintenance
decisions depending on the representation format. In case with
tests embedded as raw code, LLM was asked to say if the
maintenance was possibly needed or not based on raw code.
In case with tests embedded as natural language summaries,
LLM was asked to make a summary of a change and base its
maintenance decision on this summary.

All embeddings were L2-normalized prior to indexing.
FAISS with IndexFlatIP was used for similarity search, which
is equivalent to cosine similarity for normalized vectors. The
additional nine lines above and below of git diff preserved
sufficient query context. Inputs exceeding the embedding
model’s context length were truncated to that length.

A top-k retrieval strategy was used because similarity scores
vary substantially across embedding models. To determine an
appropriate retrieval depth %k, we estimated the number of
relevant test cases that a single diff chunk should be able
to retrieve to achieve full commit-level coverage at the 90th
percentile of the ground truth distribution:

k> M = 0 ~4.44
E[D] 4.5

where Pyo(T) is the 90th percentile of the number of
relevant test cases per commit and E[D] is the average number
of diff chunks per commit. Based on this estimate, we selected
k =5 to provide sufficient retrieval coverage per diff chunk.

The following classification outcomes for each of our com-
mits in the dataset were defined:

o True positive (TP) is a test predicted as requiring main-

tenance that actually required maintenance.

o True negative (TN) is a test predicted as not requiring

maintenance that actually did not require maintenance.

« False positive (FP) is a test predicted as requiring main-

tenance that did not require maintenance.

o False negative (FN) is a test predicted as not requiring

maintenance that actually required maintenance.



The following performance metrics were computed:

o Precision: the proportion of retrieved test cases that are

relevant.
Precisi TP
recision = —————
TP+ FP
o Recall: the proportion of all relevant test cases that are
retrieved.
Recall e
ecall = ———
TP+ FN

o F1 score: the harmonic mean of precision and recall.

Fl =2 Precision - Recall

" Precision + Recall

o F2 score: a weighted harmonic mean that assigns greater
importance to recall.

Precision - Recall
(22 - Precision) + Recall

Fr=(1+42%)-

In conclusion, the unit of evaluation is the commit. We
split each commit into one or more diff chunks. Chunks that
represent production-change are used as a query to retrieve
the top-k candidate test cases. Retrieved candidates from all
chunks belonging to the same commit are then unioned and
deduplicated before comparison with the commit-level ground
truth. The ground truth is defined as the set of diff chunks
representing test cases modified in the same commit. Precision,
recall, F1, and F2 are computed by comparing the retrieved
candidate set with this ground-truth set.

These metrics form the basis for comparative analysis across
embedding models and representation formats, enabling the
investigation of RQ2 and RQ3.

4) Dataset: For our evaluation, we constructed a dataset
from a Java repository maintained by Ericsson AB. The system
is an archiver component that reacts to messages indicating
that new files are available in the file system. The dataset
consists of 94 commits. The average test suite size across
these commits is 114 test cases. In total, the dataset contains
423 git diffs, corresponding to the total number of retrieval
operations performed. On average, each commit contains 4.5
git diffs, meaning that retrieval is performed approximately 4
to 5 times per commit before the results are compared with the
ground truth. For each commit, we extracted the corresponding
production code modifications as git diffs. These diffs were
then divided into separate chunks, where each chunk was
supplemented with nine lines of surrounding context before
and after the modified section.

To obtain this dataset, we first identified commits to produc-
tion code containing modifications to test cases. However, not
all test-related commits reflect actual changes in production
behavior. To address this, we manually reviewed the selected
commits and excluded cases where the updates were cosmetic
or unrelated to the production code itself, including: renaming
test cases, linting-related changes, updates caused by changes
in test support code, and project directory restructuring.

5) Data Collection: We compiled the extracted dimensions
from RQI1 into a table. The table was then populated with
embedding models through purposive sampling designed to
achieve coverage across the taxonomy’s dimensions rather
than leaderboard ranking alone. Candidate models are drawn
from two complementary sources: (i) MTEB’s leaderboards,
which reflect current general-purpose and domain-specific
performance, and (ii) models referenced in recent SE literature,
which reflects community adoption within the field.

Leaderboard Selection from MTEB: Because the frame-
work comprises multiple leaderboards for different bench-
marks, we selected and motivated our choice of some specific
benchmarks by deriving selection criteria from the properties
of the target RAG system for test maintenance. The following
considerations guide our choice:

« Embedding models targeted in this research are intended
for retrieval (also referred to as first-stage retrieval) in
RAG systems, which narrows the selection of benchmarks
to those that include retrieval tasks, rather than reranking,
clustering, or others;

o Our agentic test maintenance RAG system operates on a
repository from one of Ericsson’s production Java envi-
ronments, working directly with source code to develop
and maintain test cases and test suites. Therefore, selected
benchmarks should span multiple PLs (including Java
and other programming languages used in Ericsson) and
reflect real-world software development settings.

As a result, we selected:

o RTEB (Multilingual) — its purpose is to approximates
real-world retrieval scenarios [24];

e CoIR — a well-established benchmark for code retrieval
[18].

Other IR-specific benchmarks that are also worth attention
include: RAR-b [36] and BRIGHT [37]] for Reasoning Re-
trieval; LongEmbed [38]] for Long Context Retrieval. This di-
versity implies that practitioners should carefully consider the
properties and requirements of their own systems, as suitable
benchmarks may already exist for specific retrieval scenarios.
It is also important to note that some benchmarks partially
overlap in evaluation datasets or use modified versions of
the same dataset, for example ColR and RAR-b. As a result,
users should inspect benchmark compositions and intended
evaluation goals to ensure appropriate interpretation of results.

Model Selection from Leaderboards: After retrieving the
two target leaderboards from the MTEB repository using the
mteb library [20], [22] (accessed on 20 April 2026), we applied
a baseline filter to obtain the candidate pool for subsequent
analysis of models across their identified characteristics:

o Open-source filter: We excluded all proprietary models

from the candidate pool.

o Zero-shot filter: Given the known risk of data contam-
ination in MTEB [23]], we did not rely solely on re-
ported performance scores, but instead prioritized models
with minimal or no training overlap with the evaluation
datasets, measured by the zero-shot score [23]]. According



to the guidance and visualizations provided by the MTEB
maintainers, recommended models typically exhibit zero-
shot scores in the 80-90% range. Therefore, we adopted a
threshold of at least 80% and excluded models below this
level. We note that this criterion is intended to improve
the transparency of model selection rather than to serve
as a definitive measure of generalization:

— For ColR, the 80% zero-shot threshold was applied;
— RTEB does not report zero-shot scores, so this could
not be applied to it.

o Performance filter. We retained models whose retrieval
score — reported as nDCG@ 10 (Normalized Discounted
Cumulative Gain at cutoff 10) [20] — was at or above
a fixed threshold of 0.50 on a respective leaderboard.
The motivation for this cutoff is that it is more inclusive
in case of ColR (whose average is 0.625) while being
slightly above the average on RTEB (= 0.48). The
intent was to keep the selection barrier sufficiently low
that strong but mid-ranked ColR models would not be
excluded, a choice that was later justified by the in-system
results.

The baseline filter described above produced an initial
pool of 36 candidate models (the full list is provided in the
supplemental data package). To narrow this pool down to
the final set used in our experiments, we used the taxonomy
developed in RQ1 (Section [V)) as a selection tool.

We reorganized the taxonomy tree (Figure ) into a table
(Figure[5) in which each row represents a candidate model, and
each column corresponds to one of the dimensions introduced
in RQ1. To fill in the table, we reviewed the publicly available
documentation of each model (typically a technical report,
accompanying paper, or model card) and assigned a value for
every dimension. Models without sufficient documentation to
be classified along all dimensions were excluded from further
consideration. When the leaderboard listed several variants of
the same model that differed only in size (for example, the
different size variants of Qwen3-Embedding), we kept only
the best-performing one, which in most cases was also the
largest.

We inspected the filled-in table to identify patterns, overlaps,
and groups of closely related models. Candidates whose tax-
onomy profile largely overlapped and did not add a distinctive
combination of dimension values were removed. This step
ensured that the experimental comparison focuses on models
that differ across the design space.

Once the table was complete, the remaining set of models
forms the final selection used in the experimental part of this
work (Section [VI).

Model Selection from SE Research: To investigate how
different architectural dimensions might affect information
retrieval in downstream software engineering tasks, we select
open-source, varying-sized (100M-550M parameters) well-
studied embedding models that maximize diversity accross the
13 aforementioned dimensions and evaluate these alongside
the models picked from benchmarks in our controlled exper-

iment. This includes foundational model BERT [39], BGE-
series which introduces new SoTA 3-type retrieval alongside
different strategies for pooling and similarity function [40]
and ES5 Multilingual Instruct which adds instruction tuning to
the pre-training objective [41]]. Jina code-embedding models
which repurposes the Qwen2.5-Coder supporting long context
length ( 8K tokens) and mixed NL/code prompting [42] and
Nomic [43]]

We choose one representative model from these model types
that fits our additional selection criteria: (i) research indicating
that the model can be used on natural language / source code
embedding tasks, (ii) computational feasibility within available
resources, and (iii) compatibility with the existing multi-agent
system architecture.

Model Selection from SE Research:

1) BERT-base-multilingual-cased model is extensively
adopted across software engineering research, forming
the basis for many subsequent embedding models. [39],
[44], [45]

2) BGE-M3 represents recent advances in training objec-
tives for embedding models optimized for dense re-
trieval, it utilizes a similar to BERT architecture and is
commonly used in modern retrieval pipelines. [5], [46],
(471, (48]

3) intfloat/multilingual-eS-large-instruct has strong per-
formance on multilingual retrieval benchmarks, com-
bined with its ability to encode task-specific instructions.

4) jina-code-embeddings-0.5b reflects recent develop-
ments in enterprise embedding systems (code domain),
supporting long-context inputs and both natural language
and code retrieval tasks. [42]], [49], [50].

5) Nomic-embed-text-v1.5 is a contrastively trained em-
bedding model designed for general-purpose retrieval
and RAG applications [43] Unlike larger encoder-based
retrieval models, Nomic emphasizes computational effi-
ciency and adaptable embedding dimensionality. Recent
work has adopted Nomic embeddings in RAG-based
systems and semantic retrieval workflows [S1]], [S2].

Exploratory Addition (Microsoft/harrier-oss-v1-27b):
We included the model because it was available on the hosting
service and has a reported strong performance on the MTEB
leaderboard, where it achieved first place with a zero-shot
score of 78%. Moreover, it differs substantially from the other
evaluated embedding models in terms of scale, containing 27B
parameters, compared with 8B parameters for the next largest
model in our selection. This made it particularly interesting for
investigating whether substantially larger embedding models
provide measurable advantages in RAG. In addition, the model
was released very recently and, to the best of our knowledge,
has not yet been studied in academic software engineering
research. Thus, we treat the model as an exploratory addition
alongside the main models selected through the filtering stages.

Table |[I| summarizes the final set of embedding models
selected for the experiment based on the proposed taxonomy.
The columns represent their sources: the two leaderboards and



TABLE II: Embedding Models Selected for the Experiment

RTEB

ColR

SE Research & Exploratory

Octen/Octen-Embedding-0.6B (local)

Qwen/Qwen3-Embedding-8B (Ericsson’s API)

google-bert/bert-base-multilingual-cased
(Ericsson’s API)

GritLM/GritLM-7B (Ericsson’s API)

perplexity-ai/pplx-embed-v1-0.6b (local)

BAAI/bge-m3 (Ericsson’s API)

Snowflake/snowflake-arctic-embed-1-v2.0
(Ericsson’s API)

Alibaba-NLP/gte-modernbert-base (Ericsson’s
API)

intfloat/multilingual-e5-large-instruct (Ericsson’s
API)

google/embeddinggemma-300m (Ericsson’s

jinaai/jina-code-embeddings-0.5b (local)

API)

lightonai/LateOn-Code-pretrain (local)

Nomic-embed-text-v1.5 (Ericsson’s API)

ibm-granite/granite-embedding-english-r2

microsoft/harrier-oss-v1-27 (Ericsson’s API)

(Ericsson’s API)

the software engineering research literature. Additionally, we
specify within parentheses in which environment each model
was run (locally or on Ericsson’s computing platform).

This yields a final pool of 15 models: 9 from benchmarks
+ 5 from SE-research + 1 exploratory, that together span the
design space rather than cluster within it. For each embedding
model, the multi-agent system is executed using the corre-
sponding embedding configuration, and retrieval performance
is evaluated over the full dataset.

6) Hosting Environment: In this experiment, the embedding
models were hosted and used in two different deployment
setups:

e Local hosting — the models were hosted and exposed
via a local FastAPI server to generate embeddings on a
laptop equipped with an Intel Core i5-1245U CPU and
32 GB RAM.

o External hosting — the models were deployed using
Ericsson’s computing platform, which provides access to
NVIDIA H100 GPUs.

Due to hosting limitations and hardware constraints, not
all selected models could be executed in their original size.
Two initially selected large-scale models: Octen-Embedding-
8B and pplx-embed-v1-4b could not be made available on
Ericsson’s platform and exceeded the practical resource limits
for local inference. As a result, models with more than approx-
imately 1B parameters were replaced with smaller variants for
local execution:

¢ Octen-Embedding-8B — Octen-Embedding-0.6B

o pplx-embed-v1-4b — pplx-embed-v1-0.6b

The decision of where to run a given model was not driven
solely by model size: in several cases, models were run locally
because they were not available via the Ericsson’s platform due
to licensing restrictions that prevented commercial use within
Ericsson’s infrastructure, or due to other technical constraints
related to integration with the platform.

To ensure comparability across environments, the models
were set up according to the default instructions on Hugging-
face regardless of where the inference was performed. Only
the inference backend differed between the two setups.

7) Data Analysis: Performance differences are analyzed de-
scriptively by comparing metric values across the experimental

conditions and representation formats. Metrics are computed
directly at the output of the Semantic Analysis agent, isolating
the effect of embedding model and representation format on
RAG retrieval. The analysis focuses on identifying following
patterns:

o Identification of the highest-performing configuration
overall ("winner”) based on F1 and F2 scores.

o Comparison of embedding models to understand how
differences in architectural dimensions can influence re-
trieval performance.

o Comparison of representation formats to evaluate their
impact independent of model dimensions.

o Comparison of benchmark leaderboard rank order against
actual performance on our system, to assess whether
public benchmark standings are predictive of performance
on the industrial retrieval task. This comparison is ordinal
only, since the underlying metrics (nDCG@10 on the
source benchmarks and F2 on our system) are computed
on different datasets, tasks, and evaluation cutoffs, and
are therefore not directly comparable in absolute terms.

V. RESULTS (CHARACTERIZATION, RQ1)

Text transformer-based embedding models lack a well-
established classification in software engineering. This creates
practical difficulties for software developers when selecting an
embedding model for a given project. Existing benchmarking
leaderboards rarely reflect real-world industry conditions, and
establishing a custom evaluation pipeline tailored to specif-
ic project requirements is not always feasible. Therefore, a
descriptive, self-explanatory taxonomy of embedding model
dimensions would lower this barrier and simplify model se-
lection for software engineers.

The dimensions we propose are organized into three high-
level groups: Architectural, Training Data, and SE-related. Ar-
chitectural dimensions describe inherent structural properties
of a model that are fixed at design time and do not change
across deployments. Training Data dimensions capture what
data the model was trained on, directly informing which
inputs a software engineer can reliably embed. SE-related
dimensions are those most relevant to practical deployment
decisions in software engineering contexts, such as model
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size, embedding dimensionality, and context length, which can
vary from one embedding model to another based on project
requirements and constraints. Each sub-dimension is explained
in detail below; together they form the taxonomy tree shown
in Figure [4]

A. Architectural Dimensions

The transformer architecture and Pre-trained Language
Model (PLM) form the starting point for characterization.
These dimensions are tightly coupled since each architecture is
represented by a foundational PLM that serves as a backbone
for a variety of downstream embedding models. Building on
the original transformer design by Vaswani et al. [[14], three
distinct architectural families have emerged, where the key
structural difference lies in their attention masking strategy
[L5]], [53]I.

Encoder-only models — exemplified by BERT [39] —
process all tokens simultaneously using bidirectional self-
attention, allowing each token representation to incorporate
information from the full surrounding context. During training,
usually, the special [CLS] token is optimized to aggregate
information from the entire sequence, and its final representa-
tion is commonly used as a sentence embedding. This makes
encoder-only models natural choice for software engineering
tasks that rely on embeddings, including code search, bug
report classification, and sentiment analysis [54], [55], [56].

Decoder-only models — exemplified by GPT [57] —
process tokens left-to-right using unidirectional self-attention,
where each token attends only to its predecessors. This
architecture is optimized for next token prediction such as
text or code generation. When adapted for embedding tasks,
decoder-only models produce less contextually informed to-
ken representations than encoder-only models and require an
explicit strategy to derive a sentence embedding, such as mean
pooling over the final hidden states. However, this structural
disadvantage is increasingly offset by scale: decoder-only
LLMs are typically trained on substantially larger corpora and
with far greater parameter counts than encoder-only models.
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Recent work has further shown that decoder-only models can
match or even outperform encoder-only models on code search
benchmarks [58]].

Encoder-decoder models — exemplified by TS5 [59] —
combine a bidirectional encoder with a unidirectional decoder.
This architecture is optimized for sequence-to-sequence tasks
such as translation, summarization, and code generation. When
adapted for embedding tasks, encoder-decoder models typical-
ly derive sentence embeddings from the encoder outputs using
pooling strategies. Although encoder-decoder models can ex-
hibit strong performance on representation learning tasks [60],
their use as dense embedding models in software engineering
is limited and mainly dominated by encoder-only and decoder-
only models [53]], with encoder-decoder architectures more
commonly employed as rerankers or generative retrievers [15]].

Training objective is another important dimension, as it
directly shapes which relationships are encoded in the em-
bedding space [61]]. In this context, it is useful to distinguish
between pre-training and fine-tuning objectives. Pre-training
learns broad, transferable representations from large-scale da-
ta, whereas fine-tuning adapts these representations to specific
downstream tasks such as classification, retrieval, or similarity
estimation.

Embedding models trained with different objectives often
exhibit substantially different retrieval behavior, even when
built on the same underlying PLM. Pre-training objectives
such as masked language modeling (MLM) (BERT) [39]],
autoregressive next-token prediction (GPT) [57]], and denois-
ing sequence-to-sequence reconstruction (T5) [[59] reward the
model for making accurate local predictions about tokens.
This makes embedding models produce contextual vector
representations that are useful for general software engineer-
ing tasks, such as classification, clustering, defect prediction,
summarization support, or code understanding. However, these
objectives do not reward the model for placing semantically
similar sentences near each other in vector space, meaning they
are less suitable for retrieval-oriented software engineering
tasks such as such as code search, duplicate bug detection,



or localization of affected test cases. Contrastive learning
objectives (e.g., InfoNCE, triplet loss) [[61]], on the other hand,
explicitly optimize embeddings such that semantically related
pairs are mapped close together while unrelated pairs are
pushed apart [62]. These objectives have become dominant in
modern embedding models because they directly optimize the
geometry of the embedding space for similarity search which
improves performance of retrieval tasks [63]], [64].

Embedding representation describes the granularity of the
embeddings produced. This distinction is particularly impor-
tant in software engineering because software artifacts vary
substantially in structure: a short bug report, a function body,
an API call sequence, a stack trace, and a technical document
may require different representations. For RAG applications,
artifacts are commonly represented using single-vector, multi-
vector, or hybrid sparse-dense embeddings.

o Single-vector embeddings represent an entire artifact
with one dense vector. This is the standard approach
in retrieval systems, where queries and documents are
encoded separately and compared using nearest-neighbor
search [7]]. In software engineering, single-vector embed-
dings work well for shorter artifacts whose relevance can
be captured by their overall meaning, such as functions,
requirements, issue reports, test cases, or documentation
fragments. They are also practical for RAG systems
because they make indexes more compact and perform
faster retrieval.

Multi-vector embeddings represent an artifact using
multiple vectors rather than a single vector. This preserves
more detailed information about different parts of the
artifact by comparing queries and documents through
late interaction mechanisms, such as MaxSim [65[. As
a result, multi-vector representations are effective for
retrieving relevant parts of long artifacts, especially when
a query needs to match a specific API call, exception
type, or a variable name inside a long document [66].
The main drawback is that multi-vector retrieval require
more storage and more expensive similarity computations
than single-vector retrieval. Chunking remains important
because retrieval quality depends on how artifacts are
divided into smaller units before encoding and indexing.
Hybrid embeddings combine dense semantic representa-
tions with sparse lexical representations, preserving both
semantic similarity and exact term matching [40]. This is
particularly useful for artifacts that contain both natural
language semantics and informative lexical tokens, such
as identifiers, API names, error messages, or stack traces.

In practice, retrieval pipelines for software engineering com-
monly combine two complementary inference strategies. A
bi-encoder encodes queries and documents independently, en-
abling fast search over large artifact repositories and support-
ing all three embedding types above [7]. A cross-encoder pro-
cesses the query and a candidate document together, producing
more accurate relevance scores but at a higher computational
cost, making it suitable only for reranking a small candidate
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set [67]. In practice, a bi-encoder is used for fast first-stage
retrieval, followed by a cross-encoder to rerank the top results.

Pooling Strategy refers to how the hidden states of a
transformer network are compressed into a single embedding
vector, determining which representation becomes the final
embedding used for retrieval [13]], [68]]. For example:

« First token pooling takes the hidden state of a specially
included token called CLS. This is used in encoder-only
models.

Last token pooling is used in decoder-only models, where
causal attention means only the final token has attended
to the entire input sequence.

Mean pooling averages the hidden state of every token in
the input sequence, producing a single vector that reflects
the collective meaning of the entire input.

Max pooling takes the element-wise maximum across all
token positions, preserving the strongest activation per
dimension regardless of where it occurs.

B. Training Data Dimensions

Modality [15], [17], [S3], [69] refers to the type of data
an embedding model is trained on, whether it operates solely
on natural language text, or whether its training data includes
additional modalities such as programming languages (PLs),
images, video, or others. This distinction matters because
the modality of training data directly determines what kinds
of inputs a model can meaningfully embed and compare at
inference time. Some examples include:

o Natural language: Embedding models were originally
NL text-only, and these still represent the majority today
[69]. It serves as the base modality in most embedding
models, as natural language is expressive enough to
describe virtually any concept and benefits from a greater
abundance of training data than any other modality,
making it the natural anchor to which other modalities
are aligned.

Source code: Despite sharing surface-level similarities
with natural language, programming languages are usu-
ally treated as a distinct modality due to their formal
syntax, structural properties, and execution semantics.
Code embeddings leverage specific signals unavailable
in natural text, including Abstract Syntax Trees (AST-
s), data flow graphs, and compilation structures [53].
Pioneering models such as CodeBERT [70] established
BERT-style pretraining for code. More recent work, such
as CODESAGE [71], demonstrates the importance of
large-scale text-code contrastive learning, and the grow-
ing popularity of decoder-only LLM backbones further
explains the shift toward large-scale model adoption in
code embedding [17].

Images: This is the most studied non-textual modality
with a range of visual content (natural photographs,
diagrams, charts, illustrations, and screenshots). Image
embeddings are typically derived from Vision Transform-
ers (ViT) or convolutional architectures. CLIP established



the dominant paradigm for this modality by aligning
image and text embeddings in a vector space through
large-scale contrastive learning over image-text pairs [|15]],
[53]], [69].

Multimodal: Beyond modality-specific architectures, a
distinct class of models has emerged that targets simul-
taneous alignment across multiple modalities within a
single unified framework. Rather than specializing in one
or two modalities, these models aim to embed any com-
bination of inputs: text, image, video, and document into
a single shared vector space, enabling what is sometimes
termed any-to-any retrieval [53[], [69]].

Multilingualism captures whether an embedding model is
trained to operate across multiple languages or is limited to
a single one (typically English) [15], [53[]. This distinction
is practically significant because a model trained exclusively
on one language will produce poor-quality embeddings for
queries or documents in other languages, making language
coverage a crucial selection dimension for any software project
operating in a multilingual environment.

Domain- and Task-Specificity [53] means that while
modern embedding models trained on large, diverse corpora
achieve impressive general-purpose performance, there re-
mains a need when the target use case has specialized vocabu-
lary, unusual conventions, or narrowly scoped user intent. This
is the motivation behind domain- and task-specific adaptation
and the idea is that a model fine-tuned for a particular software
engineering setting can better understand software engineering
terminology, context, and task-specific patterns than a model
trained only on general-domain data [72].

C. SE-related Dimensions

Model Size describes the number of parameters in an
embedding model and is an important practical dimension for
characterizing its expected embedding capability and deploy-
ment cost. Embedding models vary substantially in size with
BERT-base [39] and CodeBERT [[70] contain approximately
110-125 million parameters, while BGE-M3 has 568 million
parameters [40]. Recent decoder-based embedding models are
often much larger; for example, E5-mistral-7b-instruct has
around 7 billion parameters [73]]. Some model families, such
as Qwen3 Embedding, are released in multiple sizes, including
0.6B, 4B, and 8B variants [[74]]. Parameter count is not directly
comparable across these models, since encoder-only models
such as BERT are trained to produce embeddings, while
decoder-based models such as E5-mistral are pretrained to
generate text and then adapted for embedding, so comparing
a 110M-parameter encoder against a 7B-parameter decoder
on parameter count alone conflates two architecturally distinct
ways of producing embeddings [17]], [73].

The main strength of larger models is their potential to
produce richer embeddings, especially for complex queries,
long software artifacts, or tasks requiring deeper semantic
understanding. However, larger models do not always produce
better retrieval results. Benchmark results from MTEB show
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a general positive relationship between size and performance,
but this relationship is not strictly monotonic [73]]. For ex-
ample, GritLM-7B outperforms the larger GritLM-8x7B on
MTEB, and Gecko achieves performance comparable to sev-
eral 7B models despite being smaller [[73].

Model size affects both embedding capability and de-
ployment practicality in Al-assisted software engineering. As
mentioned, larger models can better capture complex semantic
relationships in source code, documentation, and software
artifacts, which may improve tasks such as retrieval, code
search, and bug localization. However, they also require more
GPU memory and inference time, making them harder to
deploy in resource-constrained environments. Smaller models
typically take up less memory, faster and easier to deploy
locally or in privacy-sensitive environments. However, they
may be less effective for retrieval tasks that involve long
artifacts, ambiguous queries, or matching information across
code, documentation, issues, and commits.

Model size also matters differently depending on when
the embedding is computed: during offline indexing, where
embeddings for an entire codebase are precomputed and
stored, a larger model is often acceptable because the cost is
paid once and reused across many future queries, although the
index may need to be rebuilt as the codebase changes. During
online retrieval, where queries or code diffs must be embedded
at runtime, model size directly affects how long the user waits
for a response, and these delays can add up across multi-step
or multi-agent workflows [17]]. Thus, model size represents a
trade-off between embedding capability and deployment cost
rather than a guarantee of better performance.

Embedding Dimensionality describes the number of values
in the vector produced by an embedding model for each input.
A higher-dimensional vector can store more information, but it
is also more expensive to store, index, and compare during re-
trieval [[13]], [38]], [73]. Recent high-performing text embedding
models use different vector sizes, commonly ranging from 256
to 4096 dimensions [73]].

Larger embeddings can improve performance, especially
when the task is close to the data and objective used during
training. However, larger dimensionality does not guaran-
tee better results. For example, Gecko uses 256- and 768-
dimensional embeddings and still achieves competitive results
on MTEB, outperforming some models with larger vectors
[73]. Prior work shows that performance gains can become
smaller as dimensionality increases, and for less aligned tasks,
larger embeddings may even perform worse [[75].

Recent models also make dimensionality more flexible. Ma-
tryoshka Representation Learning (MRL) introduces a training
approach in which any prefix of the full output vector is
independently trained to function as a valid lower-dimensional
embedding [76]. Models such as Qwen3 Embedding apply
this idea, allowing practitioners to reduce vector size with
limited performance loss in some settings [[74]. Recent work
has further refined Matryoshka-style compression for LLM-
generated embeddings, achieving substantial dimensionality
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reduction while preserving retrieval quality on benchmarks
such as BEIR [77].

For software engineers, embedding dimensionality main-
ly affects storage cost, memory usage, and search speed.
Higher-dimensional embeddings require larger vector indexes
and more computation during retrieval, which can increase
latency and infrastructure cost in large repositories. Lower-
dimensional embeddings are faster to store and search, but
may lose useful semantic detail. Therefore, embedding dimen-
sionality is a practical tuning parameter for balancing retrieval
accuracy against the cost of operating a vector search system.

Context Length describes the maximum number of tokens
an embedding model can process in one input. This limit
determines how much content of code, documentation, or other
software artifact can be represented in a single embedding
381, [73]]. Earlier BERT-based models, such as BERT [39]
and CodeBERT [70], are commonly limited to 512 tokens,
while recent models such as Qwen3 Embedding support up to
32,768 tokens [74].

When an input exceeds the context limit, engineers usually
rely on truncation or chunking. Truncation removes tokens
beyond the limit, which is simple but can discard important
information. Chunking splits the input into smaller parts
that are embedded separately, avoiding information loss but
increasing storage, indexing cost, and retrieval latency [38]],
[49]. Although chunking is common in retrieval systems,
it can break connections between related information when
that information is spread across multiple chunks. For long
documents, prior work shows that long-context encoding can
outperform simple chunk aggregation strategies such as aver-
aging [38].

For software engineers, context length affects how retrieval
pipelines are built. Short-context models may be sufficient
for short queries, or small code snippets. However, they may
require chunking for long files, issue discussions, documen-
tation pages, pull requests, or traces. Long-context models
can capture more information in one embedding and reduce
the need for chunking, but they usually increase memory
use, inference time, and deployment cost. In practice, context
length determines whether software artifacts can be embedded
directly or must first be split, filtered, or summarized before
retrieval.

experimental dimensions: “Pre-Fine-tuning” and “Dataset”)

‘ Training data SE-related

Multi-
lingualism

Context
Length

Embedding

Pooling Strategy Dataset Domain Modalty | Model Size . TR

Pre-Fine-tuning: 150M
pairs (synthetic),

. seners . dingual, Code | T 12400
EOS token Fineiminer 1V it General purpose | Multilingual, Cod Text B 324006 | 32768
(synthetic)
ersection of

Mean pooling Fine-tuning: 10M triplets onand text | g jich, Code Text 7B 4096 8192

(CL) representation

applications

CLS token (single-
vector), y .

Pre-fine-tuning: 1.2B pairs | General purpose Multilingual Text 560M 1024 8192

token-level (multi-
vector, sparse)

D. Conclusion (RQI1)

The dimensions presented in this section were derived and
organized through our review of the literature. These properties
have been discussed in varying combinations and at different
levels of detail, but, to the best of our knowledge, never
jointly organized into a shared classification structure. Taken
together, they form a comprehensive set of dimensions that
software engineers need to take into account when they select
an embedding model. In this sense, the taxonomy does not
prescribe a choice, but rather it structures the decision space
so that informed comparison become feasible.

Figure [5 presents an example subset of the comparison
table derived from the taxonomy tree that was used to obtain
the final set of embedding models. The table demonstrates
how the taxonomy can be applied during the model selection
process. Three example models from the final selection are
shown together with the identified values for each dimension
represented in the columns. The complete comparison table
containing all selected models is provided in the supplemental
data package. These three models from each source category
were chosen to illustrate how the taxonomy table can be con-
structed from the characteristics tree and applied in practice.
This is a concrete example of the comparison procedure and
model preparation for the subsequent selection and results
analysis.

The proposed taxonomy is intentionally designed to be
extensible and revisable. Its three-group structure reflects the
current state of the reviewed literature, but the framework
itself does not depend on a fixed number of dimensions:
additional dimensions can be incorporated as new embedding-
model properties become relevant, and existing ones can be
refined or removed if they prove redundant in practice.
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RQ1: Embedding models can be characterized through
the taxonomy proposed in this work, shown in Figure [
It comprises a set of dimensions organized into 3 high-
level groups. Architecture captures how vector represen-
tations are formed and how the model was trained. Train-
ing Corpora bounds what the model can meaningfully
embed and indicates where domain or modality mismatch
is likely to degrade performance. SE-related defines the
practical considerations made when choosing a model,
governing trade-offs between retrieval capacity, latency
and storage.

VI. RESULTS (EXPERIMENT, RQ2-3)

Table [T and Table [IV] present the evaluation results of the
retrieval component in the test maintenance RAG pipeline,
measured on a production repository with Java test suites. Each
table reports the retrieval performance of the evaluated em-
bedding models across the selected metrics. Table [I1I] reports
the performance of the code-to-code retrieval configuration,
while Table [[V] reports the performance of the NL-to-NL
configuration. The final row presents the average performance
for each configuration. Models are ordered in descending order
according to their F2 score, and values shown in bold indicate
the best result within each metric column.

A. Overall Winners and Leaderboard Reliability

Best NL-to-NL model: lightonai/LateOn-Code-pretrain
achieves the highest F2, F1, and Recall scores overall in
the NL representation setting. The following 11 models in
the ranking (from microsoft/harrier-oss-v1-27 to perplexity-
ai/pplx-embed-v1-0.6b) perform comparatively closely. This
points to the fact that, once code artifacts are summarized into
natural language, most modern embedding models are able to
perform competitively on the retrieval task.
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Fig. 6: Models from RTEB ordered left to right by their
leaderboard ranking. Bars show F2 scores on: NL-to-NL
(blue), Code-to-Code (orange).
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Best Code-to-Code model: microsoft/harrier-oss-v1-27
achieves the highest F2 and Recall scores among all evaluated
models in this setting, while jinaai/jina-code-embeddings-0.5b
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achieves the highest F1 and Precision scores. However, only
the following 7 models in the ranking (from Octen/Octen-
Embedding-0.6B to google/embeddinggemma-300m) perform
comparatively closely. This is noticeably fewer than in the
NL-to-NL setting, where a larger group of models remained
competitive. The reveals that raw source-code retrieval is more
challenging and more sensitive to model choice. Nevertheless,
several modern embedding models are still capable of per-
forming competitively on source-code retrieval tasks.

Leaderboard rankings do not reliably predict perfor-
mance in our test maintenance system: To assess whether
public leaderboard standings transfer to a real industrial re-
trieval task, we ordered the models within each source bench-
mark (RTEB and ColR) according to their leaderboard rank
and compared this ordering against the F2 scores measured
on our system. The bar charts in Figures [f] and [7] illustrate
that the benchmark ranking is frequently not preserved in our
system.

On ColR under NL-to-NL retrieval, the relationship is close
to inverted, where Qwen3-Embedding-8B, the highest-ranked
model on the benchmark, achieved the lowest F2 in our
system (45.75%), while LateOn-Code-pretrain and granite-
embedding-english-12, both ranked lower on the leaderboard,
achieved the two highest scores (54.26% and 53.01%).
A similar mismatch appears on RTEB, where Snowflake-
arctic-embed-1-v2.0 outperformed the higher-ranked Octen-
Embedding-0.6B in the NL-to-NL setting. In contrast, the
ranking of Code-to-Code is more closely reflected, aside from
the outlier performance of the GritLM-7B model.

B. Findings for RQ2

Embedding model choice can have a substantial impact
on retrieval performance: Across the evaluated models, the
F2 score ranges from 17.19% to 54.26% in the NL-to-NL
setting (a difference of 37.07%) and from 15.24% to 54.18% in
the Code-to-Code setting (a difference of 38.94%). For Recall,
the range is even larger, from 18.05% to 63.90% in the NL-
to-NL setting (a difference of 45.85%) and from 16.71% to
64.17% in the Code-to-Code setting (a difference of 47.46%).



TABLE III: Code-to-Code Retrieval Results From One Production Repository

Model Precision Recall F1 F2 F2 Gain/Loss Relative to NL-to-NL
microsoft/harrier-oss-v1-27 33.38% 64.17 % 43.92% 54.18% +0.62%
Octen/Octen-Embedding-0.6B 32.39% 64.17 % 43.05% 53.64% +2.80%
jinaai/jina-code-embeddings-0.5b 34.11% 62.30% 44.09 % 53.46% +1.77%
Qwen/Qwen3-Embedding-8B 30.96% 61.10% 41.10% 51.14% +5.39%
ibm-granite/granite-embedding-english-r2 32.29% 59.36% 41.83% 50.84% -2.17%
lightonai/LateOn-Code-pretrain 30.53% 60.56% 40.59% 50.60% -3.66%
Alibaba-NLP/gte-modernbert-base 30.03% 60.83% 40.21% 50.48% +0.16%
google/embeddinggemma-300m 30.82% 59.49% 40.60% 50.16% -0.45%
nomic-ai/nomic-embed-text-v1.5 28.37% 56.02% 37.66% 46.88% -3.46%
perplexity-ai/pplx-embed-v1-0.6b 29.11% 53.48% 37.70% 45.81% -4.36%
Snowflake/snowflake-arctic-embed-1-v2.0 27.62% 50.00% 35.59% 43.03% -9.79%
intfloat/multilingual-e5-large-instruct 27.92% 47.99% 35.30% 41.96% -9.53%
BAAI/bge-m3 22.65% 44.79% 30.09% 37.46% -15.55%
google-bert/bert-base-multilingual-cased 17.84% 33.82% 23.36% 28.68% -6.32%
GritLM/GritLM-7B 11.27% 16.71% 13.46% 15.24% -1.95%
Average for the representation 27.95% 52.99% 36.57% 44.90% -3.11%

This variation is particularly substantial in test maintenance
systems like ours, where a weak retriever may exclude relevant
test cases before downstream components ever process them.
Unlike false positives, which later pipeline stages can filter
out (e.g., with a reranker or an LLM), false negatives are
unrecoverable, making recall-oriented performance the critical
metric at this stage.

The strongest models form a relatively close top cluster:
The results show that the best-performing models do not stand
apart by a large margin. In the NL-to-NL setting, 12 of the
15 evaluated models achieve F2 scores within 5% of the
leading model. In the Code-to-Code setting, 8 models remain
within the same threshold. This has an important practical im-
plication: when performance differences between top-ranked
models are small, raw retrieval metrics alone should not drive
model selection. On the contrary, practical or deployment-
related factors become arguably more relevant, particularly in
an industrial RAG pipeline: model size, inference cost, mem-
ory requirements, licensing conditions, and ease of integration
into existing infrastructure can all shift the balance toward a
model that ranks slightly lower but is faster, smaller, or simpler
to deploy.

One transfomer architecture is not superior than anoth-
er: In our experiments, encoder-based models were dominant
among the top-5-performing models for NL-to-NL retrieval,
whereas decoder-based models dominated the top-performing
models for Code-to-Code retrieval. The results do not sup-
port a simple conclusion that encoder-based or decoder-based
architectures are universally superior [[15[], [58]], [[78]].

Weaker or indirect training objectives may limit re-
trieval performance: BERT-base-multilingual-cased, which
lacks a modern contrastive objective, performed substantially
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worse than the fine-tuned models. This outcome is consistent
with the model’s design characteristics as it was not specifical-
ly optimized for retrieval [39]. This confirms that contrastive
fine-tuning plays an important role in NL-to-NL and Code-
to-Code retrieval performance [62]. GritLM-7B, which was
trained using a joint contrastive learning and causal language
modeling objective, also performed substantially worse [79].
One possible explanation is that its multitask training objective
may not have been as strongly optimized for dense retrieval
as models trained specifically for retrieval tasks.

Specific contrastive learning setups may benefit Code-
to-Code retrieval: Models employing supervised contrastive
learning with hard negatives and false-negative masking per-
form well on Code-to-Code retrieval [62]], [74]. LateOnCode-
pretrain, Qwen3-Embedding-8B, Octen-Embedding-0.6B all
use this combination. We believe these techniques are impor-
tant for test maintenance retrieval, where many test cases share
similar code structure. In such settings, hard negatives could
help the model learn finer distinctions between superficially
similar test cases, while false-negative masking may reduce the
risk of penalizing genuinely related examples during training.

Model size does not guarantee better performance:
GritLM-7B (7B parameters) achieved the weakest perfor-
mance in both retrieval settings. Despite being the third-
largest model in the evaluated pool, it represents a clear
outlier. Similarly, Qwen3-Embedding-8B, the second-largest
model in the experiment, achieved competitive but not lead-
ing performance. In the code-to-code setting, it was out-
performed by jina-code-embeddings-0.5b despite the latter
being approximately 16x smaller. In the NL-to-NL setting,
Qwen3-Embedding-8B was surpassed by several substan-
tially smaller models, including models with approximate-



TABLE IV: NL-to-NL Retrieval Results From One Production Repository

Model Precision Recall F1 F2 F2 Gain/Loss Relative to Code-to-Code
lightonai/LateOn-Code-pretrain 33.83% 63.90% 44.24% 54.26 % +3.66%
microsoft/harrier-oss-v1-27 33.99% 62.57% 44.05% 53.56% -0.62%
ibm-granite/granite-embedding-english-r2 34.00% 61.63% 43.82% 53.01% +2.17%
BAAI/bge-m3 32.62% 62.83% 42.94% 53.01% +15.55%
Snowflake/snowflake-arctic-embed-1-v2.0 32.98% 62.17% 43.10% 52.82% +9.79%
jinaai/jina-code-embeddings-0.5b 33.74% 59.63% 43.09% 51.69% -1.77%
intfloat/multilingual-e5-large-instruct 32.66% 60.16% 42.33% 51.49% +9.53%
Octen/Octen-Embedding-0.6B 32.62% 59.09% 42.04% 50.84% -2.80%
google/embeddinggemma-300m 31.70% 59.49% 41.36% 50.61% +0.45%
nomic-ai/nomic-embed-text-v1.5 31.46% 59.22% 41.09% 50.34% +3.46%
Alibaba-NLP/gte-modernbert-base 32.88% 58.02% 41.97% 50.32% -0.16%
perplexity-ai/pplx-embed-v1-0.6b 32.73% 57.89% 41.82% 50.17% +4.36%
Qwen/Qwen3-Embedding-8B 29.47% 53.07% 37.90% 45.75% -5.39%
google-bert/bert-base-multilingual-cased 21.43% 41.58% 28.29% 35.00% +6.32%
GritLM/GritLM-7B 14.45% 18.05% 16.05% 17.19% +1.95%
Average for the representation 30.70% 55.95% 39.61% 48.01% +3.11%

ly 149M parameters (Alibaba-NLP/gte-modernbert-base, ibm-
granite/granite-embedding-english-r2), i.e., 54x smaller. Fi-
nally, microsoft/harrier-oss-v1-27 (27B parameters) performs
strongly across both settings, yet in the Code-to-Code setting it
achieves an identical Recall score to Octen-Embedding-0.6B, a
model 45x smaller. In the NL-to-NL setting, it is surpassed by
lightonai/LateOn-Code-pretrain, which has 149M parameters,
i.e, 181x smaller.

These observations suggest that parameter scale alone is
not a reliable predictor of retrieval performance [34]. Smaller,
specifically trained to perform well at retrieval tasks, models
often match or outperform much larger ones, showing that
training objective, data alignment, and task-specificity may
contribute more to retrieval performance than model size
alone. In terms of the multi-agentic test maintenance system,
this result has an important practical implication: model size
should be treated more as a deployment and resource factor
rather than as a direct indicator of retrieval quality. Large
models may require substantially more memory, inference
time, and hosting capacity, but the results do not show a
proportional improvement. Therefore, when smaller models
achieve comparable or better metric scores, they may provide a
more suitable trade-off between performance and deployment
feasibility.

C. Conclusion (RQ2)

Overall, the results demonstrate that embedding model
choice has a strong influence on retrieval performance, with
large variability in both F2 and Recall across models. Across
both NL-to-NL and Code-to-Code retrieval settings, archi-
tectural type, model size, and context length alone do not
consistently predict performance, whereas training strategy
objectives appear to play a more important role. At the same
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time, performance is not evenly distributed: while there are
clear differences between weak and strong models, many of
the top-performing models form a tight cluster. This suggests
that, beyond a certain quality level, improvements become
smaller rather than major. These findings suggest that model
selection should not rely solely on retrieval metrics, especially
among high-performing candidates. Instead, practical consid-
erations such as computational and deployment cost become
important factors when selecting embedding models for usage
in RAG systems.

RQ2: Embedding model choice has a noticable effect on
RAG retrieval performance, with large differences in F2
and Recall scores across models. However, many top-
performing models achieve similar results, meaning that
practical factors become important in model selection.

D. Findings for RQ3

NL-to-NL representation improves performance for
most models: Across all evaluated models, NL-to-NL retrieval
achieves higher average performance than Code-to-Code re-
trieval across all metrics, with F2 increasing by 3.11%, Recall
by 2.96%, F1 by 3.04%, and Precision by 2.75%. NL-to-NL
improves F2 for 10 of the 15 evaluated models, with the
largest gains observed for BGE-M3, Snowflake Arctic Em-
bed, multilingual-e5-large-instruct, and bert-base-multilingual-
cased, all general-purpose or NL-oriented models.

This suggests that natural language summarization makes
software artifacts more compatible with general-purpose em-
bedding models, particularly those not optimized for raw
source-code retrieval. A possible explanation is that NL sum-
maries reduce the syntactic and lexical noise present in raw



source code and git diff chunks. Test cases often contain
setup logic, assertions, helper calls, and framework-specific
constructs that obscure their underlying intent, and summaries
can surface the behavioral purpose of a test more directly,
making it easier to match against a summarized code change.

Code-to-Code representation improves performance for
a subset of models: Five models perform better with raw code
than with NL summaries: Qwen3-Embedding-8B (+5.39%),
Octen-Embedding-0.6B (+2.80%), jina-code-embeddings-0.5b
(+1.77%), harrier-oss-v1-27 (+0.62%), and gte-modernbert-
base (+0.16%). This pattern partially aligns with model design:
jina-code-embeddings is explicitly code-trained, while Qwen3-
Embedding-8B, harrier-oss-v1-27, and Octen-Embedding are
large models with broad pretraining that appear to include
substantial source-code data.

The standard deviation of F2 scores is also noticeably
smaller in the NL-to-NL setting than in the Code-to-Code
setting (approximately 19% vs. 25%, excluding GritLM-7B
as an outlier). NL summarization therefore can be used as
a normalizing layer, reducing performance variability across
models and making the choice of embedding model less
critical. In contrast, raw code retrieval amplifies differences
between models, making model selection a stronger determi-
nant of retrieval quality. This has a practical implication for
system design. In cases where practitioners lack the resources
to extensively benchmark embedding models on their own
codebase may prefer an NL-summarization pipeline, as it
reduces the risk of poor model selection. Otherwise, investing
in careful benchmarking may extract additional performance
from a Code-to-Code configuration with a well-matched mod-
el.

E. Conclusion (RQ3)

Overall, the representation format of test artifacts has a
clear but model-dependent effect on retrieval performance.
NL summarization tends to lift weaker, NL-oriented models
and reduces variability across the model pool, while raw code
retrieval rewards models with code-aware or large-scale pre-
training. The best configuration therefore depends on whether
the practitioner can afford to benchmark multiple embedding
models: NL-to-NL is the safer choice when they cannot, while
Code-to-Code offers a higher ceiling when paired with a well-
matched model.

These results address the gap identified in our review of
related work: prior studies on embedding-model selection [30],
[31], [34] evaluated models almost exclusively in natural-
language question-answering settings and did not examine how
the representation of code artifacts interacts with model choice.
By comparing Code-to-Code and NL-to-NL on an industrial
code repository, this study extends that line of work into the
source-code domain and shows that representation format is
itself an important design decision. This is also supported by
the work of Simon et al. [11], who found that contextual
information (i.e., what information is presented to the model
and how it is presented) can be as important as, or even more
important than, changes to RAG architecture components such
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as the embedding model, highlighting its relevance in retrieval
components.

~
RQ3: The representation format affects retrieval perfor-
mance in two ways. On average, NL-to-NL outperforms
Code-to-Code across all metrics and benefits 10 of the 15
models, while the remaining 5 perform better with raw
code. NL summarization also narrows the performance
spread across models by roughly 6%, making NL-to-NL
a safer default choice and Code-to-Code a higher-ceiling
option that requires careful model selection.

VII. FUTURE WORK

Isolating Individual Taxonomy Dimensions: In this study,
we compared embedding models as a whole rather than
systematically varying their dimensions one at a time. While
this allows retrieval performance to be related to combinations
of model characteristics, it does not isolate the causal effect of
an individual dimension. In practice, characteristics such as ar-
chitecture, model size, training objective, modality, embedding
dimensionality, and context length tend to vary together across
models, making it difficult to attribute performance differences
to any single factor. Future work should therefore move
toward dimension-level controlled experiments, potentially
using matched model families, ablation studies, or models
with configurable properties. This would allow researchers to
determine more precisely which dimensions have the most
influence on retrieval performance in a software engineering
tasks.

Benchmark Contamination and Generalization: We used
zero-shot scores as a proxy for data contamination risk
when selecting models from MTEB benchmarks. However,
the relationship between benchmark performance, contami-
nation, and real-world generalization remains insufficiently
understood. Future research should systematically compare
models with high task-specific benchmark scores but higher
contamination risk against models with slightly lower scores
but stronger zero-shot characteristics, evaluating them on out-
of-distribution and domain-shifted retrieval tasks such as RAG
scenarios in software engineering. This requires more rigorous
definitions of “zero-shot,” distinguishing between dataset over-
lap, task similarity, and broader distributional exposure. Con-
trolled experiments and research would help clarify whether
lower-contamination models yield better generalization. Ad-
ditionally, developing contamination-aware evaluation metrics
and reporting standards would improve transparency and pro-
vide a more reliable basis for selecting embedding models in
practice.

Instruction-following: In this study we did not system-
atically vary instruction-following as an independent factor.
Several of the evaluated models support this option, meaning
the query can be prefixed with a natural language task de-
scription to guide the embedding toward a specific retrieval
objective. Instruction-following is worth investigating because
task descriptions can shift how a model weighs different



aspects of the input, potentially improving alignment between
queries and stored artifacts. This effect may be especially
relevant in software engineering, where queries and documents
span heterogeneous artifact types such as git diffs, source code,
and natural language summaries. Future work should evaluate
embeddings produced with task-specific instructions, without
instructions, or with dynamically adjusted instructions across
representative SE retrieval tasks, to quantify how instruction
conditioning affects retrieval performance and whether its ef-
fect interacts with model architecture or representation format.

Representation Format (Query-to-Database): In this s-
tudy we evaluated two representation formats in which the
query format and the database format are aligned: Code-
to-Code and NL-to-NL. However, two other configurations
were not explored: Code-to-NL, where a raw git diff query
is matched against an NL-summarized test database, and NL-
to-Code, where a summarized query is matched against a raw
source code database.

These cross-format representations are worth investigating
because they might offer different practical trade-offs. Code-
to-NL could be attractive in systems where test cases have
already been summarized and stored, but incoming queries
arrive as raw diffs without additional preprocessing overhead.
NL-to-Code represents the inverse scenario. It is not clear
a priori whether asymmetric query-database formats would
degrade or improve retrieval performance compared to the
aligned configurations evaluated here. Future work should
evaluate the other two representation formats and all four
together systematically to provide a more complete picture of
how query-database format alignment affects retrieval quality
in RAG-based software engineering systems.

Different retrieval depth strategies: Future work could
explore adaptive top-k strategies that scale with the estimated
number of relevant documents per query, though this intro-
duces a risk of data leakage if the estimate is derived from
ground truth labels, effectively giving the retrieval system
prior knowledge it would not have in a real deployment.
Beyond dynamic top-k, alternative retrieval strategies could
also be investigated, such as top-% retrieval, which selects all
documents above a relative score threshold rather than a fixed
count, or similarity threshold-based cutoffs, which retrieve
only documents exceeding a minimum cosine similarity score.
These approaches could potentially improve both retrieval pre-
cision and the interpretability of evaluation scores in absolute
terms.

VIII. VALIDITY THREATS

This section discusses threats to validity of this study
following guidelines by Wohlin et. al. [35].

1) Internal Validity: Internal validity concerns whether the
observed effects can be attributed to the independent variables
rather than confounding factors. The main threat is ground
truth quality. Relevance labels are derived by treating test files
modified in the same commit as the relevant test cases for
that query. This assumption may not always hold: a developer
may have failed to update all affected tests, or may have
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modified unrelated test files within the same commit. Such
labeling noise could cause some relevant test cases to be absent
from the ground truth and some irrelevant ones to be included,
which can distort the retrieval metric scores. To estimate the
extent of this noise, a random sample of commits will be
manually inspected.

Model selection from the MTEB is another internal validity
threat. MTEB provides a standardized and largely reproducible
framework, yet several factors threaten the validity of its
scores. First, data contamination (when the data used to test
a model has unintentionally been included in its training set)
and benchmark leakage — both direct (training on evaluation
datasets) and indirect (overlap in upstream corpora or task
formats)—can inflate results and obscure true generalization.
Additionally, models may be implicitly optimized toward
benchmark-style tasks, reinforcing “teaching to the test,” while
the zero-shot score provides only a rough and indirect proxy
for potential data overlap rather than directly capturing this
effect. We mitigated this limitation by using the architectural
dimensions in our taxonomy to select a more diverse pool of
embedding models both from SE-research and an exploratory
model.

The actual model selection process is also sensitive to the
filtering choices we applied on top of them. Our conclusions,
especially for RQ2, depend on the composition of the final
model pool, which is shaped by the chosen filtering thresholds.
So a different set of thresholds could in principle produce a
different pool. For example, raising the performance cutoff
from 0.50 to each benchmark’s average would have excluded
several ColR models that ranked highest in our system. Rais-
ing the zero-shot cutoff toward the upper end of the MTEB-
recommended band (e.g., 90%) would have further shrunk the
pool. Unlike the rule-based filters, the taxonomy distillation
step relies on researcher judgment and is therefore the most
subjective. To reduce this risk, we included additional models
drawn from SE research and exploratory sources, selected
independently of the leaderboard.

Two more internal validity threats are due to LLMs being a
confounding factor in the system pipeline. LLMs are used to
1) summarize test cases to embed them into the vector space,
ii) summarize the git diff input queries which will be used
to fetch the summarized test cases, and iii) make a decision
whether maintenance is needed or not. First, one problem
arises from the fact that the summarization process may
introduce errors or omit important details, which could affect
the quality of the embeddings and, consequently, the retrieval
performance in general. The second problem is that between
different runs, LLMs may produce different summaries for
the same input due to their inherent non-determinism, which
could lead to variability in retrieval performance across runs.
The first problem is mitigated by setting the temperature to
0 and top-p to 1.0, which encourages the model to produce
more deterministic outputs during the first and only run. The
second problem is mitigated by summarizing all test cases
and git diffs once and reusing the same summaries across
all experimental conditions, ensuring that any variability in



summarization affects all conditions equally and does not
confound comparisons between them. The same is done for
maintenance decisions.

Another threat is the choice of retrieval depth top-k = 5
introduces a structural precision ceiling when ground truth sets
contain fewer than 5 relevant documents, which is common
in this dataset. This prevents any model from achieving high
precision or F2 scores in absolute terms. While this limits the
interpretability of scores as absolute performance estimates,
the threat is controlled in the sense that the constraint is applied
uniformly across all models. As we already said, future work
could explore adaptive top-k strategies that scale with the
expected number of relevant documents per query.

2) Construct Validity: Construct validity concerns two sides
(cause and effect): i) does the independent variable actually
reflect the theoretical construct that is claimed to be manip-
ulated and ii) whether the chosen metrics accurately capture
the intended constructs.

Adressing the cause side, the independent variables are
the embedding models and representation format. A threat
arises from the fact that a specific combination of dimensions
is represented by a specific model instance. If a selected
model happens to be atypically strong or weak relative to
other architecturally similar models, the results may reflect
the characteristics of that particular model alone rather than
the combination of dimensions as a whole. This is partially
mitigated by selecting performant models from benchmarks
as well as established and widely adopted models from SE-
research. The threat is not applicable to representation format
in the same way it applies to model dimensions, because
the two formats evaluated — raw code and natural language
summary — constitute the complete set of options under
investigation, rather than a sample from a larger population.

Addressing the effect side, the retrieval metrics used (Recall,
Precision, F1 and F2) are standard IR measures that evalu-
ate retrieval quality. However, the true construct of interest
is whether the retrieved test cases would effectively detect
regressions introduced by a given code change. These two
constructs are related but not identical, meaning the metrics
serve as a proxy rather than a direct measure of practical utility.

3) External Validity: External validity concerns the gener-
alizability of the findings beyond the study context.

The most significant threat is that the entire experiment
is conducted on a single industrial Java dataset from one
company. Results may not generalize to other programming
languages, open source projects, different organizational de-
velopment practices, or repositories with different structural
characteristics. This threat is difficult to fully mitigate within
the scope of a single study; however, the use of a production-
quality industrial repository with a realistic maintenance his-
tory increases the validity of the findings within the industrial
software engineering context.

IX. CONCLUSION

In this study we investigated how transformer-based em-
bedding models can be characterized and how their selection
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affects retrieval performance in a RAG-based industrial test
maintenance system. We first synthesized dimensions from
prior work into a taxonomy of embedding models for software
engineering. The taxonomy organizes model properties into
architectural, training-data, and SE-related dimensions, provid-
ing a structured way to compare embedding models beyond
leaderboard scores alone.

We then applied this taxonomy to select and evaluate 15
embedding models in a controlled experiment using a produc-
tion Java repository from Ericsson AB. The results show that
embedding model choice has a substantial impact on retrieval
performance. However, the strongest models often achieved
similar scores, indicating that practical factors such as model
size, inference cost, deployment constraints, and integration
effort should also guide model selection.

The study also examined the effect of test artifact repre-
sentation. On average, representing test cases and queries as
natural language summaries improved retrieval performance
and reduced variation between models. This suggests that NL-
to-NL retrieval is a safer default when software engineers can-
not extensively benchmark models on their own data. At the
same time, raw Code-to-Code retrieval achieved competitive or
better results for some code-aware models, showing that it can
offer a higher ceiling when paired with a suitable embedding
model.

Overall, the findings suggest that effective embedding mod-
el selection for software engineering RAG systems should
consider both model characteristics and artifact representation
format. While the results are based on a single industrial repos-
itory and should be generalized with caution, they provide
practical evidence that retrieval quality in test maintenance
systems depends not only on choosing a strong model, but
also on aligning the model with the representation format and
deployment context.
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