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Abstract—The resources used in software testing consume as
much as half of the total development effort in a project. This may
partly be attributed to test code being shipped without a natural-
language description of what it verifies, forcing developers to
spend a significant amount of time understanding test intentions
rather than focusing on debugging or maintenance. While Large
Language Models (LLMs) can generate such explanations, it
remains unclear whether single-stage or multi-stage prompting
produces better ones. In this study, we conducted a controlled
within-subjects experiment to compare the two strategies in terms
of explanation quality and computational cost. To evaluate it,
we collected both quantitative ratings and qualitative feedback
in a survey, while computational cost was quantified via API
usage data. We found that the two strategies produced similar
per-dimension ratings while multi-stage consumed on average
6.7 times more tokens per test, and with thematic analysis
on the open-ended feedback we generated the following three
themes on how an explanation can be improved: what a good
explanation should include, what undermines the usefulness of
an explanation, and the tension between reader needs and code
complexity. We hope that our findings will inform software
professionals when choosing between single-stage and multi-stage
prompting for generating test code explanations.

I. INTRODUCTION

Software testing remains an important part of software devel-
opment and consumes as much as half of the total cost or
project effort [1], [2]. A part of this can be related to test
code that often misses a natural-language explanation of what
it verifies, leaving developers to interpret the test from the
code itself [2], [3]. As a result, developers spend a significant
amount of time understanding the meaning of a test, time that
could instead have been focused on tasks such as debugging,
maintenance, and knowledge sharing [1]. One established
way to aid test code comprehension is to trace tests back
to their underlying requirements. However, empirical studies
show that in reality this traceability is often incomplete or
absent [4], [5]. Therefore, in this study, we focus on the
common situation where requirements are unavailable and the
test code itself must serve as the starting point for producing
an explanation.

The increasing performance of Large Language Models
(LLMs) over the last years has broadened the areas in which
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they can be used. Following this, LLMs also show the capabil-
ity to address the problem of missing explanations described
above. More specifically, recent research has demonstrated that
LLMs are able to generate natural-language summaries [6]
and explanations [7] for software tests. A summary, in this
context, is a short high-level description of the test, covering
what a test does, and is commonly found alongside the code.
An explanation expands on this, by also covering how a test
verifies that behaviour and why it matters. Using LLMs to
generate test code explanations of good quality could help
address the common problem of missing or outdated test
explanations in software projects.

When generating a test code explanation with an LLM, it
involves making the decision of which prompting strategy to
use. Although software professionals are unlikely to consider
which specific prompting strategies they use in their day-to-
day work, the choice of strategy may have a large impact on
the quality and cost of their LLM outputs. In this paper, we
compared two types of prompting strategies. In the context
of this study, the first, single-stage prompting, is when the
LLM is invoked by a single prompt for a short explanation
and consequently outputs one short explanation as the final
response. The second, multi-stage prompting, is a form of
prompt chaining [8], and is in this study defined as a two-step
approach where the result of the first prompt serves as input
for the following prompt. Concretely, in the first prompt the
LLM is asked for a longer, detailed explanation of the test,
followed by a prompt asking it to summarise the previous
output into a concise final explanation.

Existing research has examined a range of prompting strate-
gies, specifically showing that task complexity is an important
factor when choosing a strategy [3], [6], [8], [9]. However,
to the best of our knowledge, no study has done a direct
comparison of single-stage against multi-stage prompting for
generating explanations for software test code, specifically
when both strategies are constrained to produce explanations
of similar length, leaving the output quality comparison,
strategy effectiveness in relation to test complexity, and the
associated computational cost largely unexplored. We address



this gap by conducting a controlled within-subjects experiment
with a focus on human evaluation, we do so by using a survey
for explanation quality. Additionally, we track API usage data
to measure token use as computational cost.

A. Research Questions

In this study, we examine how single-stage and multi-stage
prompting affect the quality and computational cost of LLM-
generated test explanations, the general preference between the
two strategies, and how the format of those explanations could
be improved. In doing so, we ask the following questions:

RQ1. How do single-stage and multi-stage prompting strate-
gies compare in producing explanations for software test code?

RQ1.1. What are the quality differences between single-stage
and multi-stage prompting in terms of clarity, correctness,
completeness, and perceived usefulness?

RQ1.2. What is the computational cost of single-stage and
multi-stage prompting, and how does it relate to any observed
difference in explanation quality?

RQ1.3. Which of the generated explanations, from single-
stage or multi-stage, is generally preferred?

RQ2. What is the relationship between the complexity of
software test code and the quality of explanations generated
by single-stage and multi-stage prompting strategies?

RQ3. How could the current format of LLM-generated test
code explanations be improved?

II. RELATED WORK
A. Prompting Strategies for Large Language Models

The prompt design and prompting strategy are key elements
that determine the quality of the outputs of an LLM. Models
such as GPT-3 can be used to complete many tasks purely
through the use of prompts, without updating any parameters
or having to retrain the model [10]. Additionally, the compu-
tational cost of running an LLM increases with the number
of tokens it processes, which is relevant when comparing
strategies that differ in how many tokens they consume.

Wei et al. introduced “Chain-of-thought prompting”, which
elicits step-by-step reasoning from the model before the
final answer [11]. It was found that breaking a problem
into several reasoning steps greatly improved performance
on complex reasoning tasks; this concept is expanded upon
with the multi-stage prompting strategy that is studied in
this paper. Zhou et al. proposed a similar technique called
“Least-to-most prompting” [12]. In this strategy, a complex
problem is broken into smaller sub-problems and then solved
in order. By doing so, at least 99% accuracy on the SCAN
compositional generalisation benchmark was achieved when
only using 14 exemplars, compared to 16% with chain-of-
thought prompting [12]. Kojima et al. later showed that by
simply adding “Let’s think step by step” to a prompt, reasoning
can improve [13]. On the MultiArith benchmark, accuracy

increased from 17.7% to 78.7% [13]. These studies show that
breaking the problem into steps can improve LLM output on
reasoning tasks.

Sun et al. compared prompt chaining and a single-stage step-
wise prompt and found that the multi-stage approach produced
higher-quality summaries [8]. However, they did not control
for output length, so it is unclear if the quality increases were
due to the prompting strategy or having no length limit for
the model to write. We address this gap by constraining both
strategies to produce outputs of equal length.

B. Test Code Comprehension

One of the use cases where LLMs are applied is generating
explanations and summaries for tests [6], [7]. The quality of
the generated output may vary depending on several factors.
Research done by Djajadi et al. on LLM-generated test code
summaries found that clearer outputs containing more infor-
mation can be achieved by using a good prompt structure [6].
This inspired us to analyse the quality of the results generated
using different prompting strategies, and also whether the extra
context from stage one of the multi-stage prompting strategy
can lead to a better final output.

Panichella et al. show the impact that automatically generated
test summaries have on developers’ ability to comprehend and
fix bugs [2]. Their research revolves around test summaries
that are generated through older generation techniques that do
not use LLMs. However, their findings can still be applied to
our research in terms of showing the importance of having
good test summaries. Their findings showed that developers
fixed significantly more bugs, about twice as many, when
summaries were present, and that the summaries significantly
improved the perceived comprehensibility of the tests. This
shows the importance and value of supporting test compre-
hension.

C. Code Summarisation with Large Language Models

Code summarisation is one of the applications of LLMs
where the generated output is a natural-language description
of code. In previous work, Sun et al. explored the impact of
prompt design, model choice, and programming language type
on the generated summary through an empirical study [9].
They concluded that more advanced prompting strategies
do not necessarily have better results than simple strategies
such as zero-shot prompting [9]. In a related study, Ahmed
and Devanbu experimented with few-shot training for code
summarisation tasks [14]. Their study shows that with only
ten in-context examples, Codex can outperform models fine-
tuned on thousands of samples, while zero-shot and one-shot
prompting performed poorly [14]. Together, these studies
show that prompt design plays an important role in summary
quality, which motivates us to investigate the effect of prompt
structure, single-stage versus multi-stage, on generated test
explanation quality.

Closer to our own setting, Mollah et al. ran a controlled
ablation study for test code summarisation, where they added



test-specific information to the prompt to lead the model
to generate more test-aware and informative summaries [3].
They found that assertion-aware prompting seems to improve
the behavioural relevance and overall quality of the generated
summary [3]. Multi-stage prompting aligns closely with this,
as we create an intermediate description in stage one that
provides additional context for stage two.

Test code explanation generation faces problems similar to
those in code summarisation, but a good explanation requires
a few additional things. What the code does is one of them.
Beyond that, knowing what behaviour is tested, how the
test validates it, and why we care about that behaviour are
all important, and these are not always understandable from
reading the test code alone.

D. Research Gap

Although prompting strategy research has delivered evidence
for general text and reasoning tasks [11]-[13], and has also
compared single-stage and multi-stage strategies for text sum-
marisation [8], we argue that previous studies did not directly
compare generating a short explanation in one step against first
generating a longer explanation and then summarising it, with
both constrained to the same final length.

Research on automated test code summarisation has compared
different prompt variants [3], [6], but did not control for
the length of the generated output. If output length is not
controlled, then it remains unclear whether any observed
quality difference stems from the prompting strategy itself or
from differences in output length. Therefore, we constrain both
strategies to a similar final length.

Moreover, to our knowledge, studies have not detailed the
effect of test complexity on the outputs of different prompting
strategies. Although research on code summarisation shows
that summary quality varies with the type of code [9],
it remains unexplored whether single-stage and multi-stage
prompting differ in how well they handle test complexity, or
whether one manages it better than the other.

To summarise, to the best of our knowledge there is no
previous study which has compared the broader prompting
strategies of single-stage versus multi-stage for explaining test
code, rather than individual prompt variants.

III. RESEARCH METHODOLOGY

In this study, we compared length-constrained software test
code explanations generated using single-stage and multi-
stage LLM-prompting strategies in a controlled experiment.
To do this, we used human evaluation as the measurement,
and quantified computational cost from token usage per API
call. We evaluated the two strategies on quality and overall
preference, and examined whether test code complexity related
to explanation quality. In addition, we conducted a thematic
analysis of the participants’ open-ended feedback on how the
explanations could be improved.

We used nine tests that were collected from three open-
source Python libraries (Django, Flask, and requests), and
were evenly distributed over three complexity levels (simple,
medium, and complex). For each of the nine tests, one single-
stage and one multi-stage explanation were generated with
GPT-4.1 via the OpenAl API. During the human evaluation
part of the study, the explanation pairs were rated in a
survey, and the participants evaluated the explanations on
the four quality criteria (clarity, correctness, completeness,
and perceived usefulness) on a five-point Likert scale. They
then indicated which of the two explanations they preferred.
After rating explanations in each level, participants were asked
three open-ended questions where they could share what they
found useful or missing, or any other observations. Throughout
this paper, 'usefulness’ and ’perceived usefulness’ are used
interchangeably and "usefulness’ is the shortened form.

1 APl call - final

Test
selection

Multi-stage

Fig. 1. Overview of the research methodology; see section III for the detailed
description.

A. Research Design

The experiment followed a controlled design [15], where
one factor was manipulated while other variables were held
constant in order to isolate the effect on the outcome.

To expand on this, the manipulated factor was the prompting
strategy, with single-stage and multi-stage as two separate
treatments. The dependent variables were defined as the qual-
ity ratings on four criteria using a five-point Likert scale [16],
as well as the per generation token count. Moreover, to let us
examine whether the effect of the prompting strategy varied
along with the complexity of the tests, complexity was treated
as an independent variable with fixed levels [15], where the
levels were defined by us as simple, medium, and complex.
Furthermore, to isolate the effect of the prompting strategy, the
LLM model, its parameters, and the maximum output length
of the explanations produced by the single-stage and second
stage of the multi-stage were held constant throughout the
experiment.

In the survey we used a within-subjects design, meaning all
participants rated all explanation pairs across all nine tests.
This design reduces the inter-participant variability, as each
participant serves as their own control [17]. In addition, fewer
participants are needed than with a between-subjects design to
achieve a similar level of statistical power [17]. However, a
potential issue with this design is the learning effect, which
means that the response quality from the participant may



vary as they progress in the survey as they get used to
the questions. To prevent this, the presentation order of the
tests was randomised per complexity level per participant.
Additionally, to reduce position bias, where participants may
systematically rate the first-shown explanation higher or lower
than the second explanation, the position of the explanations
(A/B) within a test was randomised per participant.

The model we used for generating all explanations was GPT-
4.1 via the OpenAl API. The model was selected for its strong
cost-effectiveness and adoption in research [7].

B. Dataset Characteristics

The test code snippets we used in the study were all collected
from three established open-source Python libraries: Django,
Flask, and requests. We selected these libraries because they
are well known, and are real-world test suites spanning a va-
riety of software domains. Collecting test code from multiple
repositories and domains reduced the risk of results reflecting
the conventions of a single codebase. Another candidate,
CPython, was considered in the initial phase of test collection,
but was later excluded from the final dataset due to no tests
remaining after the selection process described in Section
1I-C1.

When deciding on which specific tests to add to the dataset,
we applied the following readability criteria which the tests
had to fulfil:

1) The test must be concise and self-explanatory.
2) The test must be comprehensible within a time span of
10-30 seconds.

By applying these constraints we found tests that remained
approachable to survey participants with varying levels of
general Python or Python testing knowledge, and reduced the
need for deep knowledge of the specific test framework.

The final dataset includes nine tests, with three per com-
plexity level (simple, medium, and complex), and includes
both pytest-style tests (Flask and requests) and unittest-style
tests (Django). To ensure reproducibility, the versions of the
libraries were pinned: Flask 3.1.3 at commit 22d9247, requests
2.33.1 at commit 111d2b7, and Django at commit fcf9168 on
the main branch as of 2026-04-02 [18]-[20].

C. Data Collection

The data collection consisted of three stages: selecting the nine
tests (described in Dataset Characteristics and Test Classifica-
tion Methodology), running the experiment by generating one
single-stage and one multi-stage explanation for each test, and
collecting participant responses through the online survey.

The dataset selection was performed in two steps. An initial
set of fifteen tests (five per complexity level) was classified
using a metric-based system (as detailed in Test Classification
Methodology). In order to keep the survey completion time
manageable for the participants, the initial set was reduced to
nine tests (three per complexity level) by random sampling and

with a fixed seed (seed=15). The following sections describe
each stage in detail.

1) Test Classification Methodology: When classifying the
complexity of a test there are several dimensions to consider.
In this study, the dimensions that were considered were: lines
of code (LOC), number of assertions, cyclomatic complexity,
required setup through fixtures, and the number of mocks.
While standard cognitive-complexity metrics were considered,
it was concluded that they are inadequate in the context of
software test code. This is because test code typically have
limited branching compared to production code, as pointed out
by Ouédraogo et al. in their CCTR (Cognitive Complexity for
Test Readability) work [21]. While CCTR itself is not directly
applicable to this study, as it targets Java and is used at suite
level rather than on individual tests, it confirms our observation
that common complexity metrics may misrepresent test com-
plexity. Therefore, this study uses a metric-based classification
system, as described below.

Each test is scored on five metrics:

1) Lines of code (LOC), counted as non-blank lines of the
test method body from the def signature (or method-
level decorator, where present) to the end of the method,
excluding class headers, class-level decorators, and im-
port statements.

2) Number of assertions.

3) Cyclomatic complexity [22], computed with the Radon
tool using radon cc —--no-assert [23]. The
--no-assert flag prevents assertions from inflating
the result as well as being counted twice, since assertions
are counted separately according to (2).

4) Number of pytest fixtures.

5) Number of mocks or test doubles.

Each of these metrics was mapped to simple, medium, or
complex using a rule-of-thirds approach, where the maximum
observed value per metric is divided into three equal bands.
Table I shows the resulting per-metric thresholds.

TABLE I
PER-METRIC THRESHOLDS FOR CLASSIFICATION.

Metric Simple Medium Complex
Lines of code (LOC) 1-9 10-19 20-29
Number of assertions 0-3 4-7 8-11
Cyclomatic complexity 1 2 3

Pytest fixtures 0 1 2

Mocks 0 1 2

For each of the metric levels an exponential weight was
assigned: simple = 1 point, medium = 2 points, complex =
4 points. The five metric scores were then summed for each
test, giving a total possible score between 5 (all simple) and
20 (all complex). Exponential weighting ensured that a single
complex metric score was at least as influential as two medium
metrics combined (4 vs. 2 + 2), which a linear weighting
system (simple = 1, medium = 2, complex = 3) would not



TABLE II
FINAL NINE TESTS WITH PER-METRIC SCORES, TOTAL SCORE, AND COMPLEXITY LEVEL.

ID Project  Test name LOC Assertt CC Fixt. Mocks Score Level

S1 Django test_bool (OrderedSetTests) 6 2 1 0 0 5 Simple
S2 requests test_path_is_not_double_encoded 3 1 1 0 0 5  Simple
S3 Flask test_redirect_no_app 4 2 1 0 0 5  Simple
M1 Django test_check_password_calls_harden_runtime 13 2 1 0 2 9  Medium
M2  Flask test_flashes 7 3 1 2 0 8  Medium
M5  Django test_get_valid_filename 11 4 1 0 0 7  Medium
Cl Flask test_before_after_request_order 28 2 1 2 0 11 Complex
C3 Flask test_request_dispatching 19 9 1 2 0 12 Complex
C5  Django test_md5 22 11 1 0 0 11 Complex

support, since a single complex metric would score 3 while
two medium metrics would together score 4. Overall, the
classification thresholds were: simple = 5, medium = 6-10,
and complex = 11 or above.

The final set consisted of test code from Django, Flask, and
requests. After this reduction, no CPython tests remained.
Table II lists the final nine tests with their per-metric scores,
total score, and complexity level.

2) Explanation Generation: For each of the tests in the
dataset, one single-stage and one multi-stage explanation were
generated via the OpenAl API using model gpt-4.1 and
with a temperature setting of 0.2 [7]. Using a low temperature
makes the model’s output less random, meaning that each
generated explanation is closer to what the strategy would
produce if repeated. Recent work on the temperature impact
on LLMs indicates that task performance is stable for temper-
atures between 0.0 and 1.0 [24]. All other API parameters
were left at their OpenAl defaults.

The word-count was constrained due to limitation of the survey
length, therefore word-count bands were set per complexity
level to scale the explanation length with the test: 50 to 80
words for simple, 80 to 120 words for medium, and 120 to
170 words for complex.

In the single-stage pipeline, the final explanation was produced
in one API call. In the prompt, the model was asked to explain
what the test validates, how it achieves this, and why the
behaviour is relevant to verify, within the target word limit.
The response length was capped at 400 tokens.

Conversely, the multi-stage pipeline was split into two sequen-
tial API-calls. In the first call, the model was asked to write a
detailed technical explanation covering the same three aspects
(what, how, and why), but with no word-count restriction. A
cap of 2000 tokens was implemented as a safety net to avoid
unnecessary token use in case something went wrong, but it
was not restricting the expected output in terms of token use. In
the second call, the detailed explanation was given as context
instead of the test code, and the model was asked to summarise
it into the target word-limit while honouring the what, how,
and why angle. In the second stage, token use was capped

at 400 tokens in order to give the two strategies the same
pre-conditions.

Throughout the experiment all token consumption was
recorded per API call, giving separate counts for single-stage,
multi-stage stage 1, multi-stage stage 2, as well as the total
count for multi-stage. This data is the computational-cost
measure used for RQ1.2.

3) Survey: The survey was self-administered online through
LimeSurvey [25]. Before the participants could enter the
survey, they were presented with an introduction covering
the purpose of the study, a brief introduction to the survey,
information about their anonymity in the survey, and finally
they were asked about their consent to participate.

Each of the nine tests in the final dataset was presented on
its own page and showing the original test code along with
two anonymised explanations, from single-stage and multi-
stage, labelled as Explanation A and Explanation B. For
each participant and each test, the A/B mapping onto the
two prompting strategies (single-stage and multi-stage) was
randomised independently, so the position of a given strategy
varied both across participants and across tests within the
same participant. The survey consisted of both close-ended
and open-ended questions as described below [26].

The two explanations, A and B, were rated separately by
each participant based on the following four quality dimen-
sions: clarity, correctness, completeness, and perceived useful-
ness [7], by using a five-point Likert scale [16] ranging from
1 (Strongly Disagree) to 5 (Strongly Agree). In the survey,
“perceived usefulness” was shortened to “Usefulness” to keep
the rating display compact. The four quality-rating statements
were as follows:

1) Clarity: the explanation is easy to read and understand.

2) Correctness: the explanation is factually accurate given
the code shown.

3) Completeness: the explanation covers all key aspects of
the test.

4) Usefulness: the explanation adds value to your under-
standing of the test.

All of the four quality-ratings were mandatory to answer.
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Fig. 2. Survey randomisation. For each participant and each test, a random 0 or 1 determined whether the single-stage or the multi-stage explanation appeared
in slot A, with the other in slot B. For the test order, tests were ordered randomly within each complexity level, per participant.

After rating both explanations based on the quality dimensions,
participants then answered a mandatory preference question on
the same page: “Overall, which explanation do you prefer?”.
The three response options were Explanation A, Explanation
B, or No preference.

Additionally, the survey included a set of open-ended ques-
tions. These free-text reflection questions were grouped by test
complexity level rather than being asked after every test, so
that participants could reflect on a batch of tests at once, and
also to reduce the survey completion time. After the ratings
for all three tests of a given complexity level (simple, medium,
or complex) were completed, a reflection page showed a side-
by-side three-column recap of the code of those three tests,
followed by three questions.

The first two were mandatory, the third was optional:

1) What would make the explanations more useful for the
tests at that complexity level.

2) Whether any information was missing from the expla-
nations.

3) Any other observations the participant wanted to share.

At the end of the survey, there was a final optional open-ended
question asking the participants if they had any additional
comments about the explanations.

4) Participants: The survey participants were recruited
through a mix of purposive sampling and snowballing [27],
targeting individuals with prior knowledge of software testing
acquired through experience, academic research, or university
coursework. The target groups were industry practitioners and
academics (including researchers, lecturers, and students in
software or computing fields). These groups are all practical
audiences for LLM-generated test code explanations, who

engage with test code in some capacity. In total, 72 people
were contacted by the authors through a combination of email,
direct messaging, and in-person outreach. We also believe a
few more people were reached by snowballing, as participants
were asked to share the survey if they knew someone at
their level of knowledge or higher. We received 23 complete
answers in the survey.

Before entering the survey the participants had to answer a
mandatory question on consent. Respondents who declined
consent were blocked from continuing to the study content.
Furthermore, all incomplete responses were excluded from
the analysis. In our case, we also excluded two responses
during the analysis of our results due to data-integrity grounds,
leaving us with 21 responses to analyse. We elaborate more
on this exclusion decision under Threats to Validity (V-D1).
Before viewing any explanation, each respondent completed
a short background questionnaire covering their current role,
years of programming experience, self-rated familiarity with
testing, Python, and Python testing frameworks, and prior use
of the three source libraries. The resulting demographics are
summarised in Table III.

TABLE III
SURVEY PARTICIPANT DEMOGRAPHICS (/N = 21). LIBRARY USE WAS
MULTI-SELECT.

Role (n) Industry practitioner Academic/student/other
10 11

Experience (yrs) 12 3-5 6-10 >10

(%) 14 62 19 5
Familiarity (%) None Basic Interm. Advanced Expert
Testing 29 29 43 0
Python 0 29 29 38 5
pytest 19 48 24 10 0
Library use (%) Django Flask requests None

48 48 52 24




5) Pilot Survey: Before the main launch, the survey was
piloted in order to review its functionality, the data it produced,
and to catch any inaccuracies or general usability problems.
The pilot used the same design as the main version. Three
participants were recruited from the researchers’ network, and
their responses were excluded from the main analysis. They
were asked to answer the questions carefully, track the time
spent, and provide feedback upon completion.

After the pilot, several changes were made based on the
feedback. These changes included a note on the instructions
page clarifying that reflection questions appear after every
complexity batch, and an instruction to select Neutral (3)
when a participant felt unable to judge a given criterion. The
practice page was updated with the three open-ended reflection
questions, allowing participants to think about them while
working through the survey.

Furthermore, the quality-rating statements were reworded to
align with the four-dimensioned framework used in related
work [7], and with each statement labelled by its dimension
in bold. Each reflection page showed the participants a three-
column side-by-side recap of the test code, rather than the
explanations, so they could revisit the code for a complexity
level without needing to scroll back. We added a recap of the
code rather than the explanations due to a technical limita-
tion: the explanations could not be shown in their original
per-participant order, and displaying them in a fixed order
would have counteracted the randomised placement. Given
that the participants had already seen the tests and that the
purpose of randomising test order was to reduce the learning
effects, revealing the code again in a different order did not
affect ratings. To offset the lack of an explanation recap, the
instructions encouraged participants to take notes throughout
the survey.

D. Data Analysis

TABLE IV
DATA ANALYSIS PER RESEARCH QUESTION.

RQ Data source Unit (n) Analysis
RQI1.1 Likert (4 items) Rating Mean, SD, median, IQR by
(n=189) dimension and strategy
RQ1.2 Tokens + Likert Test (n=9) Scatter per dimension: score
diff vs token ratio
RQ1.3 A/B choice Participant Per-participant majority, sign
(n=21) test
RQ2 Likert (4 items) Rating (n=63) Mean, SD, median, IQR by
complexity, strategy, dimension
RQ3 Open-ended Response Thematic analysis
responses

1) RQI1.1: For each quality criterion and strategy, we cal-
culated the mean, standard deviation (SD), median, and in-
terquartile range (IQR) based on all ratings given for that
combination. With 21 participants and 9 tests, this totals 189
ratings.

2) RQ1.2: For each test, we computed two values where the
first represents a token usage ratio and the second, a mean
rating difference per quality criterion. The token usage ratio
is defined as r; = %, where m, is the total tokens used by
the multi-stage pipeline for test ¢, and s; as the total tokens
used by the single-stage pipeline for the same test.

The mean rating difference per criterion c, is calculated as
Ape = TPt — :E’:t'égle, where Z":" is the mean of the 21
multi-stage ratings for test ¢ and criterion c, and "¢ is the
mean of the single-stage ratings for the same test and criterion.
The four scatter plots pair these two values, with one panel

per criterion.

3) RQ1.3: To evaluate the preference of explanation A or
B within the population we use a sign test. Each participant
gave nine preference ratings, one per test code, where they
could choose if they preferred Explanation A, Explanation B,
or if they had no preference. We combine all nine ratings
from each participant to represent the direction of their pref-
erence (single-stage or multi-stage). The sign test can only
compare two outcomes, A or B. Therefore some participants
are excluded from the sign test as follows. Let ngingle, Mmulsis
and np, pref denote the participant’s counts of each response
type across the nine tests. A participant is excluded from the
Sign test if Tsingle = Tmulti, OF if Tlno pref > Tlsingle + Mmulti-
With k participants favouring single and m favouring multi,
we apply an exact two-sided binomial sign test and report the
p-value with a 95% Clopper-Pearson confidence interval.

4) RQ2: Here we used a similar approach as in RQI1.1, but
also added complexity to the grouping. With 21 participants
and 3 tests per complexity level, it gave us a total of 63
ratings on which mean, standard deviation (SD), median, and
interquartile range (IQR) were calculated.

5) RQ3: For the last question we conducted a reflexive
thematic analysis [28], [29] of the free-text survey responses,
which is further described in Section III-E.

E. Thematic Analysis

In order to address RQ3, a reflexive thematic analy-
sis [28], [29] of participants’ responses to the open-ended
survey questions was conducted. We coded inductively, gen-
erating codes directly from the data rather than applying a
pre-defined codebook or coding frame [29].

1) Data Preparation: Qualitative data included responses to
each of the three open-ended reflection questions asked after
rating each complexity batch (simple, medium, complex), as
well as responses to the comment field at the end of the
survey. Together, this resulted in responses to up to ten free-
text fields per participant. Note that there were both mandatory
and optional open-ended questions in the survey, and that
not all participants answered all of the optional questions.
Furthermore, the pilot survey responses were excluded from
thematic analysis.



2) Coding Process: Both researchers coded the open-ended
responses, applying descriptive codes to each meaningful
part of the response. By following an inductive approach,
codes were created directly from the data rather than forcing
responses to fit a pre-defined coding structure [29]. The
researchers then worked through the set of codes together,
discussing the codes, the extracts, and the analytic choices
behind them. This dialogue continued over several iterations
and surfaced additional ideas that went into the analysis.

3) Theme Generation: Themes were then generated from the
code set by grouping codes that expressed a common under-
lying concept, treating themes as analytic constructions rather
than categories sitting in the data [29]. Each of the potential
themes was then checked against the data set to ensure that it
was coherent, distinct from other themes, supported across the
responses, and captured something meaningful in relation to
the research question. The initial themes were reviewed and
refined through this checking, resulting in three final themes.
These were then named to reflect not only the content of their
constituent codes, but also the overall storyline they suggested
about the data, and are described in Section IV-G.

IV. RESULTS

A. Key Takeaways

Single-stage and multi-stage prompting produced similar rat-
ings on the four quality dimensions. For single-stage, each di-
mension mean was between 3.87 and 3.98 while in multi-stage
it was between 3.69 and 3.95. Both strategies shared a median
of 4 on the five-point Likert scale across all criteria. Although
single-stage was rated slightly higher on every dimension,
multi-stage prompting was substantially more costly with 6.7x
more tokens on average per test. Among participants, 13
preferred explanations produced with single-stage prompting
and 7 preferred the ones produced with multi-stage prompting.
Based on the thematic analysis of open-ended responses, three
themes were generated: what makes a good explanation, what
leads to perceived lack of usefulness of an explanation, and
tensions and trade-offs that occur between reader needs and
test complexity.

B. RQ1.1: Per-dimension Quality Comparison

In Table V we report the result per-dimension for each strategy
(based on all ratings per strategy and criterion). All four quality
dimensions shared the same direction. The mean ratings were
higher on single-stage than multi-stage on every dimension,
with the largest gap on clarity, a difference of 0.20 (3.89 vs
3.69), and the smallest on correctness, a difference of 0.03
(3.98 vs 3.95). In all eight combinations, the medians were
consistently 4. Furthermore, the IQRs were the same between
strategies on clarity (1) and completeness (2). On the other
hand, for correctness, the IQR was 0 under single-stage and 1
under multi-stage, and for perceived usefulness, the IQR was
2 under single-stage and 1 under multi-stage.

TABLE V
PER-DIMENSION RATINGS BY STRATEGY, ACROSS ALL 9 TESTS (n = 189
RATINGS PER STRATEGY AND CRITERION). LIKERT SCALE 1-5.

Single Multi
Criterion Mean &= SD Mdn (IQR) Mean £ SD Madn (IQR)
Clarity 3.89 4+ 0.82 4 (3-4) 3.69 £+ 0.82 4 (3-4)
Correctness 3.98 + 0.75 4 (4-4) 395 + 0.83 4 (4-5)
Completeness  3.93 £ 0.91 4 (3-5) 3.85 + 0.98 4 (3-5)
Usefulness 3.87 + 0.96 4 (3-5) 3.76 4+ 0.96 4 (3-4)

Mdn (IQR) reports the median with Q1-Q3 in parentheses.

C. RQ1.2: Computational Cost and its Relation to Quality

Considering the token use for generating the explanations, the
API pipeline reported that multi-stage averaged 2265.0 tokens
per test, compared to 372.8 for single-stage. This resulted in
a multi-over-single token ratio average of 6.69. On a more
fine-grained level, when considering complexity, the ratio was
largest at simple (mean 8.66), then the gap became smaller,
with medium at 6.36, and complex at 5.06. Figure 3 shows the
per-test mean rating difference against the token usage ratio
for each criterion. All of the tests had a ratio greater than 1,
meaning that multi-stage used more tokens than single-stage
across all tests. Conversely, the rating comparison pointed in
both directions across the 36 per-test-criterion comparisons:
single-stage scored a higher mean on 22, while multi-stage
scored higher on 11, and 3 of them were tied.

D. RQ1.3: Explanation Preference

The 9 tests and 21 participants in the survey resulted in
a total of 189 preference-responses, where single-stage was
selected 89 times (47.1%), multi-stage 71 times (37.6%),
and “No preference” 29 times (15.3%). At the participant
level (Figure 4), single-stage was the majority response for
13 participants, multi-stage for 7, and “No preference” for
1. The participant whose response had a majority of “No
preference” was excluded from the sign test according to the
pre-specified rule (Section III-D3), leaving n = 20. The exact
two-sided binomial sign test returned a proportion of 0.65,
a 95% Clopper-Pearson CI of 0.41 to 0.85, p = 0.263, not
statistically significant at the 5% level. At the test level, as
shown in the top part of Figure 4, single-stage was chosen
over multi-stage on 6 out of 9 tests.

E. RQI1: Summary

Taken together, in the three sub-questions that constitute RQI,
single-stage had a higher mean score on all rated quality-
dimensions (RQ1.1), a lower token use (RQ1.2), and was
overall preferred over multi-stage by 13 of 20 participants

(RQ1.3).

FE. RQ2: Code Complexity and Explanation Quality Relation-
ship

Table VI reports the per-dimension ratings for each strategy
and at each complexity level. Differences appeared largest at
medium complexity, where single-stage was higher on every
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TABLE VI
51 EEEEE— PER-DIMENSION RATINGS BY STRATEGY AND TEST CODE COMPLEXITY
521 ==~ ) (n = 63 RATINGS PER STRATEGY AND CRITERION AT EACH COMPLEXITY
S3 LB LEVEL; 21 PARTICIPANTS X 3 TESTS). LIKERT SCALE 1-5.
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c14 —— T Criterion Mean + SD  Mdn (IQR) Mean + SD Mdn (IQR)
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) Number of participants ) Medium
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Correctness 4.02 + 0.71 4(44) 383+£093 434
Fig. 4. Top: Preference per test (n = 21). Bottom: Per participant, represent- Completeness  4.02 + 0.83 4 (4-5) 379 £1.02  4(3-5)
ing the sign-test where the nine responses per participant are collapsed into Usefulness 4.08 £ 0.87 4 (4-5) 3.65 + 1.03 4 (34)
one score that represents each respondent’s dominant choice (n = 20, after Complex
excluding one no-preference-dominant participant). Clarity 3924+ 079 4 (35-4) 375+ 0.82 4 (3-4)
Correctness 4.03 £0.78 4 (3-5) 3.95 + 0.83 4 (3-5)
Completeness 3.98 £ 0.89 4 (3-5) 3.84 +£099 4 (3-5)
Usefulness 376 £ 087 4(34) 379+£090 434

dimension (0.19 to 0.47). Conversely, multi-stage was rated
higher on every dimension at the simple level, although the
difference appeared smaller at this level (0.05 to 0.16). With
directions going both ways at the complex level, single-stage
was rated higher on clarity, correctness, and completeness
(0.08 to 0.17), and lower on usefulness by 0.03.

G. RQ3: Explanation Improvement

Performing thematic analysis on responses to the open-ended
survey questions resulted in three themes. Each theme high-
lights different aspects such as what makes a good explanation,
what leads to a perceived lack of usefulness of an explanation,
and tensions and trade-offs that occur between reader needs
and test complexity.

1) Theme 1: What a good explanation should include: This
theme focuses on the details and properties of an explanation
that were generally perceived as useful and that increased the
understanding of the test code. From the data, three pillars of
what makes a good explanation were identified.

Mdn (IQR) reports the median with Q1-Q3 in parentheses.

First, what was frequently mentioned was the need for details
such as covering the assertions in the test, a clear link between
the code and the explanation, as well as clarifications regarding
the function under test. “I like when they mention the actual
input and expected result, because then it is easier to see if
the explanation matches the test”

Secondly, there is a need for more high-level, intuition-
building descriptions, such as a rationale for why the internal
pieces of the test matter and the inclusion of examples.
Responses were frequently framed in terms of this “why”, both
from a practical and a learning point of view. “To increase
understanding of how to code and learn, we need to know
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why we do it certain ways, not just how it’s done”, “stating
why the test matters in practice would make the explanations



more meaningful”’

Lastly, the presentation of the explanation mattered, including
how an explanation was worded and structured. Under this
category it was emphasised that explanations should begin
with a high-level overview of what the test does before going
into the details. “The explanations are most useful when they
first give a clear summary of what the test is checking, and
then connect it to the important parts of the code”

Participants additionally valued a step-by-step structure as well
as plain language. ““I like the explanations where it walks you
almost line by line, makes it easier to follow”

2) Theme 2: What undermines the usefulness of an explana-
tion: In theme two we cover the properties of an explanation
that were generally perceived as not useful to the reader.
For instance, there was a pattern in the responses describing
that an explanation that is verbose while still not adding
enough meaning created frustration. This was also the case
for explanation length versus code complexity, where test code
that was already considered easy to understand had a detailed
explanation. “they are unnecessarily too long. In the moment
you need 4 lines of text to explain two lines of code, there
is something wrong”, “if everything was written as one long
explanation, it took more effort to compare it with the code”.

Additionally, participants reacted negatively to explanations
that used generic language about security, software robustness,
or software quality in general, that did not have a direct
connection to the logic in the test. When an explanation went
“too general about security or robustness” one participant
noted the content was “less useful unless it was clearly con-
nected to what the test was checking”. Statements like these
capture how explanations that contained generic filler were
often viewed as attempting to look like a good explanation
without having informational content.

The last pattern concerns ambiguous language, hallucinations,
and explanation over-claiming. Participants disliked when
explanations made claims that were not clearly related to
the code being explained, used charged language such as
“crucial” without explanation, or relied on terminology that
the explanation itself did not define. The result of these points
was explanation content that readers did not trust and had to
make extra effort to understand.

3) Theme 3: The tension between reader needs and code
complexity: While many participants had similar opinions
about what they did and did not like about the explanations,
not all participants wanted the same kind of content. What
counts as being the right depth, structure, and language
shifts with the complexity of the test code as well as prior
knowledge of the reader. This tension appeared as a pattern
in the responses, where participants who expressed having
less knowledge asked for more context and conceptual details,
while others who positioned themselves as experienced found
the same explanations over-explanatory. “so either make the
explanations more in-depth for ‘beginners/learners’ or make

them shorter and more concise to allow a faster glance for
those who already can read the code”

However, most participants did agree that greater complexity
called for more detail, and that the kind of detail should shift
with complexity as well. “complex explanations should be
more structured than simple or medium ones” This desire
for structure at higher complexity levels led many participants
to ask for step-by-step or bullet-point explanations. “for these
more advanced [tests] I would like to see a step-by-step
explanation instead of a ‘block-of-text’ explanation”

To summarise, what is perceived as a good explanation to one
reader differs from another, and what is defined as good seems
to depend on personal preference and prior knowledge.

V. DISCUSSION

After analysing our findings, we note that within the con-
figuration that we have used, we have not been able to find
evidence of a difference between single-stage and multi-stage,
in terms of rated quality (clarity, correctness, completeness,
and perceived usefulness) for test code explanations. Some
trends were noticed; while not statistically significant, we ob-
served that participants tended to prefer the explanations from
single-stage over multi-stage in a higher frequency. In our free-
text responses, we gained insight on what a good explanation
should include, from the perspective of the participants in the
survey. In addition, these qualitative responses also covered
usefulness, and understanding how the perspective of the two
shifts across readers and tests. In the following sections we
will dive in deeper into the concrete observations.

A. Similar Rated Quality at Different Cost

Looking at the rating per quality dimension in Table V we
can see that it only showed small differences between the two
strategies. More specifically with a stable median of 4 for
all quality criteria, means between 3.69 and 3.98 where the
largest difference for clarity was 0.2 favouring single-stage.
At our given conditions considering sample size and other
configurations, we interpret this as no evidence of a quality
difference between the two explanation strategies.

While no major difference was found in the quality ratings,
we saw a larger deviation in Figure 3 which describes token
usage. We can see that every test has a token usage ratio > 1,
which means that while the multi-stage explanation strategy
consistently used a higher token count, it did not always yield
a higher rating relative to single-stage.

Although both strategy processes were constrained to the
same final word count, the multi-stage had an intermediate
unconstrained output, that was not observable to participants.
From our data, this unconstrained output did not yield a
measurable advantage into the final explanation. However, it
should be noted that we cannot tell from our data, what role
the intermediate explanation had, since this would require
examining the intermediate outputs themselves, which is out
of scope for this study.



The question regarding strategy preference had a weak trend as
seen in Figure 4. 13 of the 20 participants that were included
in the sign test (Section III-D3) favoured single-stage, with a
non-significant p-value of 0.263 at the standard 5% threshold.
Both the individual ratings and preference originated from the
same survey. As such, they are not measured independently.
Evaluated together as a whole it is suggestive that the two
strategies are rated similarly on the four quality criteria,
while having a 6.7x disparity in token usage. Therefore, for
software professionals that are considering which strategy to
use between the two in a similar setting, multi-stage, in our
configuration did not show a measurable improvement in the
four quality metrics used in this study.

B. Differences Across Complexity Levels

In Table VI we can see that multi-stage was slightly higher
across all different quality metrics for simple complexity level.
In contrast, single-stage was higher across all four at medium
complexity and 3/4 at the complex level. At a larger sample
size, it would be of interest to see whether the complex level
would follow the same trend as the medium level. The gap
between the different strategies was the widest at medium
due to the single-stage getting an increase in quality score,
and a slight reduction in multi-stage. We could also see that
the ratings for single-stage varied more across the complexity
levels than multi-stage. Due to the fact that we only had three
tests per level, and no inferential test, we treat these patterns as
exploratory. It should be noted though, that a different sample
of tests and size could change the picture.

C. What Participants Want From Explanations

The thematic analysis IV-G gave us insights about partic-
ipants’ responses from which we developed three themes:
what participants felt a good explanation should include,
what undermined usefulness, and why what counts as a good
explanation differs between the readers. Participants felt that
a good explanation should include: specific test details, a
stated reason for the test, definitions of unfamiliar concepts,
domain or framework context and a clear and ordered presen-
tation. While most of these areas are suggestive of missing
information, the participants emphasised the importance of
avoiding irrelevant content. This is particularly relevant to the
second theme where participants noted that: excessive length
without payoff, unsupported claims, ambiguous terminology,
generic filler, and mechanical line-by-line paraphrase were
all areas that undermined usefulness. Finally, the third theme
showed a variation in what was considered a good explanation.
Participants disagreed on what was the appropriate length and
depth of an explanation, with preference shifting both with
the complexity of the test code and with the prior knowledge
of the reader. This variation is supported by participants
who explicitly positioned themselves across different levels of
knowledge, although, the small sample size limits how widely
this can be generalised.

The participants’ evaluation of the explanations is strengthened
by the fact that they did not know which strategy produced

a given explanation. Therefore, the themes describe what
readers looked for, not what either strategy delivered. We can
also see similarities in our findings with related research on
LLM-based test code summarisation, especially with the first
two themes. As an example, Mollah et al. [3] found that
prompting with assertion semantics produced LLM-rated test
summaries comparable to or slightly above prompting with
the method-under-test, while requiring fewer input tokens.
This aligns with our participants’ emphasis on explanations
that are anchored in the assertions of the test. In addition,
Djajadi et al. [6] reported that structured prompt-engineering
with explicit guidelines, such as: bullet-point structure, action
words, and persona assignment produced higher-rated LLM
test summaries than context-aware prompting on content,
conciseness, and naturalness, and noted that context-aware
prompts could add details that were sometimes unnecessary.
These observations are similar to what our participants have
reported, who valued a structured presentation and pushed
back against outputs that lacked brevity. However, we should
also note that the third theme gives us insight into the fact
that “better” is not absolute, as an explanation that satisfies
one reader does not satisfy all.

D. Threats to Validity

1) Internal Validity: 1f we consider the internal validity, there
are multiple items that could have affected our findings. One
example is that when participants were taking the survey, they
could have been affected by certain learning effects or fatigue
from processing each explanation in sequence. To counter
this effect, we randomised the order of the nine tests both
per participant and within each complexity level. Another
measure that was taken was to tackle potential position bias
which could arise if both explanations were always shown
in the same position each time. More specifically, each page
had two slots, labelled Explanation A and Explanation B,
with each slot holding one explanation without revealing
which strategy produced it. Without a control, ratings could
potentially have reflected which slot a strategy occupied rather
than the strategy itself. That is, that the participants could
have preferred selecting strategies simply due to them being
in explanation slot A.

The participants’ familiarity with Python and its libraries
have also varied between participants and could have affected
how they rated explanations. A concrete example of this is
that a senior developer who is well-versed in the Django
library would unlikely require as much context as a student.
These variations, although uncontrollable in detail, we tried
to steer by using purposive and snowball sampling [27] to
recruit across industry, academia, and student populations. As
such, these methodologies broadened the range of experience
represented and could have promoted a more diverse result.
To further increase the reliability in results, we also fixed
the LLM temperature to 0.2. This was done to mitigate the
strategy effect which would come from model-side variability,



reflecting the property of LLMs and their ability to produce
different output from the same input.

In our study we utilised four quality dimensions (clarity,
correctness, completeness, perceived usefulness). These were
evaluated on a five-point Likert scale, where participants’
interpretation of the scale points is inherently subjective. This
means, that a person’s interpretation of score 2 for clarity
might be completely different to another person. To address
these differing interpretations, we provided clear labelling and
an example rating at the beginning of our survey. This ensures
that each participant should get an idea for how much weight
each rating has and how to utilise them effectively.

Within the study, the instruction to select Neutral (3) when
participants felt unable to judge a criterion conflates a genuine
neutral stance with I cannot judge”. This can compress the
rating distribution towards the middle which would dampen
differences between the rated explanations. Therefore, the
decision to follow the pilot survey feedback and add it to the
survey instructions despite this was seen as a trade-off, given
the high risk that this would have been the case regardless of
having the instruction or not.

Considering self-report instruments and the self-report bias
that they share, the Likert ratings and the preference question
are inherently subject to this and their consequences.

Both of the prompts were written by the same authors which
means that the comparison is sensitive to how each was
crafted. We tried to mitigate this by aiming for parity and
keeping the what/how/why structure constant, while varying
only the staging. However, prompt-design choices remain a
confounding factor. The same two authors also performed the
thematic analysis, which itself carries a risk of coder bias.
Similarly, we reduced this by coding the open-ended responses
independently before discussing disagreements iteratively, and
refining the codebook. Even with these steps, a different pair
of coders could have produced a partially different theme set.
The word-limit on the final explanation was a deliberate design
choice to make the two strategies comparable in length, but it
also removed any room for multi-stage to express, in the final
explanation, the extra context it generated in stage one. The
observed similarity between the strategies may therefore reflect
this design constraint rather than the absence of an underlying
advantage.

While reviewing our responses, we noticed that two partici-
pants’ submissions showed varying patterns of Al-generated
content. This was also paired with an outlier in the average
completion time which we deemed to be too unrealistic for
a human to do. Therefore, it was decided to exclude these
responses from the core analysis in order to preserve the
integrity of it. However, it should be noted that we did not
pre-specify this criterion and the decision was solely made
during the analysis. The disclosure of this exclusion is merely
done for transparency.

2) External Validity: Considering external validity, our sample
size is relatively small consisting of 21 participants and nine
tests. Although we strived to select a diverse group of partic-
ipants through both purposive and snowball sampling [27]
they may not necessarily represent the broader population
of software practitioners. Moreover, the selection criteria,
library set and complexity classification thresholds for the test
cases were all author-defined. Although the nine tests were
selected from the well-known open source Python libraries:
Django, Flask and requests, a different research team could
have selected another such set. In turn, this would mean that
our selected set potentially under-represents tests with heavier
setup, broader scope or other domain-specific assertions.

More specifically on the test selection criteria was the usage
of the “readability criteria”. This was defined as a test being
concise, self-explanatory and comprehensible within 10 to 30
seconds. The usage of such criteria could inadvertently bias
towards the selection of tests where single-stage prompting
does exceedingly well, to a degree where the benefits of multi-
stage strategies are not seen. Although there are clear negative
impacts of this on our study, it is seemingly a trade-off in order
for participants to understand each test and give meaningful
ratings. Had we used tests that were beyond their grasp or
those that would have taken too long to understand, it would
have yielded uninformative data regardless of the strategy
used. This is also confirmed by the fact that our three different
complexity levels did not skew the dataset to contain more
verbose responses on tests classified under simple complexity.

However, the complexity-stratified RQ2 view, with only three
tests per level limits how far the observed patterns for RQ2
can be generalised. It is not possible to exclude the possibility
that the results depend on a specific LLM model (GPT-4.1)
and the prompts written by the authors. It could be the case
that the selected model is so capable on this task that there is
little to no variation depending on the prompting strategy used.
This means that a less capable model could have produced a
different gap, which suggests that our results should not be
generalised to all LLM models or prompt formulations, rather
they should be considered for our setup only. Further research
could aid in determining whether our findings apply to the
larger population. Finally, we emphasise that the open-ended
responses were short by design, so that the qualitative themes
describe what participants wrote in a free-text field rather than
the depth that interview-based studies can produce.

3) Construct Validity: For our research we measured the
quality of our explanations by utilising: clarity, correctness,
completeness and perceived usefulness as quality metrics. The
use of these specific metrics was inspired from related work
of Akbarova et al. [7]. To reduce potential confusion, we
shortened “perceived usefulness” to simply “usefulness” in the
survey, with the standpoint that a participant can only rate their
own perception of usefulness and therefore we deemed using
the full term unnecessary.

We would also like to highlight that these dimensions are



not fully independent, meaning that there may be interactions
between them. A concrete example is that perceived usefulness
tends to interact with clarity and completeness. Therefore,
while we do report each dimension separately, we want to
be transparent of their overlap as a limitation. For each such
dimension we measured the non-parametric median and IQR,
and the parametric mean and standard deviation.

We support our decisions in the use of parametric approach by
referring to research from Norman [30] who argues that the
parametric approach can be considered acceptable on Likert
data with small samples and non-normal distributions. Another
perspective that we want to point out is that the survey
measures explanation quality through self-report rather than
through a task outcome. A concrete example of this could be
comprehension time or the time it takes to solve a bug with the
support of the LLM explanation. Such a measure could pick
up a difference that our self-report does not, and the findings
should be read with this in mind.

4) Conclusion Validity: Due to the survey being long, with
a median completion time of 40 minutes, this is believed to
have been a limiting factor in both recruitment and survey
completion rate. From the 72 people we reached out to and
potentially a few more via snowballing, we ended up with
a relatively small sample size of 21 participants, and for the
same reason the number of tests went from 15 to 9. Altogether,
this allows us only to report the results for RQ 1.1, RQI1.2,
and RQ2 descriptively rather than through the use of inferential
tests. We attempted to utilise ordinal regression via Cumulative
Link Mixed Models (CLMM) for the analyses, but were unable
to reach a confident model setup. In addition, due to having
a small per-cell sample size and the required complexity of
fitting this kind of model it was decided to not include this
test in the analysis, especially given that misleading p-values
would have a severe negative impact on our study. Future
work however, would in our opinion strongly benefit from
utilising CLMM in particular with a larger sample size due to
its suitability with ordinal multilevel data.

For RQ1.3, we collapsed the three-option preference responses
into a form of binary classification per participant. This was
done to help us minimise the impact of the within-participant
dependent data in the sign test. However, one of the partici-
pants was excluded due to their most common response being
“no preference”. From this, we yielded a p = 0.263, which
was not statistically significant at the 5% level.

E. Future Work

If this study were to be extended, the most important extension
would be to repeat the experiments with new sets of models
and prompt pairs. Both prompts were written by the same
authors and only GPT-4.1 was used. Some of the parity that
was observed may be a product of these specific decisions
rather than inherent to the two prompting approaches.

Similarly, it would be interesting to use smaller, open-weight
models and/or models with a different architecture than the

proprietary model that was used to determine whether the
same parity of quality is obtained. A less capable model may
lean more heavily on the context provided in stage one and
therefore expose a difference not present in this experiment.

Extending the study to include test code written in other
languages and frameworks would also be valuable, as these
tests were restricted to web-related and communication tasks
by virtue of being drawn from three Python libraries: Django,
Flask, and requests [18]-[20]. By expanding beyond this sub-
set, effects caused by the choice of tests can be distinguished
from those caused by the prompting strategies.

Finally, a natural extension is to collect more data by expand-
ing the pool of participants and tests, as long as the quality
of responses is not degraded. This would allow us to run
the inferential tests that the purely descriptive analysis leaves
open, and give more weight to the complexity-stratified results
for RQ2, which are currently based on just three tests each.

F. Ethical Considerations

Participation was voluntary and uncompensated. Participants
provided informed consent prior to being shown any study
content. No information that would directly identify partic-
ipants (e.g., names, email addresses, IP addresses) was col-
lected as part of this study and the self-reported demographic
data was only used to describe the sample. The test code was
taken from popular open-source software projects (Django,
Flask, requests) under permissive licences [18]-[20]. The
explanations were generated using the OpenAl API. Only
open-source test code and prompt templates were sent to
the API, and no participant data was shared with third-party
services.

VI. CONCLUSION

We conducted a controlled experiment and reflexive thematic
analysis of open-ended responses to compare single-stage and
multi-stage prompting strategies for natural-language expla-
nations of software test code. The explanations generated
with both strategies received similar quality ratings within our
setup, but explanations generated with the multi-stage strategy
required an average of about 6.7x as many tokens per test.
A slight majority of participants (13 of 20) preferred single-
stage explanations. The participants’ open-ended responses
suggested that what affected their opinion the most was the
content and structure of explanations themselves, regardless of
how they were prompted. As this work was performed with
a single model (GPT-4.1), task domain, and user group, these
findings are intended to be informative rather than definitive.
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