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1. Introduction

This chapter will introduce the underlying principles of a subsequent comparative
analysis of Structure-from-Motion and Neural Radiance Fields for the digitization of
cultural heritage. A brief introduction to the digital documentation of heritage at
museums and cultural institutions will be presented in Section 1.1, followed by the
research questions and aims of the thesis in Sections 1.2 and 1.3. An extensive explanation
of Neural Radiance Fields will be presented in Section 1.4, followed by the current
applications of Neural Radiance Fields in heritage research in Section 1.5.

1.1 Digitizing Museum Collections

In cultural heritage practice, digitization and digital tools are accepted as a vital
resource for modernizing and future-proofing cultural heritage. From the mundane
systems which run an institution to the implementation of more complex digital methods,
museums in Sweden have been tasked with integrating themselves into the structures of
digital society. Neither the Swedish Historic Environment Act (SFS 1988:950) nor the
Museum Act (SFS 2017:563) specifically mention digital strategies for cultural heritage
work. However, both can, in keeping with their intention of preserving, managing, and
making accessible cultural heritage, act positively towards the process of digitizing the
nation’s cultural heritage environments, objects, and institutions.

In the cultural heritage sector, two concepts are foundational when considering
digital strategies: digitization and digitalization. Digitization refers to the process of
converting and recording physical objects in a digital format, such as the scanning of
documents or old photographs, or the taking of photographs for object catalogues. The
analog data is converted into binary code, so that it may be processed and stored within
a digital space. The process generates digital heritage, although this term has also been
used to describe heritage which is born digital, i.e. web- and software-based heritage,
electronic art and literature, and physical heritage which has been transformed through
digital formats and platforms. Digitalization, although associated, focuses on the digital
processes and workflows which can be improved upon through the development and
implementation of automatic systems. It relates to information processes, such as the
digital services which maintain the working order of a museum institution.

A digital database is perhaps the most omnipresent, utilized, and accessible mode
of digitizing museum collections. Several different database systems exist for museum
and institutional use, each having slight differences but maintaining similar underlying
purposes. Databases are a way to consolidate information: they contain object metadata,
photographs, historical and archival material, location codes, conservation- and
condition-reports, etc. A database is a trove of information, a logistical tool, and a learning
resource, all contained within a navigable server for use by both internal as well as
external parties. Digital material stored in institution-specific databases may be further
integrated into even larger networks, such as Europeana and DigitaltMuseum,
exponentially increasing the cultural reach of an institutional collection. However, the



database in itself is not a tool of digitization - it is the repository for all of the information
and processes which digitize and object or collection.

The most commonly employed digitization processes in museums are image
processing (photography, scanning, etc.), the input of metadata to describe objects and
collections, which also serves to identify the relationships within and between source
material, intangible knowledge, and physical heritage. These processes may be further
developed in the form of articles, 3D imaging, and even more metadata - but simply put,
digitization often takes the form of visual and text-based information. These processes
range in complexity and resource requirements, but all serve a fundamental obligation of
cultural stewardship, as stated in the Museum Act, to “...preserve, examine, convey, and
exhibit material and immaterial evidence of man and his surrounding world” (SFS
2017:563, §2) while “...contributing to society and its development by promoting
knowledge and cultural experiences” (SFS 2017:563, §4) for future generations.

1.1.1 Modelling Heritage: Visualization through Digitization
In the cultural sector, 3D modelling can be another important tool for visualizing,

disseminating, and publishing heritage objects for research, education, and in
collaboration with concerned parties. Typically, 3D digitization for cultural heritage
purposes is carried out using Structure-from-Motion (SfM) techniques. SfM is a
photogrammetric range method, that is to say, the process estimates the 3D structure of
a scene from a dataset of 2D images. SfM is a subset of Multi-view Stereo (MVS)
algorithms, methods designed to infer the 3D geometry from a set of images captured
from known positions and camera angles (Furukawa and Hernandez 2013). Whereas
MVS assumes known camera positional calibration, SfM computes the camera poses while
reconstructing the 3D environment. SfM algorithms seek to find corresponding features
between images, features which are tracked from one camera position to the next in order
to piece together a full 3D visualization of the scene in question. If corresponding points
or features are represented in two or more views of a scene, a 3D coordinate can be
reconstructed through triangulation. Having identified 3D positions and calibrated
camera positions, the initial SfM visualization is refined to minimize projection error. This
refining process filters out inconsistent 3D points by identifying outliers for removal or
recalibration in the set of reconstructed points.

Within the cultural heritage sector, SfM is a well-established photogrammetric
method for 3D modelling. In cultural heritage practice, SfM provides a non-invasive
approach for planning and maintenance, restoration, management, and research. It is a
typically non-resource-intensive, flexible method which is simple enough to plan, execute,
and study, with the capacity to accurately digitize cultural heritage objects and sites.
Photogrammetry is a 3D-coordinate-based method which uses photographs as the
primary input for measuring a scene. By inputting images from at least two different
camera angles, photogrammetry can draw rays, i.e. lines of sight, between the position of
each camera to points on the object. These rays are mathematically intersected to produce
the 3D coordinate of the point in question. Photographs, as the name would suggest, are
pivotal to a functioning photogrammetric pipeline. To ensure high accuracy, reliability and
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automation of the process, images must be of a minimal quality. The field of view, focus,
and image exposure are all core components of an image which can significantly alter the
resulting photogrammetric model. This is simply to say that images fed into a
photogrammetric pipeline must be clear, focused, and use proper lighting for reliable
digital documentation by means of photogrammetry. After the initial photography phase
of a project is completed, photogrammetry relies on these images for metrology, or the
process of measuring and mapping the 2D images in a 3D space. By measuring the precise
location of a point through intersecting rays, photogrammetry can determine the 3D
coordinates of a near-limitless number of points.

In heritage practice, SfM is usefully employed in tandem with other methods of 3D
visualization, such as aerial photogrammetry, terrestrial laser scanning (TLS), white-light
scanning (WLS), structured-light scanning, and LiDAR. Each method can complement the
other, or instead be used exclusive to one another, dependent on the requirements of a
project. Multiple studies have explored the differences in digitization costs, the critical
resource and personnel requirements of these methods, and compared their performance
under various criteria (Baltsavias 1999, Barszcz et al. 2021, Marin-Buzon et al. 2021,
Remondino et al. 2008, Skarlatos and Kiparisssi 2012, Ye et al. 2022). Despite the more
impressive implementation of other methods in certain scenarios, SfM remains “..the
most complete, economical, portable, flexible, and widely used approach” (Skarlatos and
Kiparissi 2012, pg. 299) for the 3D documentation of cultural heritage.

Environmental conditions, material composition, scale, and space are all
contributing factors which may limit the effectiveness of SfM methods (Skarlatos and
Kiparissi 2012). The material composition of an object can greatly affect the quality of a
digitization project, regardless of which method of acquisition is utilized: “..specific
material characteristics (homogeneity, roughness, brilliance, chromaticity, luminosity
and hardness)” (Croce, et al. 2023A, pg. 4) are known to complicate digitization attempts
using classical methods of digital visualization. Similarly, materials featuring non-
Lambertian surfaces, those which “...do not reflect light uniformly in all directions and
exhibit angle-dependent reflectance properties” (Croce, et al 2023A, pg. 4) can
significantly impair digitization efforts. Non-Lambertian surfaces ‘confuse’ SfM
algorithms, in the sense that as the camera position changes, so too does the manner in
which light interacts with the surfaces - thus hampering the identification of
corresponding features or points required for accurate triangulation. Similar
complications can occur when the object or scene in question lacks distinct visual
features. Smooth, uniform surfaces can confound SfM methods in a fashion similar to non-
Lambertian surfaces. Paradoxically, the same can be experienced when the surfaces in
question display too much detail and intricate surface features. Complex geometry can
convolute the digitization process, in a sense distracting the algorithms with too much
visual information, impeding the acquisition of accurate measurements and points for
triangulation.

Ultimately, the preeminent factor determining and/or limiting the accuracy and
quality of a digital model is the precision of the input images. SfM modelling projects, like
all cultural heritage undertakings, are dependent on a stable foundation. Poor lighting
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conditions, low-resolution images, and small datasets, all contribute negatively to the
final digital product. While steps can be taken to mitigate these issues, certain objects and
environments are simply not conducive at present to digitally document through
established SfM methods. Technological developments are likely to continue to improve
the field of digital imagery, as prospective methods hold great promise for addressing
some of the inherent limitations of present SfM techniques and technologies. In the
context of this thesis, the capabilities of SfM for digital documentation will be compared
to one such technological innovation, that of Neural Radiance Fields.

1.1.2 The State-of-the-Art: Artificial Intelligence in Cultural Heritage Practice
Artificial Intelligence (Al) has acquired immense recognition in recent years, and

the potential technological advances offered by these applications have not escaped
practitioners of heritage digitization. From its ability to support projects and expedite
digital visualization and modelling processes, Al may well become an essential element
of digitization, communication, accessibility, education and research of heritage spaces
and objects. While not presently the favored method in a heritage practitioner’s toolbox,
Al methods are being advanced and employed in many aspects of heritage preservation,
conservation, and management. The trend towards addressing the different challenges of
digital transformation began some years ago, as governments set themselves the
objective of systematically and methodologically classifying cultural heritage (Bordoni et
al. 2013). What began initially as a shift from analog archives to digital databases has since
expanded to a complete modification of the field and of how cultural knowledge is to be
digitally used, preserved, and maintained. Al is plausibly an automated system for the
classification and full integration of cultural assets which were, until relatively recently,
distributed across many different, and often mutually exclusionary, systems (Bordoni et
al. 2013).

Al methods already are employed, for example, in applications which serve to
support heritage institutions and organizations. Natural Language Processing (NLP),
enables computers and digital tools to recognize, understand, and generate text based on
a combination of computation linguistics and statistical- and machine-learning models.
NLP has been utilized in studies in order to improve the accessibility and accuracy of
search functions within heritage databases (Machidon et al. 2020) and to help organize,
protect, and promote intangible cultural heritage (Dou et al. 2018). The application of Al,
specifically through Deep-Learning algorithms, has been utilized in studies to facilitate
the identification and management of digital cultural heritage assets with complex
geometries and high levels of detail (Balloni et al. 2023). These methods utilize the power
of Al to analyze and manage large amounts of data, and are augmented by Deep-Learning
algorithms, such as Mo.Se, which has been used to identify patterns in historical mosaics
(Felicetti et al. 2021). The authors recognized that Al could help archaeological studies by
automatizing processes of information extraction which are based otherwise primarily
on manual operations and visual observation. In similar fashion, Hurtut et al. developed
a process for automating the analytical process of the pictorial content of line-drawings
with Deep-Learning - useful, according to the authors, in order to retrieve and index
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artworks that may deliver similar visual effects to the observer and to explore large
quantities of visual data (2011). Further study has been conducted regarding the
potential usage of Al within the architectural heritage field, for instance, to preserve and
protect historical architecture from warfare, environmental impacts, calamities, and man-
made debacles (Balloni et al. 2023). Even prior to Al implementation, SfM surveying
technologies have been employed to measure and record the progression of time upon
architectural heritage in a three-dimensional fashion (Balloni et al. 2023).

The most recent application of Al algorithms within the heritage sector has been
in the field of digitization. Al algorithms have been utilized to assist with the 3D
reconstruction! of lost heritage from historical images (Balloni et al. 2023). Al algorithms
have been used to source images from massive photo archives and to construct 3D
visualizations based on numerically reduced and low-quality historical photographs. Al
has shown to be a great facilitator of reconstructing heritage digitally when the physical
object or space has been lost. Additional studies within the field have used Al to not only
recreate heritage based on historic or tourist-sourced images, but to explain photometric
and environmental variations between images (Martin-Brualla et al. 2021). Al algorithms
are capable of ‘learning’ which features are shared across photo collections and to remove
situational objects (such as people and vehicles), or to minimize environmental variation
caused by changing seasons and/or time of day (Martin-Brualla et al. 2021). Neural
Radiance Fields, or NeRFs, have applied Al algorithms to the process of digitizing heritage
in the form of 3D models (Mildenhall et al. 2021). NeRFs have been proposed as a method
capable of achieving photo-realistic results in complex scenes - equally as capable as
established SfM photogrammetry. Able to ‘learn’ from photographic input, NeRFs are the
latest in a trend of Al algorithms employed to enhance heritage practices.

The opportunities offered by these new, automated methods are but a glimpse of
what future Al-assisted heritage practice may encompass. The conceptual and
computational processes will in all likelihood have a direct and lasting impact on the
utilization of these systems for knowledge creation, consumption, research, and the
provision of heritage objects and spaces. Museums and heritage institutions will be
increasingly publishing digital collections online, with interactive and personalized
services to further educate and disseminate cultural knowledge. Enrichment of the digital
user-experience will further increase interest and investment in the treasures of heritage
held in institutions worldwide. Understanding the past through pragmatic application of
technology is a vital endeavor, automated and thereby simplified through the use of Al
The adoption of Al methods in the heritage sector is to explore the efficacy of modern
tools for the preservation of heritage, as an asset, both physical and digital.

The adoption of Al-assisted methods for cultural heritage practice is not without
critique, as discussion has developed voicing concerns regarding the ethical principles

1 Author’s note: ‘reconstruction’ is a term frequently used in reference to 3D visualization, most
appropriately in scenarios when the heritage in question has been lost to time or destroyed. However, the
improper usage of the term is also fairly common, and to avoid misconstruction with lost heritage, the terms
‘3D visualization’, ‘digital documentation) and ‘digitization’ will be used throughout this text. In cases when
‘reconstruction’ is mentioned, it is in reference to lost heritage, or a direct quote from other authors.
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underlying Al and the potential for improper use and interpretation of cultural assets and
knowledge. In 2021, UNESCO published the Recommendation on the Ethics of Artificial
Intelligence, to address the “...profound ethical concerns” of the use of Al without proper
oversight. The Recommendation echoes calls for greater regulation and transparency,
with consideration of the potential social, political, and environmental implications of Al
in cultural practice (Pansoni et al. 2023). In particular, appeals for strict moral and ethical
guidelines describe the potential cultural and historical biases of Al-algorithms: “...if the
training data incorporates biases or lacks diversity, Al systems may inadvertently
perpetuate and amplify those biases, potentially neglecting or misrepresenting certain
cultural facets” (Foroughi, Andrade, and Roders 2024). Moreover, already digitized
cultural heritage must be safeguarded to prevent artificial reproduction and misguided
authenticity assessments. Further care must be taken to ensure proper “..distribution of
economic resources, the allocation of responsibility, and the protection of privacy” to
address the challenges identified throughout multi-disciplinary literature and discourse
(Pansoni et al. 2023). Contemporary discussions on the proper application of Al seek to
raise awareness of the risks as well as the positive contributions of its usage, and to
emphasize the human-computer interaction as critical to the ethical implementation of
Al-systems in cultural heritage practice (Pansoni et al. 2023).

1.2 Problem Formulation and Research Questions

Since the advent of Neural Radiance Fields (NeRFs) digital modelling proponents
have labored to exploit the method as a potentially groundbreaking technique for
digitizing cultural heritage. This thesis endeavors to examine the application of NeRFs
within the context of heritage practice, to add to the growing knowledge and awareness
regarding this method. The benefits and drawbacks of NeRFs for heritage digitization will
be examined by considering the following research questions:

o Are NeRFs a viable alternative to SfM methods for the digitization of cultural
heritage objects?

o How do NeRF renders compare to 3D visualizations made using SfM
photogrammetry in regard to geometric accuracy?

o How do NeRF renders compare visually to models made using SfM
photogrammetry?

o Are NeRFs capable of accurately rendering intricate surface details on relatively
small-scale objects? Is the NeRF model more or less accurate in digitally
visualizing the surface material than a photogrammetric model?

1.3 Purpose and Aim

The primary purpose of this investigation is to compare the quantitative and
qualitative results of NeRFs, as opposed to established SfM methods, for the digitization
of four museum objects from the Ethnographic Museum in Stockholm, Sweden. These
four case studies shall serve as a practical example of the potential application of NeRFs
by heritage practitioners with the goal of documenting heritage in 3D digital formats.
While ostensibly an investigation comparing the use of SfM methods and NeRFs for



digitization of cultural heritage objects, an additional intent of this inquiry is to make
practitioners of heritage digitization more mindful of NeRFs. As 3D modelling is an
already established method for representing physical objects in a digital format and it is
the author’s intent to explore whether NeRFs are a viable alternative to tenured SfM
methods of digital documentation.

This text will investigate whether NeRFs are a non-resource intensive, simple-to-
use method of addressing the many practical issues common to 3D visualization done
using conventional SfM techniques. To do so, this text will explore how NeRFs work, both
mathematically and practically, and attempt to describe and make understandable the
strengths and limitations of this method of digital documentation. These descriptions will
be discussed not only theoretically, but through the practical application of multiple case
studies. These case studies will be representative samples for heritage practitioners and
will further position this text in a multi-disciplinary context ranging from computer
graphics to collections management practice. This text shall additionally discuss some of
the ethical questions of collecting and digitizing heritage objects, the guidelines for
measuring a 3D model’s accuracy, and the benefits and drawbacks offered by adopting an
Al-driven digitization workflow.

1.4 Neural Radiance Fields (NeRFs)

Neural rendering is a learning-based method of image and video generation which
can create novel images and footage based on a previously existing scene. Based on
artificial neural networks and physics engines, neural renderings simulate the action of a
camera capturing a scene within a digital environment, giving the user control over
various scene properties, including lighting, camera parameters, poses, geometry,
appearance, and semantic structures (Remondino et al. 2023). The resulting product of a
neural rendering is a 3D digital representation of the scene in the form of a rendered
volume. Volumetric neural rendering processes combine computer graphics and
visualization techniques to align a set of 2D images, in order to generate a regular
volumetric grid of the scene. Whereas SfM methods produce a 3D cloud of pixels known
as a pointcloud, the volumetric grid of a neural rendering is instead comprised of
numerous volume pixels, or voxels. The volumetric rendering then extracts the necessary
data defining a voxel’s color and opacity to determine the visual output of an exact point
within the 3D scene.

Neural Radiance Fields (NeRFs) are a type of deep-learning model which
synthesize novel views of an object from a multi-viewpoint image dataset using implicit
volume representation. First proposed by Mildenhall et al. in 2020, NeRF algorithms
employ neural networks to ‘learn’ and to digitally recreate the 3D shape of an object based
on a set of 2D images. The algorithm uses a single continuous 5D coordinate - spatial
location (x, y, and z) and observation direction (6 and ¢) - to output the volume density
and view-dependent emitted radiance, or RGBo, (i.e. the amount of light emitted or
reflected by a surface) at that spatial coordinate (Mildenhall et al. 2020). The radiance
field captures the color and volume density for each point in the scene from every possible
viewing direction, as defined by Equation (1):
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Fe: (x,d) » (c, 0). (1)

Fo is a 5D vector-valued Multi-Layer Perceptron (MLP) function: a feedforward artificial
neural network whose inputis a 3D location x = (x,y,z) and 2D viewing direction d = (6,¢),
and whose output is an emitted color ¢ = (r,g,b) and volume density o. A visual
representation of this rendering process is presented in Figure 1. To encourage the
radiance field representation to be multi-view consistent, the network is restricted to
predict the volume density o independent of the viewing direction (ie. as a function only
of the location x), while allowing the RGB color c to be predicted as a function of both
location and viewing direction (Mildenhall et al. 2020).

Ray 1
Ray:2 J)/PW

-

(x,3,2,6,0) = [I["] = (RGBo) \
F, \f

Figure 1 — Representation of NeRF training of a scene. 5D coordinates are sampled along camera rays (first image),
coordinates which are then fed into a MLP to produce a color and volume density. (Adapted from Mildenhall et al. 2020).

The resulting 5D neural radiance field represents a captured scene as the volume
density and directional emitted radiance at any point in space regardless of observation
position. To accomplish this, a MLP is employed in two steps: the first step processes the
input coordinate x and outputs ¢ and a high-dimensional feature vector (a numerical
representation containing multiple data elements about). Secondly, this feature vector is
then combined with viewing direction d and passed through an additional MLP, which
produces the color representation c as a view dependent RGB color. The rendered color
of any ray passing through the scene utilizes principles of classical volume rendering. The
volume density of a given point, o(x) can be interpreted as the differential probability of
a ray terminating at a particle at location x. The expected color C(r) of camera ray is
expressed as r(t) = o + td, according to camera position 0 and viewing direction d, with
near and far bounds t, and tr. The probability that the camera ray travels from point ¢ to
point ¢, without hitting any other particle is reflected as function T(t), therefore the
expected color C(r) is expressed by Equation (2):

C(r) = fti{ T(t) o(r(t)),d)dt, where T(t) = exp (— f; a(r(s))ds). (2)

Utilizing a non-deterministic stratified sampling approach, the camera ray is
divided into N equally spaced bins and uniformly drawing a sample from each bin, as is
expressed by Equation (3):

C(r)= YN.T, (1 —exp(—0;6))c; ,whereT; = exp(— 2;'.;11 aj(Sj), (3)
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where 6; denotes the distance between consecutive samples (i and i + 1), while ¢; and c¢;
represent the estimated density and color values along the sample point (i). The relative
transparency or opacity of a sample point (i) is calculated by a separate function of alpha
compositing (the process of combining several images and/or layers to create the
appearance of partial or full transparency) described by Equation (4):

a; =1 — exp(—0;6)). (4)

As one purpose of this text is to make NeRFs accessible for cultural heritage
practitioners, it is necessary to clarify what a NeRF algorithm does, rather than just how
it does it. As with other established 3D visualization methods, NeRF begins with a set of
images along with the associated camera poses of the dataset. The position of the camera
when the image was taken is required in order to place the 2D image within the 3D
environment in which the model is built. A neural network - a Machine-Learning process
of predictive modelling - is then utilized to train the NeRF on the single scene represented
by the combined 2D image data set. From this point, NeRF is able to render a 3D model of
the scene in question, a process known as view synthesis. Conceptually, NeRFs utilize
artificial intelligence to map a scene according to color (RGB) and volume density using
5D coordinates representing spatial (x,,z) and viewing direction (6,¢) values. These
values are extracted by the neural network from inputs related to camera angle and data
associated with that specific view of the scene. Having extracted the 5D coordinates of a
2D image, NeRFs then use classical volume rendering techniques to accumulate all of the
data related to color and volume density to render the 3D scene. The volumetric
rendering is further optimized by the NeRF algorithm in order to encourage the model to
collate a more coherent representation of the scene - thus minimizing any error between
the initial data set and the corresponding views of the 3D model.

Several optimization improvements have been introduced in order to achieve
“..state-of-the-art quality...” enabling the “.. [representation of] high-resolution complex
scenes” (Mildenhall et al. 2020). The original NeRF algorithm by Mildenhall et al. was
optimized in two ways: 1) positional encoding improved fine detail 3D visualization and
represent high-frequency color and geometry functions, and 2) a hierarchical volume
sampling strategy allocated the MLP’s performance towards areas of the scene with
visible content (2020). Various other optimizations to the initial NeRF algorithm have
been implemented over the years, including view synthesis of dynamic scenes with
moving objects (Chen and Tsukada 2022, Attal et al. 2021), anti-aliasing in rendering
(Barron etal 2021), depth estimation (Li et al. 2021), visualization of dynamic fluids from
sparse image sets (Chu et al. 2022), and the incorporation of depth maps (Barron et al.
2021).

While the earliest versions of NeRFs were capable of generating accurate and
detailed recreations of 3D scenes, the algorithms required extremely high computing
power and long network-training times (Croce et al. 2023A, Miiller et al. 2022). Significant
improvements were made with the introduction of multiresolution hash encoding in
neural graphics by Miiller et al. (2022) with the publication of the Instant-NGP algorithm.
This iteration of NeRF allowed for faster and more efficient training of NeRF renders.
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Barron et al. introduced Mip-NeRF, a modified algorithm of Mildenhall et al’s 2020
version which emphasized fine surface details by rendering anti-aliased conical slices
rather than rays (2021). While this version excelled in detail visualization, the algorithm
suffered difficulty in neural network training and issues with computational efficiency.
Yang et al. proposed PS-NeRF a fusion-based algorithm which combines the strengths of
NeRFs with photometric stereo methods in order to mitigate photogrammetric
limitations, ultimately leading to improved resolution of the constructed 3D render
(2022). Other algorithms aimed to reduce the number of input images required for a
successful visualization, or to enhance the quality of input images to boost realistic
renderings of angles without proper photographic overlap (Yu, et al. 2022, Niemeyer, et
al. 2022, Jain, Tanick and Abbeel 2021).

More recent developments in novel-view synthesis have integrated the use of 3D
Gaussian Splatting (3D-GS) techniques in NeRF renders (Kerbl et al. 2023). Gaussian
Splatting is an emerging field, which generates NeRFs and dynamic scenes by rendering
volume data with the optimized integration of pointclouds (Kerbl et al. 2023). This step
forgoes the need to first convert data into surface- or line-primitives and has shown
promise in increasing the visual quality of 3D scenes with the added benefit of a real-time
viewing environment (Kerbl et al. 2023). Further optimization of 3D-GS has been
proposed with the concept of 4D Gaussian Splatting (4D-GS), which incorporates several
neighboring Gaussians and predictive analysis to model how a scene interacts with its
environment over time, without sacrificing quality or efficiency (Wu et al. 2023).

In order to organize code modifications as well as track progress within the
discipline, Tanick et al have proposed Nerfstudio, a modular framework which
consolidates NeRF innovations within a user-friendly interface for the purpose of
simplifying NeRFs and tracking their development through the application of real-world
and user-captured data (2023). Within Nerfstudio, the authors developed Nerfacto, an
algorithm which combines components of recent NeRF optimizations to achieve a balance
between computational speed and quality (Tanick et al. 2023). As an open-source project,
Nerfstudio is free-to-use, and the hope of its creators is that a comprehensive user-
interface and real-time viewer will not only help to make NeRFs accessible for more
disciplines, but also encourage further algorithmic development and improvement.

Despite significant improvements to computational efficiency, NeRFs remain
rather resource-heavy in regard to computing power. The exact system requirements vary
depending on the specific size and complexity of the project at hand, but sufficient
memory and storage capacity, along with a powerful graphics card, are necessary. To
successfully render a NeRF, the following system requirements are recommended:

o Apowerful GPU (ie. graphics card) with a large enough memory capacity to handle
rendering large amounts of 3D data. The majority of algorithms require NVIDIA
graphics cards with sufficient CUDA cores to render NeRFs, therefore, a system
with a NVIDIA GPU is recommended;

o At least 32GB of RAM for best performance when working with large, memory-
intensive, high-resolution datasets;
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o An SSD (ie. solid-state drive) with a minimum 1TB storage capacity. Large storage
capacities are especially important when working with large, high-resolution
images;

o A compatible software environment. The specific environment required for NeRF
implementation varies depending on the NeRF algorithm. Examples of software
environments include Java, Python, Ubuntu, MATLAB, etc. The specific software
environment required to execute the NeRF algorithm should be stated by the
developer. Certain NeRF programs can be downloaded with a specific program and
Ul so that no separate software environment is required to run the algorithm.

While the above-listed system specifications are prescribed, it is worth noting that lower
capacity systems may still be capable of NeRF renders using smaller-scale or lower-
resolution datasets. Systems which have been previously used for photogrammetry
projects likely meet the requirements for NeRF implementation.

Higher-resolution images will invariably increase the minimum system
requirements needed to successfully complete a NeRF digitalization. Moreover, “...the
higher the resolution is during acquisition, the better the original will be represented...”
(European Commission 2022, pg. 28), which makes dataset resolution an act of balancing
computational requirements and output quality. While recent analyses of NeRF
capabilities have scrutinized the quality of renders based on lower-resolution datasets
(Han et al 2023), the general resolution requirements align with those of
photogrammetry.

For best results, SfM methods recommend image resolutions of at least 5
megapixels (roughly 2400 x 2400 pixels). In contrast, the active NeRF community
suggests that resolutions above 2000 x 2000 pixels offer only a negligible impact on the
final render quality. Regardless, photographs should be taken with a 50-60% overlap
between images, using a system camera with a fixed lens of roughly 50mm for the best
results. Wide-angles and fisheye lenses should be avoided to minimize possible distortion
of the subject matter. For projects where minute details or surface textures are sought in
a 3D model, higher Ground Sampling Distance (GSD) values are recommended. The GSD
is the distance between pixels measured on the object (for example: 10mm per pixel) with
an inverse relationship to the spatial resolution. The GSD value will dictate the smallest
features which will be identifiable in the photograph, and therefore, on the 3D render. The
GSD value depends on the distance between the camera and the subject, the physical size
and resolution of the camera’s sensor, and the focal length used in the photographs. While
GSD is not necessarily a measure of resolution, it does somewhat represent the best
possible resolution which can be achieved by an image. As a rule of thumb, when choosing
the correct resolution for a digitization project, “..it should be twice as acceptable as the
required smallest detail” (European Commission 2022, pg. 28).

Higher resolution images will not only affect the computing requirements of a
NeRF render but may also impact the time taken to complete the process. The earliest
iterations of the NeRF algorithm required querying an MLP hundreds of times in order to
render a ray, “...such that rendering a frame at 800 x 800 resolution [would take] roughly
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aminute on amodern GPU” (Hedman et al. 2021, pg. 5855). More recent NeRF algorithms
have introduced optimizations which decrease computational time without affecting
output quality (Miiller et al. 2022). Using high-end GPU processors with full GPU
utilization, these optimizations have decreased rendering time to a best-case of 10
seconds per 800 x 800 resolution frame (Hedman et al. 2021).

The current state of NeRFs, while significantly evolved since their conception, is
not without its limitations. While 3D meshes generated through established SFM methods
can be exported in a variety of standard file formats, the same is not the case with NeRFs.
There is no standardized ‘NeRF file format, rather, NeRFs are saved as rendered scenes,
unique to the program or version used to create the 3D visualization. It must be
remembered that unlike SFM methods, NeRFs do not generate point-clouds or meshes,
but rather a volumetric rendering of a scene. NeRFs are holistic, their parts
interconnected - more like a hologram than a SFM pointcloud or mesh. To extract a NeRF
as a mesh or pointcloud for export, evaluation, or comparison is possible, but not built
into the majority of NeRF interfaces. The process of isolating a pointcloud or mesh from
a NeRF can be time consuming, and the resulting model will likely display noticeably
lower quality than the original render. This extraction is likely also to diminish the
outstanding features of a neural rendering, such as their ability to accurately model
reflective or light-distorting surfaces. Some NeRF implementations, such as the Nerfacto
model of Nerfstudio, circumvent these issues by adding surface normals, or shading
surfaces, to the rendered NeRF model in order to allow for more accurate mesh and
pointcloud exports.

As discussed in Section 1.1.1, there are several characteristics or qualities of an
object which may be difficult to reconstruct using established SfM methods,
characteristics which may be possible to model utilizing NeRFs instead. To elaborate, in
instances of difficult lighting, complex surface details, and/or uniform or reflective
surface materials, SfM methods may incorrectly model an object’s geometry, produce
non-dense pointclouds, or accurately model the geometry but with inaccurate surface
textures. “On the other hand, NeRF, as declared by Mildenhall et al,, can learn to properly
generate the geometry associated with transparency due to the view-dependent nature
of the NeRF model” (Remondino et al. 2023, pg. 16). This view-dependency results in
changes in the voxel model according to surface reflectance and color - a feature which is
key to accurately modeling reflective or uniform surfaces. This distinction predicts color
and reflectance from specific points of view in order to model scenarios and surface
characteristics which may otherwise cause SfM to result in failure.

Representing the current state-of-the-art, NeRFs have innumerable potential
applications, spanning various disciplines including computer graphics, animation,
medical imaging, virtual reality, satellite imagery, etc. In cultural heritage, NeRFs have
primarily been contemplated as a method of digital documentation - as a replacement or
supplement to tenured SfM methods. Many studies have investigated a two-pronged
approach to digital visualization in which the models produced by both methods may be
utilized in tandem to best model the object in question. In this way, shortcomings in either
of the methods can be mitigated by the other. In the context of this thesis, NeRFs will be
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explored as a potential alternative to established methods, in which the results of NeRFs
are both qualitatively and quantitatively compared to models rendered using SfM.

1.5 NeRFs in Cultural Heritage Research

Since 2020 (Mildenhall, et al), NeRFs have been utilized repeatedly in 3D
visualization studies across various disciplines. Cultural heritage practitioners represent
one of several specialties to apply the method as a technique for modelling objects and
spaces and have produced many studies utilizing NeRFs. Typically, studies using NeRF
methodologies for the digitization of cultural heritage are recounted as comparative
studies, most commonly involving SfM methods and NeRF models.

An early comparative study (Condorelli et al. 2021) was published shortly after the
introduction of NeRFs, in which established SfM and MVS photogrammetry approaches
were compared to NeRF renders. The study looked at different scales and types of objects,
first reconstructing a model of a flower, and successively reconstructing the Tour Saint
Jacques tower in Paris. The first data set - that of the flower - was created specifically for
the investigation due to the organic complexity and high-frequency of similar patterns in
the subject matter. In cases with complex geometric characteristics, such as those of a
flower, photogrammetry is generally expected to perform poorly. The photos of the
second data set of the Tour Saint Jacques were taken on foot from the base of the tower,
and therefore presented varying degrees of distortion that complicate 3D visualization
(Condorelli et al. 2021). These photos were chosen not only to test the abilities of the
NeRF process, but also because they mirror ‘historical’ images of the tower — images from
an era before drone-photography and before the tower was moved to its current location.

The authors used several approaches to compare the photogrammetry results to
those produced by the NeRF algorithm. For the flower data set, manual distance
measurements were taken to compare the models to measured ground truths. This test
proved that NeRFs were suitable for extracting matrix information and measurements
from the generated models. The study then compared the constructed meshes of the Tour
Saint Jacques, in which the 3D models were compared to a separate, complete model of
the entire structure obtained from an unmanned aerial vehicle (UAV) survey. When
contrasted with the full-tower model, the photogrammetry and NeRF meshes showed
very small distance variances between the two meshes. On a large-scale object, such as in
an architectural context, these minor differences in values were deemed acceptable
(Condorelli et al. 2021). To the authors, NeRF methods could potentially temper issues
with photogrammetry in certain visualizations using incomplete or historical image-
based datasets. Like many of the studies which came after, Condorelli et al. (2021)
recognizes the great potential of NeRFs in cultural heritage digitization, but ultimately
determine that the best and most robust method is a combination of techniques.

Having established the general structure for a comparative NeRF study, Condorelli,
etal (2021) paved the way for other studies to expand upon the use of NeRF for heritage
digitization, with new materials, objects, and comparative methods being introduced to
strengthen the field's appreciation and understanding of the method and its applications.
As previously mentioned in Section 1.1.1, there are complications which may arise when
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using photogrammetry for the digitization of heritage sites and objects. These issues have
typically become the focus of NeRF comparative studies within the heritage field, with
NeRF representing a potential solution or mitigation strategy when used alone or
alongside SfM techniques for digital visualization. These comparative studies shall be
examined in accordance with the characteristics of the studied objects: the surface
material, the level and complexity of detail present, the scale of the object, and the
comprehensiveness of the dataset.

The material characteristics of an object significantly influence digitization
utilizing photogrammetry. A number of comparative studies have identified the attributes
of NeRF modeling as a remedy for addressing the inherent limitations of classical systems
of 3D visualization. For instance, objects with non-Lambertian surfaces may create
specular reflections and other variations in appearance owing to lighting direction, such
as demonstrated by Croce, et al. (2023A and 2023B), Mazzacca, et al. (2023) and
Remondino, et al. (2023). The foremost investigations scrutinized two objects of bronze,
one an eagle-shaped lectern (Croce, et al. 2023A and 2023B) and the other a small statue
with a transparent base (Mazzacca et al. 2023). The latter study modelled a texture-less
and highly reflected metallic object of industrial origin (Remondino, et al. 2023). Croce,
et al. found that the photogrammetry models were unable to faithfully regenerate the
metallic surface. The photogrammetric model was described by the authors as appearing
“..quite matte in terms of texture” (Croce, et al. 2023A), which complicated interpretation
of the material’s true nature. The NeRF model accurately recreated the dramatic variation
in illumination on the actual bronze surface, generating a model with “..a highly realistic
representation” (Croce, et al. 2023A, pg. 12) of the metal surface. Significantly, due to
NeRFs ability to generate novel views of a scene, the rendering of the bronze eagle’s
metallic surface varied depending on viewing direction. Similar results were presented
by Remondino, et al. (2023) who compared the point-clouds of a metallic ‘industrial’
object. For this object, which had a uniform and highly reflective surface, the NeRF
performed better than the photogrammetric comparison.

In the case of Mazzacca, et al’s study of a bronze statue, the pointclouds rather
than the actual 3D models were analyzed (2023). In this format, the reflective surface is
not necessarily a qualitative measurement of the final model, but an obstacle to test the
applicability and quality of different modelling techniques. The study compared
photogrammetric pointclouds from two different sets of NeRF models, one generated
using Nerfstudio’s Nerfacto algorithm and the other made using Instant-NGP. The authors
found that the statue was fully visualized using both photogrammetry as well as the
Nerfacto method, but that the Nerfacto model outperformed the SfM model when
reconstructing the transparent base on which the statue stands. The Instant-NGP
modelled failed, which was theorized by the authors to be attributable to the size of the
dataset (60 images), who suggested that a larger dataset might have resulted in a
successful Instant-NGP model. The authors posit that a larger dataset could also
potentially limit some of the discordant noise seen along the object’s borders in the
Nerfacto model (Mazzacca, et al. 2023).

17



Similar results with transparent objects were produced in a 2023 study by
Remondino, et al. The investigation explored the variances between models made using
photogrammetry and NeRFs, using a selection of different objects of assorted materials
and complexity. Two glass bottles were considered to quantify the differences in
digitization methods with transparent and/or translucent subject matter. Glass objects
“..do not diffusely reflect the incoming light and do not have a texture of their own for
photogrammetric 3D reconstruction tasks” and therefore, their appearance “...depends
on the object’s shape, surrounding background and lighting conditions” (Remondino, et
al. 2023, pg. 16). Due to these intrinsic qualities, photogrammetry typically fails, or at
best, produces noisy results with transparent objects. While the photogrammetric
technique was able to produce pointclouds for the glass bottles, there were substantial
gaps in the model, excessive noise, and produced significantly larger Standard Deviation,
Root Mean Squares Error, and Mean Absolute Error values, as compared to the NeRF
models of the same objects (Remondino, et al. 2023). In such conditions, NeRFs are
suggested to be a superior alternative to SfM methods.

Objects with texture-less, homogenous surface materials, were the subject of study
for publications by Mazzacca, et al. (2023) as well as Croce, et al. (2023A and 2023B).
Mazzacca, et al. compared SfM and NeRF models of texture-less, painted plaster surfaces
of various buildings in Duomo Square, Trento, Italy. The study emphasized the difficulty
of recreating surfaces consisting of uniform colors and textures using SfM techniques, in
which the comparable NeRF pointcloud was “...more complete, with higher density and
more consistent point distribution in the challenging areas” when compared to the
photogrammetric results (Mazzacca et al. 2023, pg. 1054). The subject of Croce et al’s
(2023A and 2023B) comparison was a Terpsichore statue with a smooth marble surface
of homogenous color and translucent quality, which is difficult to model using SfM
methods. While the results indicated higher levels of extraneous noise in the NeRF
renderings, the NeRF “..succeeds in describing, in a more complete manner, certain
portions of the statue...which were framed in a reduced number of images over the input
dataset” (Croce et al. 2023B, pg. 456). The NeRF renderings were also shown to display
the statue’s surface characteristics more faithfully, in contrast to the textured mesh
produced using SfM methods (Croce et al. 2023B).

The Terpsichore statue exhibits another regularly studied feature of NeRFs, their
ability to capture intricate details and complex geometry more accurately, in comparison
to photogrammetry (Croce et al. 2023A and 2023B). With inferior data from low-
resolution images, Croce et al. found that NeRF systems were better able to reconstruct
the finer details of the statue, given the statue’s translucent surface material (2023A).
Other studies have explored the potential of NeRFs for digitally modelling objects with
fine details. A comprehensive study by Llull et al. explored the applicability of NeRFs on
16 different objects of varying material, size, and color: 14 Armenian khachkars, one
wooden model of a church, and a replica Homo erectus skull (2023). All of these objects
contain intricate detail, some with luster and reflectivity to their surfaces. The study
found that, on average, the NeRFs produced more noise than photogrammetric models,
likely due to the nature of the NeRF algorithm (Llull et al. 2023). NeRFs prioritize the
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visual representation of the model, often resulting in pointclouds with erroneous points
reconstructed within the object (Llull et al. 2023, Pepe et al. 2023). Despite this, Llull et
al. concluded that NeRF models performed better overall than photogrammetry in
capturing the complexities of detailed objects.

Another limitation of SfM methods recounted in recent literature is the application
of NeRFs to architectural studies, in which large, immobile subject matter poses problems
for traditional systems of 3D visualization. The advent and use of UAVs has simplified the
capture of straight-on images of objects, thereby reducing the degree of distortion in the
image dataset. Furthermore, this kind of image acquisition reduces the risk of inadequate
overlap in the resulting datasets due to unfavorable camera angles and other capture
distortions. UAVs have also been employed in the recreation of NeRFs of large objects or
of architectural features (Balloni et al. 2023, Croce et al. 2023A and 2023B, Pepe et al.
2023), and have, correspondingly, improved the renderings. For instance, Pepe et al
applied NeRF algorithms to the archaeological site at Tavole Palatine, an ancient Greek
temple in Italy (2023). While UAV image capture methods were employed due to the
sizeable nature of the site and its architectural structure, several parts of the temple were
photographed with reduced overlap and geometric configuration than others. The study
found that the photogrammetric method was unable to model certain parts of the
structure, specifically at the flanking parts of the columns, and at the connection points of
the columns with the architrave (Pepe et al. 2023). The Instant-NGP NeRF algorithm was
better able to reconstruct every detail of the structure, but the authors do note that the
resulting NeRF pointcloud nevertheless was rather noisy (Pepe et al. 2023). Similar
noisiness was reported by Balloni et al., who concluded that for their dataset acquired by
UAV, the classical photogrammetric pipelines produced more accurate models than the
NeRF - a finding which the authors point out may be due to the fact that NeRFs do not
inherently produce point-clouds, but rather voxel renderings (2023).

In interior spaces, UAV image-capture is not always a viable method for data set
acquisition. A study by Palestini, Basso, and Perticarini examined several architectural
subjects to test the application of NeRF algorithms, in comparison to traditional
photogrammetry or laser-scanning techniques (2022). One example, an altar within the
Church of Santa Guistina in Padua, proved a difficult subject for photogrammetry due to
its “...closed, complex and articulated spaces” (2022, pg. 193). This study utilized half of
the image set available from the photogrammetric effort to build a NeRF and was able to
appropriately reconstruct the altar’s proportions and details, despite its glossy marble
construction. A different subject, a 100m section of the facade of the National Historical
Archive in Naples, when taken at ground level showed disappointing results when
visualized using NeRFs. The study found that due to the perspective and lack of sufficient
overlap between images (captured without the help of a UAV), the NeRF visualization
generated a “..confused and blurred model, especially in the upper parts” (Palestini,
Basso, and Perticarini 2022, pg. 193). While the NeRF was able to successfully reproduce
the dimensions of the facade, it was unable to produce satisfactory results in surface
detail and features. Similar findings were reported by Murtiyoso and Grussenmeyer, who
likewise modeled a facade in Geneva (2023). This specific subject featured sculpted
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details, and the authors found that, perhaps due to the orientation of their dataset (which
was captured on foot), the generated pointcloud was notably lacking in density in the
upper parts of the model (Murtiyoso and Grussenmeyer 2023). In a separate study by
Murtiyoso et al., of a 25m tall interior in the Bern Minster in Switzerland (2023), the same
low-density was produced in a NeRF model. Murtiyoso and Grussenmeyer stress that the
density of the points often correlates to “...the central part of the dataset, which may be
explained by the fact that most of the images in the dataset [are] centered on this part”
(2023, pg. 1117) due to camera placement.

NeRFs have reportedly encountered the same difficulties as SfM in modelling
objects based on imprecise or incomplete datasets. Using their capacity to assimilate from
a scene and create novel views of an object, several authors have attempted to apply NeRF
algorithms to incomplete datasets. Such datasets are typically utilized as a last resort for
digitization projects, for they often are of uneven quality and can lack adequate indexing
and/or coverage of the subject matter. However, several crowd-sourced photogrammetric
projects have had some relative success in endeavoring to reconstruct cities, spaces, and
cultural heritage from online photobank images (Vandenabeel, Hacki, and Pfister 2023).
In 2021, Martin-Brualla et al. published an extension to the original NeRF algorithm, one
with relaxed consistency assumptions, titled NeRF in the Wild (NeRF-W). Appearance
variations in exposure, lighting, weather, and post-processing effects were ‘learned’ by
the NeRF-W algorithm, enabling it to disregard photometric and environmental
variations present in images taken without proper photogrammetric parameters. Thus,
the algorithm could ‘learn’ the shared-appearance representation of an object or space
across the entire photo dataset and remove variations in the final rendering (Martin-
Brualla et al. 2021). Similar algorithmic extensions are now possible within assorted
NeRF software and can also be accomplished through Al-learning alternatives
(Vandenabeel, Hacki, and Pfister 2023). Utilizing NeRF-W, Mazzacca et al. compared
preexisting SfM and NeRF models of the Temple of Baalshamin in Palmyra, a cultural site
destroyed in 2015 (2023). Using 30 images from tourist and archival contexts, the NeRF
model was able to produce a denser, albeit noisier, pointcloud in comparison to the SfM
pointcloud. The differences existing between the compared pointclouds were attributed
by the authors to inconsistency in the dataset, in particular, the varying lighting
conditions present in the images (Mazzacca et al. 2023). Furthermore, such limited
datasets often lack sufficient levels of overlap required to create a viable SfM pointcloud.

In a 2023 study utilizing crowd-sourced photographs of the churches of Padua,
Lisieux, and Tournus, photogrammetric models were found to be able to truthfully model
the general proportions of the subject matter, while NeRFs underperformed with regards
to geometric accuracy (Vandenabeel, Hacki, and Pfister 2023). The same study noted that
while NeRFs performed better in indoor settings, they were still unable to match the
quality of photogrammetric methods when applied to incomplete datasets (Vandenabeel,
Hacki, and Pfister 2023). Ultimately, it would seem that at present NeRFs are no better
than the available photogrammetric methods when utilizing crowd-sourced or historical
images. NeRFs may occasionally succeed in cases with insufficient overlap between
images, as demonstrated in one of the earliest studies by Condorelli, et al, in which
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portions of the Tour Saint Jacques tower were more completely reconstructed by NeRF
than by photogrammetric methods (2021).

Since their conception, NeRFs have been the subject of concerted cultural heritage
study, in order to test the capabilities of these algorithms in scenarios which would
otherwise confound (or lead to the complete failure of) established SfM methods of 3D
visualization. NeRFs are as yet in the early stages of development, and the current
applications of NeRFs within cultural heritage research reflects as much. Croce et al. claim
that “...despite the ever-growing interest in the topic, the applications of NeRFs in cultural
heritage are, to date, underdeveloped and understudied,” attributing an increase of NeRF-
centric studies to a lack of understanding of their true potential (20234, pg. 1). The
authors continue, stating that “...the benefit of using NeRFs compared to more established
image-based reconstruction techniques [such] as photogrammetry are not yet adequately
known or recognized” (Croce et al. 20234, pg. 2).

NeRFs are an emerging technique, and like the rest of the technology sector are in
a constant state of development and evolution. Current appreciation for NeRFs in heritage
practice, and their potential as an alternative to SfM methods, is still in its relative infancy.
NeRFs still require camera alignment according to existing SfM parameters, are
complicated to export, and require at least a minimal grasp of coding environments.
Moreover, NeRFs were not initially intended for digital modelling in the formats typical
within the cultural heritage field, and as yet, do not achieve the quality standards
necessary for heritage digitization. These issues preclude widespread usage of NeRFs in
cultural heritage practice, still awaiting future development and optimization. Yet, the
future potential of the method has inspired a wave of research which is expanding the
capabilities of NeRFs within the heritage context. NeRFs may represent the future of 3D
visualization, but that future is not yet now. With time, Al will continue to evolve and NeRF
algorithms will evolve alongside it to the point where it is perhaps possible that NeRFs
will supplant SfM as the modern standard of heritage digitization.
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2. Theoretical Framework

This chapter will discuss the underlying theoretical framework of this thesis. Ethical
principles of sustainability in digitization will be discussed in Section 2.1, followed by 3D
visualization standards and quality control in Section 2.2. The final section of this chapter,
Section 2.3, concerns perceptions of 3D models and what such modes of digital
documentation seek to represent.

2.1 The London Charter: Ethical Digitization Practice and Sustainability

Cultural heritage is a discipline monitored in accordance with prevailing ethical
guidelines and regulations. These principles seek to preserve cultural heritage, supervise
and regulate heritage practitioners, and ensure (regardless of purpose, subject material,
and/or political conditions) that heritage is managed, maintained, and disseminated in
ways which conform with contemporary ethical sympathies. Several ethical guidelines
have been published with a focus on the digitization of heritage material to ensure that
“..digital heritage visualization is, and is seen to be, at least as intellectually and
technically rigorous as longer established cultural heritage research and communication
methods” (Denard 2009, pg. 2).

The London Charter for the Computer-based Visualization of Cultural Heritage was
conceived in 2006 as a means of ensuring methodological rigor and recognition of digital
visualization for uses in research and communication of cultural heritage. While the
Charter never proposes specific aims or methods, it was one of the first internationally
recognized conventions aligning digital heritage visualization with the professional
standards of other methods of research, with a focus on intellectual transparency,
argumentation, and evidence. The authors outlined several objectives of the Charter,
namely: 1) to provide a recognized benchmark for digital visualization methods and
outcomes; 2) promote strict intellectual and technical rigor; 3) ensure that the processes
and outcomes of digitization can be understood, evaluated, and applied by users and by
the wider public; 4) grant digital visualization methodologies a warrant to contribute to
the study, interpretation, and management of cultural heritage; 5) ensure accessibility-
and sustainability-strategies are properly delimited and applied; and 6) offer a robust
foundation upon which practitioners can formulate practical guidelines aligned with the
goals and recommendations of the London Charter (Denard 2009).

In order for digital heritage practitioners to maintain the transparency and
scientific accountability outlined by the London Charter, it is necessary to document and
disseminate the methods and outcomes of digitization, from conception to the
conclusions of a project. The Charter posits that proper understanding of how a method
functions and is selected for is key to advancing digitization practice. Proper
documentation of research sources, methods, and data related to the “..evaluative,
analytical, deductive, interpretative, and creative decisions” of a project allows the wider
community to evaluate methodologies and inform subsequent research (Denard 2009,
pg- 8). In interdisciplinary contexts, the Charter asserts that care should be taken to
ensure that documentation is presented in a format that “...assists in articulating...implicit
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knowledge and... [identifies] the different lexica of participating members from diverse
subject communities” (Denard 2009, pg. 9). This is in keeping with the Charter’s goal of
increasing recognition and acceptance within heritage disciplines for different methods
of digitization - thus ensuring that any digital process undertaken for research or
communication purposes upholds an accepted standard of scientific rigor and quality and
can be replicated by peers for confirmation or as a basis of further research. Through
proper preparation and implementation, digitization may not only prove suitable for
research and communication but could also increase “...access to cultural heritage that is
otherwise inaccessible due to health and safety, disability, economic, political, or
environmental reasons, or because the object of the [visualization] is lost, endangered,
dispersed, or has been destroyed, restored, or reconstructed” (Denard 2009, pg. 11).

The London Charter addresses questions of digital sustainability in order to
ensure that the products of digitization processes survive for future generations. The
Charter holds that “...digital preservation strategies should aim to preserve the computer-
based [visualization] data, rather than the medium on which they were originally stored,
and also information sufficient to enable their use in the future” in order to maintain
digital collections at the same standards as physical collections (Denard 2009, pg. 10). In
cases in which digital archives are not a reliable means of ensuring the long-term survival
of digitized heritage, the Charter suggests that “...a partial ... record of a computer-based
[visualization] output, evoking as far as possible the scope and properties of the original
output, should be preferred to the absence of arecord” (Denard 2009, pg. 10). To the same
extent that cultural heritage practitioners safeguard the longevity of physical heritage
objects and the sustainable management of collections, so too should the products of
digitization be secured for future generations.

Digital longevity is not the only aspect of sustainability that is of concern within
heritage practice. As it stands, the longevity of digital content is contingent on the
endurance of the depositories used to store and access digital heritage. The field’s
increasing reliance on technology, and subsequent increased need for digital archives and
storage, have triggered disputes regarding the environmental impact of digitization.
Acquiring data, digitizing heritage, and storing digital and digitized material inevitably
contributes to energy consumption, which, together with energy production, is
inextricably linked to higher emissions. The energy regime of information technology can
be broken down into three categories: 1) devices (ie. personal computers, tablets,
smartphones); 2) data centers (including not only data servers, but also the facilities
which manage server-stored information); and 3) the telecommunications networks
which transmit data to users from servers (Goldman 2019, Pendergrass et al. 2019).
Previous studies have indicated that data centers require the least amount of energy of
these three categories, but also identify this sector as the area of largest growth within
information technology networks (Goldman 2019, Greenpeace 2015). Typically clustered
together in massive facilities, such server facilities function as the core of the Internet -
“..all information that can be accessed online exists as data stored on a computer server
somewhere” (Goldman 2019, pg. 280). A 2015 Greenpeace report, Clicking Clean
concluded that energy-efficiency gains within the technology sector are outweighed by
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the continual increase in demand for data storage. Servers require an uninterrupted
supply of electricity, and need to be operated in controlled low temperatures, to prevent
overheating. As the sector expands, it is probable that what once represented the least
energy-demanding aspect of the information technology sector eventually will exceed not
only the requirements of other digital technologies, but the demands of major energy
consumers globally.

The expansion of digitization efforts within the heritage sector marks a crossroads
in which the field must determine which aspects to prioritize. Digitization is regarded as
a way to ensure the longevity and sustainability of cultural heritage resources, but what
are the externalities? Sustainability experts argue that “...society needs a paradigm shift
in how we think about satisfaction and fulfilling our needs: more efficiently satisfying our
needs through consumption is simply reducing [sustainability]; creating true
sustainability only occurs by changing the way we, as a society, fulfill our needs”
(Pendergrass et al. 2019, pg. 166-167). Only with critical examination of the practices of
heritage digitization can environmental and digital sustainability be achievable. Cultural
heritage practitioners should scrutinize the underlying motivations and assumptions of
heritage practice and of the requirements of permanent, ever-available content, if the
field is to find a balance between longevity, omnipresence, and implementation costs.

2.2 Quality in Heritage Digitization

In 2021, the EU Commission appointed a Study on Quality in 3D Digitization of
Tangible Cultural Heritage to “...help advance 3D digitization across Europe and thereby
to support .. a common European data space for cultural heritage” (European
Commission 2022, pg. 4). Despite the earlier circulation of the London Charter, the
Commission noted a lack of internationally recognized standards for planning,
organizing, and implementing 3D data acquisitions. Therefore, it set out to codify
parameters, formats, benchmarks, methodologies, and guidelines for digitization
projects, with the goal of ensuring that digitization projects are conducted to a high
standard of quality. The study focused on two aspects of digitization: the complexity of a
project (surface conditions, site access, quality of digital data, and personnel, etc.) and the
quality of the output of said project. Regarding complexity, the study suggests that certain
data-capture and recording methods are more suitable for specific applications than
others. The selection of apt methods is paramount to the success of a project and should
be (and typically is) chosen according to attendant requirements, technical specifications,
size, complexity, materials, textures, accessibility, and desired accuracy. This final point,
the desired /required accuracy of a project, is a salient parameter in the practical aspects
of digitization. Quality is both a central component and a fundamental challenge to
heritage digitization, but it also serves as the determinant of whether or not a digitization
project will be serviceable for future applications in research, communication, and
cultural use.

To begin any discussion of digital quality, the differences between accuracy and
precision must first be defined. “Accuracy refers to how close a measurement is to the true
value, whereas precision is how close the repeated measurements are to each other”
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(European Commission 2022, pg. 4). Digital measurements are any combination of
precise and/or accurate, mostly conditional on the survey instruments: reliable
instruments are consistent and therefore precise, while valid instruments are accurate.
The Commission’s study defined quality as a combination of parameters: geometry,
radiometry/photometry, and completeness. To define quality in practice, the study relied
on a questionnaire sent to various cross-disciplinary experts in digital acquisition,
regarding technologies, metadata, paradata, and perhaps most importantly, their
opinions about the definitions of quality and complexity in the context of digitization. To
summarize, in the hundreds of responses to the survey, most of the experts acknowledged
the predicament of determining quality during the acquisition process - that quality (or
a lack thereof) reveals itself only in the later stages of a project. While each stage of the
digitization process can be inspected to ascertain potential quality issues, the
questionnaire responses identified several issues as ‘the most important’ for ensuring
satisfactory quality in the final product. While overlap of images, error levels, and
metadata certainly affect the quality of digitization, the foremost issues were surface
conditions (namely the material and texture of the subject), the quality of images, and the
environmental conditions (European Commission 2022, pg. 48).

Quality is a crucial consideration when digitizing cultural heritage material.
However, the European Commission study found that the term quality lacks a precise
definition. This absence persists as a significant challenge to standardizing digitization,
particularly because the scope of cultural heritage is broadly diverse (2022). As
mentioned earlier, it is generally the purpose of a project that determines which
particular method is employed for data acquisition. It is therefore reasonable to presume
that it is the goal of a project which also determines the level of quality expected and
desired of the final product. The European Commission’s study states that “...the possible
uses for the resulting 3D material also determine different combinations and levels of
[quality] parameters to achieve the minimum level of quality” (2022, pg. 6).

The balance of precision, accuracy, and quality is a regulating factor of any project,
and understandably, practitioners strive for perfection when digitizing cultural heritage.
They endeavor to satisfy the needs of cultural stakeholders, while remaining attuned to
appraisal, permanence, and the availability of digital content. The purpose of a
digitization project dictates the level of quality required - of course, minimum levels must
be met, but higher levels of quality digitization requires increasingly more resources to
produce, store, and preserve the results for future use. In order to achieve the best
outcome for a project, heritage practitioners cannot simply strive for the highest accuracy,
the best geometry, or the most detailed renders, but must consider in advance the
purposes for which they choose to digitize. It is equally the tangible and the intangible
aspects of cultural heritage that must ultimately decide to what degree of excellence the
digitization should aspire.

2.3 Skeuomorphism: Digital Imitations of Tangible Heritage
Heritage discourse has shifted to now ponder questions of how the field and the
wider public perceives digitized cultural heritage. In a paper apropos digital
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archaeological practice, authors Taylor and Dell’'Unto propose referring to the processes
and products of digitization as skeuomorphs (2021). Skeuomorphism, outside of the
context of digitization, refers to the imitation of a shape or technique in an alternative
manner to the original. The term is frequently borrowed in the context of digital design
and development to describe “...virtual or physical interfaces that imitate the appearance
of real objects” (Taylor and Dell’'Unto 2021, pg. 483).

As digitization replicates life, so too do the processes of digitization reflect
recognizable processes in existing heritage practice. Taylor and Dell’'Unto describe such
recognition as paramount to the innovation and evolution of digital practice: “...for a new
and emergent technology to be readily acceptable, it needs to be comprehensible to
practitioners and produce something useful within the field of practice” (2021, pg. 484).
It is especially here that the concept of skeuomorphs comes to the fore: “...the process of
digital ‘transformation’ of field practice can be difficult,” and practitioners must “...face the
challenge of making their digital approaches mesh with our existing disciplinary
philosophies of practice and preconceived concepts” (Taylor and Dell’'Unto 2021, pg. 483).
If technological innovations are to be accepted by the wider discipline, they must be
recognizable and accessible, and must resemble processes which are already established
- they must be pre-socialized (Taylor and Dell’'Unto 2021).

Early adoption of 3D visualization technologies came swiftly as a consequence of
the technology boom of the 1990s, and initially was met with relatively little criticism
(Taylor and Dell’'Unto 2021). Belatedly, as the suite of 3D technologies evolved and
became commonplace, discussions on their impact on heritage practice began, intended
as deliberation on broader issues regarding their potentials and limitations, e.g. how
technology was changing the heritage field and altering analytical approaches (Taylor and
Dell'Unto 2021, pg. 486). This discourse instead has served to ‘socialize’ these
methodologies within the wider professional community. Even to those ill-informed or
simply not interested, this dialog made the techniques familiar knowledge and
established as an integral part of heritage practice. Over a relatively brief period, the
interdisciplinary and intersocial potentials of digitization became more widely
welcomed. Currently, it is conventionally understood that digital tools have the capacity
to satisfy cultural, educational, and informational needs of practitioners and specialists,
and perhaps most importantly, the expectations of the general public and other heritage
stakeholders (Taylor and Dell’'Unto 2021). By mimicking analog methods of informational
dissemination, digital skeuomorphs emulate existing workflows, socialize new digital
technologies, and transform praxis (Taylor and Dell'Unto 2021, pg. 486).

To expand upon Taylor and Dell’'Unto’s notion of skeuomorphism in terms related
to the products of digitization, 3D models and visualization techniques are not the
subjects/objects manifested but are instead imitations of the objects in a digital format.
While the heritage field may strive to imbue accuracy, authenticity, and the cultural
significance of the object in their models and visualizations, the fact remains that these
digitized artifacts are not the objects they represent, nor will they ever be. They are rather
replicas, physical things reformatted into the digital realm. As the processes of
digitization have been socialized, so too have 3D visualizations been normalized and
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affirmed as a legitimate alternative receptacle of cultural realities. The heritage discipline
has perhaps over-socialized 3D skeuomorphs and upheld them to a virtue which they can
never fully achieve. This is in no means to say that 3D digitization techniques are not
important for stakeholders and heritage practitioners, that they do not satisfy a craving
for knowledge creation and collection. Instead, the modern desire for technological
advancements has perhaps skewed the importance of reality. While digitization is a
means for preserving and disseminating cultural heritage, it must not be interpreted as
an exact copy of an object, space, or heritage subject. Digitization is a means to an end, a
way for heritage practitioners to employ technologies to simplify and support the
established field of practice. Skeuomorphs may imitate and reconstruct physical objects
in digital form but can never be as significant as preserving the tangible.
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3. Materials and Methods

This chapter will present the materials and methods utilized for the purposes of this
investigation. Section 3.1 provides an initial background to four objects from the
Ethnographic Museum collections, used as case studies for NeRF and SfM comparison.
Section 3.2 is intended to provide context regarding the digitization of the collections of
the Swedish National Museums of World Culture. The steps taken to complete the
quantitative and qualitative comparative analyses are described in Section 3.3. The
concluding section of this chapter, Section 3.4 addresses the various limitations and
delimitations faced during the investigation.

3.1 Case Materials

1955.22.0032 - Ethiopian Headrest ?

Object 1955.22.0032 is a wooden headrest - or
inchet tiras in Amharic - attributed to the
Wolayta people of southern Ethiopia. The
headrest is carved from a light-colored wood,
with painted decorations primarily along the
conical base of the headrest. The conical base,
with its red and violet decorations, is carved
into two tiers in which the lower tier appears
as if it had been joined to the upper - however,
the headrestis in fact carved from a single piece
of wood. The headrest stands 18.5cm tall and
measures 18cm in width. While carved

headrests are common throughout Ethiopian

culture, headrests from the Shewa region in Figure 2 - Object 1955.22.0032, a wooden headrest
Southern Ethiopia, a historic territory of the /57 ¢ Wt recle o Eiinis 1o i
Wolayta kingdom, are most common. Sweden.

Accessioned into the Ethnographic collections in 1955, the headrest was collected
by Thorild Torgersruud during an eight-year stint in Ethiopia between 1946 and 1954.
Formally employed as a chief physician of ophthalmology in Addis Ababa, Torgersruud
accumulated an array of local cultural objects, a collection which is now maintained by
the Ethnographic Museum in Stockholm, Sweden.

From a digitization perspective, the Ethiopian headrest has clear geometry and
distinct color and decoration, which presents no obvious confounding elements that
might otherwise complicate documentation and 3D visualization. The image dataset fully
captures the entirety of the headrest, including views of the interior of the base, which
mirrors the outward appearance, consisting of a conical cavity continuing inwards until
reaching the neck of the headrest.

2 https://collections.smvk.se/carlotta-em/web /object/1019027
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1960.15.0034 - Papuan Headrest 3

Object 1960.15.0034 is
awooden headrest from
the Asmat regency in
the northwestern
portion of the
Indonesian province of
South  Papua. The

Figure 3 - Object 1960.15.0034, a wooden headrest from the Asmat regency in South headrest is intricately
Papua. From the collections at the Ethnographic Museum in Stockholm, Sweden. carved with relief

decorations - two oval and two hourglass shaped carved sections, each facing the other.
The ends of the headrest are decorated as carved human faces.

The headrest was collected by Sten Bergman, during his third trip to New Guinea
between 1956 and 1959. With interests ranging from biology and anthropology to
ornithology and entomology, Bergmans trips were published as scientific texts and
exhibited to the public through the cultural objects he accumulated during his
expeditions. The headrest was accessioned into the Ethnographic Museum’s collections
in 1960.

Of the four case studies, the Papuan headrest is likely the most straightforward to
digitally document using SfM photogrammetry: the concentric shape of the object,
coupled with the precision of the carved details, presents no glaring difficulties for
digitization. However, the presence of shadow - as featured under the raised ends of the
headrest - has been known to complicate 3D documentation and, if included in enough
images, be modelled as if it were an element of the physical object.

1799.03.0001 - St. Barthélemy Basket #

Object 1799.03.0001 is a
cylindrical woven basket with a
conical lid from St. Barthélemy
in the Caribbean. The basket is
woven of wide horizontal bands
of wood or bamboo held
together with more flexible
vertical fibers. The base,
opening, and lid are braided
with a different stiffer willow-
 like material. The weave is

-~ highly decorative featuring
Figure 4 - Object 1799.03.0001, a woven basket from the Swedish colony of : SR
St. Barthélemy. From the collections at the Ethnographic Museum in geometrlcal patternsin hght and
Stockholm, Sweden. dark natural shades. Together

with the lid, the basket measures 26.5cm tall and 15.5cm in diameter.

3 https://collections.smvk.se/carlotta-em /web/object/1070751
4 https://collections.smvk.se/carlotta-em /web /object/1768685
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Accessioned into the Ethnographic collections in 1799, the basket was a gift sent
home to Sweden by Carl Dreijer, a Swedish West India Company trade agent. The Swedish
West India Company, established in 1786 (two years after Sweden acquired St.
Barthélemy from France in a trade deal), maintained and managed the free trade port of
Gustavia until the island was sold back to France in 1878 following years of economic
difficulties. During this time, from 1787 until 1847, slavery was practiced in St.
Barthélemy. The Swedes who lived on, traded from, and visited the island were known to
purchase gifts for family and friends back in Sweden, resulting in the wealth of objects
from St. Barthélemy which can be found in Swedish museums today.

The St. Barthélemy basket, with its intricately woven structure and pattern may be
difficult to accurately capture utilizing photogrammetry for digital documentation: small-
scale, repetitive details have been known to reduce quality in data capture and complicate
camera alignment. While the image dataset used during the course of this investigation
does not include the interior of the basket, it should be recognized that documenting the
inside and outside of an object can be difficult, especially when it comes time to merge
multiple parts into a complete 3D model.

1904.19.0217 - Nuu-Cha-Nulth Bark Beater >

Object 1904.19.0217 is a bark
beater made from whalebone.
Whale bone bark beaters were
most commonly used along the
southern Northwest coast of
the United States and Canada
by the Nuu-chah-nulth, Makah,
Quinault and Quilleute
indigenous peoples. These

groups practiced whale
Figure 5 - Object 1904.19.0217, a bark beater made of whalebone, .
originating from the Nuu-Chah-Nulth peoples of the southern Pacific huntlng' and therefore had
Northwest coast. From the collections at the Ethnographic Museum in ready access to whale bones for
Stockholm, Sweden.

toolmaking and trade. These
objects were used to beat and soften bark harvested from locally growing Yellow- and Red
Cedar (Callitropsis nootkatensis and Thuja plicata, respectively) which was then used to
make a variety of goods, including baskets, textiles, and fishing lines. Fresh whale bone is
rich in oil, which likely seeped out of the beater during the mechanical action of
hammering the cedar bark, further enriching and treating the resulting fibers. The bark
beater is carved into shape, with a handle and beating surface. The object measures
27.8cminlength, 5.7cm in width, and is 5.8cm tall. Carved groves running along the length
of the beating surface minimized the surface tension between the cedar bark, which was

5 https://collections.smvk.se/carlotta-em/web/object/1007194
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wet when processed, and the beater - thus, the bark would not stick to the club between
hits.

The bark beater was accessioned into the Ethnographic collections in 1904,
following a trip to North America in 1893 by Gustaf Retzius and his wife, Anna. During the
six-month trip, the Retzius couple intended to acquire collections for the future
Ethnographic museum, as well as report their travels in the Swedish newspaper
Aftonbladet. The couple visited several colleagues throughout the United States before
visiting the Pacific Northwest coast and British Columbia. It was during this leg of the trip
that the Bark Beater was acquired. It has been reported that the Retzius’ were opposed to
the common methods oflocal dealers, who were reported to trick indigenous peoples into
surrendering culturally and spiritually important objects which were not intended for
sale. On the beater, in black ink, reads “Clayoqat, W. Vancouver Island, gift of Magnesen
August 93”6, which has since been presumed to be written in Retzius’ own hand. From
this text, curators have determined that the Bark Beater is from the Nuu-Chah-Nulth
(formerly referred to as the Nootka) peoples of the Pacific Northwest coast in Canada. The
term Nuu-Chah-Nulth is used to describe fifteen related tribes whose ancestral and
traditional home is on the western coast of Vancouver Island, British Columbia.
Specifically, the object likely originates from the Tla-o-qui-aht First Nations, formerly
spelled Clayoquot.

The small scale of the Nuu-Cha-Nuulth Bark Beater makes the object a complicated
subject for photogrammetric documentation. Precision image acquisition is required in
order to properly model the grooves on the beating face of the object, of which the details
must be clear, of high-resolution, and captured without obstruction. Such fine details may
also complicate camera alignment prior to building the model. The randomness of the
whalebone surface texture may similarly present issues if not captured from enough
angles. The stark shadow underneath the handle of the object in several of the images
may impede accurate 3D modelling of the Bark Beater. Problematic shadows can
(according to accepted SfM workflow) be removed by means of masking the initial images
to exclude the shadow, or through manual- and/or digital post-processing.

3.2 Digitizing the National Museums of World Culture

As the practical aspect of this thesis involves a comparative investigation featuring
four case studies from the collections of the Ethnographic Museum in Stockholm, Sweden,
some context is required regarding existing and planned institutional policies which
govern digitization. The Swedish National Museums of World Culture (Statens Museer for
Virldskultur, SMVK) includes four separate museums, in two different cities. A
conglomerate of state museums, the agency operates out of offices in Gothenburg, where
the Museum of World Culture (Vérldskulturmuseet) is also located. The remaining three
museums are located in Stockholm: The Ethnographic Museum (Etnografiska Museet), the
Museum of Mediterranean and Near Eastern Antiquities (Medelhavsmuseet), and the
Museum of Far Eastern Antiquities (Ostasiatiskamuseet). Together, SMVK is responsible

6 Original citation in Swedish: Clayoqat v. vancouveron gafva av Magnesen aug. 93.
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for managing more than 500,000 objects, 1 million photographs, 200,000 books and
journals, and 500 running meters of archival material. The combined SMVK collections
represent tens of thousands of years of human activity, multitudes of cultures, and
embody untold individuals and communities.

SMVK is a government agency under the Ministry of Culture, designated by
Ordinance SFS 2007:1185. Outlining the role of SMVK as a steward of world cultural
heritage and as an institution of education and scientific resources, the ordinance directs
the institution to “..make the collections available to the public and to that end conduct
exhibition activities, educational activities, and other facilitating activities” and to “...use
new technology to develop all parts of the institution” (SFS 2007:1185, §3)7. Digitizing
collections directly conforms to the directives as outlined by the ordinance, using new
technology (although it could be argued that many digitizing processes utilize older, well-
established techniques) to make cultural heritage readily available to the public, for
research, for educational purposes, or for pleasure of satisfying curiosity.

SMVK is further managed through yearly regulatory letters issued by the Swedish
government and the Ministry of Culture. The regulatory letter of 2022 was the first which
declared objectives and reporting requirements relating to digitization within SMVK - a
specification which has been made in every regulatory letter since. The goal entitled
“Digitization of Cultural Heritage and the Development of Digital Services” has evolved
only slightly over the three promulgated letters including digitization as a stipulation.
According to the regulatory letter of 2022, SMVK “...must report results of the work with
digitization of the authority’s collections and the digital mediation of those activities”8
(Regeringsbeslut Ku2021/02377). SMVK is delegated to report these results yearly and
include information regarding “..the size of collections, ...the yearly growth of said
collections, and what proportion of the total collection is digitally available”?, as well as
what proportion of digitization activities have been funded by government stipends
(Regeringsbeslut Ku2021/02377). In 2024, an introductory sentence was added
outlining the purpose of digitization practices as making “...cultural heritage accessible to
more people as well as ensuring the survival of collections with preparedness in mind”10
- the remaining text has not changed since 2022 (Regeringsbeslut Ku2023/01363). There
is little doubt that this addition was formulated as a response and reaction to recent
geopolitical conflicts, and further cements digitization as a method of preserving and
safeguarding cultural heritage, as outlined in the Museum (SFS 2017:563) and Historic
Environment (SFS 1988:950) Acts.

7 Unless otherwise stated, all translations are the author’s own. Original citation in Swedish: Myndigheten
ska sdrskilt ... gora samlingarna tillgidngliga for allminheten och i det syftet bedriva utstillningsverksamhet,
pedagogisk verksamhet och annan férmedlingsverksamhet ... anvdnda ny teknik for att utveckla alla delar
av verksamheten ...

8 Original citation in Swedish: Statens museer for virldskultur ska redovisa resultat av arbetet med
digitisering av myndighetens samlingar och den digitala formedlingen av verksamheten.

9 Original citation in Swedish: Av redovisningen ska framga; samlingarnas storlek, inklusive arets tillvixt,
hur stort antal och andel av samlingarna som ar digital, varav andelen som ar digitalt tillganglig

10 QOriginal citation in Swedish: Syftet med digitisering och digitalisering ar att kulturarvet ska
tillgdngliggoras for fler samtidigt som det dr viktigt att ur beredskapssynpunkt trygga samlingarnas
fortlevnad.
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With government ordinance and regulatory letters in mind, SMVK has published
their own digital strategy on several occasions. The first iteration of the digital vision,
from 2018, was issued under the slogan, ‘We are Digital - to Be Able to Give More, to More’
(SMVK, 2021, pg. 5). The latest digital strategy was published in 2021 and proposes how
digital methods are to be employed across the agency, and short-/long-term goals to be
achieved in the coming years. With subtitles such as ‘Relationships with the Public and
Users’, ‘Enriched Experiences’, ‘Cultural History - From Analog to Digital’, this publication
recapitulates how digitization across all aspects of the institution serve to “..secure
invaluable material for posterity”11, “...carry out safe collection management according to
international and national standards”12, as an “...asset for innovation and development of
new goods and services”13, and to “
accessible to all citizens, and to contribute to a history-conscious society”14 (SMVK, 2021,
pg. 7).

The digitization strategy acknowledges the character of resources available to

...make digitized cultural heritage more easily

museums today: “...good solutions do not always have to be particularly expensive or
technically advanced. What can be done in a simple and inexpensive way may also not
need to be managed as closely as difficult and expensive methods”1> (SMVK, 2021, pg. 7).
Digital strategies must not always be flashy and new to improve accessibility or simplify
workflows - instead, the greatest innovations for museum institutions can often be
achieved through reconfiguration of current systems and the imaginative use of existing
equipment and techniques in new ways. For instance, as part of SMVK’s digital strategy
towards providing ‘Enriched Experiences, they advise continued and expanded
development of 3D imagery, for use in exhibits and educational formats, as well to enable
research, game development, etc. (SMVK, 2021, p.14). The institution admits that it has
yet to ensure “...that our collection database supports high-quality [models]”1® (SMVK,
2021, pg. 17), and therefore currently hosts 143 3D-models of objects from their
collections on Sketchfab.17 Sketchfab, is a free-to-use platform used to publish, share, and,
most importantly, commercialize 3D content. The website and its assets were acquired by
Epic Games in 2021, a company whose majority stakeholders include the Chinese
technology conglomerate, Tencent. Individuals, or institutions such as SVMK, who host
3D content on Sketchfab relinquish the rights to their digital material, which can then be
marketed without input from the institution, cultural advocates, or concerned parties.
This fact remains unaddressed, ethically or financially, within SVMK’s digital strategy.

11 Original citation in Swedish: ... sikra ovirderligt material for eftervirlden, da det annars riskerar att
brytas ned av tidens tand.

12 Original citation in Swedish: ... en forutsittning for att kunna bedriva siker samlingsforvaltning enligt
internationell standard och krav fran Riksrevisionen.

13 Original citation in Swedish: ... en tillgang for innovation och utveckling av nya varor och tjinster ...

14 QOriginal citation in Swedish: ... det digitaliserade kulturarvet kan goras mer lattillgdngligt for
medborgarna kan det ocksa bidra till att motverka ett historiel6st samhalle.
15 QOriginal citation in Swedish: ... bra losningar inte alltid behdver vara sarskilt dyra eller tekniskt

avancerade. Det som kan goras pa ett enkelt och billigt sitt kanske inte heller behdver projekt styras lika
hart som det svara och dyra.

16 Original citation in Swedish: Vi bor ocksa sdkra att var samlingsdatabas stodjer denna hoga kvalitet ...

17 https:/ /sketchfab.com/varldskulturmuseerna/models
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A robust database system, with the capacity to maintain more metadata and more
imagery (both 2D and 3D), is vital for the preservation, educational value, and exhibition
of museum objects. Digital objects, images, and texts provide a method of contextualizing
collections in ways that give them meaning, provide opportunity for new interpretation,
and communicate stories about the cultures of the world, past and present (SMVK, 2021,
pg. 20). The four museums which make up SMVK house collections of great value, but also
an enormous number of objects. Many of these objects have not and will not ever be put
on public display, for they are simply too many, too fragile, too small, and/or too big for
safe and reliable exhibition (SMVK, 2021, pg. 20). However, with functioning digitization
processes, these objects could become accessible to all interested parties - without any
significant risk to the objects themselves. Analog objects require a great deal of care and
management to be displayed, but digital objects can be appreciated, studied, and shared
throughout the internet without ever having to travel to the hosting institution. 3D objects
offer a palpable sense of time and space, and compressed digital files can easily be sent
across the world to researchers, educational institutions, and, perhaps most importantly,
to interested individuals and cultural groups. Objects and collections which have become
fragmented by history, mismanagement, or chance, can be reconnected in a simplified
way through the use of digital tools (SMVK, 2021, pg. 20). A digital object defies
ownership, it permits dissemination on a scale which cannot be achieved by an object
simply displayed in an exhibition space or on a storage shelf.

“More digitalization, greater accessibility, and better preservation...”18 (SMVK,
2021, pg. 20). These are the goals assigned to SMVK - by the Swedish government, by the
aspirations of the international community, and by the organization itself. But how should
these strategies best and most effectively be implemented with the wherewithal already
on hand? Technology and digital techniques are becoming generally more accessible,
more reliable, less resource intensive, and more innovative. Al is already available which
can conduct and simplify metadata arrangement, object identification, data compression,
etc. (SMVK, 2021, pg. 21). Digital humanities as a discipline is expanding, and becoming
ever more interdisciplinary in its perspectives, connecting the efforts of cultural heritage
practitioners with the fields of medicine, computer linguistics, anthropology, biology, etc.
(SMVK, 2021, pg. 22). Global networks of institutions exist to encourage collaboration and
inform on the use of cyberinfrastructure. These networks facilitate the sharing of
knowledge, expertise, and innovation within, and without, the humanities.

As SMVK’s Digital Strategy states succinctly: “Interventions that can have an effect
at a low cost are what is usually called low-hanging fruit’ They are easy to pick and are
largely about improving already existing processes ... and streamlining work at all
possible points”1? (SMVK, 2021, pg. 26). Electing to utilize digital methods to a greater
extent in museum institutions does not require reinvention of existing praxis. It is a
matter of reforming and modernizing normal operations of collections management, a

18 Original citation in Swedish: ... mer digitalisering, mer tillgdnglighet och battre bevarande.

19 Original citation in Swedish: Insatser som kan ge effekt till 1ag kostnad 4r vad som brukar kallas lagt
hdngande frukter. Det dr ldtta att plocka, och det handlari hog utstrackning om att forbéttra redan befintliga
processer, hitta tidstjuvar’ och effektivisera arbetet pa alla punkter det dr mojligt...
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matter of providing better and more robust instructional materials for students, a matter
of accommodating researchers and other interested parties. Digitizing objects from
museum collections in certain cases can even serve to allow digital repatriation of objects
to their origins without having to relinquish the physical object. Digital processes and
digitization are valuable implements and should not be perceived as obstacles to
overcome, or as complications of established processes at an institution.

3.3 Methods

The four chosen case studies are objects from the collections at the Ethnographic
Museum in Stockholm, Sweden. They were chosen according to the availability of
photogrammetry images on the Ethnographic Museum'’s internal database. While the
input data differed from case to case, the same methods were utilized for each case study.
The most obvious difference between the case studies is the number of images associated
with each object, as is described in Table 1. The following is a description of the overall
methods utilized for this investigation.

In order to reduce the amount of memory required to render NeRFs for each
object, the original source images were resized. The original photogrammetry images
were very large (ranging from 3.5 - 17 MB) and were of very high resolution. The exact
resolution of the images for each object is described in Table 1. The images were all
resized to a standard of 1619 x 1080 pixels, with a resulting file size ranging from 70 -
265 KB per image.

Object Identification Number of Images | Original Resolution
1955.22.0032 (Ethiopian Headrest) 232 5249 x 3501 pixels
1960.15.0034 (Papuan Headrest) 209 7800 x 5202 pixels
1799.03.0001 (St. Barthélemy Basket) 116 3571 x 2382 pixels
1904.19.0217 (Nuu-Cha-Nulth Bark Beater) 181 4723 x 3150 pixels

Table 1 - Description of case study input image datasets.

Nerfstudio, run in a Python Windows environment, was the NeRF algorithm
chosen for this investigation (Tancik et al. 2023). Nerfstudio’s default algorithm, Nerfacto,
combines the features of several other NeRF iterations, resulting in an algorithm
optimized for both quality and time required for scene training (Tancik et al. 2023). The
Nerfstudio interface also allows for the export of NeRFs as both meshes and pointclouds,
a feature not present in many other NeRF environments. In order to render a NeRF in
Nerfstudio, the algorithm requires input data in the form of photographs as well as the
associated camera positions for each image, as depicted in Figure 6. The resized images
were aligned using either Colmap (version 3.8) within the Nerfstudio python
environment, or RealityCapture for datasets which Colmap could not align. Colmap (when
used within the Nerfstudio environment) generates a .json file of the transformations
required for the Nerfacto model to calibrate the camera positions during rendering.
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RealityCapture alignments are instead
exported as a .csv file, which must then be
reformatted into a .json file according to the
requirements of the NeRF algorithm. The
reformatting of RealityCapture .csv to a
Json file is performed within the Nerfstudio
environment. The .json file contains the
intrinsic parameters of each camera as well
as the transformation matrix for each
viewpoint position.

Following camera alignment, the
Nerfacto model can be trained within the
Nerfstudio environment. Training, as
described in Section 1.4, utilizes the aligned
camera transpositions (described in the
json file) in combination with the MLP to
extract the color and density of points

Figure 6 - Visualized example of camera angles after
alignment. Camera alignment for this investigation was
processed using Colmap or RealityCapture.

across a scene. The network is trained for a number of steps to optimize the rendering
and minimize the difference between actual- and modelled-radiance values. Each model
is trained using the Nerfstudio standard of 30,000 steps, which took roughly 45 minutes
for each model. Following training, the rendered model is exported as a .ply file format
pointcloud with 1 million points (subtracting outlying points). The total exported points
from each NeRF render is described in Table 2.

Pointcloud Comparison

SfM pointclouds for NeRF comparison were generated using Agisoft Metashape.
The photogrammetry image sets were first aligned using Metashape which reconstructs
camera angles and generates a sparse pointcloud. From here, the points depicting the
object could be selected (thus excluding a large number of outlying points) and used to
generate a dense pointcloud, exported as a .ply file. This dense pointcloud was generated
with ‘High Quality’ and ‘Aggressive’ depth filtering when building the cloud in Metashape.
Table 2 describes the number of points in each SfM dense pointcloud as well as the
number of points exported from each NeRF render. In order to reduce variation between
comparable pointclouds, the cloud for each object with the greatest number of points was
randomly subsampled using CloudCompare (version 2.13.1) to match the number of
points in their counterpart. For example, the Metashape pointcloud of Object
1955.22.0032 (the Ethiopian Headrest) was reduced from 1,311,237 points to 999,508
points, or the number of points generated from the NeRF render. The reduction through
random subsampling was done to the larger pointcloud of each object. The target number
of points for each subsample is shown in bold in Table 2.
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: e Number of Points
Object Identification SfM (Metashape) | Nerfstudio Export
1955.22.0032 (Ethiopian Headrest) 1,276,372 999,508
1960.15.0034 (Papuan Headrest) 904,172 999,994
1799.03.0001 (St. Barthélemy Basket) 1,790,123 999,858
1904.19.0217 (Nuu-Cha-Nulth Bark Beater) 882,434 999,220

Table 2 - The number of points in both Metashape and Nerfstudio pointcloud exports. The target number of points
for subsampling of the larger pointcloud is shown in bold.

Both pointclouds (one from Metashape using SfM methods, and the other from the
NeRF render) were scaled to size using CloudCompare. Scaling is first done manually and
then refined using the Fine Registration (ICP) tool. Following proper rescaling, the two
pointclouds are compared using the Cloud-to-Cloud Distance tool to measure absolute
distances between matching points in both pointclouds. The Metashape pointclouds were
used as reference for this analysis. The Cloud-to-Cloud Distance tool produces a visual
distance color-map as well as mean and standard deviation values. The volume densities
of the two pointclouds are further compared using the Density tool, which produces a
visual density color-map, as well as mean and standard deviation values. For Cloud-to-
Cloud analysis, the color-map generates a scale from minimum (blue) to maximum (red)
values. The Density color-map measures areas on a scale with highest density as blue
values, and lowest density as red.

Mesh Comparison

SfM meshes for NeRF comparison were made using Agisoft Metashape. These
meshes were built using both the dense pointcloud and density maps generated from the
aligned photogrammetry datasets. Textures were applied to the SfM mesh using the
aligned images. Untextured and textured Metashape meshes were exported as .ply files
for comparison with NeRF meshes. The Nerfstudio software allows for rendered NeRFs
to be exported as meshes, built upon the initial 1-million-point pointclouds excluding
outliers. All NeRF meshes were exported with a texture resolution of 2048 x 1080. In
order to minimize variability between the two comparable meshes, the NeRFs were
exported as .ply files with the same number of faces generated by the Metashape mesh as
reference. The number of faces per mesh corresponding to each object is described in
Table 3.

Object Identification Number of Faces per Mesh
1955.22.0032 (Ethiopian Headrest) 20,192
1960.15.0034 (Papuan Headrest) 23,106
1799.03.0001 (St. Barthélemy Basket) 75,972
1904.19.0217 (Nuu-Cha-Nulth Bark Beater) 16,750

Table 3 - The number of faces in both Metashape and NeRF pointclouds. The target number of faces
was dictated by the number of faces generated by the reference Metashape mesh export.

All of the meshes utilized for this investigation are created utilizing Poisson
surface reconstruction techniques. Both meshes (one, untextured, from Metashape and
the other from the NeRF render) were scaled to size using CloudCompare. Scaling is first
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done manually and then refined using the Fine Registration (ICP) tool. Following proper
rescaling, the two meshes can be compared using the Mesh-to-Cloud Distance tool in
CloudCompare to measure absolute distances between the meshes, using the Metashape
untextured mesh as reference.

Quality Parameters Comparison

As described in Table 1, the original photogrammetry images were resized in order
to reduce the memory required during NeRF training and rendering. To test whether the
reduction in size resulted in a reduction in NeRF quality, the dataset of Object
1960.15.0034 (the Papuan Headrest) was also rendered using the original resolution of
7800 x 5202 pixels. This object was chosen because its dataset had the highest original
resolution, and therefore the greatest reduction in image quality in the reduced resolution
dataset. The high-resolution images were first aligned using Colmap within the
Nerfstudio environment. Following camera alignment, a Nerfacto model was trained. The
model was trained for 30,000 steps, taking roughly 55 minutes from start to finish. The
NeRFs were screenshotted after training and saved as PNGs for comparison. The two
rendered NeRFs (of differing dataset resolution) were compared using a visual side-by-
side comparison to determine how dataset quality parameters affected the final NeRF
results.

The NeRF Render

After successful training in Nerfstudio, the only currently available method of
export is as a .mp4 video clip, a format not conducive to most methods of comparative
analysis. Rendering is done within the Nerfstudio environment and requires setting up a
camera path by selecting keyframes for the camera to follow around the scene in the
exported video. NeRF scenes were rendered at 60 frames-per-second (FPS) with a
resolution of 1920 x 1080 pixels. The rendering process, especially at higher FPS, can be
time-consuming and memory intensive. Due to the poor quality of the NeRFs, time
requirements, the difficulty of producing camera paths, and relative uselessness of .mp4
for analysis in the context of this thesis, only two of the four objects were rendered to
serve as quality examples. Object 1955.22.0032 (the Ethiopian Headrest) was rendered
as an 8 second .mp4 requiring 1 hour and 50 minutes to render, and Object 1904.19.0217
(the Nuu-Cha-Nulth Bark Beater) rendered for 1 hour and 3 minutes to produce a 7
second video. The finalized NeRF renders of all four objects were screenshotted and saved
as PNGs for qualitative comparison.

Computer Specifications

All methods were performed on a HP Victus Gaming Desktop with an AMD Ryzen
5, 3.9 Ghz processor, 8GB of RAM, 500GB storage capacity, and an NVIDIA GeForce GTX
1660Super GPU (19.2GB of VRAM). Nerfstudio processes were performed in a Python
3.12.2 Anaconda environment. CUDA Toolkit version 11.8 was used as Nerfstudio
leverages the tiny-cuda-nn framework for multiresolution hash input encoding.
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3.4 Limitations and Delimitations
Case Material Datasets

The four objects utilized as case materials were selected based on criteria outside
of the control of the investigation. Due to the nature of this study - an analysis of NeRFs
for cultural heritage use - the photogrammetric process was not a key element of the
study and could therefore be delegated to others. Therefore, it was determined that the
best course of action would be to utilize existing photogrammetry datasets. This decision
greatly limited the case materials available for study, as a majority of the Ethnographic
Museum'’s published photogrammetric models do not have datasets accessible on the
museum’s internal database. While the case materials pose certain difficulties for
photogrammetry, being mostly characterized by intricate surface details, these objects do
not cover all of complications related to material and surface composition mentioned in
Section 1.1.1. While the wooden surface of Object 1955.22.0032 (the Ethiopian Headrest)
is slightly polished and reflective, it is not a light-distorting, non-Lambertian surface. The
case materials pose few complications according to established SfM practice, and
therefore do not exemplify NeRFs as an alternative method of 3D visualization capable of
mitigating the complications outlined in Section 1.1.1.

The photogrammetric workflow is a relatively standardized process, although the
delegation of the process to others introduces an element of variability between the
datasets. Most notably, there exists differences in image resolution, lighting conditions,
the number of photographs, as well as slight variations in image overlap and camera poses
across the four datasets. Furthermore, the images utilized for this investigation are
optimized for the purposes of photogrammetry, not NeRFs. Photogrammetry is best
performed when the subject matter is photographed in front of plain, texture-less
backgrounds. In contrast, NeRFs benefit from a dataset which features a degree of visual
noise across the entire scene. Al-assisted methods for image recognition struggle to
quantify differences between an object and its surroundings when the background is
white and texture-less, as is present across all four case study datasets. The white
background of these images complicated the camera alignment process within the
Nerfstudio environment, and resulted in excess noise in the NeRF pointclouds and
meshes.

Inherent Limitations of NeRFs

As discussed in Section 1.4, there are several limitations inherent to NeRFs as a
method of digitalization. The most impactful, in terms of this project, are the file-format
and export constraints of the method. These limitations were mitigated to a certain
degree through the use of Nerfstudio as the rendering environment, as it has built-in
functions to export NeRFs both as meshes and pointclouds - a feature not common to
NeRF algorithms. This limitation is due to the fact that NeRFs have no inherent surfaces
to export, instead, NeRFs are volumetric renderings, consisting of a singular
representation of a scene rather than being built from multiple parts. This feature is
necessary to consider if NeRFs are used for cultural heritage digitization, both for
research, and in practice.
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If cultural heritage objects are digitized for longevity, educational purposes, or
research, they should be in a format which can be disseminated to others or stored within
a larger database. Scenes rendered using NeRFs are exclusive to the particular algorithm
used to build the scene. While certain workarounds exist for sharing NeRFs, there is no
standardized NeRF file format and only one native NeRF file format, .NVOL, has been
developed since the method’s conception. Reformatting NeRFs to meshes or pointclouds
typically comes at a cost to quality and accuracy, as it is difficult (if not impossible) to
translate the aspects of a neural environment as a pointcloud or mesh texture. This
severely limits the practical uses of NeRFs for heritage digitization and until
standardization occurs, NeRFs remain, in a sense, a self-centered endeavor - one which
cannot be easily shared with target audiences, the scientific community, or cultural
shareholders.

Computer Requirements

The minimum required computer specifications for rendering NeRFs were
outlined in Section 1.4. It should, however, be noted that more powerful computers are
capable of rendering NeRFs in shorter amounts of time, especially when using larger,
high-resolution datasets or increased quality parameters. While the computer used for
the investigation (whose specifications are detailed in Section 3.3) was able to render
NeRFs, it does not fully meet the minimum system requirements recommended in Section
1.4. Specifically, the RAM and storage capacity of the system does not meet the
recommended minimum specifications. Overall, the system used for this investigation
proved proficient for the methods utilized for this project, although training times were
lengthy due to the capabilities of the GPU and available memory. In order to reduce
memory usage, the original resolutions of all image datasets were reduced to ensure that
NeRFs could be rendered on the computer used for this project. This did not prove to be
a detriment to the investigation, as the quality of a NeRF rendering does not directly
correlate to image quality over a certain resolution.

While heritage institutions may have access to a computer capable of processing
photogrammetry, generally, these specifications are lower than those recommended for
NeRF rendering. High-end computers are a privilege for many institutions, and a system
upgrade is often not the highest priority, even if it could be utilized for digitalization
purposes. While lower-tier computers - relative to the recommended specifications - are
capable of certain digitalization tasks, NeRF renderings require powerful systems and
specific graphics cards, which unfortunately limits the accessibility of this method for
cultural heritage digitalization.

Troubleshooting

While no coding experience is required in order to render NeRFs, a majority of
NeRF algorithms lack a program interface and are instead run in some form of coding
environment. NeRFs are marketed to be accessible to all, regardless of previous coding
experience, and extensive installation?? and usage?! tutorials are available online. That

20 https://docs.nerf.studio/quickstart/installation.html
21 https://docs.nerf.studio/quickstart/custom dataset.html
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being said, this investigation was plagued with issues from the installation of Nerfstudio
and onwards, and tens of hours were spent troubleshooting various coding issues. While
the author of this text makes no claims of being an expert working within coding
environments, previous experience and a limited knowledge of the subject was
advantageous on numerous occasions - and would likely benefit those delving into NeRFs
for digital visualization. Initially, issues with the Nerfstudio source code kept certain
processes from installing and running - issues which are likely specific to the version used
for this investigation, caused by the image dataset, and/or attributable to user error. In
respect to such issues, it must be acknowledged that the developers of Nerfstudio are very
active in addressing troubleshooting questions, acknowledging issues, and releasing bug-
fixes.

While a photogrammetry pipeline typically requires an object to be in clear focus
with plain, untextured backgrounds, the same is not true for NeRFs. In fact, NeRFs (and
Al-image recognition across the board) struggle when presented with objects on white,
texture-less backgrounds, as was the case with the datasets used for this investigation.
This is a potential explanation for why Colmap, run within the Nerfstudio environment,
faced difficulties aligning certain datasets - although this hypothesis is at odds with the
relative ease in which other programs (RealityCapture and Agisoft Metashape) were able
to align those images. Ultimately, the addition of various coding arguments was able to
reduce the negative effects of the white backgrounds, although this resolution required
several hours of trial-and-error.
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4. Comparative Analysis

This chapter presents the results of the comparative analyses performed during this
investigation. The sections of this chapter are organized by comparative method, seeking
to explain both the purpose and reasoning behind each method, and the results of the
analysis. Sections 4.1 through 4.3 pertain to the comparative analysis of NeRFs and SfM
across all four objects utilized for this investigation. Section 4.4 discusses visual
comparison relating to image dataset resolution, in which Object 1960.15.0034 (the
Papuan Headrest) was the singular case study.

4.1 Cloud-to-Cloud Comparison

A Cloud-to-Cloud distance test is a method used to directly compare the distances
between two pointclouds. The default comparison computes the ‘nearest neighbor
distance’ between the clouds: for each point of the compared cloud, the software searches
for the nearest point in the reference cloud and computes the distance between the two.
This analysis is used in this context to measure the ‘accuracy’ of the NeRF pointcloud,
using the SfM pointcloud as reference. The test, run in CloudCompare, produces both
numerical and visual outputs. The numerical outputs - the mean distance between
nearest neighbor points and the standard deviation of these values - are listed below in
Table 4.

Object Identification Mean Distance Standard Deviation
1955.22.0032 (Ethiopian Headrest) 0.0024363 0.00177466
1960.15.0034 (Papuan Headrest) 0.0120369 0.0103565
1799.03.0001 (St. Barthélemy Basket) 0.00934772 0.0073864
1904.19.0217 (Nuu-Cha-Nulth Bark Beater) 0.00461997 0.00508265

Table 4 - The results of the Cloud-to-Cloud comparison described as mean distance and standard deviation values for
each object. The SfM generated pointcloud was used as reference for each comparison.

CloudCompare calculates distances utilizing the same coordinate measurements
of the 3D entities inputted into CloudCompare, be it pointcloud or mesh. Unfortunately,
units are not explicitly saved in most 3D files, unless ground truth control points are used
to first scale the subject according to real-world dimensions. Real-world units of
measurement are not essential for scaling two pointclouds for use in CloudCompare and
were therefore not included in this investigation. As a result, the mean distances and
standard deviations displayed in Table 5 use arbitrary measurement units, assigned by
CloudCompare, and are not at scale with the size of the objects in reality. If the resulting
SfM and/or NeRF models are to be disseminated outside the scope of this project or used
for educational, commercial, or research purposes, it is recommended to scale the objects
using ground truths so that their virtual scale matches the real-world size of the objects.

A mean is a statistical value representing the midpoint of a collection of numbers.
Standard deviation is an associated measurement expressing the amount of variation
expected around the mean value. Mean and standard deviation are expressed in the same
units of measurement as that of the data. A low standard deviation indicates that values
tend to cluster around the mean, while larger standard deviations indicate that there is a

42




greater spread of the values around the mean. Greater variation around the mean
indicates that the mean does not accurately represent the entirety of the dataset.

In the context of this investigation, the mean describes, generally, the distance
between two points in comparable pointclouds. The standard deviation defines the
variation in actual distance measurements from the mean. In order to interpret mean and
standard deviation values, a coefficient of variation (CV) is calculated. The CV, typically
expressed as a percentage, is a standardized statistical measure of dispersion defined as

). The CV

represents the extent of variability in relation to the mean of the data, in which larger
values indicate greater variability and smaller values indicate the opposite. Plainly, the CV
is a method to contextualize the size of the standard deviation compared to the mean. As
it pertains to this investigation, the CV indicates the variation in distances between
compared points in the SfM and NeRF pointclouds. A smaller CV implies that the mean
distance a good representative of the dataset as a whole - that the mean distance is, on
average, the expected measurement between compared NeRF and SfM points. A large CV
indicates the opposite, that distance values are more likely to be smaller or larger than

standard deviation

the ratio of the standard deviation to the mean (CV = -

the given mean distance. Furthermore, the CV serves to contextualize the arbitrary unit
of measurement assigned by the CloudCompare software. The calculated CV values of
each object, expressed as a percentage value, are presented below in Table 5.

Object Identification Coefficient of Variation
1955.22.0032 (Ethiopian Headrest) 72.84%
1960.15.0034 (Papuan Headrest) 86.04%
1799.03.0001 (St. Barthélemy Basket) 79.02%
1904.19.0217 (Nuu-Cha-Nulth Bark Beater) 110.01%

Table 5 - The Coefficient of Variance, expressed as percentages, as calculated by the Mean and
Standard Deviation in Cloud-to-Cloud distance values for each object.
Smaller CVs are preferred, since they indicate smaller variance in values around
the mean. Using Object 1955.22.0032 (the Ethiopian Headrest) as an example, the CV was

0.00177466
0.0024363
example, the standard deviation (0.00177466) is 72.84% of the size of the mean

(0.0024363). This value indicates a degree of variation within the actual measured
distance values as compared to the calculated mean value. While no particular CV value
is considered universally ‘good’, the calculated CVs indicate that, when compared to the
reference SfM pointclouds, there is variation in the distance to the same point in the NeRF

calculated as CV = which produced a percentage value of 72.84%. In this

pointcloud - that the mean is not an accurate ‘average’ distance value between points. If
we look at the most extreme CV of the case materials, that of Object 1904.19.0217, the
Nuu-Cha-Nulth Bark Beater, we see that the standard variation is greater than the mean,
expressed as a CV of over 100%, implying that the mean distance is not a good
representation of the entire dataset. Of all the case materials, the Nuu-Cha-Nulth Bark
Beater has the greatest variation in point-to-point distance values when compared to the
SfM reference pointcloud. This specifically indicates that the SfM and NeRF are the least
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analogous pointclouds of the four analyzed case studies and that true distance values
between points is not reflected by the generated mean value. While this is not an
indication of the accuracy of either pointcloud, this value does suggest disparity between
the SfM and NeRF results.

The calculated CV values are easiest to comprehend when presented alongside
the visual results of the Cloud-to-Cloud comparison. The results are illustrated in a color-
map, scaled from closest distances (marked as blue) to farthest distances (marked as red).
These colored points are projected upon the compared NeRF pointcloud (Figure 7).
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Figure 7 - Visual representation of the Cloud-to-Cloud comparisons for each of the case materials. The analysis generates
a color map of distances from blue (closest) to red (farthest) which is projected upon the NeRF pointcloud. From left to
right: Objects 1955.22.0032 (Ethiopian Headrest), 1960.15.0034 (Papuan Headrest), 1799.03.0001 (St. Barthélemy

Basket), 1904.19.0217 (Bark Beater).
As indicated by the CV values in Table 5, the visual results show a great deal of variation
across the pointclouds. This variation, presented as the scale of color, marks in blues and
greens the points which do not differ greatly from the reference SfM pointcloud, and areas
with a larger degree of variance are represented by warmer colors (yellows, oranges, and
reds). The Cloud-to-Cloud analyses pictured in Figure 7 show degrees of variation across
all four studied objects. Were the mean value a good representative of the measured
distance values between points, the color-map would be expected to be a uniform color.
Generally speaking, areas with the lowest degree of difference between the
pointclouds (represented in blue) are featured along the edges of the model, where the
geometry of the model is distinguished from the featureless background. These stark
edges are exemplified by the distance representation of Object 1955.22.0032 (the
Ethiopian Headrest) (Figure 7, far left), which features dark blue contours along the edges
of the uppermost surfaces and neck of the headrest. Similar dark blue areas are also seen
along the lower tiers of the headrest, areas which correspond with painted details on the
object’'s wooden surface. Areas of more intricate surface detail generally present with
lower degrees of variation in the distance between points across all four objects. This is
also seen when examining the color map representation of Object 1960.15.0034, the
Papuan Headrest (Figure 7, second from the left), which at the pictured angle and scale
appears mostly entirely blue across a surface of intricately carved detail. The highly
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detailed woven surface of Object 1799.03.0001 (the St. Barthélemy Basket) represents an
exception to trend, featuring a high degree of variance between the SfM and NeRF
pointclouds, with distinct green and yellow banding across the main body of the basket.
This disparity between pointclouds may be a result of several factors, from misaligned
cameras or the visual complexity of the repetitive and highly detailed woven, patterned
surface.

High degrees of variability in Cloud-to-Cloud distances do not necessarily indicate
that one pointcloud is more accurate than the other. Rather, variation only indicates areas
in which the two pointclouds deviate from one another. Using Object 1955.22.0032 (the
Ethiopian Headrest) (Figure 7, far left), as an example, the area of greatest variation can
be seen along the bottom edge of the object, where the points are colored yellow and
orange. Similarly, Object 1904.19.0217 (the Nuu-Cha-Nulth Bark Beater) (Figure 7, far
right) displays variation along the back of the beating edge and handle, marked by a cloud
of yellow and orange points. These two pointclouds exhibit a greater number of outlying
points along the aforementioned areas compared to the other objects. The SfM pointcloud
of the Ethiopian Headrest was noisiest along the bottom edge, where the object met the
background, and the NeRF pointcloud of the Nuu-Cha-Nulth Bark Beater had an increase
in outlying points along the flat side of the back of the handle. Noise results in an increase
in distance between comparable pointclouds, as the software measures the distance from
an outlying point to a reference within the actual geometry of the compared cloud.

In the case of the Ethiopian Headrest, the noisiness present in the SfM pointcloud
can be reduced or even eliminated within the modelling environment. If using Agisoft
Metashape (as this investigation did), the pointcloud can be filtered by confidence or by
selection to exclude outlying points and noise from the final pointcloud. This filtering
process was not utilized for this investigation, as it is not a feature supported by the
Nerfstudio algorithm. The NeRF pointcloud removes outliers prior to export, a process
which was replicated (to a certain extent) on the SfM pointclouds by reducing the sparse
pointcloud bounding boxes of each object before processing into a dense pointcloud.

4.2 Volumetric Pointcloud Density Comparison

Pointcloud density refers to the number of coordinate points within a specified
sampled area. Generally speaking, the accuracy of a pointcloud is related to the density of
points throughout a pointcloud. However, the ideal cloud density varies from project to
project - the subject matter and purpose of a project must be considered when
determining the required concentration of the pointcloud. Denser pointclouds are
typically regarded as better able to create higher-resolution models, although this
ultimately depends on the scale of the subject matter.

The volumetric density of a pointcloud is calculated by dividing the number of
neighboring points in a pointcloud by the ‘neighborhood’ volume. In simpler terms, the
density is determined by how tightly points are clustered within the sampled area. For
this investigation, the Cloud Density tool in CloudCompare was used to determine density,
which generates a color-mapped scale of point density ranging from most dense (marked
in blue) to least dense (marked in red).

45



The color-map results of the Cloud Density
analysis for each of the four case materials is
shown in Figure 8. For each object, the left-hand
image denotes the pointcloud made using SfM
techniques, while the right-hand pointcloud was
exported using Nerfstudio. In order to reduce
variability, the two pointclouds of each subject
were adjusted so that they were composed of the
same number of points (see Table 2 in Section 3.3).
Generally speaking, the SfM pointclouds are mostly
green in color while the NeRF pointclouds display
greater variation, with a range of both blue and
green points. Green points, still on the denser side
of the scale, are areas with less point density than
those marked in blue. From these visual results it
can be deduced that while the NeRF pointcloud is
denser in certain areas, the SfM clouds are, overall,
more uniform. This distinction between the two
methods is due in part to the NeRF training
process. In essence, a NeRF ‘learns’ from a dataset
of images, and consequently is able to interpret
surfaces and areas of higher detail or greater visual
interest as more visually important (Mildenhall et
al. 2020). In this way, NeRFs can interpret what
areas of an image depict the subject matter and
what portions are mere background, visual noise,
or environmental variance. Therefore, in terms of
NeRF pointcloud density, areas of focused
optimization during training are indicated as areas
of greater density (blue).

While the SfM pointclouds represent an
early stage of the model building process, the NeRF
pointcloud is an export from a fully trained scene.
Unlike the SfM pointclouds (in which surface
textures are added at a later stage), textures are
interpolated into a NeRF render and are, as aresult,
a component of the exported pointcloud. Areas

Figure 8 - Visual representation of the density
comparisons for each of the case materials. The
analysis generates a color map of density from
blue (closest) to red (farthest). The left pointcloud
for each object is the SfM pointcloud, the NeRF
pointcloud on the right. From top to bottom:
Objects 1955.22.0032 (Ethiopian Headrest),

1960.15.0034  (Papuan  Headrest)  right,
1904.19.0217 (Bark Beater) left, 1799.03.0001
(St. Barthélemy Basket).

interpreted by the NeRF as visually important, together with areas of greater surface
texture, are characterized as areas of greater density in the resulting pointcloud. This
feature is most obvious in the density color-map of Object 1960.15.0034 (the Papuan
Headrest) (Figure 8, second row, left). Here, the smoother, raised surfaces of the carved
details are marked as less-dense green points while the adjacent recesses of the carvings

are displayed in blue.
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While not as explicit, the correlation of density and areas of visual interest is
evident also in the other three NeRF pointclouds. Areas of greater density are typically
registered in regions with more geometric complexity, e.g. along the sharp lines and
curvature of Object 1955.22.0032 (the Ethiopian Headrest) (Figure 8, top row). Similarly,
greater density is visible among the woven details of Object 1799.03.0001 (the St.
Barthélemy Basket) (Figure 8, bottom row), especially on the lid of the basket, where
surface detail is combined with the tapering shape of the object. The density cloud of
Object 1904.19.0217 (the Nuu-Cha-Nulth Bark Beater) (Figure 8, second row, right) is the
least uniform of all of the objects, visually depicted as a mix of blue and green points
across practically the whole of the pointcloud. Following the same line of thought as with
the other objects, this consistent yet varied density is likely a result of the complex surface
texture of the object. The highly variable surface texture of the whalebone, together with
the carved grooves along the beating-surface, seems to have presented NeRF with too
many areas of focus, and as a result, the density is uniformly non-uniform.

Whereas the SfM pointclouds are all of a uniform green, the NeRF pointclouds are
rich in blue points, representing areas of extremely high point density. It may seem
conclusive that the NeRF densities, while more variable, offer a more accurate, higher-
resolution 3D visualization of the subject matter. However, higher densities do not always
correlate with greater accuracy: when cloud density is irregular, the pointcloud (and
subsequent models) will likely display greater variability. It may therefore be
advantageous to prefer pointclouds of uniform density, such as the SfM pointclouds, even
if the space between points is greater than the densest areas of a comparable NeRF
pointcloud. Whereas the NeRF pointclouds are precise, the SfM pointclouds are uniform,
and as an extension, more accurate overall.

4.3 Mesh-to-Mesh Comparison

Mesh-to-Mesh distance analysis compares the distance between the vertices of a
compared mesh to the polygons of a reference mesh. The Mesh-to-Mesh comparison in
CloudCompare is described as a Cloud-to-Mesh analysis, rendering the compared mesh
as a cloud of vertices which is then compared to the surface of a reference. To reduce
confusion, the analysis will be referred to as a Mesh-to-Mesh comparison for the
remainder of this text. The analysis produces both numerical values and a color-map
visual representation. For this investigation, the NeRF mesh export was compared to the
untextured SfM mesh as reference. The numerical outputs of the analysis are listed in
Table 6.

Object Identification Mean Distance Standard Deviation
1955.22.0032 (Ethiopian Headrest) 0.000309633 0.00107943
1960.15.0034 (Papuan Headrest) 0.00202738 0.00630135
1799.03.0001 (St. Barthélemy Basket) 0.000326747 0.0128135
1904.19.0217 (Nuu-Cha-Nulth Bark Beater) 0.000788088 0.00484062

Table 6 — The results of the Mesh-to-Mesh comparison described as mean distance and standard deviation values for
each object. The SfM mesh was used as reference for each comparison.
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As outlined in Section 4.1, the mean and standard deviation values of the Mesh-to-Mesh
analysis are measured according to arbitrary units assigned by the CloudCompare
software. For this investigation, the meshes could be scaled to each other without the
need for accurate real-world measurements, and therefore the meshes were not
calibrated according to ground-truth control points.

The Coefficient of Variation (CV) was calculated for the mean and standard
deviation values of the Mesh-to-Mesh comparison. The CV, expressed most commonly as
a percentage, functions as a way to contextualize the arbitrary units of measurement
assigned by CloudCompare, in order to express the size of the standard deviation in

relation to the mean. The CV is caluclated as a ratio of the standard deviation to the mean
standard deviation

(cV = o ), the results of which are displayed below in Table 7.
Object Identification Coefficient of Variation
1955.22.0032 (Ethiopian Headrest) 348.61%
1960.15.0034 (Papuan Headrest) 310.81%
1799.03.0001 (St. Barthélemy Basket) 3921.54%
1904.19.0217 (Nuu-Cha-Nulth Bark Beater) 614.22%

Table 7 - The Coefficient of Variance, expressed as percentages, as calculated by the mean and

standard deviation in Mesh-to-Mesh distance values for each object.
The CV calculations clearly indicate a very large degree of variability around the mean
distance value. For each of the objects, the standard deviation is everything from 3 to 39
times the size of the mean, indicating significant variation around the mean distance
measurement. This signifies that the calculated mean value does not accurately represent
the distance values across all compared points: that in reality, distances between meshes
are more frequently smaller, or larger, than the mean distance. The discordance between
SfM and NeRF meshes is perhaps best percieved by visually comparing the two meshes
as portrayed in Figure 9.
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Figure 9 - Side-by-side visual comparison of SfM and NeRF meshes. Top left, Object
1955.22.0032 (Ethiopian Headrest) and bottom left, Object 1799.03.0001 (St. Barthélemy
Basket). Top right: Object 1904.19.0217 (Bark Beater) and bottom right, Object 1916.15.0034
(Papuan Headrest). For each object, the left-hand of the pair of meshes is the untextured SfM
mesh, while the right-hand image depicts the NeRF mesh export.
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Although similar in geometry, there are distinct visual differences between the SfM
and NeRF meshes. Perhaps the most obvious difference is the level of detail present in the
meshes. Whereas the NeRF meshes seem to capture a great deal of surface detail, the SfM
meshes have smoothed features lacking any sharpness or distinction. The visual disparity
between meshes is a reflection of both SfM and NeRF methods: the featureless SfM
meshes here exist in a stage in which they lack applied textures, while the NeRF meshes
are complete with ‘baked-in’ surface textures and details. Furthermore, while not obvious
across all of the images in Figure 9, large portions of the NeRF meshes were exported
without vertices, making the meshes perforated and hollow. These holes are a result of
the process of exporting NeRFs as meshes, a feature not native to the NeRF algorithm.
NeRFs do not exist as separate parts, and to subdivide a volumetric rendering for export
will invariably lead to diminished quality and incomplete geometries. Lacking in detail,
the untextured SfM meshes are but an intermediary stage of the process of building a
model with this method. At this stage in the SfM process, detailed meshes are not
necessary, since surface details are later supplemented with image-based textures. It is
instead the geometry of the subject matter which is refined during this stage. The visual
differences present in Figure 9 are further manifestations of the large CV values indicated
previously in Table 7.

4.4 Quality Parameters Comparison

The original image datasets were resized to 1619 x 1080 pixels for use in this
investigation (see Section 3.3, Table 1). This standardized the dataset resolution while also
reducing the required computer memory for processing 3D data within the Nerfstudio
environment. The reduction in resolution was appropriate within the scope of this
investigation but does not reflect the practicalities of data acquisition within the heritage
sector. In practice, high-resolution images are preferred for SfM visualizations, as they
capture smaller details. As with SfM, NeRFs perform better utilizing higher-resolution
datasets; however, little improvement in quality has been documented with resolutions
exceeding 2000 x 2000 pixels. The NeRFs rendered with the reduced-resolution dataset
overwhelmingly underperformed their SfM counterparts. This reduction was deemed a
potential extenuating variable affecting quality, and therefore, a separate NeRF of Object
1960.15.0034 (the Papuan Headrest) was created using the original image resolution of
7800 x 5202 pixels. The high resolution NeRF render took only 10 minutes longer to train
than the reduced resolution.
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REDUCED RESOLUTION ORIGINAL RESOLUTION

Figure 10 - Side-by-side comparison of NeRF renders utilizing datasets with different image resolutions. The NeRF using reduced resolution
images (1619 x 1080 pixels), utilized for the majority of the investigation is shown on the left. The images on the right are taken of the
NeRF rendering using the original image resolution (7800 x 5202 pixels).

No conspiquous differences in quality are present in the NeRFs made using alternate
resolutions (Figure 10). The smoother contours of the higher-resolution dataset, although
barely noticible, may indeed be a result of the different resolutions of the input images.
However, with such a large variance between ‘reduced’ and ‘original’ resolution, one
would expect to see a greater degree of visual contrast between the resulting NeRFs. The
present visual divergence can be explained by slight variations in camera alignment, or
by the NeRF training and refinement processes. It may also be possible that the shifts in
smoothness are attributable to fluctuations in NeRF training, or are produced within the
Nerfstudio viewer.

The Nerfstudio viewer is a tool for rendering 3D scenes and processing camera
paths for export, with the benefit of being able to envision the final NeRF product during
and post-training. The real-time aspect of the viewer unfortunately incurs a processing
degradation in the algorithm in which all rotations and movements of the NeRF within
the viewing field require reprocessing of the scene. The Nerfstudio developers have
circumvented this issue by introducing a pixelating feature, activated whenever the model
is moved or rotated within the viewer. The system only processes the NeRF when the
object is stationary within the viewing environment, and while beneficial, this feature
frustratingly complicates the user experience. It is possible that the slight variances
illustrated in Figure 10 reflect disparate viewing angles, FOV, or processing by the viewer.
This is, however, little more than an assumption, and without further investigation, is
speculative.

Minor differences in color are likely a result of algorithm training, and could be
attributed to the dynamic lighting features of a NeRF scene. As the algorithm learns from
input images, it also learns to capture the spatial variation of lighting within those scenes.
This feature is most conspicuous when the subject matter has a non-Lambertian surface.
Such reflective surfaces are often difficult to model using standard SfM methods, while
NeRFs, as they assimulate how light plays off the surface material, can more faithfully
recreate reflective or refractive surfaces. While the Papuan Headrest has no especially
reflective surface, the NeRF nonetheless ‘learns’ from the environment to percieve the
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lighting conditions. It is concievable that the training process of the two differing
resolution datasets produces alternate reproductions of the lighting conditions, and
consequently, a difference in color saturation upon the object. As each NeRF dataset -
regardless of its resolution - is trained separately, it is impossible to declare whether the
color differences are due to resolution, or to the ‘natural’ variance intrinsic in each NeRF
training session.
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5. Discussion and Conclusions

The most meaningful innovations to museum practice are often those which can
be integrated, successfully, into already existing practice. Provided a museum has access
to an adequate process for data acquisition and a computer system capable of image
processing, NeRFs operate in a similar fashion to existing digitization procedures. As with
SfM, NeRFs require reliable images, taken with sufficient overlap, in order to successfully
document an object or scene. Both systems of digital documentation are relatively
inexpensive after the initial toolkit is acquired and are processed using readily available
software. NeRF algorithms are free-to-use, and many SfM programs offer a free version
which provides a reduced selection of the full suite of functions.

As an emergent technology, the refinement of NeRFs as a method of heritage
documentation will only occur with continued application and engagement with the
wider 3D visualization community. With the application of NeRFs in research and
practice, the technique, as well as the wider field of Al-assisted methods of digital
documentation, is pre-socialized, and may well represent the future of digitization. This
future is, nonetheless, not yet the present, as NeRFs have yet to prove themselves as viable
alternatives to SfM digitization within the context of established museum praxis. The first
research question — and perhaps the overarching theme - of this project asks if NeRFs are
a viable alternative method for the digitization of cultural heritage objects. The results of
this investigation would suggest that no, they are not. Though perhaps useful for
documenting large architecture and monuments (Condorelli et al. 2021, Pepe et al. 2023),
detailed interior spaces (Murtiyoso et al. 2023, Palestini, Basso and Perticarini 2022), or
challenging surface characteristics (Croce et al. 2023A and 2023B, Mazzacca et al. 2023,
Remondino et al. 2023), NeRFs are, according to the conclusions of this investigation, an
inferior method for digitizing museum objects which otherwise pose relatively little
difficulty for documentation through established SfM methods.

The results of the quantitative comparisons of NeRFs and SfM for 3D visualization
were previously presented in Sections 4.1 through 4.3, which outline the differences
present in comparable pointclouds and meshes using Cloud-to-Cloud, Pointcloud Density,
and Mesh-to-Mesh analyses. The Cloud-to-Cloud comparison indicated that, in terms of
geometry, both methods result in similar end products. This would suggest that NeRF
algorithms, in their current iteration, are suitable for the early stages of model-building,
or in projects when only the modelled geometry of an object is desired. There are,
however, significant differences between the pointclouds, and subsequent meshes, of two
of the case studies - Objects 1955.22.0032 (the Ethiopian Headrest) and 1904.19.0217
(the Nuu-Cha-Nulth Bark Beater) - which warrant further examination and discussion.
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Along the base of
the SfM pointcloud of
Object 1955.22.0032 (the
Ethiopian Headrest)
(Figure 11, right), a white
cloud of points is visible.
While perhaps
attributable to errant
noise, the side-by-side
comparison of meshes (see
Section 4.3, Figure 9, as
well as Figure 13 later in Figure 11 - NeRF and SfM pointclouds of Object 1955.22.0032, the Ethiopian
this section), indicates that %iﬁtggs 53;7;1:}1;5 Z);'ported from the rendered NeRF is shown on the left, the
the white cloud does not
consist of outlying points, but rather a misalignment of the inner and outer portions of
the headrest on the SfM model. In a sense, the SfM algorithm (during camera alignment
and pointcloud creation) mistook the background of the images as a part of the object
itself. The visible misalignment is a probable cause of the documented variation in
measured distance values in both Cloud-to-Cloud (Section 4.1, Table 5) and Mesh-to-Mesh
(Section 4.3, Table 7) comparisons.

In the case of Object 1904.19.0217 (the Nuu-Cha-Nulth Bark Beater), there is a
visible haze of points upon the back face of the NeRF pointcloud (Figure 12, top image),
in which it would appear that the algorithm mistook the shadow of the object present
during image acquisition as a part of the object itself. The shadow was further
documented in the NeRF mesh (Figure 16) and quantitatively manifested itself as the
largest documented Cloud-to-Cloud coefficient of variation (Section 4.1, Table 5). This
shadow is similarly depicted in the SfM pointcloud (Figure 12, bottom image), although
the subsequent negative effect of these points was reduced within Metashape through the
use of filters prior to building the final textured mesh. The presence of shadow is a
common enough
complication when using
SfM, easily mitigated with
the use of pointcloud
filters, or the application
of masks upon the initial
image set. Masks are a
method of manually
selecting parts of an
image for exclusion from
the initial dataset,

Figure 12 — NeRF and SfM pointclouds of Object 1904.19.0217, the Nuu-Cha- removing Confoundlng
Nulth Bark Beater. The pointcloud exported from the fully rendered NeRF is features such as errant

pictured above, the SfM pointcloud below. .
background noise and
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shadow. Recent developments have introduced Al-assisted methods of masking SfM
datasets, including PhotoCatch on MacOS, which can automatically exclude background
and shadows from the final visualization.

The pointcloud density analysis indicated that the NeRFs were consistently more
variable than their uniformly dense SfM comparisons. Employing an MLP, the NeRF
algorithm learns, and relearns, the volumetric composition of a scene - using feedback
mechanisms to refine and optimize a model to carefully render a scene which emulates
reality. NeRFs apply hierarchical volume sampling strategies to allocate an MLP’s
performance towards areas with clear, visual content (Mildenhall et al. 2020). Therefore,
the algorithm assigns higher densities to areas assumed to be of greater visual
importance. In an unbounded scene, this feature manifests as higher point density on
surfaces, detailed areas, and/or areas of greater overlap among each image dataset. In
this manner, backgrounds and environmental variance are, to a certain extent, excluded
from the training process. Projects which are interested in surface detail may find the
variable densities of the NeRF pointclouds more useful, as they tend to place greater
importance on areas of visual complexity. In contrast, when the geometry of an object is
instead the focal point of an investigation, it could be deemed advantageous to favor
uniform SfM pointclouds over the variable density of NeRF pointclouds.

As exported pointclouds, NeRFs are potentially appropriate for digital
documentation when applied to the early stages of building 3D models of museum
objects. This investigation indicates that NeRF pointclouds are capable of recreating
accurate geometries, indicating outstanding surface details, and interacting with
environmental lighting conditions. While degrees of variation exist between the NeRF and
SfM pointclouds (and subsequent meshes), ultimately NeRFs could serve as a valid
foundation for 3D models, especially in situations where established SfM methods
struggle with rendering accurate geometries due to surface materials or environmental
conditions. In fact, various other studies have suggested that the best use of NeRFs for
heritage digitization is in combination with other established methods (Condorelli et a.
2021, Croce et al. 2023A and 2023B, Murtiyoso et al. 2023, Remondino et al. 2023).
However, while the best solution in a complex scenario may well be a compromise of
techniques, this thesis would argue that SfM remains the most robust and accurate
method for straightforward digitization of museum objects.

The results of the Mesh-to-Mesh distance analysis demonstrates the inferiority of
NeRFs for building meshes, visually illustrated by missing vertices upon the meshes of all
four objects (Figure 9). The NeRF meshes are further characterized by excessive
sharpness across the model’s surface when compared to the untextured SfM meshes.
These results are, to a certain extent, expected, as the NeRF meshes are exported from
fully trained scenes (with ‘baked-in’ textures and lighting conditions), while the
comparable SfM meshes have yet to have textures superimposed upon the 3D geometry.
Quantitatively, the CV values support the visual results, with extreme degrees of variation
between NeRF and SfM meshes.

Despite having shown promise in various research applications, the results of the
Mesh-to-Mesh investigation show that NeRF renders are incapable of digitally visualizing
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surface details and material composition of museum objects to the standards
accomplished by textured SfM meshes. While the underlying geometry is reasonably
accurate, NeRFs lack the high-resolution quality required for digital documentation in a
museum context, where digitization is intended to preserve cultural heritage within a
digital medium for future generations of researchers, educators, and invested parties. In
such circumstances, the digital 3D representation must accurately portray the physical
qualities of an object.

As the opening paragraphs of this chapter have acknowledged, NeRFs are not - yet
- a viable alternative method for the digitization of cultural heritage objects. Although
capable of reconstructing the underlying geometry of an object, NeRFs, in their current
iteration, are not capable of producing the quality of results necessary for use in
education, research, commercial applications, or engagement with source-communities
and the wider public. The successful application of NeRFs, as a method for the digital
documentation of museum collections, is undoubtably judged according to the quality of
their results. Having reflected upon the quantitative findings of NeRFs as an alternative to
SfM methods, any further conclusions drawn from this investigation requires the
consideration of the qualitative results as well. The following pages illustrate the
culmination of the comparative facet of this thesis, organized by case study, depicting
NeRFs side-by-side with textured SfM models.
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Figure 13 - Qualitative comparison
from various angles of NeRF and SfM 3D
visualizations of Object 1955.22.0032,
the Ethiopian Headrest. The NeRF
images are taken from the fully trained
scene within the Nerfstudio viewer,
while the SfM models represent textured
meshes made using Agisoft Metashape.
The images are organized by column,
the left-most images are NeRF renders,
the middle column are textured meshes.
The right-most column features images
of the underside of the headrest
according to the NeRF render (right-
most column, top) and SfM textured
mesh (right-most column, bottom).
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Figure 14 - Qualitative comparison from two different angles of NeRF and SfM 3D visualizations of Object
1960.15.0034, the Papuan Headrest. The NeRF images are taken from the fully trained scene within the
Nerfstudio viewer, while the SfM models represent textured meshes made using Agisoft Metashape. Labels appear
above the corresponding object.
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Figure 15 - Qualitative comparison from
various angles of NeRF and SfM 3D
visualizations of 1799.03.0001, the St.
Barthélemy Basket. The NeRF images are
taken from the fully trained scene within
the Nerfstudio viewer, while the SfM models
represent textured meshes made using
Agisoft Metashape. The images are
organized by column, the left-most images
are NeRF renders, the middle column are
textured meshes. The right-most column
features images of the lid of the basket
according to the NeRF render (right-most
column, top) and SfM textured mesh (right-
most column, bottom).
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Figure 16 - Qualitative comparison from various angles of NeRF and SfM 3D visualizations of Object
1904.19.0217, the Nuu-Cha-Nulth Bark Beater. The NeRF images are taken from the fully trained scene
within the Nerfstudio viewer, while the SfM models represent textured meshes made using Agisoft
Metashape. Labels appear above the corresponding object.
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Despite the quantitative potential of NeRFs, the qualitative comparison illustrated
in Figures 13 through 16 clearly demonstrate the inferiority of NeRFs (compared to
established SfM methods) for the digitization of museum objects. The NeRF results are
consistently blurry and low-resolution, and across all case studies, are outshone in the
quality and degree of surface detail present in the textured SfM models. Whereas the
NeRFs indicate only the vague notion of material composition, the SfM meshes capture
the woodgrain of Objects 1955.22.0032 (the Ethiopian Headrest, Figure 13) and
1960.15.0034 (the Papuan Headrest, Figure 14), the faint shine on the woven fibers of
Object 1799.03.0001 (the St. Barthélemy Basket, Figure 15), and the spongey composition
of bone and the handwritten scrawl upon the surface of Object 1904.19.0217 (the Nuu-
Cha-Nulth Bark Beater, Figure 16). Such examples suffice to answer the question of
whether NeRFs are more or less capable than SfM for the accurate visualization of surface
texture and detail. For museum-scale objects with detailed surface characteristics, StM
remains the most appropriate method for digital documentation.

There is, however, the consideration that the poor qualitative results were not a
fault of the algorithm but could instead be attributed to user error. While this is a genuine
possibility, the results of other studies (Murtiyoso and Grussenmeyer 2023, Palestini,
Basso, and Perticarini 2022) would suggest that NeRF results have been similarly been
found to be lacking the standards of accepted practice. Lapses in quality due to user-error
would serve to further highlight the lack of a standardized NeRF workflow, as well as the
non-intuitiveness of using NeRF algorithms in a single-object context.

A distinguishing feature of NeRF is their documented ability to digitally emulate
the reflective attributes of non-Lambertian surfaces relative to environmental conditions.
Unlike SfM equations, which rely on triangulation to rebuild 3D environments, NeRFs
generate volumetric renderings of the subject matter: NeRFs produce an assembly of
voxels, which store density and radiance data as well as color. The dynamic lighting
element implicit to NeRF algorithms is a consequence of the additional radiance
information stored within each voxel. As mentioned in previous sections of this thesis,
none of the chosen case materials feature non-Lambertian surfaces, and therefore, this
investigation can draw no conclusions similar to those of published studies which
heritage objects with reflective surfaces (Croce et al. 2023A and 2023B, Mazzacca et al.
2023, Remondino et al. 2023). Subtle shifts in luster and radiance are however visible
upon the rendered surfaces of Objects 1955.22.0032 (the Ethiopian Headrest 22) and
1904.19.0217 (the Nuu-Cha-Nulth Bark Beater 23) in the .mp4 exports. However, a similar
sheen can be discerned in the SfM models as well - sufficient enough to suggest surface
composition, use-wear, and possible surface treatments.

Another component of the qualitative results is the presence of distortion in nearly
all of the NeRF visualizations, further emphasized by the amount in which an object is
magnified within the 3D environment. The deformation of the NeRF renders is caused by
the Field of View (FOV) of the Nerfstudio viewer. The Nerfstudio FOV is adjustable but

22 https://drive.google.com/file/d/IW6ROUMaFhxgWSoCIRFjSk d4b3mlQPZQ/view?usp=sharing
23 https://drive.google.com/file/d/1yD4r4 XX8fHYFaJE 46AUFoielhf3402/view?usp=sharing
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Figure 17 - Detail of the misalignment present in SfM
textured mesh of Object 1955.22.0032, the Ethiopian
Headrest. The misalignment is present along the edge of
the base of the headrest, where the dimensions of the
inside of the base (bottom image) exceeds those of the
outside of the base. The first and second images depict
the white ‘skirting’ along the base of the outside of the
object. The third image from the top shows the
misalignment present in the initial pointcloud, where the
inside and outside portions of the model can be seen
together.

must be corrected dependent wupon
perspective: an FOV suitable for one
viewing angle can cause even greater
degrees of skew in another. Unlike Agisoft
Metashape, which uses perspective
projection, there is no ‘normal’ FOV within
the Nerfstudio environment, which
instead must be adjusted accordingly
dependent on what the user wishes to
render. The default Nerfstudio FOV of 75
was utilized for all of the NeRF renders,
which, similar to computer vision and PC-
gaming standards, accounts for both
aspect ratio and rendering resolution as
well as a human'’s central binocular range
of vision.

While the quality of SFM
overwhelmingly exceeds that of NeRF, the
SfM model of Object 1955.22.0032 (the
Ethiopian Headrest), depicted in Figure 17,
displays notable a ‘disconnection’ between
the inner and outer surfaces along the
bottom edge of the headrest. This
misalignment is present in all stages of the
SfM model, from pointcloud to textured
mesh (Figure 17). The SfM model has
either misinterpreted the background of
the images as a part of the object itself or
been unable to piece together the inner
and outer portions of the headrest.
Regardless of the cause, this has
manifested as a white ‘skirting” around the
base of the model. This misalignment is
potentially attributable to a low overlap of
images which specifically depict where the
inner and outer portions of the object

meet along the edge of the base. Further explanations to such disjointed results relate to
differences in image exposure or lighting conditions within the dataset, or complications
during the initial camera alignment process. In theory, misalignment can be corrected
within the SfM software, by resetting and realigning the misaligned generated tie points
and associated camera viewpoints. However, during the course of this investigation,
Metashape continually generated a model with some degree of misalignment along the
base of the object. There were no comparable issues when aligning the images using



Colmap within the Nerfstudio environment, which suggests that the misalignment of the
SfM model was due to incorrect alignment parameters within Metashape or attributable
to user error.

Ultimately, the digital documentation of cultural heritage is a deliberate imitation
of reality - an imitation which is judged according to the desired purpose of a project. In
the context of this investigation, the misalignment of Object 1955.22.0032 (the Ethiopian
Headrest) satisfies a role: it demonstrates the potential for failed digitization, even when
utilizing established SfM methods. However, in an alternative scenario, the misaligned
SfM model of the Ethiopian Headrest would demand revisiting the rendering process and
starting anew with an amended procedure. For in such aforementioned scenarios, 3D
models serve as digital skeuomorphs, real-world objects reimagined in a virtual format.
This concept is an extension of Taylor and Dell’'Unto’s interpretation of skeuomorphism
which include the products, not just the practice, of digitization (2021). Regardless of the
results of this investigation, NeRFs, as with all other forms of digital documentation, can
never supplant the actual heritage object in terms of significance. While 3D
representations of heritage can hold certain value as it pertains to research, education,
communication, and cultural knowledge, there is no substitute for reality. Such theoretical
reflections, while necessary in contemporary heritage discourse, do not undermine
notions of quality in digitization. For otherwise, one may deem this investigation’s NeRF
visualizations as acceptable, because they could never - will never — uphold the virtues of
reality. What prescribes the theoretical quality of a 3D model is susceptible to
contemporary ethical trajectories, but objective quality can be defined according to
quantitative and qualitative standards. There is no currently available format of digital
documentation which can epitomize physical heritage - there are, however, methods of
digitization which are clearly superior to others.

Digitized physical heritage must be managed and monitored not only by quality
regulations, but also through ethical discourse and theoretical principles guiding its
creation, management, and use. In accordance with the Study on Quality in 3D Digitization
of Tangible Heritage (European Commission 2022; see Section 2.2), the quality of a NeRF
render should reflect the character of the physical object. Though each project should be
judged according to its own specific parameters for desired quality and accuracy,
digitization must be guided in accordance with the considerations of current - and future
- research, communication, sustainability, and usage in mind. To forgo excellence in
digitization is a disservice not only to the technological methods at hand, but to the
individuals, groups, and cultures represented through digitalized heritage. Therefore, the
poor results of the NeRF renders are not only an indication of the superiority of SfM for
digital documentation, but also an affront to the ethical principles chartered to establish
quality standards for heritage digitization.

As outlined by the London Charter, this text has endeavored to properly document
the “..evaluative, analytical, deductive, interpretive and creative decisions...” taken under
the course of the investigation for evaluation by interested parties, and to inform
subsequent applications of NeRF in heritage practice and research (Denard 2009, pg.8).
Therefore, this thesis has attempted to articulate the intricacies of the method, in theory
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and practice, so that it may be appreciated and adopted by a diverse community of
readers. Since their inception, NeRF algorithms have been optimized on countless
occasions and the quality of their output continuously improves with the evolution of Al
and computer graphics. This paper has endeavored to make NeRFs familiar and
comprehensible as a method for practitioners of heritage digitization, as well as to add to
the understanding of the benefits and current limitations of the process. As such, there is
one final element of the investigation left to discuss: that of the user experience.

While the user-end procedure is rather simple in theory, the reality of working
with NeRF algorithms is not always so straightforward. The Nerfacto algorithm, run
within a Nerfstudio environment, was utilized for this investigation, primarily due to the
built-in feature of exporting NeRFs as pointclouds. Troubleshooting installation and
application of the Nerfstudio environment was outlined previously in Section 3.4, but
further difficulties were faced while using the Nerfstudio viewer for exporting trained
NeRFs. The viewer, although well-intended, is difficult to navigate and maneuvering
within the 3D space is not an intuitive process. Programmed memory-saving pixelation
while rotating, magnifying, and/or moving NeRFs within the viewer, makes capturing
precise views for observation or export extremely time-consuming and fastidious.

Currently, there is only one NeRF export option from Nerfstudio: a .mp4 format
video, which must be manually created by inserting keyframes along the desired camera
path. For unbounded scenes - not museum objects - this function can provide an organic
viewing path from which the user can experience the 3D visualization. There are,
however, no ‘template’ camera paths available in Nerfstudio, and, unfortunately, attempts
to manually rotate the case studies so that they could be viewed from all angles resulted
in .mp4s which were more disposed to inducing motion-sickness than properly exhibiting
the objects. As aresult, only two of the NeRF models were exported as.mp4s, and instead,
screenshots were taken of the models - a process performed using Windows Snipping
Tool, as there is no still-shot option within Nerfstudio.

Despite the difficulties faced while exporting NeRFs, Nerfstudio (unlike many
other NeRF systems) does allow for the reformatting of NeRFs as pointclouds for export.
This feature greatly simplifies comparative analysis with SfM, but emphasizes the absence
of a reliable, native NeRF file format. As it stands, NeRF renders are exclusive to the
environments used to build them, meaning that the same algorithm and (in most cases),
the same computer is needed to open previously trained models. This fact not only
complicates the dissemination of NeRFs for research and peer review (as outlined by the
London Charter) but also severely limits their application within museum practice:
NeRFs, at present, cannot be stored within institutional databases or accessed from larger
digital archival networks.

The utilization of NeRFs for the digital documentation of museum collections is, as
yet, an inadequate alternative to SfM methods. However, to outright dismiss NeRFs at this
stage in their development would be a deterrent to potential future optimization and
innovation which could align the method with established standards for heritage
documentation. Through continued experimentation, implementation, and comparison
to SfM methods, heritage practitioners may hopefully better comprehend the possibilities
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of NeRFs as a tool for the protection, preservation, and dissemination of cultural heritage.
As Al continues to occupy an ever more central role in modern society, the cultural
heritage field should not shy from accepting Al assistance to achieve accurate,
comprehensive, and logical heritage practice. The evolution of heritage practice in the
digital era demands interaction with new and emergent technologies in order to adapt to
exigencies imposed from within and without the discipline. Framing acknowledgement
of NeRFs around the future potential of the method is a matter of familiarizing the
discipline with new techniques and preparing for the prospective integration of Al-
assisted technologies for digitization, research, and everyday practice.

This said, NeRFs are not an ultimate solution to the technical or ethical issues of
digitally recreating cultural heritage. Whether through established methods or the state-
of-the-art technologies, the human element must retain control of the process - a
balanced scale to ensure that the technological advances utilized for accuracy and
automation do not generate inaccurate results or enable false conclusions. It is the hope
of the author that this thesis has outlined how NeRFs function, so that more heritage
practitioners may become interested in the method as an effective tool for digital
visualization - in conjunction with, or as an alternative to established SfM methods. For
it is only usage, discussion, and experimentation that may bolster knowledge and
understanding of the method to the degree where NeRFs will be acknowledged as a
dependable means for the digitization of cultural heritage.
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Summary

The visualization of cultural heritage objects as 3D models built from images is an
established and vital resource for the digitization of museum collections. Since the mid-
1990s, Structure-from-Motion (SfM) techniques have been the primary method
visualizing heritage sites and objects in a 3D digital format. SfM is a photogrammetric
range method which identifies and tracks corresponding features within a dataset of 2D
images in order to estimate and digitally rebuild the 3D structure of a scene. Capable of
reliably generating accurate 3D models for research, education, commercial endeavors,
and the dissemination of cultural knowledge, SfM is a familiar and accepted tool for
heritage practitioners. There are, however, well-documented limitations to the
capabilities of SfM, in which environmental conditions, material composition, scale and
space, all contribute to the effectiveness of SfM for 3D digitization of heritage sites and
objects.

Artificial Intelligence, or Al, has become ever more pervasive in recent years, and
the technological advancements possible using Machine- and Deep-Learning concepts
have not escaped the field of cultural heritage. Although Al has not yet seeped into all
methods of heritage practice, methods utilizing Al are being promoted and employed in
many;, if not all, aspects of heritage preservation, conservation, and management. In 2020,
Mildenhall et al. introduced a 3D modelling method incorporating Al technology in a
publication entitled “NeRF: Representing Scenes as Neural Radiance Fields for View
Synthesis.” The method, utilizing deep-learning networks and physics engines, is able to
synthesize novel views of a 3D scene from a multi-viewpoint 2D image dataset.

NeRF algorithms use a single continuous 5D coordinate (spatial location x, y, and
z) and observation direction (6 and ¢) to determine the volume density and view-
dependent emitted radiance or RGBo, (i.e. the amount of light emitted or reflected by a
surface) at that spatial coordinate (Mildenhall et al. 2020). By sampling a defined number
of random coordinates, the radiance field can capture the color and volume density of
each point within the scene from every possible viewing direction and using this
information, build a rendered 3D scene using classical volume rendering techniques. This
rendered scene is further optimized by the NeRF algorithm to encourage the model to
learn a more coherent representation of the scene, thus minimizing error and variation
between the observed scene and the corresponding digital 3D model.

Mildenhall et al’s introduction to NeRFs has set the stage to revolutionize the field
of 3D visualization, a notion which has not escaped practitioners of heritage digitization.
NeRFs as a state-of-the-art technique for modelling objects and spaces have increasingly
become the focus of several studies within the field of cultural heritage study. Such studies
typically are formatted as a comparative study between NeRFs and accepted tenured SfM
methods. Early indications suggest that NeRFs may provide an alternative method for
accurate 3D models of heritage items — with the further potential of mitigating the most
common complications faced by established SfM methods. These studies seek to improve
our understanding of the possibilities and limitations of NeRFs for digitization purposes,
but even so, our comprehension of the method for heritage digitization is still at its
relative infancy.
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While outwardly this thesis intends to compare and contrast the use of SfM
methods and NeRFs for the digitization of cultural heritage objects, this text also
endeavors to make NeRFs more readily accessible for cultural heritage practitioners - to
socialize the method as a potential alternative to established methods of digitization.
Utilizing four objects from the Ethnographic Museum in Stockholm, Sweden, this thesis
compares the 3D models made using both photogrammetry and NeRFs in terms of
quantitative and qualitative results with the intent of determining whether or not NeRFs
are a viable alternative method for the digitization of cultural heritage objects. In order to
answer this overarching question, this investigation explores the visual and geometric
accuracy of NeRFs using photogrammetry as an established reference point.

A coding environment was established in order to install and run Nerfstudio, the
chosen NeRF algorithm for this project (Tanick et al. 2023). Nerfstudio is a recently
established iteration of the original NeRF algorithm, optimized for both speed and quality.
This algorithm was primarily chosen due to its built-in pointcloud and mesh export
functions, as most NeRF environments do not have the option to directly export rendered
NeRFs as pointclouds. To begin, datasets were established from existing photogrammetry
image sets gathered from the Ethnographic Museum’s databases for each of the four
objects. Although the actual images differed from object to object, the same methods were
utilized for each object throughout the investigation. To begin, the initial images were
resized to a standard resolution of 1619 x 1080 pixels. These images were used to
generate both the photogrammetry and NeRF models, in which the reduced image size
would minimize the computer memory and time required to model each object, especially
during NeRF rendering.

While fundamentally different from SfM methods, NeRF algorithms still require
camera alignment in accordance with a photogrammetry workflow. The photogrammetry
SfM models were made using Agisoft Metashape, which includes a camera alignment step
as part of its workflow. The Nerfstudio environment instead utilizes Colmap within the
coding environment to align images, although the latest versions of Colmap seem to be
less efficient at aligning images, and therefore, Colmap was supplemented with
RealityCapture for certain datasets. Having aligned the cameras needed to generate a
NeRF, the Nerfstudio algorithm was allowed to train and render a NeRF for each of the
objects. The NeRFs were exported as both pointclouds and meshes for quantitative
comparison, and as .mp4 videos and screenshots for qualitative comparison. These
exports were compared with pointclouds, meshes, and textured meshes created with SfM
methods made with Agisoft Metashape.

The first stage of the quantitative comparison utilized CloudCompare software for
Cloud-to-Cloud and Mesh-to-Mesh Distance and Volumetric Density analyses. Cloud-to-
Cloud comparison, as the name suggests, entails comparing two pointclouds to one
another, or in this case, measuring the distance between the NeRF pointcloud to the
reference SfM cloud. Cloud-to-Cloud comparisons measure ‘nearest neighbor distances,
in which CloudCompare searches for the nearest corresponding point in the SfM
reference cloud and computes the distance between this point and the compared NeRF
pointcloud. This analysis produces both numerical and visual results, both which indicate
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that there is a degree of variation across all four objects between the two pointclouds,
most notably in areas of erroneous geometry generated by either of the two methods. In
contrast, the areas with the least variation between clouds occurred in areas where the
geometry of the model is distinguished from the featureless background, or along areas
of raised or recessed surface features.

Volumetric Pointcloud Density is measured by calculating the number of
neighboring points in an area (or ‘meighborhood) of a pointcloud, divided by the
neighborhood’s volume. Density is generally used as a measurement of geometrical
accuracy, in which higher densities indicate that the pointcloud more accurately portrays
the subject of the 3D model. While denser pointclouds can be used as a measure of
accuracy, the subject matter and intended purpose of a project is ultimately the deciding
factor governing how dense a pointcloud needs to be. Utilizing CloudCompare, a Cloud
Density analysis was performed on the NeRF pointcloud, using the SfM pointcloud as
reference. The result of the analysis indicates that the SfM pointclouds are of a more
uniform density across all four objects, while the NeRF clouds are more variable in their
density. In some areas, the NeRF pointclouds are denser than the SfM pointclouds,
generally corresponding to areas of increased surface detail, texture, or what could more
generally be described as areas of visual and textural interest. The discrepancy in density
between the NeRF and SfM pointclouds is most likely a result of the NeRF algorithm itself,
in which greater importance is given to areas of higher visual interest.

The final analysis performed using CloudCompare is a Mesh-to-Mesh distance
comparison in which meshes exported from fully rendered NeRFs were compared to
reference meshes built using SfM pipelines in Agisoft Metashape. This method measures
the distance between the vertices of the NeRF mesh measured in accordance with the
reference SfM mesh, producing both a numerical and visual output. The numerical results
indicate a very large degree of variation between the NeRF and SfM meshes, which is
made even more clear when visually comparing the two meshes side-by-side. Where the
SfM meshes are generally smooth with only the indication of surface detail, the NeRF
meshes are rough, with overly pronounced textures and detail. The excessively sharp
vertices of the NeRF are present alongside areas with gaps in the geometry where the
hollowness of the NeRF meshes are clearly indicated - no doubt these gaps and sharp
textures (coupled with outlying noise and erroneous vertices in the SfM meshes) are an
underlying cause for the large discrepancy in Mesh-to-Mesh distances across all four
objects.

Having quantitatively compared SfM and NeRF models at a reduced image
resolution, it was necessary to determine whether or not this decision impacted the
accuracy and quality of the NeRF renders prior to a qualitative comparison. A quality
parameters comparison was conducted upon one of the case materials, Object
1960.15.0034, a Papuan headrest. Using the original dataset’s original image resolution,
7800 x 5202, a NeRF was rendered for visual comparison with the reduced resolution
(1619 x 1080) NeRF render. This comparison showed little if any visual difference
depending on the quality of the original dataset.
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The final stage of this investigation was a discussion based upon the qualitative
results of the NeRF and SfM comparison. The SfM meshes were textured according to
established SfM pipelines, in which camera viewpoints are, in a sense, superimposed
upon the mesh, generating a 3D model of the object with photo-realistic surface textures
and details. Presented side-by-side, there is little debate over which of the two methods
created the more accurate of the comparable models. The textured meshes made using
SfM photogrammetry were across all four objects better able to digitally visualize the
features and details of the surfaces of each object. Comprably, the NeRF renders appear
blurred, with only a slight indication of material composition and surface features.
Furthermore, the NeRF renders manifest a visual distortion present across all four
objects. This skew is likely caused by the Nerfstudio viewer itself, a platform for
visualizing NeRFs as they train and preparing camera keyframes for export of videos as
.mp4. The Nerfstudio viewer utilizes a standard Field of View (FOV) of 75, a commonly
used FOV within computer visualization and gaming graphics which focuses the camera
to a higher degree within the center of the FOV, with greater skew further away from the
center of focus, towards the edges of view - it is therefore likely that the skew present in
the NeRF renders is due, at least in part, to the FOV of the viewer.

The qualitative analysis served to highlight misalignment present in the SfM model
of Object 1955.22.0032, an Ethiopian headrest, as well as a misinterpretation by the NeRF
algorithm in which the shadow of Object 1904.19.0217, a Nuu-Cha-Nulth bark beater, as
rendered as a part of the object itself. These issues, while present throughout the
quantitative analysis, are all the more evident in the qualitative comparison between the
SfM and NeRF meshes. While the issues present in the SfM model of Object 1955.22.0032,
the Ethiopian headrest, are fixable with manual camera alignment, the misinterpretation
of the shadow of Object 1904.19.0217, the Bark Beater, is an issue common even when
working with established SfM methods.

The combined results of the quantitative and qualitative analyses indicate that
NeRFs, in their current iterations, do not constitute an appropriate alternative method of
digitally documenting cultural heritage objects from museum collections.
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Appendices
I. List of Tables

1.
2.

Description of case study input image datasets.

The number of points in both Metashape and Nerfstudio pointcloud exports. The
target number of points for subsampling of the larger pointcloud is shown in bold.

The number of faces in both Metashape and NeRF pointclouds. The target number
of faces was dictated by the number of faces generated by the reference Metashape
mesh export.

The results of the Cloud-to-Cloud comparison described as mean distance and
standard deviation values for each object. The SfM generated pointcloud was used
as reference for each comparison.

The Coefficient of Variance, expressed as percentages, as calculated by the Mean
and Standard Deviation in Cloud-to-Cloud distance values for each object.

The results of the Mesh-to-Mesh comparison described as mean distance and
standard deviation values for each object. The SfM mesh was used as reference for
each comparison.

The Coefficient of Variance, expressed as percentages, as calculated by the mean
and standard deviation in Mesh-to-Mesh distance values for each object.
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IL List of Figures

1.

Representation of NeRF training of a scene. 5D coordinates are sampled along
camera rays (first image), coordinates which are then fed into a MLP to produce a
color and volume density. (Adapted from Mildenhall et al. 2020).

Object 1955.22.0032, a wooden headrest from the Welayta people of Ethiopia.
From the collections at the Ethnographic Museum in Stockholm, Sweden.

Object 1960.15.0034, a wooden headrest from the Asmat regency in South Papua.
From the collections at the Ethnographic Museum in Stockholm, Sweden.

Object 1799.03.0001, a woven basket from the Swedish colony of St. Barthélemy.
From the collections at the Ethnographic Museum in Stockholm, Sweden.

Object 1904.19.0217, a bark beater made of whalebone, originating from the Nuu-
Chah-Nulth peoples of the southern Pacific Northwest coast. From the collections
at the Ethnographic Museum in Stockholm, Sweden.

Visualized example of camera angles after alignment. Camera alignment for this
investigation was processed using Colmap or alternatively RealityCapture.

Visual representation of the Cloud-to-Cloud comparisons for each of the case
materials. The analysis generates a color map of distances from blue (closest) to
red (farthest). From left to right: Objects 1955.22.0032 (Ethiopian Headrest),
1960.15.0034 (Papuan Headrest), 1799.03.0001 (St. Barthélemy Basket),
1904.19.0217 (Bark Beater).

Visual representation of the density comparisons for each of the case materials.
The analysis generates a color map of density from blue (closest) to red (farthest).
The left pointcloud for each object is the SfM pointcloud, the NeRF pointcloud on
the right. From top to bottom: Objects 1955.22.0032 (Ethiopian Headrest),
1960.15.0034 (Papuan Headrest) right, 1904.19.0217 (Bark Beater) Ileft,
1799.03.0001 (St. Barthélemy Basket).

Side-by-side visual comparison of SfM and NeRF meshes. Top left, Object
1955.22.0032 (Ethiopian Headrest) and bottom left, Object 1799.03.0001 (St.
Barthélemy Basket). Top right: Object 1904.19.0217 (Bark Beater) and bottom
right, Object 1916.15.0034 (Papuan Headrest). For each object, the left-hand of the
pair of meshes is the untextured SfM mesh, while the right-hand image depicts the
NeRF mesh export.

10. Side-by-side comparison of NeRF renders utilizing datasets with different image

resolutions. The NeRF using reduced resolution images (1619 x 1080 pixels),
utilized for the majority of the investigation is shown on the left. The right images
are from the NeRF rendering using the original image resolution (7800 x 5202
pixels).

11.NeRF and SfM pointclouds of Object 1955.22.0032, the Ethiopian Headrest. The

pointcloud exported from the rendered NeRF is shown on the left, the SfM
pointcloud on the right.
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12.

13.

14.

15.

NeRF and SfM pointclouds of Object 1904.19.0217, the Nuu-Cha-Nulth Bark
Beater. The pointcloud exported from the fully rendered NeRF is pictured above,
the SfM pointcloud below.

Qualitative comparison from various angles of NeRF and SfM 3D visualizations of
Object 1955.22.0032, the Ethiopian Headrest. The NeRF images are taken from the
fully trained scene within the Nerfstudio viewer, while the SfM models represent
textured meshes made using Agisoft Metashape. The images are organized by
column, the left-most images are NeRF renders, the middle column are textured
meshes. The right-most column features images of the underside of the headrest
according to the NeRF render (left-most column, top) and SfM textured mesh (left-
most column, bottom).

Qualitative comparison from two different angles of NeRF and SfM 3D
visualizations of Object 1960.15.0034, the Papuan Headrest. The NeRF images are
taken from the fully trained scene within the Nerfstudio viewer, while the SfM
models represent textured meshes made using Agisoft Metashape.

Qualitative comparison from various angles of NeRF and SfM 3D visualizations of
1799.03.0001, the St. Barthélemy Basket. The NeRF images are taken from the
fully trained scene within the Nerfstudio viewer, while the SfM models represent
textured meshes made using Agisoft Metashape. The images are organized by
column, the left-most images are NeRF renders, the middle column are textured
meshes. The right-most column features images of the lid of the basket according
to the NeRF render (right-most column, top) and SfM textured mesh (right-most
column, bottom).

16. Qualitative comparison from various angles of NeRF and SfM 3D visualizations of

Object 1904.19.0217, the Nuu-Cha-Nulth Bark Beater. The NeRF images are taken
from the fully trained scene within the Nerfstudio viewer, while the SfM models
represent textured meshes made using Agisoft Metashape. Labels appear above
the corresponding object.

17. Detail of the misalignment present in SfM textured mesh of Object 1955.22.0032,

the Ethiopian Headrest. The misalignment is present along the edge of the base of
the headrest, where the dimensions of the inside of the base (bottom image)
exceeds those of the outside of the base (top and middle images).
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III. Abbreviations and Acronyms
3D - Three Dimensional

5D - Five Dimensional

Al - Artificial Intelligence

CV - Coefficient of Variation

DL - Deep Learning

FOV - Field of View

FPS - Frames per Second

GSD - Ground Sampling Distance

GPU - Graphics Processing Unit

M3C2 - Multiscale Model-to-Model Cloud Comparison

ML - Machine Learning

MLP - Multi-Layer Perceptron

MVS - Multi-view Stereo

NeRF - Neural Radiance Field

NLP - Natural Processing Language

RAA - Swedish National Heritage Board (Riksantikvariedimbetet)
SfM - Structure-from-Motion

SMVK - National Museums of World Culture (Statens museer fér virldskultur)

SSAG - Swedish Association for Anthropology and Geography (Svenska sdllskapet fér
antropologi och geografi)

SSD - Solid-state Drive

TLS - Terrestrial Laser Scanning
UAV - Unmanned Aerial Vehicle
UI - User Interface

WLS - White-Light Scanning
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