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Abstract— The use of smart anomaly detection systems is set
to increase at organisations during the Industry 4.0 era, for use
in Predictive Maintenance (PdM). The European Spallation
Source (ESS) serves as a representative organization in this
study where a novel software process workflow is proposed to
facilitate the effective implementation of robust anomaly
detection systems. The research addresses the software
engineering (SE) aspects of these systems, offering valuable
insights for software engineers and researchers interested in
predictive anomaly detection (PAD). Employing a design science
research approach, the study identifies current challenges and
proposes potential solutions for developing these systems at the
ESS facility. The proposed SE workflow aims to modularize
engineering efforts, thereby enabling the creation of high-
quality systems, and contributing to the advancement of
rigorous software systems for anomaly detection.

Keywords—anomaly detection, predictive maintenance,
machine learning, workflow, software engineering process,
lifecycle

I. INTRODUCTION

With the rise of accessibility to complex systems, the
world is rapidly adopting smart software systems into homes
and workplaces. In Industry 4.0 facilities, intelligent cyber-
physical systems are being utilised to support prognosis and
decision making, and the use of these systems are expected to
grow substantially over the next decade [1]. In particular,
Predictive Maintenance (PdM) systems are expected to
systematically replace reactive and preventive maintenance
strategies in Industry 4.0 facilities [2]. Preventive
maintenance is executed before any failures occur, whereas
reactive maintenance is executed after failures occur. PdM
minimises waste by predicting when failures might occur by
using different methods, one of which is Anomaly Detection.

Anomaly detection is the process of identifying data items
that display an unexpected variation of the pattern in a
dataset. [3]. The European Spallation Source (ESS), a high-
energy neutron research facility based in Lund, is currently
investigating the use of anomaly detection systems in their
facility [4]. These systems would be utilised to assist with
early detection of potential failures in the control systems,
eventually contributing to the development of PdM
capabilities. In practice, the anomaly detection systems
would assist the operators and system owners at ESS to have
consistent updates of the condition of the control systems and
their various components, supporting their decision-making
processes. It’s fundamental that robust and reliable software
engineering processes exist to support the application and
steady growth of these anomaly detection systems.

Design science research (DSR) is a robust methodology
employed in this study to develop a state-of-the-art software
engineering (SE) workflow for anomaly detection systems at

ESS. DSR is a disciplined approach that combines theoretical
knowledge and practical application to create state-of-the-art
artefacts. In this study, DSR serves as the guiding framework,
allowing for the systematic investigation of the current
barriers and potential solutions for the advancement of
anomaly detection systems at ESS. By employing this
rigorous methodology, the study intended to bridge the gap
between theory and practice, ultimately contributing to the
development of state-of-the-art SE workflows that enhance
the efficiency and effectiveness of anomaly detection
systems. The research questions focused on identifying
current barriers and potential solutions for the development
of these systems. Firstly, the study attempted to understand
the existing obstacles hindering progress in anomaly
detection systems at ESS (RQ1). Secondly, the study
explored the potential solutions that could contribute to the
advancement of such systems (RQ2). To delve deeper into
this topic, the study addressed two sub-questions: the role of
visualized process workflows in enhancing the robustness of
software systems (RQ2.1), and the essential elements
required for visualized workflows to effectively contribute to
rigorous software systems (RQ2.2). Finally, the study
investigated the extent to which the proposed solution
addressed concerns regarding the development of anomaly
detection systems (RQ3).

The purpose of this study was to support rigorous SE
processes in anomaly detection systems at ESS by developing
a process workflow that modularises engineering efforts.
Through this study, the author aimed to contribute to existing
literature by addressing the software engineering aspects of
anomaly detection systems; thus, providing insights for
software engineers and researchers in the field of PdM and
contributing to the development of improved software
systems for smart anomaly detection.

1. BACKGROUND

A. Machine Learning in Anomaly Detection

The use of Machine Learning (ML) in anomaly detection
has been studied extensively in recent years, with outcomes
suggesting that ML can deliver consistent results within this
paradigm. [5] [6]. There are various approaches to using ML
in anomaly detection systems, but the method this study will
focus on is predictive anomaly detection, where an ML model
is trained to predict a future datapoint of time-series data, and
the deviation between the actual and the predicted values are
assessed to obtain whether anomalies have occurred [7]. This
method is described visually in its most basic form in Fig 1.

Whenever a reference is made to anomaly detection in this
paper, predictive anomaly detection (PAD) is what is being
referred to, unless defined otherwise.
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Fig 1: Visualisation of a predictive anomaly detection system

Studies in the area of anomaly detection systems tend to
focus primarily on data processing, the ML model, and the
precision and accuracy the model can reach [8], [9]. These
are important aspects to consider for the evolution of PAD,
however, a software process workflow has not been
succinctly defined in these studies, which this study aims to
address. Such a workflow is significant, in that it contributes
to holistic and maintainable systems which are modular and
reusable.

B. ESS Target Wheel System

Due to the high radiological hazard resulting from the
process of spallation at ESS, there will be restricted access to
humans from the moment the proton beam is switched on
[10]. Breakdowns or maintenance could subject operators to
significant radiological hazards; thus, it is vital in this
environment to apply solutions that will allow for increased
knowledge of the state of the components and systems.
Component testing commenced at ESS in 2022 to make use
of the time window where humans can safely access the
components. One of these components is the Target wheel
assembly — a large rotating structure with a 2.5m diameter
holding tungsten cassettes — which is used to produce
neutrons. This component’s design can be seen in Fig 2 [11].
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Fig 2: High-level design of the target wheel assembly at ESS.

During the Target wheel’s continuous 7-day test, data was
collected on the normal state of the system, which was used
during this study. The Target wheel unit is currently in a
component called the Mock-up and test stand (MUTS), which
is a structure used to enable the testing of components before
their installation. Therefore, the data patterns and frequencies
would change during the next testing phase which occurs later
in 2023. For the sake of this study, the data was considered to
represent the normal state of the system, with the inevitable
future changes in the data also considered. The sensor data
available for the study included velocity, torque, position of
the target wheel, and motor temperature. In
Fig 3 below, the Target wheel can be seen in the MUTS, and

.
another image shows the target wheel from above.

Fig 3: Left: wheel in the Mock Up and Test Stand (MUTS)
Right: Target wheel from above, with the tungsten cassettes visible.

C. Software environment at ESS - EPICS

The central system for managing data streams across the
organisation. Each dataset represents a node in the system and
is connected to other nodes in a cluster within specific
divisions. The Experimental Physics and Industrial Control
System (EPICS) consists of a set of software components and
tools that Application Developers can use to create control
systems [12]. The basic components are:

1) OPI
The Operator Interface is a workstation which can run
various EPICS tools.

2) l1oC

The Input/Output Controller is a platform that can support
EPICS run time databases and other components, which
could be a workstation.

3) LAN

The Local Area Network is the communication network
which allows the I0Cs and OPIs to communicate. EPICS
provides a software component, Channel Access, which
provides network transparent communication between a
Channel Access client and an arbitrary amount of Channel
Access servers.

D. Archiver

The central database across the organisation where
selected sensor process variables (PV) are stored. According



to stakeholders in the Integrated Control Systems (ICS)
division at ESS, there are 3 layers of data which includes
short-term, medium-term, and long-term data layers, with the
relevant layers selected by the control system owners. This
database would be the access point where data is collected for
the machine learning part of the anomaly detection system.

Considering the background of the software environment
at ESS, Fig 4 visualises the Data layer architecture.

Operator Interface (OPI)

Storage
Layer

EPICS Archiver

EPICS Input/Qutput Controller
(10C)

Ingestion Programmable logic controller
Layer (PLC)
Sensor/Signal

Fig 4: Author's interpretation of the Data layer architecture for the Target
wheel at ESS.

E. ESS Management System

The organisation’s server which hosts numerous
documentation packs, including the standardised life cycle
model for control systems, as seen in Fig 5.
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Fig 5: The generic lifecycle model for ESS facility-specific control systems.

F. Alarm Server

A solution with some similarity to an anomaly detection
system is currently being utilised by ESS and is referred to as
the alarm system/server [13]. This system is supported by the
operators throughout the organisation who set hard thresholds
for different datasets. The alarms can be triggered in different
ways, but essentially the thresholds are a constant value with
the severity ranging according to which threshold is reached,
with low, medium, high, and critical alarms. The system also
has an alarm which communicates when a sensor is
disconnected or faulty. Each alarm is communicated to users
or operators using a range of different methods, from text
messages to emails, and a user interface where users can
customise their view to exclusively show the alarms which
are of interest to them. The user interface (Ul) incorporates
coloured components to convey the current state of the alarm
on each PV. There is an opportunity to supplement this
existing system with an anomaly detection system for
increased awareness of changes in ESS components such as
the Target wheel.

I11. RELATED WORK

There have been a multitude of PdM studies conducted
with anomaly detection as the focus. The majority of these
studies focused their efforts on data processing, algorithms,
model structures, and model performance [3] [14] [15]. These
were beneficial for this study, in that the implementation
efforts utilised the knowledge from these studies.

Amershi et al. recently published a study on the ML
engineering process resulted in a workflow artefact,
visualising the phases involved in the creation of a ML model
[16]. This workflow is thorough in its focus of the ML aspects
of a system and is one of the artefacts used in the problem
investigation phase of the study. Whilst the ML aspects are
vital, this study considered anomaly detection with domain-
specific considerations, such as defining context-specific
anomalies, incorporating expert knowledge, or handling
temporal or spatial dependencies in the data. These
considerations go beyond the scope of traditional ML
workflows, such as the one mentioned, which are more
generalized and may not account for the specific
requirements of anomaly detection in different application
domains. Additionally, PAD is a specialized task that differs
from typical ML problems such as classification or
regression. The workflow resulting from this study was
designed to address the unique challenges associated with
detecting anomalies, such as identifying rare events,
modelling normal behaviour, and setting appropriate
thresholds. The workflow aims to provide tailored
techniques, ensuring that the unique characteristics of
anomalies are effectively addressed.

Lee et al. focused on non-anomalous data to create
guidelines for creating an anomaly detection system using
time-series data [17]. They explain that these systems are
often built with non-anomalous data, as labelled anomalous
data rarely exists within organisations.

In [18], Kulanuwat et al. use a sliding-window technique
to detect anomalous data. The method involves setting
window sizes and using mean absolute deviation (MAD), root
mean squared error (RMSE) to detect outliers, and they
explain that the method can provide desirable performance
which can be practically applied for real-time detection.

Sliding windows are also incorporated into the study by
Gao et al., where they establish an approach to anomaly
detection which uses sliding time windows to in their feature
selection process during the creation of the prediction models
[19]. They argue that sliding windows with statistical factors
like mean, median, and skewness contribute to enrich the data
and essentially contribute to more robust anomaly detection.

A great amount of PdM studies focus on evaluating the
performance of ML models, with many studies comparing
these to statistical models. Liu et al. shows the value of Long-
short Term Memory (LSTM) models when combined with
generative adversarial network (GAN) in PdM, displaying
accuracy rates of 99.12% in the predictions [15]. Wu et al.
uses statistical methods using autoregression which show
promising results in anomaly detection [20].

Whilst the literature contributes a lot to the knowledge
required to create an ML model with satisfactory
performance, it does not satisfy the SE approach. SE is
defined by IEEE, in its standard 610.12-1990 as “The
application of a systematic, disciplined, quantifiable



approach to the development, operation, and maintenance of
software...” [21]. Considering the above-mentioned related
work, the author considered a specific anomaly detection
workflow to be significant, as the anomaly detection process
itself is complex with data preparation and analysis activities
that are not incorporated into ML-specific workflows and
methods.

This study, therefore, differs from the literature: instead
of focusing on the technical specifications of one or multiple
parts of the anomaly detection process, such as the ML model
or the data processing efforts, the focus was on the holistic
SE approach. Effectively, this enabled the study to focus on
the whole engineering process required for the creation of a
robust anomaly detection system.

IV.RESEARCH METHOLODOGY

For this study, design science research (DSR) was
employed to develop a state-of-the-art SE workflow for
predictive anomaly detection systems at ESS. This section
lists the research questions of the study, after which the
methodology is discussed in more detail. Finally, the methods
used for data collection and analysis are presented.

A. Research Questions

The research questions (RQ) the study aimed to address
were:

RQ1: What are the current barriers for the development of
predictive anomaly detection systems at ESS?

RQ2: What are the potential solutions to contribute to the
development of predictive anomaly detection systems at
ESS?

RQ2.1: How could process workflows contribute to
rigorous software systems?

RQ2.2: Which elements are required for a workflow to
contribute to a rigorous software system?

RQ3: To what extent does introducing a solution address the
concerns for the development of predictive anomaly
detection systems at ESS?

RQ1 investigated the potential problem in the software
engineering domain to contribute to the motivation for the
study. The expectation for this question was that the
opportunity for a potential solution in the problem domain
would be discovered, enabling the progression to RQ2. For
RQ2, the usefulness and important elements of workflow
artefacts was investigated by addressing the problem. The
focus was specifically on workflows due to their value in
engineering efforts communicated by the stakeholders at
ESS. For this question the potential of the suggested
workflow artefact was investigated to find it’s suitability to
the problem space. In RQ3, the artefact was applied to the
problem space utilising participant feedback.

B. Research methodology

Design science research (DSR) was utilised for the
purpose of creating a workflow artefact for software
engineers. DSR is a research methodology where an iterative
approach is used to investigate a problem and solution space
with the aim of creating a tangible artefact. It’s described by
Vaishnavi and Kuechler as “...research using design as a
research method or technique” [22]. The DSR engineering

cycle suggested by Wieringa in [23] consists of five phases:
Problem investigation, Treatment design, Treatment
validation, Treatment implementation, and Implementation
evaluation. The first three phases are referred to as the design
cycle, whilst the larger cycle is referred to as the engineering
cycle, as shown in Fig 6.

—> A. Problem investigation

'

B.  Treatment Design

|

C. Treatment Validation Design Cycle
D. Treatment Implementation
—— L. Implementation Evaluation Engineering Cycle

Fig 6: The author’s interpretation of the Engineering- and Design cycle as
suggested by Wieringa.

This study utilised the systems engineering approach
defined by Wieringa, which comprised of two cycles of the
design cycle followed by implementation and evaluation to
complete the engineering cycle. Two cycles were utilised due
to time constraints within the study and is expanded upon
under Validity Threats. In the first cycle, the aim was to
develop and validate an artefact to guide the development of
an anomaly detection system at ESS. In the second cycle, the
improvements were made to the artefact based on feedback
from stakeholders. After a final validation interview, the
artefact was used to create an implementation of an anomaly
detection system to further evaluate the artefact’s robustness
and limitations. This implementation underwent an
evaluation by a participant from ESS to investigate the
rigorousness of the artefact. Specifically, the study utilised
the prototyping pattern method proposed by Sonnenberg et
al., who referred to evaluation as “...a crucial component of
the research process” [24].

4) Data collection
a) Problem Investigation

The focus on RQ1 was initiated by conducting a literature
review on studies relevant to smart anomaly detection. The
aim of the literature review was to gain domain knowledge of
smart anomaly detection, to enable the informed design of the
stakeholder interviews, which would be the core focus of
RQ1. The online Gothenburg University library was
employed as a source using ‘Supersearch’. The author used
the search words: ‘anomaly’, ‘anomalies’, anomaly
detection’, ‘machine learning’, ‘ML’, ‘smart’, ‘intelligent’,
‘workflows’,  ‘process’,  ‘pipeline’, and time-series
prediction’ in different combinations. Numerous valid
studies were found to be published on ResearchGate, MDPI,
ScienceDirect, and IEEE. After initial observations, the
artefacts were divided into two groups — ‘process’, which
related to the process of development of the system,
containing four artefacts; and ‘system’, which displayed the
architecture or components of a system, containing five
artefacts. Most of the artefacts were generalisable to the
degree that would be sufficient for this study. However, there
were two system artefacts that focused more on clustering and
classification, and therefore were deemed to fall out of the



scope of this study and were removed from the group. The
final studies for the focus of the study were seven studies,
namely [16], [25]-[30].

The knowledge gained from the literature review was
used to design a semi-structured interview, as shown in
Appendix A. The interview design focused on the current
state of visual artefacts for anomaly detection, the usefulness
of visual artefacts within development, as well as the
environment within which these types of artefacts are utilised
at ESS. Additionally, the participants selected the qualities
which they deemed significant for the components of an
anomaly detection system. These components were derived
from the literature review. The participants also selected the
qualities in use for the workflow itself. Both of these quality
questions were derived from the ISO/IEC 25010:2011
standard [31] for software systems, specifically the quality-
and the quality-of-use models.

These interviews were conducted at ESS with five
stakeholders from various divisions. All the participants
currently fill technical engineering roles at ESS, with each
having at least 10 years’ experience in the engineering field,
and at least 5 years in the software domain.

The second cycle’s problem investigation phase
comprised of wupdating and extending the artefact
requirements using the analyses from the first validation
interviews as discussed in Section VI, to positively contribute
to the artefact’s usability in the organisation.

b) Treatment Design

To address RQ2, the design of the process workflow
artefact was guided by the results from the problem
investigation phase. For cycle 1, this included the use of the
significant components extracted in the literature review as
well as the analyses of the interviews. For cycle 2, the
improvements garnered from the analysis of the validation
interviews were utilised to improve the process workflow
artefact. These improvements are detailed in Section VI.
Additionally, literature mentioned throughout this study was
continuously consulted throughout to facilitate the
documentation creation of the workflow artefact’s phases.
These phases are detailed in Section V. The artefacts resulting
from the Treatment Design phase from both cycles can be
seen in Appendix C.

c) Treatment Validation

To initiate the investigation into RQ3, the artefact was
validated through semi-structured interviews with three
stakeholders at ESS — P1, P2, and P5 respectively. During
these interviews, the artefact’s visual representation as well
as its usability in the organisation was discussed. The
validation interview design can be seen in Appendix B and
included Likert-scale questions which were directly related to
the quality-of-use requirements collected during the initial
problem investigation interviews which is detailed in Section
VI.

d) Treatment Implementation

The final artefact was used to guide the development of
an anomaly detection system, commencing the prototyping
pattern evaluation method. Data from the testing phase of the
Target wheel component introduced in Section | was used to
simulate the artefact in use. The data was shared with the
author by stakeholders of the system in question at ESS, and
included the following datasets: torque, velocity, velocity,

target wheel position, and motor temperature. The full
implementation is detailed in Section V1.

e) Implementation Evaluation

For RQ3 to be further addressed, it was required that the
significant qualities that were specified by the participants
were present and testable in the prototype system. It is
important to note here that the purpose of the test cases was
not to test the prototype system itself, but rather to assess the
testability of the significant qualities. 1.e., for a quality to be
considered present in the prototype, a passing test as well as
a failing test would be accepted. An invalid test, however,
would indicate that the quality was not present. The author’s
assumption was that the confirmation of testability of all the
significant qualities of the artefact implementation would
suggest that the workflow was complete within the context of
ESS.

Non-automated test cases were constructed alongside
stakeholders to decrease the subjectivity and bias of the
evaluation. Finally, these non-automated tests were
conducted by a stakeholder at ESS. The test cases with their
results can be seen in Appendix E and is specified further in
Section VI. See Section VII for a discussion on the limitation
of the implementation and evaluation.

5) Data analysis

The literature review included 7 studies related to
anomaly detection, which were analysed to find the
significant elements of an anomaly detection system, which
involved finding similarities between the literature. Section
VI shows the results of this analysis. The interviews were
recorded and manually transcribed using NVivo 12 Plus
software. As the interviews were semi-structured, a thematic
analysis approach was utilised as prescribed by [32], which
consists of identifying and analysing themes within
qualitative data. This approach consisted of iteratively
analysing each interview by using word frequency, word
searches and general observations to construct the
overarching codes. Themes were derived from these codes,
and the relevant excerpts that would impact different parts of
the study were extracted. This method was applied to the
problem investigation interview, as well as validation
interviews for both cycles of the study. The results from the
analyses are detailed in Section VI.

The dataset resulting from the evaluation was analysed to
determine whether the requirements were testable. To
determine the rigorousness of the workflow, quantitative data
from the dataset was used to calculate the ratio of valid tests
for each requirement; that is, tests that successfully returned
a result. The result from the analysis is discussed further in
Section VI.

C. Validity threats

The validity threats that might affect this study were
constructed using the categories mapped by [33]. These
include:

Conclusion validity: In this study, a prototyping pattern
was used to evaluate the artefact. The evaluation of the
artefact could have subjective aspects incorporated; therefore,
the conclusion validity could be affected. To mitigate this
threat, a stakeholder at ESS was included in the evaluation
process, and tasks that would be used in a normal setting at
ESS were used.



Construct Validity: The subject is new to the author and
some stakeholders; therefore, it is possible that some aspects
with regards to a predictive anomaly detection system was
overlooked or misunderstood. To mitigate this risk, the study
was initiated with a literature review to get domain
knowledge of the system to structure this study accordingly.

External Validity: The study is focused on a specific
context at ESS and may not be generalizable to other contexts
with different characteristics. The author attempted to
mitigate this threat by including stakeholders from contexts
outside of the Target wheel assembly. The prototyping
pattern evaluation method may not accurately reflect the real-
world conditions in which anomaly detection systems are
developed and deployed.

Internal validity: Events such as changes in the software
engineering environment or the availability of resources, may
have affected the results of the study. The authors intended to
mitigate this threat by informing all the relevant stakeholders
of the intended study and including the same stakeholders
throughout the process. Over the course of the study,
participants learned more about the process of predictive
anomaly detection, which could have influenced the results.
This threat was seen to be minor to the results, as it was
expected for users of the artefact to learn more about such
systems over time. The manner within which the data was
collected and analysed may have impacted the results of the
study due to subjective views.

Further research may be necessary to address these
threats to attempt to validate the findings of this study.



V.ARTEFACT

This section introduces the final artefact resulting from
the study, which can be seen in Fig 7. Additionally, a detailed
description for each phase within the workflow is given. For
each phase item there is extended documentation which can
be viewed at a webpage specified in Appendix C.

A. Requirements

The requirements gathering process involves collecting
and documenting the necessary features and functionalities of
the system to be developed with the relevant stakeholders.
This includes identifying the business problem that the
anomaly detection system will solve and defining the specific
use case(s) for the system. The stakeholders will also
collaborate to identify the data sources and data types
required for the system to work. These stakeholders will also
define the performance metrics for the anomaly detection
system and establish the data quality requirements. For
software, the requirements would be functional and non-
functional. Stakeholders for this system would normally
include, but are not limited to — the System Owner, Control
Systems Engineer, and Operator.

B. System Design:

The system design phase involves creating detailed
specifications for the system based on the requirements
document. This step includes defining the architecture of the
system and choosing the appropriate technologies and tools
to be used. The domain context, as well as the requirements
document is used to determine the system architecture. The
system architecture includes the data architecture and the
integration of the system with existing systems, if required.

C. Data Analysis

The data analysis phase involves analysing the data to
identify what an anomaly could look like, and hence the
possible patterns and trends that may indicate anomalous
behaviour. It is vital to conduct a thorough analysis on non-
anomalous data to identify what an anomaly would look like
for a particular sensor. This involves visualizing the data and
conducting various analyses. Through these efforts, the
sensor's normal patterns can be established, and time-window
sizes can be initiated for use in the anomaly detection
component. Additionally, stakeholders should be consulted
to gain in-depth understanding of the sensor characteristics
and environment. These stakeholders could include Control
systems engineers and System owners, and operators who

might have been involved in testing endeavours. The
stakeholders will work to identify relevant features in the data
that may be useful in indicating anomalous behaviour. This
can be achieved using techniques such as time-series analysis,
signal processing, and statistical modelling.

D. Data Processing

The data processing step involves collecting and
preparing the input data for use in the machine learning
model, as well as the real-time processing used in the
production environment. The Data Architecture is significant,
as the Data Module will be utilising archived data for training
the model, as well as real-time data during time-series
prediction.

The Experimental Physics and Industrial Control System
(EPICS) is a framework used to manage the data flow in the
control systems of the facility. The EPICS Archiver is used
to store relevant data from the control system in a database.
ML data processing involves:

1) Data collection

Channel Access is used to access the control system data
from the Archiver. The data can be stored in a local database
for mutation and traceability.

2) Data cleaning
e Remove noise from the data, i.e., remove outliers and
missing values.

o Normalize timesteps to the preferred sample rate.

3) Feature engineering

e Extract and select features for the machine learning
model — this includes adding values of separate
datasets if there is correlation between them.

o Normalize data where necessary.

e Select the input sample and timestep to be used for the
prediction.
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Fig 7: The final version of the process workflow artefact



In Fig 8, an example of an input sample and timestep is
shown to aid understanding.

input_sample time_step

t=0 t=1 t=.. | t=22 | t=23 | t=24 | t=25 | t=.. | t=46 | t=47

(R

Predicted Value

Fig 8: Sample format displaying the input sample and the timestep,
resulting in the prediction output of one datapoint.

E. ML Model

The data from the previous phase is used to train a
machine learning model. The model is then used to predict
future values of the time-series data and is evaluated. These
steps are repeated with different parameters until satisfactory
metrics are achieved. An example of an ML model
architectures that shows high accuracy is the LSTM model.
LSTM is a type of recurrent neural network (RNN) that can
be used for time series prediction. It is designed to overcome
the problem of vanishing gradients that can occur in
traditional RNNs. LSTM uses a memory cell to store
information over time and can selectively forget or remember
past information. This makes it particularly useful for time
series prediction, where past values are important predictors
of future values. During this phase it’s advisable to create
function blocks which are reusable to enable retraining
functionalities used during the maintenance phase.

F. Anomaly Classification

The anomaly classification step involves defining the
criteria for identifying anomalies and assigning severity
scores to them. Numerous statistical methods have been
proven to be useful for  This can be achieved using
techniques such as sliding time windows and thresholding.
The data analysis phase provides information to base these
decisions on. When testing the anomaly classification, it is
recommended to append anomalous values into the dataset
based on the findings from the data analysis phase, to find
whether the model performs as expected, and the anomalies
are identified.

G. Testing

The testing phase of a software system is a crucial stage
in the software development lifecycle. It involves testing the
software system against the requirements defined during the
software analysis phase to ensure that it meets the specified
requirements. The testing phase typically includes several
types of testing, including unit testing, integration testing,
system testing, and acceptance testing.

H. Deployment

The deployment step involves releasing the anomaly
detection system into production. It's vital that this process is
initialised after the verification of the system has been
completed to ensure that the system is ready for production.
At ESS there are specific tools and software used for the
continuous integration and deployment (CI/CD) processes.
The representative diagram for this can be seen in Appendix
D, which is the authorized current CI/CD workflow utilized
at ESS.

I. Maintenance:

The maintenance step involves the monitoring of the
system in production, which includes monitoring for
problems in integration or functionality, and updating the
system as needed. This update includes the potential
retraining of the machine learning model to ensure that it is
accurate and effective, as well as updating anomaly
classifications as more contextual data becomes available.

VI.RESULTS

In this section, the findings from the phases of both cycles
of the study are provided. The findings from the literature
review are summarised, as well as the qualitative codes
resulting from interviews with the stakeholders at ESS for the
investigation and validation. The analysis of the validation
results is shown with the final artefact resulting from this
process. Thereafter, the final validation results are presented,
and finally the evaluation results of the artefact show the
outcome of the final workflow artefact in the software
engineering environment at ESS.

A. Problem Investigation

a) Literature review

Through observations of the system artefacts, the author
was able to ascertain and summarise the significant
components of an anomaly detection system, which included
‘data module’, ‘prediction module’, ‘anomaly module’, and
‘notification module’. These components were used to
display the coverage of all the artefacts, with the results
summarised in Table 1. The number 1 signifies the presence
of the component, whereas 0 indicates the absence of said
component.

Modules

No. Type  Author

Data Prediction Anomaly Notification

1 [System |Arayaetal. 1 1 1 1
2 |System |Cinar et al. 1 1 1 1
3 |System |Rychener L 1 1 1 1
4 |Process [Amershiet al. 1 1 0 0
5 [Process |Alabe et al. 1 1 1 0
6 [Process |[Kamet et al 1 1 1 1
7 |Process |Zifle et al. 1 1 1 0
Coverage 100% 100% 86% 57%

Table 1: Summary of the literature review with regards to their coverage of
the derived system components.

Our initial observations, as stated in the related work
section, included that the studies related to anomaly detection
systems weigh in favour of the machine learning and data
processing elements. The machine learning models that were
studied most often with regards to time-series based
predictions were the LSTM and SVM models. These initial
observations were supported by the summary of findings in
Table 1, with data and prediction components presented by
all the artefacts. Additionally, the author assessed the
rigorousness of the software engineering qualities of the
artefacts by using the Software Development Lifecycle
(SDLC)’s phases ‘Requirements’, ‘Design’, ‘Development’,
Testing’, and ‘Evolution’. The results of this assessment can
be seen in Table 2. As in Table 1, the number 1 signifies the
presence of the phase, whereas 0 indicates the absence of said
phase.



No. Type Author Reqs Design Develop Testing Evolution
1 |System |Arayaetal. 0 1 1 1 0
2 |System [Cinar et al. 0 0 1 1 1
3 |System |Rychener L 0 1 1 1 0
4 |Process |Amershiet al. 1 1 1 1 1
5 |Process |Alabeetal. 0 1 1 0 0
6 |Process |Kametetal. 0 1 1 1 0
7 |Process |Ziifle et al. 0 1 1 0 0
Coverage 14%| 86%| 100%| 71% 29%

Table 2: Summary of the analysis of the literature with regards to their
coverage of the elements of the Software Development Lifecycle (SDLC).

These findings indicate that the literature in question did
not place a lot of importance on the requirements, which only
one artefact incorporated. The evolution of the system was
also not presented in 5 out of 7 of the artefacts. These points
iterate the need for a more holistic workflow to enable
systematic development of the system. These quantitative
results gave an indication of where the focus should be when
developing the process workflow artefact and guided the
construction of the semi-structured interview seen in
Appendix A. Kamat and Sugandhi emphasised the
complexity prevalent for anomaly detection where only non-
anomalous data exists, asserting that it is tough to create an
anomaly detection system when there are no anomalies to
base your decisions on [29]. This supplemented the need to
place focus on the analysis of what anomalies could look like
within the workflow artefact.

b) Interviews

The RQ1 investigation continued with semi-structured
interviews with participants from ESS. During the interviews,
it became clear that there exists interest in anomaly detection
systems at ESS, but that there are reservations with regards to
the knowledge and processes needed for such a system to be
adoptable in the current environment. From initial
conversations and observations, the study showed that there
are various factors to consider within the software
environment at ESS. Through the thematic analysis of the
interviews, it became possible to translate the information
presented by the stakeholders into six codes, with subcodes
where required, as can be seen in Fig 9.

This analysis presented the author with subjective views
of the existing systems, which, in whole, presented a holistic
view of the environment within which the completed

workflow artefact would be hosted. The interest in the
anomaly detection system was iterated by stakeholders
throughout the problem investigation phase, with P4 stating:

“...it will be interesting to see if this works here.”,

and P5 stating that:

“...it would be nice to have a workflow because this
becomes more concrete as well when this (anomaly
detection) is actually something that can be used here at
ESS.”.

Simultaneously, all the participants showed strong
support for visual resources to support engineering efforts,
assisting the study efforts for RQ2.1. P2 stated:

“I've not only used them, I've written procedures to
instruct tens of other engineers to follow these methods.”,

and P2 mentioned:

“Yes, | find them useful, essential in fact.”.

The participants indicated that they mainly use the ESS
lifecycle model previously shown in Fig 4, as a guide for their
engineering efforts. P2, P3, and P5 indicated that they used
adapted versions of this workflow, which more closely suited
their working environment. This reiterated the potential for a
focused workflow to be useful in the environment at ESS. The
above findings attempt to resolve RQ1 and RQ2.1 by
identifying the barriers and opportunities to the development
of anomaly detection systems at ESS. The absence of a model
to guide the development of such a system is seen as the
largest contributing factor to RQ1, with a supporting element
being the willingness to use visual guides to development.

These results show that participant interest in the usage of
the workflow artefact is quite balanced across the qualities,
with a slightly higher weight placed on context coverage,
which suggests that they prefer reusability and extendibility
of the artefact. This is a sentiment that was echoed in the
interviews, where participants mentioned that the existing
ESS lifecycle model can be altered to suit the needs of the
user. The participants reviewed a selection of the artefacts,
sharing insights into their expectations from such an artefact
and of the elements they deem necessary for it.
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Fig 9: Diagram of the interview themes resulting from the thematic analysis of the stakeholder interviews.



Three areas were emphasised by the participants, which
were taken into consideration for the workflow design:

Requirements — This element is considered vital as the
first phase in the workflow, with participants’ sentiment
including: “I think it's all about requirements, clearly defining
what your needs are.”, “...logically, you start off with
requirements and preliminary design and detailed design.”,
and “...requirements must be well defined and as clear as
possible. So, when | start implementing, | know where to go,
right?”

Anomaly considerations — P2, who had some experience
with data processing and cleaning anomalies, stated:

“...the danger of cleaning your data and labelling your
data before you've even started to consider anomalies.”.

P1, who has been part of the development of a smart
anomaly detection system said:

“You need to know a lot about the system itself to evaluate
in the right way... so once you have the anomaly detected to
see whether it is correct.”.

This is a vital consideration in this system, as intricate
understanding of the data and the assembly itself contributes
significantly to in-depth understanding of what an anomaly
could look like in a specific dataset.

Human interaction — The focus on the interaction of users
in the system was two-fold. Firstly, some participants
indicated that it’s useful to have feedback from operators in
the system to ensure the future improvement of the anomaly
detection. Finally, some participants indicated the danger
involved in creating a system where a lot of false positives
exist. If false positives overwhelm the users, eventually the
anomaly detection system would be ignored, possibly leading
to breakdowns. This factor is also mentioned in [29], where
the authors state that false positives waste the time and effort
of the user and impacts the availability of the system. During
the interviews, the environment at ESS was considered, and
through this, the study found insight into the usability of
workflow artefacts which contributes to RQ2.2. P4 rightfully
claimed that the existence of a workflow artefact would not
constitute its use, but rather that the documentation which
describes it in a concise manner would enable its usefulness.
This was reiterated by P5 when they said:

“These kind of things, the simple, visualized
documentation is a lot simpler... | feel like that's the way.
And also, being able to drill down and get more detail when
you want it.”.

Through this feedback it was resolved that the usability of
the workflow artefact would increase if it had documentation
to support each process item. In summary, the problem
investigation results indicated that an opportunity existed at
ESS to create a concise and usable workflow artefact to
enable users to create anomaly detection systems.

B. Treatment Design

The initial design was guided by the significant
components derived during the problem investigation phase,
i.e., ‘anomaly’, ‘data’, and ‘prediction’, as well as the
software development lifecycle (SDLC) phases, i.e.,
‘requirements’, ‘design’, ‘implementation’, ‘testing’,
‘evolution’. The theme— ‘Smart anomaly detection process’

— in the thematic analysis was utilised to guide the further
design of the artefact, which included an anomaly analysis
phase before the data processing, focusing on the question
‘What would an anomaly look like in this data?’. Iterations
were incorporated into the design by adding directional flow
visuals in the form of arrows. The result of the consideration
of the above criteria was the initial workflow artefact, which
can be seen in Appendix C. After the first cycle validation
interviews, changes were applied to the workflow which
incorporated observations from participants. The complete
workflow and supporting documentation are discussed in
Section V.

C. Treatment Validation

The validation interview was constructed using questions
designed around 4 themes — effect, trade-off, sensitivity, and
requirements satisfaction — as proposed in [34]. The
interview questions can be seen in Appendix B. Three
stakeholders — P1, P2, and P5 — participated in the first cycle
interview, reviewing the first version of the workflow
artefact. The thematic analysis resulting from these
interviews can be seen in Fig 10.
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Fig 10: Diagram of the interview themes resulting from the thematic analysis
of the validation interview from the first cycle.

Through the thematic analysis it was found that there was
interest in the extension of the artefact, with participants
indicating the importance of input and output modules to
better illustrate the phases. P5 indicated that it would be
beneficial to the user’s understanding to have more
information to supplement the workflow, stating:

“...to see what actually goes into one of these processes
parts and what's actually the output from it.”,

P2 showed their interest in indications of input, stating:

“...it's not clear when you receive data in this workflow.
Presumably you don't need data to find requirements, but you
do need data to do data processing. ”

P1 also stated their interest in seeing output items indicated
on the workflow:

“And then you have input to system design and then what is
your output that you're actually getting? What is the item, the
product that you're getting from that step?”

The participants unanimously indicated the importance of
supporting documentation, reiterating the sentiment
communicated in the problem investigation phase. They
added more context to their expectations, with P5, P3, and P1
respectively stating:

P5 - “...more in detail exactly how do you design it, where do
you keep the analysis and how do you define the anomalies in
structured data.”, and “I would probably add more because
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this is on a very high level. | like that process, But | would
probably like to add more detail into some parts.”

P1— “you would need to know more detail, for instance, how
is the valuation carried out, stuff like that.” and I like
graphs... at the end you need documents to make it formal for
presenting to third parties.”

P2 — “Documentation supporting the diagram would be
sufficient. ”

All the above observations were considered during the
second cycle of the study and influenced the final version of
the artefact. This included the inclusion of Input and Output
levels, as well as extended documentation which included
tools and stakeholders where appropriate. These extensions
can be seen in Section V and in Appendix C. After the second
cycle’s treatment design was completed the final validation
interviews were conducted with the same stakeholders, P1,
P2, and P5. The same interview design was used as in the first
cycle, with the results leading to the creation of the final
thematic  analysis, seen in visual format in
Fig 11.
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Fig 11: Diagram of the interview themes resulting from the thematic
analysis of the validation interview from the second cycle.

Understanding of
Artefact

Flow of

e Acceptance
Process Specificity {

of Structure

In the final thematic analysis, the results showed that the
stakeholders showed understanding of the workflow artefact
and the resulting documentation supporting it. In the
specificity subcode these remarks were considered to provide
validation.

P1 — 1 think this level is about right because you cannot
define in detail every stage because then you kill the creativity
of the engineer.”

P5 — “I think it's pretty clear... | don't have any input” and “I
think it looks clean and very clear.”

P2 —<...I think it's relatively straightforward, but at the same
time, a level of depth that could be quite robust. ”

The artefact requirements questions, which were also
concluded during the validation interviews, used a Likert
scale format of 1-5, with 1 being Strongly Disagree, 2 —
Disagree, 3 — Neutral, 4 — Agree, and 5 — Strongly Agree. The
participants’ responses were summated to quantify the
artefact’s usability qualities, and the results can be seen in
Table 3: The Quality-of-use requirements with the summated
results from the Likert scale questions posed to participants.
for both validation cycles. The results show that the perceived
usability increased from the first cycle to the second cycle,
supporting the thematic analysis results.

Validation
Cycle 2

Validation

Quality-of-use Requirements Cycle 1

Users can develop a smart anomaly
detection system accurately and 12 14
completely with the artefact.

Users can develop a smart anomaly

detection system efficiently using the 12 15
artefact.

Users’ needs are satisfied when

developing a smart anomaly detection 11 14

system using the artefact.

Users have freedom of risk when they
develop a smart anomaly detection 7 7
system using the artefact.

The workflow diagram is able to be

used on contexts outside of the target 14 15
wheel assembly.

56 65

Table 3: The Quality-of-use requirements with the summated results from
the Likert scale questions posed to participants.

The participants unanimously agreed that the workflow
could be used to create an anomaly detection system for the
Target wheel system at ESS in an effective an efficient
manner. Through the above findings and the confirmation
from the participants that the artefact would be usable and
beneficial in the environment for which it was created, the
author concluded that the resulting artefact’s validation phase
had been completed with a satisfactory result. This
conclusion enabled the study to move toward the
implementation phase.

D. Treatment Implementation

The author selected a prototyping pattern as the
evaluation method to expand the scientific rigor of the study.
This method is described by Sonnenberg et al. as an
implementation of an artefact design as a generic solution to
demonstrate the artefact’s suitability [24]. When using this
method, it is required to create an implementation of the
artefact to enable evaluation by the relevant stakeholders. The
implementation involved utilising each phase in the workflow
artefact described in Section V to create a functional
predictive anomaly detection system.

1) Requirements

Five of the previously mentioned participants contributed
to the requirements for the system by selecting the qualities
most significant to the resulting system. These qualities were
expanded into specific non-functional requirements by the
author and the stakeholder most closely involved with the
anomaly detection system. As the implementation was
experimental, the stakeholder agreed that the focus would be
on non-functional requirements (NFR). During the
discussions to consider the NFRs, it was taken into
consideration that the implementation would be simple and
experimental. The qualities and resulting NFRs can be seen
in Table 4.
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Quality Non-functional Requirement
Correctness: 1. The model should show an RMSE of less than
’ 0.5. (False Positive Rate)
2. The system should detect anomalies within a
Performance: maximum response time of 500 milliseconds.
(Latency)
Availability: 3. The system should have a maximum allowable
Y- downtime of 1 hour per month. (Downtime)
e 4. The system should allow for the retraining of a
Modifiability: ML model within a day. (ML Model update)

Table 4: Non-functional requirements for the prototype.

2) System Design

In practice, the system design would take the functional
requirements into account, but as the implementation is
experimental, the author utilised data garnered during the
study. The author created an experimental system design
guided by the literature review as well as the thematic
analysis from the problem investigation phase in the first
cycle of the study. The modules identified from the literature
review — namely Data, Machine Learning, Anomaly
detection, and Notification modules — were considered in
guiding the design, and the environment at ESS was also
considered, with the Target wheel, control system and PVs
included in the system design. The resulting design can be
seen in Appendix E.

3) Data Analysis

The development phase was initiated with Data Analysis.
Data from the Target wheel assembly was analysed using
various methods including data visualisations, Fast Fourier
transformations (FFT), and metric comparisons between
original data and mutated data including standard deviation,
mean and mean absolute deviation (MAD). This resulted in
various visualisations as can be seen in Appendix E.

4) Data Processing

During this phase of development, the data for use in the
machine learning model was prepared. This involved
cleaning the data, as well as creating training and testing
datasets using input samples and timesteps. The python code
to create these datasets can be seen in Appendix E.
Additionally, a data stream component was created using
Kafka to simulate the Control system environment at ESS,
with a producer to simulate the Input/Output Controller
(10C), and the consumer to simulate the Operator Interface
(OPI). This component was used to produce datapoints each
second, as well as consume the produced data, for the Data
Module to send input samples for prediction processing.

5) Machine Learning Model

The ML model design was selected, trained, and
evaluated during this phase. LSTM was the author’s choice
for the model based on numerous studies supporting the high
accuracy of these models in time-series based predictions
[15][35]. The model was implemented using Tensorflow, and
the summary of the selected model design can be seen in
Appendix E. The data from the Data Processing phase was
utilised to train, validate, and test the model, and this was
repeated until satisfactory metrics were obtained, whereafter
the model was saved for use in predicting future data points.
The metrics of each model was also saved to support anomaly
detection calculations during production. These metrics can
also be seen in Appendix E - 4.

6) Anomaly Classification

As per the documentation, sliding window sizes were
selected using the visualisations from the Data Analysis
phase as a guide. Specifically, it was determined that velocity
showed a repetitive pattern every four minutes, as seen in
Appendix E, therefore a sliding window of 4 and 8 minutes
were selected. Additionally, the importance of the stability of
velocity is essential, and therefore a sliding window of 1
minute was also selected. The sliding window of 4 minutes
can be seen in Fig 12, which shows the prototype Ul
displaying the actual vs predicted values, and the sliding
window shows the last time where the variance indicated
anomalies.

Velocity Torque Motor Temperatute Paosibon

F¥]

10:08 10:10 1012 1004 10016
Dec 12, 2022

Fig 12: Sliding window of 4 minutes indicating anomalous behaviour —
visible on the velocity graph on the prototype user interface.

See Appendix E for an example of the notifications shown
to the user with regards to the sliding windows.

7) Testing

For this phase, the author elected to focus on the results
from the Requirements phase to limit the scope of the
experiment to the qualities expected from this system. As this
implementation was a prototype, thorough testing wasn’t
relevant. To accurately simulate the implementation of an
anomaly detection system, the non-functional requirements
were translated into python tests, which can be seen in
Appendix E. Note that the tests merely had to be valid for the
author to accept this phase as completed.

8) Deployment

As the system was a prototype, the deployment was
simulated using docker containers, through which the user
could run the prototype system. The docker containers which
were included in the implementation were the data stream, the
hosted ML models, and the data processing, machine
learning, anomaly detection, and notification modules.
Essentially the prototype implementation simulated a
distributed anomaly detection system. Refer to the System
Design in Appendix E for

9) Maintenance

To finalise the system implementation and simulate a
maintenance task, the author utilised the functionality on the
Ul to retrain the ML model for the velocity dataset. A new
dataset was uploaded, and the model underwent a retraining.
The output on the Ul showed the current model’s accuracy
metrics compared to the retrained ML model. The retrained
model showed lower performance; thus, the decision was
made not to replace the current model. The output of the Ul
can be seen in Fig 13.
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Fig 13: User interface feedback that shows the retrained model's metrics
as well as the current model's metrics.

As Maintenance was the last phase in the system, and
with no dependencies, it was assumed by the author that this
phase would be continuously considered, and therefore the
phase was considered to be complete.

This finalised the implementation phase, with a simple
prototype system that represented the workflow artefact in
Section V. The full implementation can be seen at
https://github.com/VernitaJ/ml_anomaly detection_applicat
ion.

E. Implementation Evaluation

To enable the evaluation to be deemed complete and
positive, an evaluation goal was set. The author maintained
that if the implementation of the artefact were to contain the
qualities specified by the participants at ESS, that the artefact
would be accepted as complete. Therefore, the evaluation
goal was determined as: All the significant qualities for each
module are testable.

Sonnenberg et al. established an evaluation method for
DSR artefacts which they call the prototyping pattern. They
describe the necessity of the selection of “real users”, “real
tasks”, or a “real system”, to ensure rigorous evaluation using
test cases [24]. As the artefact implementation incorporated a
simulation of the system environment, the author disregarded
the “real system” element, and focused on “real tasks” and
“real users”. Therefore, test cases were constructed for
participants to test the artefact implementation to see whether
the artefact was complete. These test cases were constructed
covering each module of the artefact implementation as seen
in the System Design Diagram in Appendix E — Data Module,
ML Module, Anomaly Detection Module, and Notification
Module. For each module, test cases were constructed for the
four most important qualities that were found during the
problem investigation phase. Utilising these, the author and a
stakeholder at ESS used the artefact implementation
attempting to complete the test cases. The test case
descriptions with their completion status can be seen in Table
6. An extended version of the table can be seen in Appendix

F, where the participant’s interpretations of the test cases and
the quantitative results from the application of the test can be
seen.

The evaluation results displayed that the qualities relevant
and significant to the stakeholders, namely ‘dccuracy’,
‘Reliability’, ‘Performance’, and ‘Maintainability’, were
present and testable in each of the separate functionalities of
the system. These included the Data, Machine Learning,
Anomaly Detection, and Notification Modules. Therefore,
the evaluation was considered to have been completed in a
satisfactory manner, supporting the final version of the
artefact.

VII. DISCUSSION

This study aimed to contribute to the software engineering
research domain within smart anomaly detection systems by
investigating the environment at ESS. This discussion section
presents a summary of the results from the study, the
implications for related studies, as well as the limitations of
the study.

A. Summary

The findings emphasize the need for a holistic workflow
that considers requirements, system evolution, and human
interaction, in addition to machine learning and data
processing elements. Stakeholder interviews revealed interest
in such systems but highlighted concerns regarding
knowledge, processes, and clear requirements. They also
emphasized the need for visual resources and documentation
to support engineering efforts. The initial workflow artefact
was developed based on the problem investigation phase, but
feedback from validation interviews prompted necessary
changes, resulting in a final version that satisfied
stakeholders. The workflow artefact was then used to
implement a functional smart anomaly detection system,
which was evaluated using experimental simulation and non-
anomalous testing data. The evaluation confirmed the
effectiveness of the workflow artefact in guiding the
development of a robust smart anomaly detection system.

Overall, the findings from this study highlight the
importance of a holistic workflow and clear documentation in
the development of smart anomaly detection systems. The
study contributes to the SE environment at ESS by offering a
concise and usable workflow artefact that can guide the
development of such systems.

B. Implications

This study has not challenged any existing theories in that
the individual studies that were considered during the various
phases were seen to be complete within the topic they were
studying. Rather, the author considers this study to add value
to some of the existing studies, as a structured visual
workflow simplifies the engineering process of anomaly
detection systems.

Araya et al. proposed two generic anomaly detection
methods which used predictive anomaly classification, which
is the same method used in this study [25]. They also utilised
sliding windows, which contributed to the documentation
supporting the workflow artefact. This study supplements
theirs by adding the elements necessary to implement their
proposed methods in a repeatable and maintainable manner.
SE researchers that utilise Araya et al.’s study would thus
benefit from the process mentioned in this study.
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Amershi et al. proposed an ML workflow which is
valuable for the rigorous development of an ML model [16].
This workflow is useful in the context of the ML section of
the workflow artefact presented in this study, so the author
considers their study an advantageous addition to the
establishment of a robust anomaly detection system. This
idea is shared by the numerous stakeholders that were part of
this study, who insisted that eventual engineering
implementations tend to be supported by a variety of aids.

C. Limitations

The aim of this study was to provide a useful workflow
for the development of smart anomaly detection systems. The
author had no experience with anomaly detection when
commencing this study, which could limit the depth of
knowledge of the workflow process items. As the study
focused on holistic software engineering aspects, the
resulting artefact should not be severely limited by this.
Furthermore, the literature review only considered studies
related to anomaly detection and machine learning processes,
neglecting other potentially relevant areas. This narrow focus
may have limited the breadth of understanding and the
identification of alternative approaches.

The semi-structured interviews conducted for gathering
insights were based on a specific sample of participants from
ESS, which might not represent the diverse perspectives and
experiences of all potential stakeholders. This could
potentially limit the generalisability of the findings.
Moreover, the study primarily relied on participant
interviews and feedback for validation, potentially
introducing subjective biases and limitations in capturing the
full range of perspectives. Finally, the implementation phase
of the study utilised experimental simulation with non-
anomalous testing data, which may not fully reflect real-
world conditions and the challenges associated with detecting
actual anomalies. This limitation could affect the
generalisability and effectiveness of the developed anomaly
detection system in real-world scenarios.

Another limitation that could affect the study was the time
restrictions of the study. The author reasons that the
documentation could be extended quite significantly, and a
third cycle of the study would have enabled a more thorough
final version of the artefact. The implementation phase could
also have been extended to include the real environment with
a live data stream, to evaluate the performance of the system
in an actual operational environment.

Finally, the implementation and evaluation phases
mentioned in the study could involve bias, as the author was
aware of the required qualities and the development therefore
could have been influenced. In this regard, a limitation on the
evaluation exists, and is to be considered when utilising the
workflow artefact. This limitation could be addressed in
future work in this topic.

VI1Il. CONCLUSION

Using a Design Science Research methodology, this
study investigated the impact of a novel software process
workflow for predictive anomaly detection systems. The
study was conducted in partnership with the European
Spallation Source in Lund, Sweden, where the potential
impact of anomaly detection systems is being investigated for
use in predictive maintenance. After investigation the
opportunity for such a workflow, the workflow artefact

resulting from this study was designed and validated over two
iterations. Thereafter, the workflow was utilised to implement
a prototype system, which was evaluated to assess the
rigorousness of the workflow.

The study shows that there exists a strong potential for the
usability of the workflow artefact in the context of the ESS
software engineering domain. There is strong interest in
visual guides to engineering within the organisation, along
with documentation to support the process. The validation
and consecutive evaluation of the artefact provided support to
its structure and usability, with positive feedback from
domain experts and stakeholders. The findings indicate that
the novel software process workflow enables the efficiency
and effectiveness of the incorporation of anomaly detection
systems at the European Spallation Source.

Furthermore, the study demonstrates the wvalue of
applying a Design Science Research methodology to develop
and evaluate a novel software process workflow for
predictive anomaly detection systems. The methodology
supported a comprehensive understanding of the workflow's
usability and effectiveness, and its successful validation and
evaluation contribute to both the academic and practical
aspects of software engineering. As organizations continue to
grapple with the challenges of developing complex software
systems, this research offers a tool to enhance the efficiency
and quality of the development process, ultimately
contributing to the holistic Software Engineering approach of
assuring reliable and robust of anomaly detection systems.

A. Future work

The learning curve associated with Machine Learning
decreases the likelihood of its use in organisations. In the
Industry 4.0 era, however, this is a field that will grow
tremendously, and therefore it is worth contributing research
efforts to simplify ML to those individuals that don’t have
formal experience in it. Research that endeavours to facilitate
the increase the understanding of ML would contribute to the
inevitable growth in a structured manner. Utilising the
workflow created in this study in control systems outside of
the target wheel system could enable stakeholders of those
systems to comprehend the effect that simple ML models
could have on their system management and maintenance.

The workflow could be generalised more by excluding the
ESS context from the documentation and the workflow,
Additionally, it would be beneficial to visually tie the output
elements to the associated phases with dependencies on these
elements, although there is a potential for the visual design to
become overly complex.

To conclude, the rigorousness of the workflow could be
evaluated and substantiated further by implementing the
artefact using case studies or other relevant evaluation studies
within ESS, or in similar facilities.
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APPENDIX A
Interview guide for problem investigation in cycle 1
A. Semi-structured interviews were conducted with these questions guiding the discussions, which means participants

were asked similar questions, but altered to fit their individual experiences, roles in the organisation, and knowledge
base.

Questions

Have you been part of developing a software system?

What do you think are important considerations to make when developing new software systems?

What kind of challenges do you encounter when developing software systems?

What kind of challenges do you encounter when maintaining software systems?

What does anomaly mean to you in terms of data

Have you been part of the creation of an anomaly detection system before?

Are there any specific challenges you think of when you think about anomaly detection systems?

Refer to SDLC - Do you or have you ever used designated workflows like the SDLC to structure your work\

Do you find workflows like these useful? If so, why?

Refer to workflow — Considering the development of an anomaly detection system — do you think this is comprehensive?

Would you add or omit anything from this workflow for an anomaly detection system?

Other than the qualities mentioned above, what would you expect from a visualized workflow to guide development of an anomaly
detection system? (Concise, detailed, monotone, colourful, graphic, simple, etc.?)

If you were the user of an anomaly detection system, what would you expect from the system in terms of anomalies?

What would be an anomaly in the system?

B. System Requirements — Quality model as per ISO/IEC 25010:2011 [31] (Ranked in terms of significance)

Quality Data Prediction Detectio
Functionality (Correctness)
Efficiency (Performance)
Compatibility (Interoperation)
Usability

Reliability (Availability)
Security (Confidentiality)
Maintainability (Modifiability)
Portability (Installability)

C. Workflow Requirements — Quality of use model as per ISO/IEC 25010:2011 [31] (Likert scale 1-5)

accuracy and comp leteness with which users can achieve
specified goals

resources expended in relation to the accuracy and
completeness with which users achieve goals

Effectiveness

Efficiency

degree to which user needs are satisfied when a product or

Satisfaction system is used in a specified context of use

degree to which a product or system mitigates the
Freedomfromrisk |potential risk to economic status, human life, health, or
the environment

degree to which a product or system can be used in both
Context coverage |specified contexts of use and in contexts beyond those
initially explicitly identified
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APPENDIX B

A. Validation questions around the topics of the artefact, the context, and the requirements used during both cycles of

the study.

Discussion questions

© 00 ~NOoO OB WN P

10

Can you walk me through the workflow diagram and explain how it works?
Does the workflow diagram accurately represent the engineering process in your opinion?
jorkflow diagram that are unclear or confusing to you?
Are there any potential issues or challenges that you see with implementing this workflow diagram in the current context?
Do you have any suggestions for how the workflow diagram could be enhanced or improved?
How accurately could you develop a smart anomaly detection system with the ESS lifecycle as a guide?
How accurately could you develop a smart anomaly detection system with the workflow artefact as a guide?
When creating an anomaly detection system, which workflow would you prefer to guide your development?
Can the workflow diagram be used to create an anomaly detection system for the target wheel?
If the assembly would be altered — data added or removed - could the same workflow diagram still be used?

Likert Scale (1-5)

g~ W N

Users can develop a smart anomaly detection system accurately and completely with the artefact
Users can develop a smart anomaly detection system efficiently using the artefact

Users needs are satisfied when developing a smart anomaly detection system using the artefact
Users have freedom of risk when they develop a smart anomaly detection system using the artefact
The workflow diagram is able to be used on contexts outside of the target wheel assembly
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APPENDIX C — CODE TABLES

A. Code Table for Problem Investigation Interviews

Code

Definition

Subcodes

Quotes

Software Approaches

Details the current
approaches and systems
used by employees at ESS.

Avrchitectural detail

P5 - "since we have our own data center, it makes sense to run a lot of things local here."

P5 - “Epics itself is a very live system... the database is basically data points in different parts
of the system, spread across a lot of machines. So what we have when it comes to data is what's
called the archiver"”

Alarm server

P3 - "We sort of program some thresholds, let's say, some limits. And in Epics, you define a
high. There's a high limit one and a high limit two."

Way of Working

P2 - "it's very hard in software engineering to show progress. So that we set milestones,
specific milestones, where we have design reviews after each one of these stages. "

P1 - "We have also a lot of flow diagrams to explain our, we call it way of working, but it's, it's
more the same."

Challenges Problems or challenges Alarms notifications |P3 - "they can probably get flooded with alarm messages and most of them are not really valid
faced by employees which or, you know, they need to be... But then some of them might be really interesting and might be
could affect the design and lost in the noise in a way. "
outcome of the artefact. Knowledge required [P4 - "at least probably design is a little bit tricky. It requires much more software knowledge. "

for planning
P1 - "to actually arrive to what you want to do is sometimes more difficult to do it."
Documentation P5 - "...wish we had more formal documentation on this. Maybe there are, but | think they're
quite general. They're both generic, so it's quite hard to apply it to the specific development
efforts. "
P3 - "...they can sometimes put in a lot of details that are misconceived ideas and they can
create a lot of confusion actually. "
Process not P4 - "But right now I think it feels more that many times we jump requirement design and we
completed just immediately start an implementation. "
P5 - “The other thing is once it's deployed, you have to find a way to monitor this or track the
existence of the application, possibly the performance as well."
Smart Anomaly The potential process Evaluation P1 - " | think that simulations create value."

Detection Process

phases to be considered in
the design of the artefact.

Human interaction

P3 - "There's feedback, right? There has to be humans that validate or giving some sort of clue
as to what is happening..."

Anomaly
notifications to the

P5 - "So there's also the technical thing of actually... the actual triggering of events from it."

P3 - "SMS or even display it in a Slack channel. So, you can have other tools, send an email,
send an email, Slack or text messages, something like that.”

P3 - "before you do that, you would have to be careful about that your system is mature enough,
otherwise you'll get spammed with text messages."

Anomaly analysis

P2 - “there's something to be said for the danger of cleaning your data and labeling your data
before you've even started to consider anomalies.”

P2 - "So they're kind of like the anomaly analysis rather, you do on the raw data set and then
from there you kind of specify what cleaning needs to be done. "

P1 - " You need to know a lot about the system itself to evaluate in the right way."

Data processing

P1 - "Maybe it's included here, but I, I think that, um, the data treatment, the pre-treatment of
data is important"

Expectations

P4 - "But yeah, | guess at least, and I like for minimum requirements, goals and current status
and definitely expectations, like what are you expecting from me, right?"

P4 - " | would probably do want to see the design to understand where my data is going. "

P5 - "it would be nice to have it because this becomes more concrete as well when it's actually
something that can be used here at ESS. "

Requirements

P2 - "I think it's all about requirements, clearly defining what your needs are."

P2 - "if those functional requirements included a methodology that should be followed to the
development, then it would be failing the functional requirements. So defining your needs early
on."

P4 - "requirements have to be well defined and as clear as possible. So when | start
implementing, | know where to go, right?"

P3 - "logically, you start off with requirements and preliminary design and detailed design. And
naturally, you'll probably go back to the beginning again several times."

Visualisation interest

The current use of visual
artefacts to guide
development or engineering
efforts.

P1 - "personally, | find this very useful. So it's like, I, I generally feel like in engineering it's
very useful to have things broken down visually."

P2 - "I use the workflow to define clear milestones in the lifecycle. "

P2 - "Yes, I've not only used them, I've written procedures to instruct tens of other engineers to
follow these methods. "

P5 - “These kind of things, the simple, visualized documentation is a lot simpler for me at least.
| feel like that's the way."

P4 - "Ah yeah, 100% like all the time. "

Anomaly definition

The concept of an anomaly
as defined by the
participant.

P2 - "Going back to this concept of what is an anomaly, you can't know what an anomaly is until
you know some source information. "

P4 - "1 would tend to think an anomaly is where the data is not valid in some way. "

P2 - "Alternatively, it might be an anomaly in functionality. So a car, it would be an anomaly if
the tires were spinning, but the car was not moving"

Machine Learning
Knowledge

The relevance of ML
knowledge and potential
influences on the design

P5 - "I mean, it's new. And also it's a complex area as well. So people immediately become
scared of it."

P5 - “people probably realize that this is something that we need, but they don't really see, they
don't understand how it works."
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B. Code Table for Cycle 1 Validation Interview

Code Definition Subcodes Quotes
Current lifecycle | The current ESS lifecycle which P5 - "And it doesn't really say much for a software engineer"
has a generic version and more P2 - "in isolation, the ESS workflow is not useful without more detail, and you
specific implementations are providing more detail with machine learning models."
P2 - "So this one, ESS model, no one uses this in isolation in ESS. It's only a
guide."”
Extension and General feature improvement . P1 - "Above that, it's not enough only with the engineering flow or the workflow.
. . . o Additional Phase R : "
improvements suggestions for consideration in You have to have a special box for risk assessment.
future studies P5 - "it would be interesting, more in detail exactly how do you design it, where
Documentation do you keep the analysis and how do you define the anomalies in structured
data."
P2 - "Documentation supporting the diagram would be sufficient”
P1 - "I like graphs, it's much easier to get the quick idea what you have. Of
course at the end you need documents to make it formal "
P5 - "You should be more specific around software development and also | think
it helps, in my opinion, it helps to also reference the actual tools, the software."
P1 - "...you would need to know more detail, for instance, how is the evaluation
carried out, stuff like that."
. . P5 - "I sort of missed the input output because it makes it a lot clearer exactly
Extension suggestions ) . .
what we're talking about.
P5 - "when do you actually need to have real data or real user input for the
requirements, for example? "
P2 - "...it's not clear when you receive data in this workflow. Presumably you
don't need data to find requirements, but you do need data to do data processing."
. |P1 - "for presenting to third parties | think it's better to have this and then you
Request for more detail | . ) o
click on it and you get at least a bullet points or something.
P5 - "Again, | would probably keep this as it is, but | would probably drill down
each into each one of them and specify."
Personal Compiled feedback with regards P2 - "it seems to follow a sequential logic that also allows back steps so you can
understanding to clear and unclear aspects Understanding of Flow |go from any step backwards to update requirements or change the methodologies
and view of what your design is."
P2 - "I guess there's no clear start and end."
P1 - "l understand that you are retrofitting to requirements all the time, not in
between the steps. That's how | understand the picture."”
Opinion of Usability P5 - "I'm not sure if _I got it right v_vhen | tried to explain to you vxhat you meant
when you created this, but to me it was pretty clear the process.
P2 - "The workflow is fairly clear, but I'm no, I guess, as I just highlighted, that
you can interpret the words differently "
Unclear workflow item |P1 - "What do you mean exactly with anomaly analysis?"
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C. Code Table for Cycle 2 Validation Interview

which are supported
by the participants and
confirms validation of
the artefact.

Structure

Code Definition Subcodes Quotes
Understanding [Compiled feedback P5 - "...you always have iterations there. | mean, you never write everything once and you're
. Flow of Process "
of Artefact with regards to clear done.
and unclear aspects P2 - "I think what I really like about this diagram is that little key in the very far side... means
you can go anywhere within this."
P1-" You just add new data and maybe you go back to the data analysis point only. But of
course, if the requirements change over time, probably you have to start from the beginning."
P1 - "I could expect that if the testing phase is not satisfying you, then you should go back to
the system design phase."
P1-"...you want to add more operational data to improve the model, then you go just to the
data analysis phase, not all the way back to the design."
Specificity P5 - "One could also see that the whole process could potentially be directed as well"

P1 - "I think this level is about right because if you cannot define in detail every stage because
then you Kkill the creativity of the engineer."”
P2 - "some engineers really struggle with a guideline. They are going to follow something
strictly or not follow it at all"

Validation Aspects of the artefact |Acceptance of

P1 - "I think so yeah." (represents the engineering process)

P2 - " there's still quite a lot of inherent knowledge known by the users so | would say it's a
good structure "

P2 - "So it's open to some interpretation. But otherwise, | think it's relatively straightforward,
but at the same time, a level of depth that could be quite robust."

P5 - "I think on a high level this explains it pretty well so | would definitely give it high grades
for being clear and usable."

Suggestions P5 - "On the management level maybe, they would like to have an arrow pointing back..."
P2 - "the fact that the arrow happens to split at the same level at the edge of development, my
eye was drawn towards it as if it was relevant specifically to the borders of development™
P1 - "in the future you want to have the online data also in the testing part."

Usability P5 - "I like the structure and | really like the way you explained it. | also like the EPICS

layers"

P5 - "I think this is a good starting point. And from that point of view it would be really really
useful for any user."

P2 - "Yeah with this workflow it's absolutely possible to." (create an anomaly detection system
for the target wheel assembly)

P1 - "Yeah. If they follow this process, you're sure that this job can be traceable, can be
repeatable.”
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APPENDIX D — WORKFLOW ARTEFACT

A.  Workflow Artefact — Cycle 1

System Anomaly \ Data

. \
Requirements ’/ Design Analysis / Processing
‘ /

/ Anomaly
Classification

B. Workflow Artefact — Cycle 2
Extended Documentation for the Artefact is available at https://anomaly-detection-workflow.vercel.app.
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C. CI/CD Flow diagram

ﬁ A SENTRY

—
Jupyter v
~ GitLat ) Jrrog ANSI
sonarqube | v Gittabl - O Kfieacrony 0 NSIBLE graylog © Prometheus
v GitLab 16}

Goniry

O © @G © § 4 F

CODE REVIEW ANALYSIS BUILD PUBLISH DEPLOY 106 MONITORING
s v ¢ @ a4
H H : . H
> H H H <> o
¢ H * = ®
: H : H = :
: H H .

H H H
- H 4:. DOCUMENTATION :
: :
H v GitLat .
H H
H d

21


https://anomaly-detection-workflow.vercel.app/

APPENDIX E — TREATMENT IMPLEMENTATION

A. System Design
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B. Data Analysis
Visualisations of Standard Deviation and Fourier transform for Dec14 data for the velocity calc dataset.
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C. Data Processing
Code block in python to create data block for the Machine Learning (ML) model.

# Create dataset
def create_dataset(dataset, time_step=1, offset=2):
dataX, data¥ = []1, []
for i in range(len(dataset)-time_step-1-offset):
# offset is the time pericd in between the last input sample point and output
a = dataset[i:(i+time_step), 8]
dataX.append(a)
dataY.append(dataset[(i + time_step + offset), @])
return np.array(dataX), np.array(dataY)
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D. ML Model
10) Summary of a model structure using LSTM with Tensorflow

Model: “sequential”

Layer (type) Output Shape Param #
Istm (LSTM) (None, 1@@, 32) 4352
dropout (Dropout) (None, 188, 32) 2}
Istm_1 (LSTM) (None, 10@, 58) 16600
dropout_1 (Dropout) (None, 188, 58) 2}
dense (Dense) (None, 1@, 1) 51

Total params: 21,883
Trainable params: 21,803
Non-trainable params: @

11) Plot showing the training and testing loss of the model

—— frain
0.014 4 test

0.012 4

0.0101

0.008 1

0.006

0.004 4

0.002 4

0.0 0.5 1.0 15 2.0 2.5 3.0 35 4.0

12) Metrics for the model saved within the folder structure for use in anomaly detection calculations

o

dataset,rmse,mape,r2,r2-adj,time_added
torgue,8.8795153251858748,1.6267768166331298,08.4791315030688545,6.47912555946261537,2823-63-27 14:21:41
motor_temperature,®.B88583586945361561,2.139909424a88288457,08.59782@89989765944,0.5978168689657948,20823-05-16 17:47:01

velocity calc,9.00820101365847@55122,6.287323131914071481, -0.82780@04895668653,-8.08278104601155026082,2023-05-15 22:24:44

LI VY S

E. Anomaly Classification

The notifications used to show the user when anomalies have occurred based on the classification methods selected within
the sliding windows.

Anomaly Notifications

Dataset Window_start Window_end Comment Freq Exp_mean

Actual window mean
. and RMSE are normal,
velocity_calc 2022-12-15T713:04:19  2022-12-15T13:08:18 : ©.3875
- but frequency is not

as expected.

r
i

-33287258937695

Actual window mean
and RMSE are normal,
but frequency is not
as expected.

velocity calc 2922-12-15T13:04:20 2022-12-15T13:03:19 9.3875 2.

i

.33287258937695

Actual window mean
and RMSE are normal,
but frequency is not
as expected.

velocity calc 2022-12-15T13:04:21 2022-12-15T13:@8:20 9.3875

N
o

.33287258837695

Actual window mean
. and RMSE are normal,
velocity calc 2022-12-15T13:04:19  2022-12-15T13:08:18 s 9.3875 2.
- but frequency is not

as expected.

i

.33287258937695

Actual window mean
and RMSE are normal,
but frequency is not
as expected.

velocity calc 2022-12-15T713:04:20 2022-12-15T13:@8:1% 9.3875

N
o

.33287258837695

Actual window mean
and RMSE are normal,
but frequency is not
as expected.

9.3875

o
i

velocity calc 2922-12-15T13:04:21 2022-12-15T13:03:20 .33287258937695

Actual window mean

and RMSE are normal,

velocity calc 2022-12-15T13:04:22 2022-12-15T13:@8:21 9.3875

N
o

3 o
hut freauency is not .33287258937695
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F. Testing

# Test for Correctness: False Positive Rate

def root_mean_squared{model, test_data, anomaly_count H
# Run the model on the test data and measure the false positive rate
predictions = model.predict(test_data['X'])
y_test = test_datal['v']
rmse = np.sqri{mean_squared_error(y_test, predictions}}

gssert rmse < ©.5, "RMSE exceeds 8.53"

# Test for Performance: Latency
def test_latency(data):
# Run the anomaly detection and measure the response time
start_time = time.time(}
check_anomaly(data)
end_time = time.time()
response_time = end_time - start_time

@ssert response_time <= @.5, "Response time exceeds 306 milliszeconds”

# Test for Availability: Downtime
def test_downtime():
valid = True
run = run_system{)
while valid == True:
error = check_error{)
if error == True:
valid = False
run.terminate()
break

# Assert that there was no downtime
gssert valid == True, "Downtime occcurred”

# Test for Modifiability: ML Model Update
def test_ml_model_update(data):
time_start = time.time()
retrain_model(data)
time_end = time.time()
update_time_hours = (time_end - time_start) / 3668
# Assert that the ML model can be updated within a day

gssert update_time_hours <= 24, "ML model update takes longer than 24 hours®

G. Prototype user interface

Anomaly Detection System

Velocity Torque Motor Temperature Position

actual
23.338

predicted

23.336

23.334

23.332

23.33

23.328

13:03 13:04 13:05 13:06 13:07 13:08

Full implementation source code available at https://github.com/VernitaJ/ml_anomaly_detection_application.
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APPENDIX F — EVALUATION

Test Scenario | Test Case | Quality Test Case Description Participant comment Pass/Fail Comment
Group ID <comments from tests>
Data Module D01 Correctness Verify that the data module receives | <actual data is applied to the Pass Graph
the streamed sensor data. graph each second>
D02 Maintainability Evaluate the ability to change the Check it is able to change the Pass Utilities
input sample for prediction. input sample format (time functions
interval) for prediction. <new
model can be created with new
data input sample>
D03 Performance Evaluate the performance of the data | Check you can measure the time it | Pass Terminal
module by measuring the time it takes to process the data for Output
takes to process the data for training. | training. <time seen was 0.192
secs>
Prediction PO1 Correctness Validate that the prediction module Validate that the prediction Pass Model
Module: accurately forecasts the future data module shows the accuracy (via page
points. RSME) of forecasts the future
data points against real data.
<confirmed metrics on velocity
model page>
P02 Maintainability Test the prediction module's ability Check the module is able to Pass Model
to retrain an ML model. retrain an ML model. <retrained page
velocity model>
P04 Performance Evaluate the performance of the Can you see the time it takes to Pass Terminal
prediction module by analyzing the generate predictions. <we saw 5.3 Output
time it takes to generate predictions. | secs>
Anomaly AD1 Correctness Verify that the anomaly detection <anomalies added to list Pass Run
Detection module correctly identifies according to thresholds> anomalous
Module anomalies within the predicted vs. data,
actual data points. consider
graph
AD2 Maintainability Evaluate the ability to change the Check you are able to change the Pass Utilities
thresholds for anomaly detection. thresholds for anomaly detection. functions
<changed thresholds for rmse
comparison>
AD4 Performance Evaluate the performance of the Check you can measure the Pass Check
module by measuring the feedback modules feedback time. <we saw terminal
time. 0.01 longest secs, avg 0.005 secs
>
Notification N1 Correctness Validate that the notification module | <see all the anomalies in the Pass Anomalies
Module correctly captures and logs the list> Log
identified anomalies.
N2 Performance Test the module's ability to generate | <did it within 0.06secs at the Pass Terminal
and send notifications promptly. longest time> Output
N4 Maintainability Evaluate the modifiability of the <thresholds changed, no Pass Anomalies
notifications by changing the anomaly notifications seen> Log
thresholds.
System S1 Availability Assess the availability of the system | <no errors seen within 40mins Pass error.log
by checking the error logs. of concurrent running> file
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