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Abstract

We set out to develop a language-agnostic ASR model for the phonetic transcription
of speech into the International Phonetic Alphabet (IPA). While NLP and Automatic-
Speech-Recognition (ASR) have made immense leaps in research and quality, most of
the world’s languages are still excluded from this development.

In the interest of aiding documentation and linguistic work with low-resource lan-
guages, we examine the possibility of universal Speech-to-IPA (STIPA) transcription by
exploring the cross-lingual transfer of STIPA knowledge, as learnt from high-resource
languages, to unseen and low-resource languages in zero-shot settings. Our specific goal
is the application and evaluation of cross-lingual STIPA to the severely endangered lan-
guage Sanna (also ”Cypriot Maronite Arabic”, described in e.g. Borg, 2011).



Preface

” [...] language diversity in the world is the basis of our rich cultural heritage
and diversity. If the world loses a language, the memories and experiences
of this culture go with it.”

Besacier et al. (2014, p.86)
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1 Introduction

Spoken language is a vital channel of communication for the majority of the world’s
population – its presence is so ingrained in human culture that we can only estimate
it emerged some 50 000 – 100 000 years ago (Yule, 2020). In light of the advances in
technology, spoken language can serve not only to connect with other people, but also as
an intuitive interface with machines, effectively bridging technological hurdles for many
non-expert users (Tellex et al., 2020).

Consequently, Automatic-Speech-Recognition (ASR) has become a key component
for a variety of Natural Language Processing (NLP) applications, such as automatic sub-
titles (Speech-to-Text), hands-free interaction with electronic devices (Device-Directed
speech detection), or direct translation of spoken language (Speech-to-Speech transla-
tion), to name a few. In the past decade, ASR – and thus the quality of these applications
– has seen vast improvements. In the subfield of Speech-to-Text (STT), the state-of-
the-art (SOTA) systems have by now begun rivalling and even outperforming humans
in accuracy (Radford et al., 2023; Yadav and Sitaram, 2022) and speed (Rekesh et al.,
2023) of transcribing speech.

However, there are two major caveats of the modern ASR field to discuss, each leading
to a number of complications: The focus of a majority of ASR systems along with the
aforementioned impressive performance is limited to (1) high-resource object languages,
and (2) mapping spoken language to standardised orthographic representations.

In this thesis, we begin by examining the causes of these limitations and their im-
plications for the field of ASR and NLP at an overarching level. Subsequently, we start
laying the groundwork for addressing them with a practical approach targeted at shifting
the focus of ASR from language-dependent orthographical representations to a univer-
sal and phonetically motivated notation in International Phonetic Alphabet (IPA) by
fine-tuning a SOTA ASR model to predict narrow phonetic transcriptions directly from
speech. We then explore the capabilities of such models for transcribing both famil-
iar and unfamiliar languages with the end goal of supporting phonetic transcription of
low-resource languages in particular.
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1.1 Motivation

Our motivation is threefold: First, we intend to shed light on the ongoing bias in NLP
towards focussing on so-called high-resource languages (HRL) and underline the risk
that failing to address this bias in time may exacerbate it (Nigatu et al., 2024).

Second, linguists – and especially field linguists working on lesser researched lan-
guages and those threatened by extinction – stand to benefit from ASR-assisted lan-
guage transcription but often desire transcriptions that are not based on orthography,
but phonology. Orthography is typically not suited to capture the details of speakers’
pronunciation, a necessity for language documentation. Moreover, languages, especially
those with a strong oral tradition, do not necessarily have standardised orthographic
conventions to refer to, or any written conventions at all for that matter.1 At the same
time, transcriptions based on phonetics over orthography are time and labour intensive:
Not only are phonetic experts rare, but an hour of recorded speech requires about 40 to
100 times as many hours to transcribe by hand, thus titled the ”transcription bottleneck”
by Seifart et al. (2018).

Third, although Speech-to-IPA (STIPA) has been an area of research interest for
quite some time, the exploration of modern Machine Learning methods for this field is
only beginning. Up until recently, NLP approaches to STIPA have often still focussed
on recognising language-specific phonemes (Boulianne, 2022) or, alternatively, included
the option of subsequently converting these to phones through a language-specific phone
inventory (e.g. Li et al., 2020). As such, the resulting transcriptions were either phonemic
in nature and encoded language-dependent phonological knowledge, or depended on the
availability of external phonological information about the language to create phoneme
inventories and phoneme-to-phone mappings, which poses another resource hurdle. In
contrast, less research has gone into devising systems for universal phone recognition
that predict phonetic transcriptions from speech directly, and are applicable to unseen
languages by leveraging cross-lingual transfer learning instead.

With the progress in STT and a growing awareness of the aforementioned bias in
NLP toward HRLs, interest in STIPA has recently been renewed. Nevertheless, this task
is far from solved, and only a few implementations that do not rely on further external
information can be found: The latest and most advanced approaches – the MultIPA
model (Taguchi et al., 2023) as well as its precursor (Xu, Baevski, and Auli, 2021) –
were built around Wav2vec2 (Baevski et al., 2020) which uses self-supervised pre-training
methods to learn speech representations and the pre-trained XLSR-53 model (Conneau
et al., 2021) in particular.

Since then, a massively multilingual ASR model has been proposed that leverages
web-scale weakly supervised pre-training methods to ensure more comprehensive pre-
training in STT and Speech-Translation (ST) spanning 99 languages: Whisper (Radford
et al., 2023). This model has demonstrated strong performance in a multitude of lan-

1The absence of writing conventions is not exclusive to languages with only few global speakers. As
an example to the contrary, Nigerian Pidgin has 100M global speakers, but no standardised orthography
(Lin et al., 2024) either.
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guages and was shown to be especially robust in out-of-distribution data settings; yet,
to our knowledge, no work so far has thoroughly explored the potential of Whisper for
STIPA.

1.2 Research aim

Our aim is to fine-tune Whisper, a SOTA multilingual, orthographic ASR model, to
predict IPA-based phonetic transcriptions independently of the target language from
speech inputs directly and to test this model, which we call WhIPA (Whisper-for-IPA),
with regard to its cross-lingual transfer capabilities.

Furthermore, we explore factors during fine-tuning pertaining to linguistic diversity
and relatedness, data requirements in terms of quantity and quality, as well as options for
STIPA under limited computational resource conditions. In addition to the evaluation
on in- and out-domain settings, the ultimate goal is to apply our STIPA models in a
zero-shot setting on the endangered low-resource language Sanna to test their suitability
for a real-world application of computer-assisted IPA transcription. To this end, we
compare models that specialise in multilingual diversity, monolingual STIPA models, a
model designed to emulate the topology of Sanna specifically, and the SOTA MultIPA
model (Taguchi et al., 2023) as our external baseline.

As such, we further the research on the development and evaluation of STIPA and
expect this work to be a valuable resource for NLP researchers and linguists alike. We
hope to enable the inclusion of low-resource languages in language technology and to
provide assistance to jump-start the phonetic transcriptions of speech for any language.

This thesis’ research questions (Q) are as follows:

• Q1: Can the pre-trained and language-conditioned STT decoder of Whisper be
fine-tuned to perform meaningful STIPA in an end-to-end, language-agnostic set-
ting while learning the IPA vocabulary implicitly?

• Q2: Is the resulting model capable of cross-lingual STIPA on languages 1) absent
from the STIPA fine-tuning data, and 2) unseen even in the backbone’s ASR pre-
training data?

• Q3: How does the restriction of computational resources affect the performance
of the STIPA models? We explore the factors of:

– Q3.1: Model parameter size: Are Whisper models with larger numbers of
parameters consistently and markedly superior to their comparatively smaller
versions as a STIPA model backbone?

– Q3.2: Fine-tuning capacity: Can parameter efficient fine-tuning (PEFT) with
Low-Rank Adaptation (LoRA) perform on par with full fine-tuning of Whis-
per’s decoder?
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• Q4: Which factors should be considered when designing the STIPA fine-tuning
data, and how do they affect model behaviour?

– Q4.1: Sample size: Does an increase in training data consistently aid perfor-
mance for in- and out-domain settings?

– Q4.2: Data quality and diversity: Is the inclusion of various speakers, speech
styles, and audio qualities in the STIPA fine-tuning data a prerequisite to
attain generalisable knowledge, or should high-quality IPA transcriptions to
learn from be treated as a priority over speech diversity?

– Q4.3: Linguistic plurality: Does STIPA performance monotonously improve
along with the number of languages included in the STIPA fine-tuning data?

– Q4.4: Topological similarity: Does topological or phylogenetic proximity of
STIPA fine-tuning and target languages facilitate the cross-lingual transfer
compared to unrelated and more distant languages?

• Q5: How can STIPA models be evaluated, what limitations apply to the existing
metrics, and what kinds of errors are made by STIPA models?

1.3 Outline

The structure of this thesis is as follows: Section 2 opens with an overview of relevant
ethical and theoretical concepts (2.1). It further provides an introduction to ASR with
a focus on multilingual ASR and cross-lingual transfer learning (2.2), and continues to
review the SOTA in ASR and STIPA (2.3). Section 3 presents the tools (3.1), data (3.2),
and model (3.3) used in our experiments. The preprocessing (4.1), setups (4.2), specific
heuristics and evaluation methods (4.3) for the experiments are detailed in Section 4.
We report our results in Section 5 and the discussion thereof with respect to emerging
patterns of model performance (6.1), an error analysis (6.2), and a review of the metrics
and select external resources (6.3) in Section 6. Lastly, Section 7 concludes with this
thesis’ scientific contributions (7.1), its limitations and prospective future work (7.2), as
well as the ethical considerations (7.3).
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2 Background

This chapter discusses the concept of high- and low-resource languages as well as the
role of orthography in NLP in relation to our research area to contextualise this thesis.
Afterwards, we build an overview of the general ASR pipeline with recent developments
and innovative methods for pre-training followed by multi-, and cross-lingual learning.
Lastly, we review the current SOTA for ASR and STIPA in particular.

2.1 Resourcedness in NLP

2.1.1 The research and performance disparity

We claimed that the technological progress of ASR is subject to two constraints: SOTA
ASR is (1) limited to high-resource languages, and (2) dependent on ortho-
graphic conventions. A Google search for “ASR leaderboard” will lead to the Open
ASR Leaderboard1 hosted on Huggingface (Srivastav et al., 2023, version of April 8th,
2025) where performance in ASR is measured on STT, implicit therein is the under-
standing of ”text” as ”orthography”. Furthermore, all seven benchmarks, with which
the contestants’ performances are attested, contain only one target language: English.
Although this aspect may be obvious to experts, the leaderboard’s title gives no such
indication – a disclaimer can at last be found in the last line of its 5-sentence description,
together with a note (unchanged since January 2025 at the very least) that the leader-
board “will be expanded to multilingual evaluation in later versions”. Currently, the
top-ranking model, NVIDIA’s Parakeet TDT (Xu et al., 2023a), supports only English.
In third place, Canary-1B (Puvvada et al., 2024) which is described as multilingual by
the authors fares only slightly better and is still restricted to four Indo-European lan-
guages: English, French, Spanish, and German. The leaderboard’s second place was
recently taken by Microsoft’s Phi-4-multimodal-instruct (Microsoft et al., 2025), which
in addition counts ”Chinese”, Italian, Japanese, and Portuguese among its audio repos-
itory, hopefully implying a less monolithic trend for future models.

The bias for English and mainly other Western European languages is
present not only in ASR but in NLP as a whole. Bender (2009) illustrated
this by examining the distribution of object languages across the 119 long papers from
ACL-08:HLT and found that among the 128 analyses that focused on a single language

1https://huggingface.co/spaces/hf-audio/open_asr_leaderboard
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at a time, English and Indo-European languages accounted for 63% and 85% of anal-
yses, respectively. Moreover, English constituted one of the two halves in each of the
language-pair analyses, and often even without being named. Crucially, this observa-
tion is not a relic of NLP as it was practised nearly 20 years ago. Quite the opposite,
Schwartz (2022) replicated this finding rather recently and on a larger scale by compil-
ing object language mentions in 9 602 abstracts from *ACL conferences between 2013
and November 2021. Therein, 83% left their readers in the dark about their object
language, expecting them to assume (or hopefully discover upon further investigation
of the paper) that it was English. The second largest category of papers (14%) named
yet another Indo-European language, followed by Sino-Tibetan (4.5%), Japonic (1%),
and Afro-Asiatic (0.9%) (categories not mutually exclusive), which were each dominated
by Mandarin, Japanese, and Arabic together with Hebrew. The other 400+ language
families2 occurred in less than 0.5% of abstracts.

This Zipfian distribution, as Schwartz (2022) describes it, being headed by pre-
dominantly (Indo-)European languages is not a mere matter of representation in con-
ference publications: Joshi et al. (2020) also saw it emerge in their taxonomy based
on languages’ data availability in terms of (1) labelled data resources across the LDC
catalogue3 together with the ELRA Map4, and (2) unlabelled data resources (here:
Wikipedia articles). Overall, the vast majority of global languages seemingly
remain not only under-researched, but essentially untouched in NLP: Of the
more than 7 000 global languages, only 2 485 (35.5%) were tied to at least one such re-
source. But even within this subset, nearly 9 out of every 10 languages, corresponding
to 1.2B global speakers, are still in class 0 ”The Left-Behinds”. These were described
as having extremely limited resources and Joshi et al. (2020) consider there to be a
near insurmountable degree of effort required to bring them into the digital space since
even unlabelled resources are rare. This leaves only 293 languages for the taxonomy’s
other 5 categories of increasing resourcedness. At the same time, we are left with 4.5k
languages, the global majority, that are cut off from even ”The Left-Behinds” – stuck
in some other nebulous class below the scale of resourcedness itself. This “disparity in
research and performance” (Nigatu et al., 2024, p.17753) must be addressed. Joshi et al.
(2020) posit that neglecting to do so may also lead to the disparity’s reinforcement,
as indirect technological pressures are exerted that could push speakers of continuously
excluded languages to the more strongly represented ones. In the context of working
with Indigenous languages, Schwartz (2022, p.724) presented an ethical framework for
NLP research, and upon noting the disparity succinctly argued that:

”[t]his lack of diversity directly impacts both the quality and ethical status of
our research, as nearly every successful NLP technique in widespread current
use was designed around the linguistic characteristics of English.”

2https://glottolog.org/glottolog/family
3https://catalog.ldc.upenn.edu/
4https://catalog.elra.info/en-us/
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Here, a second issue arises from the disparity: the impact on quality. Suppos-
edly language-independent or ”universal” NLP technologies often fail to, or
simply cannot, consider large swaths of the global linguistic diversity. This
”typological echo-chamber” (Joshi et al., 2020, p.6282) is not a novel observation either,
already having been discussed by e.g. Bender (2009) (and later in Bender, 2011), but
it persists, and language-universal NLP will for the most part continue to be inherently
limited by the fact that simply not all languages are known to the world of academia,
much less fully understood (Seifart et al., 2018).

2.1.2 Characterising resourcedness of languages

As seen in the taxonomy of data-based language classes earlier, such frameworks often
make use of ”resourcedness”, and notions of ”high-resource languages” (HRL) and ”low-
resource languages” (LRL) are widely used in NLP. Nevertheless, their definitions are
often left unspecified and do not appear to be clear-cut.

As an example, in the earlier class taxonomy (Joshi et al., 2020), Korean was placed
into class 4 ”The Underdogs” which constitutes the second most strongly resourced cat-
egory. Linked to class 4 languages are just as much unlabelled data as to the top-ranking
class (class 5 ”The Winners”, considered HRLs, e.g. English, Spanish), and class 4 only
falls behind in terms of labelled data. In contrast, around the same point in time as Joshi
et al. (2020), Pratap et al. (2020a) and thereafter Bang et al. (2020), considered Korean
an LRL. The denomination was likewise motivated by the data availability criterion and
indicates that there is no single precise understanding of what constitutes a ”low” vs
”high”-resource language. To break with this vague denomination convention and to
contextualise research, we continue to critically examine the resourcedness concept and
the uses of the associated terms in NLP.

Data availability appears to be the most common denominator in re-
sourcedness classification; a language is typically referred to as “high-resource” when
large amounts of data suitable for NLP are available, while the term “low-resource” (also
under-resourced, resource-scarce, less-resourced, see Joshi et al., 2020) implies some de-
gree of data scarcity.

However, following a survey of 868 papers from the top 6 *CL venues5, INTER-
SPEECH, and ICASSP, Nigatu et al. (2024) found three different contexts in
which a “low-resource” status may be attributed to a language: (1) insufficient
labelled data for specific tasks or domains (27.3%), (2) artificial low-resource conditions
(12.3%) by e.g. under-sampling data, and (3) ”true” low-resource languages (65.0%).
On the one hand, this finding explains the mismatch in resourcedness status ascribed to
Korean earlier, since usage of the term in context (1) makes its meaning dependent on
the respective NLP task. On the other hand, it also clearly demonstrates the ambiguity
underlying the LRL term in NLP. Furthermore, Nigatu et al. (2024) themselves argue

5Cited as https://scholar.google.com/citations?view_op=top_venues&hl=en&vq=eng_

computationallinguistics
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that limiting the discussion to a notion of whether sufficient data are (not)
available to complete an NLP task in some domain constitutes an oversim-
plification of the presences languages can have in NLP.

An emergent commonality of languages referred to as HRLs is that they are
associated with a high number of global speakers and, due to frequently receiving atten-
tion from research, there are already several NLP tools that cater to them as specified
target languages (Joshi et al., 2020). Moreover, HRLs and their respective geopolitical
areas tend to coincide with nations linked to political and economic dominance, both
historically and present day (Schwartz, 2022).

LRLs in the sense of (3), on the other hand, have still been largely ignored in the
development of NLP technologies (Yadav and Sitaram, 2022). At most, this group is
called upon for zero-shot evaluation settings during model development (e.g. Li et al.,
2020; Conneau et al., 2021) but they rarely become the main focus. From an inductive
thematic analysis (based on Braun and Clarke, 2006) of 150 papers published between
2017 and 2023 (randomly sampled from 541 papers in that time frame which focussed
on LRLs in the sense of (3)), Nigatu et al. (2024) summarise that the literature
has referred to the following factors to motivate a language’s supposed LRL
status:

1. Sociopolitical aspects in history and current settings

2. Resources in terms of native speakers, linguistic experts, NLP researchers, and
access to digital devices and platforms

3. Artefacts measured in linguistic knowledge, data, and technological infrastructure

4. Agency of the language’s community members regarding the creation of said
technologies

The discretisation of these factors here brings to the surface what is implicit in the
“low-resource” terminology to date and thus lead to its ambiguity: The supposed
sets of low- and high-resource languages are not defined by a binary, all-
encompassing resourcedness attribute, but belong instead to heterogeneous
sets characterised by various features.6 Following this isolation of factors, Nigatu
et al. (2024) proposed a refined terminology to specify descriptions of languages’ re-
sourcedness in NLP (Table 2.1). In this framework, the cause of the term’s ambiguity
being its context dependency and the amalgamation of the individual factors becomes
visible: A given language could be associated with predominantly HRL features across
the resources spectrum, yet also be considered an LRL in the context of its technology
artefacts.

To summarise, a framework of explicit terminology enables the accurate de-
scriptions of object languages’ resourcedness. Moreover, it lets interested parties
pin-point specific areas of low-resourcedness explicitly and thus facilitates the creation of

6Nigatu et al. (2024) also illustrate that such heterogeneity can be found within the data-based classes
of Joshi et al. (2020).
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Aspect Subdivision Terminology

Socio-political Economic low-affluence (Hammarström, 2009)
Political politically-disadvantaged

Resources Native Speakers extinct, critically endangered, severely endan-
gered, definitively endangered, unsafe, safe
(Brenzinger et al., 2003)

Online Presence Low-Web Resource (Patil, Talukdar, and
Sarawagi, 2022)

Language Experts expert-constrained

Artefacts Script oral languages, non-native orthography, native
orthography

Documentation undocumented, inadequate, fragmentory, fair,
good, superlative (Brenzinger et al., 2003)

Data Classes 0–5 (Joshi et al., 2020)
Technology Still, Emerging, Ascending, Vital, Thriving (Si-

mons, Thomas, and White, 2022)

Table 2.1: Framework of resourcedness terminology, summarised from Nigatu et al. (2024,
p.17760, Table 2). ”Linguistic Knowledge” label split into Script and Documentation.

tailored plans to target these areas for development. Progress in resourcedness following
such development can in return be tracked more accurately, especially once all factors
listed in the framework are fully quantified.

2.1.3 Low-resource object languages

When assessing a language using the resourcedness framework, it may seem natural to
identify “shortcomings”, “deficits”, and “lacks” of LRLs, with the implication that these
must be remedied in the name of saving languages. However, languages do not exist
in a vacuum of resourcedness. For one, the factors of resourcedness are causally
connected. As an example, relatively low amounts of human and digital resources would
necessarily complicate the development of technological artefacts (Nigatu et al., 2024).
Second, the role of national and international socio-political factors (Table 2.1) in both
the past and present can hardly be understated. They condition the causal connections
between the resourcedness factors (Nigatu et al., 2024), and place ethical demands on
work pertaining to many LRLs (Schwartz, 2022; Bird, 2020). Although diversifying the
field of NLP and working on LRLs is a valuable goal, Schwartz (2022) posits that due
to the historical and ongoing colonial practices in academia, researchers must adapt
to strong ethical frameworks before working on low-resource – in particular
Indigenous – languages, in order to adhere to the ethical directive that is
titular to Schwartz’ work: Primum Non Nocere – “Above all, do no harm”.

The concern for harm most relevant to this thesis is that the widely used, data
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hungry machine learning methods of NLP on the one hand, and the often lamented
data scarcity of LRLs on the other, would entice external research parties to frantically
collect language data on LRLs without considering the community of the language’s
speakers itself. This ties back to the socio-political aspect in Table 2.1, and factor (4)
agency (Nigatu et al., 2024) which demand that a community should have a say in the
development of technology pertaining to their language. In an even earlier stage, it is
also the commodification of language – either explicitly as ”language data” or implicitly
– which we must reflect on to understand the ethical demands of working with LRLs
(Bird, 2020; Schwartz, 2022).

Although this thesis is unlikely to directly impact or bypass communities in this way,
nor do we collect novel data, any approach to universal ASR is a potential tool that can
entice such language capture when data availability is sparse.

2.1.4 The role of orthography in NLP and ASR

On the subject of language as data in NLP, it becomes integral then to question what
constitutes data in this context. The de facto foundation for most NLP applica-
tions has taken the shape of language representations in a computer-readable
textual format defined by standardised writing conventions (hereafter: text),
i.e. orthographic representations. The specificity of this format is crucial: Ortho-
graphic variation or just individual deviations have been shown to drastically affect
performance across NLP tasks (Bergmanis, Stafanovičs, and Pinnis, 2020; Lin et al.,
2024). As a consequence, challenges arise for languages without writing systems and
those that are not standardised (Pillai et al., 2024).

Generally, this turns orthography into the foundation on which language
technology is built, and the availability of large amounts of actual data be-
comes the scaffolding. The possible reasons for the absence of orthographic data are
manifold: Plenty of text may exist, but has just not been digitised, or perhaps digital
versions are not accessible due to some other circumstances. Alternatively, there could
be only little to no written language in the analogue world to begin with, perhaps due
to a prevalent oral culture or a low number of global speakers.

The reliance on orthography and text in NLP extends to ASR: Even in this
context, spoken language is still primarily mapped to established orthographic represen-
tations, and not only in downstream applications. Thus, orthography and text data are
also required for a significant portion of ASR technologies. For STT, in particular super-
vised training and fine-tuning methods demand large quantities of labelled data (paired
speech recordings and orthographic transcriptions) to be viable (see also Pillai et al.,
2024) – ultimately this is reminiscent of a vicious cycle in which ASR could be helpful
to yield more text and labelled data from transcribing unlabelled data, but needs those
resources in order to be developed in the first place. Therefore, in the context of this
thesis, being low-resource refers to the absence to insufficient availability of paired speech
and orthographic transcriptions that would enable the development of ASR technologies
for the language.
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2.1.5 Thesis contextualisation

NLP has manifested a research disparity, prone to reinforce itself, in the shape of a
Zipfian distribution that is to the detriment of mainly economically and sociopolitically
disadvantaged language communities. In the broadest terms, the disparity must be
addressed, but the languages left behind have not yet been equipped with the data
resources that allow them to be included in most technical developments in the field.

Orthographic text has already claimed its spot as the central pillar of NLP. How-
ever, it is evidently not the only (semi-)permanent representation of language. Despite
textual data scarcity, unlabelled speech recordings may be more available (Schneider
et al., 2019) or easier to collect anew. Therefore, speech holds the potential to function
as the entry point to documentation and NLP for these languages via STT, however,
leveraging speech data through STT becomes an even larger challenge when not only
NLP technologies have yet to be developed, but orthographic conventions are absent as
well.

This situation is precisely where this thesis ties in: How can STT utilise unla-
belled speech data in a zero-resource setting, i.e. largely without prior knowl-
edge of the object language and its linguistic features nor other language-
specific technologies? This work proposes that focusing on representing spoken
language in a human-readable format that focuses on its acoustic properties
via IPA (i.e. STIPA), and leveraging data from HRLs to create a model capa-
ble of cross-lingual transfer to LRLs is the way forward. Our work targets LRLs
characterised by little resources and artefacts, including but not limited to: Low-Web
Resources, limited language experts, oral languages/non-standardised orthographies, low
documentation, data availability classes 0 and below, and those who are technologically
Still (Table 2.1; Nigatu et al., 2024).

Automated phonetic transcription, especially narrow transcription, remains unsolved
for conventional HRLs as well, but such transcriptions are not only valuable for the
linguistic documentation of LRLs and the specific STIPA task, but also desirable for
research in clinical linguistics or phonetic studies (language change, dialects, idiolects).
Aside from the meaning expressed in spoken language, the rich features of its form have
yet to be fully researched.

2.2 Automatic-Speech-Recognition

ASR is one of the oldest tasks in the field of NLP. The first related attempts date
back about 100 years (Jurafsky and Martin, 2025), and the academic field, emerging since
the 1960s (Basak et al., 2022), has been described as one of the most rapidly evolving
in NLP (Ibrahim, Odiketa, and Ibiyemi, 2017). This section provides a brief overview
of the general ASR pipeline and the technical development of modern ASR methods
within the past decade. We then highlight persisting challenges and emerging strategies
that address these. Afterwards, the current SOTA in STT and STIPA is reviewed, and
contrasted with our intended approach.
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Two limitations apply to this section: First, the discussion of the modern field does
not go beyond STT applications, and second, due to the scope of and relevance to
the present work, we focus on providing detail for Wav2vec2 (MultIPA) and Whisper
(ours) as ASR model backbones and their pre-training strategies. More recent work
is largely not taken into consideration here, for a detailed overview and discussion of
current deep learning ASR approaches such as Conformers, BERT variants, WavLM, or
SeamlessM4T, see Ahlawat, Aggarwal, and Gupta (2025).

2.2.1 Technological groundwork and evolution

ASR encompasses the detection and subsequent processing of spoken language amidst
an acoustic signal. ASR tasks typically comprise three main steps: 1) speech
signal conversion, 2) feature extraction, and 3) output prediction. The details
of these steps vary depending on the specific task at hand, such as voice activity detection
(VAD), language identification (LID), transcription, or translation.

To handle speech data for STT, the raw audio signal must initially (1) be pre-
processed (e.g. reducing noise, VAD, normalisation) and segmented into frames and
windows to break up the continuous sound wave (Ibrahim, Odiketa, and Ibiyemi, 2017).
Subsequently, (2) discriminative, robust, stable, and ideally low-dimensional feature vec-
tors are extracted from these frames while non-speech distractors are further minimised.
The resulting feature vectors constitute the main input to an ASR model that is trained
to map them to internal representations, which then are utilised to (3) make output
predictions.

A considerable amount of research has focused on analysing and refin-
ing these models. From a comprehensive overview of over 40 papers covering the
mid-2010s up to 2022, Yadav and Sitaram (2022) summarise that at the beginning of
this time frame, an ”ASR model” would comprise multiple integrated components. The
acoustic models were mainly built using Hidden Markov Models (HMM) with Gaus-
sian Mixture Models (GMM) or Deep Neural Networks (DNN) and were trained via
Expectation-maximisation. They further focused on building internal representations
and also required pronunciation dictionaries, language-specific phone inventories, and
external language models (LM) to create and enhance their output; leading to substan-
tial resource hurdles on top of the one for labelled data.

These techniques have since been outperformed and replaced by Long
Short-Term Memory networks (LSTM) trained with Connectionist Tempo-
ral Classification (CTC), and Transformers (Vaswani et al., 2017). Modern
approaches abscond with pronunciation dictionaries and phone inventories by skipping
the explicit pronunciation mapping step. Instead, they learn to predict graphemic to-
kens directly from the extracted features. Thus, both the pronunciation mapping and
the LM are learnt implicitly but, nevertheless, supervised end-to-end (E2E) approaches
still demand large amounts of labelled data (thousands of hours according to Baevski
et al. (2020)). Such quantities are simply not available for the vast majority of languages
and are even more rare for paired speech and phonetic transcriptions, creating a data
bottleneck.
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Two major – commonly also intersecting – branches emerge to address this
data bottleneck in STT: First, various pre-training frameworks explore learning
strategies beyond E2E supervised methods to include formats other than labelled data
in the training data pool. Second, multilingual, and subsequently cross-lingual,
transfer learning seeks to generalise knowledge a model has learnt from HRLS
to be leveraged for LRLs, often either by fine-tuning on a specific LRL, or by applying
the model to an unseen language in a zero-shot setting.

2.2.2 Pre-training strategies

Pre-training denotes the training of a neural network on massive amounts of data from its
overarching domain, the pre-trained model is then usually fine-tuned on smaller amounts
of more specific data to optimise it for a certain task or language. These strategies took
the field of NLP by storm and lead to immense improvements (Wang et al., 2023). In
ASR, too, techniques have been emerging to incorporate pre-training and to widen the
data bottleneck, two of which we will look at here: self-supervised learning (SSL) with
unlabelled data, and weakly supervised learning with labelled data.

Our representative for SSL is Wav2vec2 (Baevski et al., 2020), an extension of
Wav2vec (Schneider et al., 2019) and the backbone of the few recent STIPA models
(Gao et al., 2021; Xu, Baevski, and Auli, 2021; Taguchi et al., 2023). Wav2vec2 was
devised with inspiration from human language learning, advances in pre-training for
computer vision, and especially Masked Language Modelling (MLM) which is an SSL
method for textual data introduced in Devlin et al. (2019). Essentially, the Wav2vec2
framework lets the model learn contextualised representations of speech and
discrete speech units conjointly by masking latent representations of the speech sig-
nal (analogous to Masked Language Modelling) and performing a contrastive task over
the quantised speech representations (Figure 2.1). Thus, the segmentation and repre-
sentation of speech signals can be learnt from the raw audio signal and does not
require any accompanying text or labels. Wav2vec2 achieved SOTA performance
on the TIMIT (Garofolo et al., 1992) phoneme recognition task and the clean LibriSpeech
(Panayotov et al., 2015) subset, even with a limit of just 1 hour of additional fine-tuning
data.

However, on the topic of Wav2vec2 and unsupervised pre-training, Radford et al.
(2023) pointed out that although the pre-training of Wav2vec2 leads to high-
quality speech representations being learnt by the encoder, it lacks a decoder
with comparably high quality. As a consequence, fine-tuning of Wav2vec2 systems
on supervised data (typically by adding a linear projection overhead and minimising
CTC loss) is mandatory to accomplish any downstream task, and the ability of the
Wav2Vec2-group models to generalise to new data domains has also been shown to be
compromised (Lin et al., 2022). In response, instead of further investigating pre-training
strategies that are entirely independent of labelled data, Radford et al. (2023) suggested
loosening the quality requirements for supervised data to close the gap in amounts of
available training data between supervised (Speechstew, c.a. 5k hours, Chan et al.,
2021) and unsupervised speech data (BigSSL, c.a. 1M hours, Zhang et al., 2022). More-
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Figure 2.1: Simultaneous learning of speech representations and discrete units in Wav2vec2
(graphic from Baevski et al. (2020, p.2, Figure 1)).

over, it was underlined that supervised ASR systems and computer vision systems alike
achieved greater robustness and generalisability when prioritising variety and quantity
of supervised data over its quality. By including weakly supervised speech data
along with high-quality supervised data, Radford et al. (2023) assembled a
web-scale weakly supervised corpus of 680k hours of audio data, a large leap
forward on the scale of supervised ASR pre-training. The accompanying ASR model
that was trained on this dataset in an E2E, multilingual, and multitask fashion is the
encoder-decoder Transformer Whisper model. On multiple ASR benchmarks, Whisper
performed competitively with other fine-tuned SOTA models, despite being tested in a
zero-shot data domain setting itself.

Finally, we also highlight ongoing research on alternative (pre-)training methods,
such as semi-supervised methods including Iterative Pseudo-Labelling (Xu et al., 2020) or
injecting unpaired text and audio alongside a large supervised corpus (for a comparative
overview see Peyser et al., 2023). Particularly intriguing are approaches designed to
reduce the up-front supervised data requirement, some by up to 80%, through querying
augmented speech samples with unpaired text (Sun et al., 2023), and those solely devised
to improve fine-tuning on LRLs directly (e.g. Pillai et al., 2024). Lastly, Baevski et
al. (2021) presented Wav2vec-U, which, unlike Wav2vec, is no longer dependent on
supervised fine-tuning after its pre-training to accomplish downstream tasks. Instead,
it includes unsupervised adversarial pre-training to learn a mapping between the self-
supervised speech representations of Wav2vec2 and phonemes directly.

2.2.3 Multi- and cross-lingual learning

Generally, multilingual ASR models outperform monolingual ones, even when
they have the same amount of data available. Further beneficial is the inclusion of
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multilingual data during pre-training, rather than only during fine-tuning. In the survey
by Yadav and Sitaram (2022), the strength of multilingual over monolingual pre-training
was consistent for supervised and unsupervised pre-training.7 This advantage remained
consistent across fine-tuning on languages that were seen during pre-training, as well as
on novel ones. Moreover, Zhu et al. (2024) demonstrated that phone-based models also
benefit from multilingual over monolingual training for speech alignment and keyword
spotting.

Specifically, sharing acoustic feature extractors across languages has im-
proved performance across various architectures, such as Deep Neural Networks,
LSTMs, or in Bottleneck features, and the same was observed for pre-training frame-
works using supervised, unsupervised (including self-supervised), and semi-supervised
methods (Yadav and Sitaram, 2022). Mono- vs. multilingualism is not a binary feature
and performance also improves along with increasing the number (Yadav and
Sitaram, 2022) and diversity (Taguchi et al., 2023) of languages included in
multilingual pre-training. In practice, we have also seen this demonstrated by the
shared encoder implementations of both Wav2vec2 and Whisper in their multilingual
pre-training including 53 languages for Wav2vec2-XLSR-53 and 99 for Whisper. Thus,
we assume that high-quality cross-lingual speech representations have been learnt by
these models’ encoders.

However, to obtain a universal phone recogniser, we must build a sys-
tem that is not only multilingual, but also capable of cross-lingual transfer,
i.e. applying knowledge learnt from its training languages to unseen ones. The ad-
vantages noted in Yadav and Sitaram (2022) persisted even when the pre-training and
target languages were from different language families. This suggests that multilingual
pre-training is a viable strategy for cross-lingual transfer even without prior linguistic
knowledge about the target language, as would commonly be the case for a universal
phone recogniser, and this assumption is further evidenced by Xu, Baevski, and Auli
(2021). Together, this indicates that in the absence of higher level language simi-
larity (e.g. lexical similarities), multilingually pre-trained models are capable
of leveraging cross-lingual features that behave like phonetic units. Pratap et
al. (2020a) exemplify this by fine-tuning a massively multilingual ASR model on unseen
languages, i.e. languages that were not contained in the model’s pre-training. The results
showed that the multilingual model outperformed the monolingual ones and its learnt
acoustic features were further described as being language-agnostic representations.8

Further evidence for this hypothesis can be found in Feng et al. (2021, p.5), who

7It was pointed out that research on multilingual ASR had focused on a relatively restricted number of
datasets and languages (typically Indo-European), leaving the universal applicability of these tendential
findings open, not only due to the lack of appropriately diverse benchmarks. Multilinguality in the
context of ASR is also still far behind the number of languages the term usually denotes in text-based
NLP. Many of the reviewed papers considered less than ten languages, contrasting with the massively
multilingual textual NLP models encompassing over 100.

8The unseen languages are referred to as LRLs here but still come with about 50 hours of labelled
data per language, which underscores the ambiguity of the LRL term again and leaves unexplored how
much data would be required to approximate comparable performance.
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note a ”degree of representation universality” associated with phones shared ≥11 of
their 13 object languages. In opposition to multilingual models, language-specific pho-
netic models face more challenges in a cross-lingual setting, but they also benefit from
linguistically diverse training when non-target languages contain phones that are sim-
ilar to the target language (Żelasko et al., 2020). Similarly, the phone-based models
in Zhu et al. (2024) also exhibited strengthened cross-lingual capabilities following the
expansion from mono- to multilingual fine-tuning. Strong cross-lingual performance of
multilingual orthographic and phone-based ASR models, and an affinity for fine-tuning
on a novel target language, are promising indicators for the development of ASR for
LRLs despite the data availability constraint.

Note that multilingual settings can lead to diminished performance on
HRLs compared to their monolingual counterparts when training data for
multiple languages are näıvely combined (Yadav and Sitaram, 2022). This
effect can be mitigated by sampling strategies to rebalance data, by supplying meta-
information in the form of a language ID (Yadav and Sitaram, 2022; Radford et al.,
2023), or by introducing language embeddings that capture phylogenetic similarity and
phonological properties (Pratap et al., 2020a; Gao et al., 2021; Huang et al., 2025). De-
spite this, we deem strategies which build on meta-knowledge about source and target
languages less suitable for our universal approach, since we anticipate zero-shot cross-
lingual transfer applications to languages about which we have no prior knowledge.
Moreover, Yadav and Sitaram (2022) describe the benefit from including language IDs
as only slight and not a certainty, while Feng et al. (2021) find that a mismatched phono-
tactic language embedding or strong phonotactic constraints risk degrading multilingual
and cross-lingual ASR systems altogether. Although it may not be explicitly desirable, in
our case, some degradation of in-domain HRLs or even catastrophic forgetting of ortho-
graphic STT can be considered negligible so long as the transfer performance improves
instead.

2.3 Related work

To review the SOTA, we begin by listing currently competing orthographic STT models
and motivate our choice of the Whisper model in contrast. Afterwards, a summary of
the most recent E2E STIPA approaches is given, followed by a look at the SOTA in
STIPA in particular.

2.3.1 ASR

Aside from Whisper and Wav2vec2-based approaches, strong performance in ASR has
also been demonstrated by Canary, Parakeet, and Phi-4-multimodal-instruct, as well as
the possibly emerging State Space Models (SSM), e.g. Mamba (Gu and Dao, 2024). As
noted in Section 2.1.1, the first three models, although performant in English, fall far
behind the multilingualism of Whisper; ranging from only English (Parakeet) to eight
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languages (Phi-4), against Whisper’s 99 (thereof 57 with an industry standard Word
Error Rate (WER) of ≤ 50%).9 Since we aim to develop a language agnostic model,
multilingual and topologically diverse pre-training is a key factor, thus we rule out these
other models.

As for SSMs, the performance of approaches such as the Transformer-free SSMs
(Miyazaki, Masuyama, and Murata, 2024) and Transformer-SSM hybrids (Jiang et al.,
2025) for long-form transcriptions was recently shown to be superior to Transformer-
based ASR models in terms of memory efficiency, recognition performance, and robust-
ness. A possibly viable alternative to Transformers and a promising candidate for future
research could be the encoder-decoder SSM Samba (Shakhadri, KR, and Angadi, 2025),
for which high performance and robustness were reported along with SOTA results on
multiple common English benchmarks. However, the capabilities of SSMs for multilin-
gual ASR, not to mention for LRLs, have only just begun to be researched (Vats et al.,
2025) and do not fulfil our selection criteria of pre-training and multilingualism.

Both Whisper and Wav2vec2(-based approaches) distinguish themselves as viable
candidates due to multilingual pre-training and established performance in ASR. Indeed,
Wav2vec2 has already been explored in the context of STIPA but Whisper is not
only a novel backbone candidate for STIPA, but also appears to be the most
promising one for our research objective: Its multilingual capabilities comprise
competitive off-the-shelf performance in many languages (Radford et al., 2023) due to
its pre-training and are also well researched for fine-tuning on seen (Liu et al., 2023;
Liu and Qu, 2024) and unseen (Qian et al., 2024; Timmel et al., 2024) languages in
various resource settings. Therein, Whisper’s adaptability has been demonstrated and
leads us to expect that the competitive performance would be transferable to STIPA.
Additionally, Whisper is reportedly robust against noise (Radford et al., 2023; Zusag,
Wagner, and Thallinger, 2024) and domain mismatches (Radford et al., 2023), which
become important factors for field recordings of LRLs (Coto-Solano et al., 2024).

2.3.2 STIPA – earlier E2E approaches

We now turn towards STIPA where we predominantly focus on systems with a language-
agnostic component and those that are based on modern deep learning approaches.

Allosaurus10 by Li et al. (2020) is a pioneering STIPA model in the E2E ASR era
and comprises a shared, stacked bidirectional LSTM (BiLSTM) encoder together with
an allophone matrix as the projection layer, trained with CTC loss. Allosaurus’ allo-
phone layer combines cross-lingually shared phonetic features and language-dependent
private phonemic modelling by mapping phones predicted from the speech signal to
language-specific phonemes. Thus, the model is primarily aimed at producing phonemic
transcriptions, but by disabling the allophone layer and supplying external information
about language-dependent phone inventories from Phoible (Moran and McCloy, 2019),
it was shown that the predicted tokens can be refined to enable phonetic transcrip-

9https://platform.openai.com/docs/guides/speech-to-text/supported-languages/
10https://github.com/xinjli/allosaurus
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tions for its c.a. 2k languages – and novel languages, too. In terms of performance in
phonemic transcription, Allosaurus reaches an average Phoneme Error Rate (PER) (↓),
akin to a Character Error Rate (CER) (↓), of 25.0% on the test sets of its training lan-
guages. However, in a zero-shot setting on Inuktitut and Tusom, the average phone error
rate was noticeably higher (80.7%), even after restricting the prediction space (avg. -
12% improvement). This reveals the difficulty of cross-lingual transfer which is also
likely heightened due to the model’s training data spanning only 12 languages, whose
combined phoneme inventories do not account for 18% of the universal phoneme space
recorded in Phoible. Nevertheless, Allosaurus presented a remarkable improvement over
its baselines in the zero-shot setting, which were set by a phoneme model with a shared
phoneme inventory (avg. 93.8%) and the best-performing model with a private one (avg.
85.9%). A number of errors made by Allosaurus were further described as systematic,
and due to the large number of possible phones to predict over (187 across the train-
ing languages), it was suggested that restricting the phonetic vocabulary based on the
target language at hand may be beneficial – though such an addition would distance
itself from the idea of a universal phone recogniser. Lastly, Allosaurus adds to the evi-
dence that sharing parameters for phonetic recognition is possible across languages and
improves performance in reduced data settings compared to models that learn private,
language-specific inventories.

Gao et al. (2021) attempted to train a multilingual STIPA model with the explicit
goal of performing zero-shot cross-lingual phone recognition. The encoder is mainly
built on the frozen Wav2vec2 feature extractor with a simple CTC decoder, which each
outperformed a ”base” encoder and a self-attention decoder framework in preliminary
experiments. Gao et al. (2021) explored the conjoint training of language typology
embeddings as a secondary information source for both the encoder and the decoder with
the intention of leveraging meta-knowledge of phylogenetic characteristics and phoneme
inventories for seen, unseen, and low-resource languages.

Enriching the model either with language-specific embeddings, or with an embedding
from the same language family instead, was shown to improve performance over base
model implementations.11 This finding builds a case for typology modelling in transfer
learning in accord with Pratap et al. (2020a), but relies on prior linguistic knowledge
about the input language which was extracted from Glottolog (Hammarström et al.,
2024) and Phoible. Although results indicated that modelling both phonetic and phylo-
genetic knowledge of an object language is beneficial for performance, the model varia-
tions are only evaluated with respect to each other and not compared to previous work.
Similarly to the proportions in Allosaurus, the best model’s average PTER on the 5
unseen languages (avg. 53.9%; range 34–73%) was about twice as high as that on the
seen languages (avg. 25.2%; range 8.5–44.2%).

11Performance here is measured in Phonetic Token Error Rates (PTER) (↓) which models diacritics,
suprasegmentals, and tones as separate tokens and is thus essentially unanimous with CER but not PER
(for an introduction to the PER metric, see Section 4.3.1.)
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Xu, Baevski, and Auli (2021) presented Wav2vec2Phoneme with the pre-trained
Wav2vec2-large-xlsr-53 (Conneau et al., 2021) model as the backbone, and fine-tuned
its decoder on about 2k hours across 26 languages with the goal of zero-shot STIPA.
The first novel aspect of this approach is building on the entirety of Wav2vec2-large-
xlsr-53, a Wav2vec2 model pre-trained with SSL on 53 languages from an additional
56k hours from Multilingual LibriSpeech (Pratap et al., 2020b), CommonVoice (CV)
(Ardila et al., 2020), and BABEL to yield cross-lingual audio representations. Second,
this pre-trained fine-tuned model was combined with a global phoneme recogniser that
employs the wav2letter beam-search decoder (beam size 50) as well as an external 6-gram
LM to produce phoneme sequences in the output. Depending on the data and source
language, standardised IPA transcriptions for the additional fine-tuning were generated
using the grapheme-to-phoneme (G2P) conversion tools Espeak and Phonetisaurus to
enable comparability with Gao et al. (2021). To predict phonemes, Wav2vec2Phoneme
is equipped with a classifier across the union of training language vocabulary items and
trained with CTC loss. In the transfer setting, a lexicon was used to establish many-to-
one mappings from the training vocabulary to the target vocabulary via the Hamming
Edit Distance between articulatory feature vector representations of candidate phonemes
– here, too, the prior definition of a target phone inventory is assumed. Subsequent
experiments of fine-tuning on 5 languages with one held out for testing, showed that using
a multilingually pre-trained model as the encoder instead of only the feature extractor
or only a monolingually pre-trained base (Gao et al., 2021) is preferable for both model
performance (PTER) and learning efficiency. Performance in PTER was also described
as being on par with individual, monolingually fine-tuned Wav2vec-U (Baevski et al.,
2021) models on Multilingual LibriSpeech. Moreover, the need for additional fine-tuning
data (317 hours) was reduced by nearly 80% compared to the c.a. 1.5k hours in Gao
et al. (2021). Including data from CV and re-balancing the dataset further reduced this
requirement to less than 300 hours of supervised data, and enhanced performance in the
zero-shot setting.

2.3.3 STIPA – SOTA

MultIPA12 (Taguchi et al., 2023) is the most recent and performant attempt at E2E
STIPA and another variant of Wav2vec2-large-xlsr-53 fine-tuned for STIPA using CTC
and seven languages (Finnish, Hungarian, Japanese, Maltese, Modern Greek, Polish,
and Tamil) from CommonVoice 11.0. This subset was chosen for the supposedly consis-
tent grapheme-to-phoneme mapping to minimise noise in the IPA transcriptions which
were created with G2P tools, too. Taguchi et al. (2023) distance their work from
Wav2Vec2Phoneme (Xu, Baevski, and Auli, 2021) by emphasising that their G2P con-
version employs only G2P tools whose quality was manually verifiable, though the paper
does not clarify what criteria this verification entailed. Polish and Tamil transcriptions
(63% of the training data) were converted using Epitran, while the remaining languages
were converted with manually defined rules. The fine-tuning for MultIPA used the

12https://github.com/ctaguchi/multipa
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IPA vocabulary of 6 487 phones from PanPhon (Mortensen et al., 2016), encompassing
single- and multi-character phones. Three models were fine-tuned with different amounts
of samples per fine-tuning language: 1k, 2k, and all available samples per language.

MultIPA’s performance was compared to Allosaurus and Wav2vec2Phoneme in a
zero-shot cross-lingual transfer setting on a test set of 100 manually transcribed samples
spread across four typologically diverse languages (Luganda, Upper Sorbian, Hakha
Chin, Tatar). Performance was assessed using PER and a Phonetic Feature Error Rate
(PFER) (↓), described as an error rate based on the Hamming Edit Distance between
articulatory feature vectors of the reference and hypothesis phones. PFER was posited
to be more indicative of the transcriptions’ phonetic soundness than PER. Although
Wav2vec2Phoneme performed best in PER,13 the MultIPA models performed better in
PFER and encroached on human Inter Annotator Agreement (n=2) baselines, with the
exception of Wav2vec2Phoneme excelling in Hakha Chin.

The results indicated that, on average, increasing the number of available training
samples mildly strengthens in-domain performance, but MultIPA-1k performed best in
the zero-shot setting and at a larger distance from Allosaurus (+13.0% PFER)14 than to
Wav2vec2Phoneme (+1.2%). This suggests that smaller training data may be beneficial
within the context of STIPA transfer learning. Furthermore, it reduces the fine-tuning
data requirement while improving cross-lingual performance, since Wav2vec2Phoneme
had been trained on 100+ hours spanning 26 languages while MultIPA-1k saw only
about 9.7 hours from seven languages total. As both approaches build on essentially
the same model architecture, Taguchi et al. (2023) posit that the quality of the fine-
tuning data’s gold transcriptions may have a larger effect on STIPA performance than
previously anticipated.

Despite promising PFER results in the zero-shot setting, there are a few limitations
to point out which open up opportunities for further research: First, training and
evaluation, in- and out-domain, is performed only on data from CV which is
characterised by read speech and also contained in the pre-training data of MultIPA’s
backbone, XLSR-53 (Conneau et al., 2021). This gives the model an in-domain advan-
tage and leaves its performance on spontaneous speech and non-CV domains unexplored.
A similar concern was also raised by Xu, Baevski, and Auli (2021) who state that models
trained on data exclusively from CV generalised worse than those trained on both CV
and BABEL. In this regard, the ablation study in Taguchi et al. (2023) noted that CV
samples with poor audio quality did not affect performance consistently, however, the
exploration thus far has been limited to a small scale and the CV domain.

The relevance of multilingual pre-training and fine-tuning has been well established,

13The average PER of the MultIPA-all model is reported as being lower than Wav2vec2Phoneme’s
but this score does not match the scores per language and appears to be an erroneous duplicate of the
adjacent Tatar PER score (63.2%); numerically the average would be 68.2% which does not improve on
Wav2vec2Phoneme (avg. 65.8%).

14Allosaurus’ reported average PFER (34.2%) also does not emerge from the reported per-language
scores, but there may have been a duplication of either the Upper Sorbian or Hakha Chin score (each
36.3%) that is the cause for this apparent discrepancy.
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especially for cross-lingual zero-shot performance but the minimal amount, quality, and
kind of data needed to improve cross-lingual performance has not yet been researched
in detail. In an ablation study regarding this performance, Taguchi et al. (2023), too,
suggested that increasing linguistic diversity in the training data improves performance.
Still, ”linguistic diversity” here is used interchangeably with ”number of languages”
and does not take into account phonological or topological (dis-)similarities. Similarly,
Dalmia et al. (2018, p.4911) claimed that STIPA performance is not aided by increasing
the number of languages itself, but that it was ”generally beneficial to train (sequence-
based) multi-lingual systems on closely related languages, and/or on large amounts of
well-prepared but unrelated mono-lingual data”. Nevertheless, for the cross-lingual set-
ting, leveraging related languages and as many languages as possible was still preferential
to purely upscaling the amount of training data for an invariant number of languages.
Taguchi et al. (2023) also reported no strong links to performance for increasing
the number of languages when only insufficiently small data are available, re-
ferring to 353 samples across six languages retrieved from the pronunciation dictionary
Forvo15. Moreover, cross-lingual performance quickly reached a plateau with respect
to the number of training samples. Given the role of multilingual and diverse data in
pre-training and fine-tuning, the model would likely also benefit from such expansion,
given that only 7 languages were included in the STIPA fine-tuning.

Taguchi et al. (2023) themselves also point out that G2P tools are a subopti-
mal method of creating gold IPA transcriptions, as their output is necessarily
a standardised phonetic transcription and does not quite constitute a narrow phonetic
transcription. As such, variation stemming from individuals’ idiolects, coarticulatory ef-
fects, and disfluencies would not be reflected in the transcriptions, which could, at worst,
push models to learn standardised phonetic transcriptions, straying from the intended
goal of narrow phonetic transcription. Labelled STIPA corpora are far and few be-
tween, so that falling back on G2P tools appears to be a necessity to obtain the required
amounts of training data, but their quality and evaluation are underspecified.

The evaluation of MultIPA in comparison with other STIPA models is
based exclusively on the performance in the limited zero-shot setting. The
transfer test’s IPA transcriptions were a novel creation for the study and immense manual
efforts are necessary to produce such a test set. At the same time, the size limit of 100
samples with ground truths based on just two annotators could make the evaluation
especially susceptible to outliers, given that the test language comprised only about 25
samples each.

Lastly, so far none of the E2E STIPA models have included predictions of supraseg-
mentals aside from the [±long] duration markers, and lexical tones have also not yet
been explored.

During the course of this thesis, we noticed some issues with the evaluation metrics
and reproducibility associated with the MultIPA study, which we discuss in Section 4.3.1
and Section 6.3.3, respectively.

15https://forvo.com

21

https://forvo.com


3 Resources

This chapter provides details about the various tools and frameworks (3.1), data for
fine-tuning and testing (3.2), and Whisper model variants (3.3) used in the experiments.

3.1 Tools

Variety among the styles of speech inputs (e.g. spontaneous speech, read speech, child-
directed speech), and to some extent audio quality, aids in improving the robustness
of ASR systems (Radford et al., 2023). However, robustness through variety does not
extend to the accompanying transcriptions. On the contrary, as seen in Taguchi et al.
(2023), high-quality transcriptions appear to be crucial for robust STT and STIPA per-
formance. An ideal transcription for STIPA would be phonetic, as opposed to phonemic,
and uniquely tailored to each specific utterance produced by a speaker. However, as it
stands, for the same reasons that automatic STIPA is desirable, such data are sparse
and difficult to come by, since they would, without doubt, need to be created (or at least
curated) manually.

In the absence of large-scale, freely available STIPA training data, we may take rule-
based transliterations as an approximation, so long as they are sufficiently phonetic,
i.e. go beyond the simplified abstraction of a phonemic transcription by using the spe-
cific phones that are expected in a standard pronunciation. This transliteration can
be completed with language-specific Grapheme-to-Phoneme (G2P) conversion
rules that take into account allophones and other regular pronunciation clusters to map
orthographic text to a phonetic representation.

A few limitations apply to G2P-based IPA transcriptions: First, by virtue of being
rule-based, the transcriptions will inevitably be standardised to an extent. Some dis-
crepancies between a language’s standard pronunciation, and thus the generated IPA
transcription, and the actual utterance of a speaker are to be expected. While such vari-
ance is suboptimal, G2P tools are still necessary to obtain quantities of STIPA training
data suitable for machine learning. Furthermore, the previous work on E2E STIPA
(Section 2.3.2) has shown that these means suffice to enable the development of STIPA
models. In this work, Epitran (Mortensen, Dalmia, and Littell, 2018) and manual rules
defined by Taguchi et al. (2023), including MeCab1 and Romkan2 in the backends for

1https://pypi.org/project/mecab-python3/
2https://pypi.org/project/romkan/
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Japanese, are used in accordance with Taguchi et al. (2023) (see Section 3.2.5 for a list
of G2P sources per language).

For this thesis, we devised a Buckwalter-to-IPA transliteration module (Ap-
pendix A) to create IPA-based phonetic transcriptions from the Buckwalter translitera-
tions (Buckwalter, 2002) that accompany the Arabic Speech Corpus (Halabi, 2016). If
diacritised, Arabic is described as having a highly consistent G2P correspondence and
Halabi (2016) resolved the few opaque exceptions caused by the implicit (unwritten)
Alif vowel with a lookup table. To build the conversion module for IPA, we used the ta-
bles provided in Halabi (2016, pp.46f., Tables 4-7) and supplementary information from
the Wikipedia entries pertaining to the Buckwalter transliteration3 and Arabic roman-
isation4 to resolve missing segments and inconsistencies. The quality of the resulting
transcriptions was assessed internally by a linguist specialising in Arabic, and we take
the strong STIPA performance demonstrated for this corpus as an external validation
of the conversion.

For further processing and fine-tuning, we relied on the many resources provided
by Pytorch (Paszke et al., 2019) and the Huggingface transformers (Wolf et al., 2020),
datasets, and PEFT (Mangrulkar et al., 2022) libraries, including their internal de-
pendencies. During evaluation, PanPhon (Mortensen et al., 2016) was used to retrieve
information about the articulatory features of phones and to calculate minimum edit dis-
tances between tokenised phone strings and phonetic feature vector matrices. Phoible
(Moran and McCloy, 2019) was a secondary reference when base phones were missing
from PanPhon. Any assumptions about typological and phylogenetic similarity between
languages are based on Glottolog (Hammarström et al., 2024).

3.2 Data

Diversity and quality are the main criteria for multi- and cross-lingual systems (see Sec-
tion 2.2.3), but STIPA resources are exceptionally limited. We are further restricted by
not having access to resources whose licences are subject to payment, such as Global-
Phone (Schultz and Schlippe, 2014) or IARPA Babel5 that were used by e.g. Gao et al.
(2021) and Xu, Baevski, and Auli (2021), or TIMIT (Garofolo et al., 1992). A promising
resource that was ultimately not included due to time constraints is the DoReCo6 collec-
tion comprising corpora of small and endangered languages with phonetic transcriptions
in various formats. We also note that IPA-PACK++, the data collection recently pre-
sented in Zhu et al. (2025), appears to be an ideal training resource for STIPA and
includes DoReCo data, too, but had not been available yet during the data collection
phase for this thesis.

3https://en.wikipedia.org/wiki/Buckwalter_transliteration
4https://en.wikipedia.org/wiki/Romanization_of_Arabic
5https://www.iarpa.gov/research-programs/babel
6https://doreco.huma-num.fr/
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Below, we describe the corpora utilised for this thesis with regard to their creation,
characteristics, and the provided/created IPA transcriptions (complete metadata sum-
mary in Section 3.2.5).

3.2.1 Baseline data: CommonVoice

CommonVoice fine-tuning data To establish a performance baseline and comparabil-
ity, our initial fine-tuning experiments use the same data and preprocessing procedure
as MultIPA (Taguchi et al., 2023), simply adapted for Whisper’s feature extractor and
tokeniser.7 Therein, data was extracted from CommonVoice (CV) 11.0 (Ardila et al.,
2020) – a multilingual, crowd-sourced corpus consisting of read speech and orthographic
transcriptions – for Japanese (ja), Finnish (fi), Greek (el), Hungarian (hu), Maltese (mt),
Polish (pl), and Tamil (ta). The orthographic transcriptions were transliterated into IPA
with Epitran for Polish and Tamil (62.78% of training data), and custom manual rules
were created by Taguchi et al. (2023) for the other five languages. Training, validation,
and test samples were taken from the pre-defined data splits in CV 11.0. Our validation
(n=350, 50 samples/language) and test (n=700, 100 samples/language) sets draw sam-
ples from the data splits in their default order, provided that they are eligible according
to the data filters used in Taguchi et al. (2023) (details follow in Section 4.1).

CommonVoice transfer test set The cross-lingual zero-shot test data from Taguchi et
al. (2023) consist of 100 samples spanning Hakha Chin <Sino-Tibetan (cnh, 25 samples),
Upper Sorbian <Indo-European (hsb, 24 samples), Luganda <Bantu (lg, 22 samples),
and Tatar <Turkic (tt, 29 samples) from various CV 11.0 data splits. The IPA tran-
scriptions had been created for the study by Taguchi et al. (2023) who hired two human
annotators, native Japanese speakers. The annotators had phonetic training but no prior
knowledge about the total number, identity, or phonology of any of the test languages.
These transcriptions and information on how to identify the corresponding audio files in
CV were kindly shared with us by Taguchi et al. (2023). All samples are used exclusively
for testing.

Since we have two datasets extracted from CV but only one of them is used for fine-
tuning, we occasionally refer to the former as an ”in-domain” dataset, though it may
not have necessarily been seen by each model, in contrast to the zero-shot cross-lingual
transfer set which is never used for fine-tuning.

3.2.2 Expanded data: THCHS-30 and VoxAngeles

THCHS-30 The Tsinghua Chinese 30 hour database (THCHS-30) was recorded be-
tween 2000 and 2001 (originally: ”Tsinghua Continuous Mandarin Speech Database”,

7Our code attempts to replicate this preprocessing as best possible from the description in the publi-
cation and the accompanying GitHub repository (https://github.com/ctaguchi/multipa). The pub-
lished repository was non-functional at the beginning of this thesis (accessed Jan 30th, 2025), and did
not receive updates (last verified May 14, 2025).
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TCMSD). The same authors later released it with additional resources at Beijing Na-
tional Research Center for Information Science and Technology at Tsinghua Universtiy
(CSLT) as the THCHS-30 to ”advocate a ’free data’ movement in the speech community”
(Wang and Zhang, 2015, p.2) and to aid accessible development of ASR technologies for
Chinese. The database is accessible from the Open Speech and Language Resources
(OpenSLR) site8 and its speech data span 35 hours of spoken Mandarin Chinese <Sino-
Tibetan across 40 native speakers, described as young college students who were recorded
in a quiet environment. Speakers read aloud one of four 500 sentence subsets taken from
1k sentences that were themselves collected from a news source to expand the phone cov-
erage of the RASC863 database (Li et al., 2004). In the cited distribution, THCHS-30’s
training set consists of 10k utterances (subsets A-C, 30 speakers, 25.5 h), the develop-
ment set spans 893 utterances of these same speakers and sets (2.3 h), and the test set
comprises 2 495 utterances of the remaining 10 speakers and subset D (6.3 h) so that
there is no speaker or sample text overlap between the training and testing data. The
average audio file duration amounts to c.a. 10 s. The release also includes both an
orthographic and a Pinyin transcription, a phone-based LM trained on 2M characters,
and a corresponding lexicon.

Recently, Taubert (2023) published more detailed and IPA-based transcriptions for
this corpus by first creating a Pinyin transcription, mapping it to IPA, and finally align-
ing the audio and IPA transcriptions on the phone level. Barring silence markers and
punctuation, this IPA transcription is taken as the ground truth for THCHS-30 in our
experiments. The corpus has pre-defined training, development, and test data splits.
From the latter two we only use the first 500 samples.

VoxAngeles (Chodroff et al., 2024) is the latest iteration of releases based on the
UCLA Phonetics Lab Archive (Ladefoged et al., 2009) and the work of Li et al. (2021).
The original archive is a collection of long single-file recordings from more than 200
languages – 314 total languages across 51 language families according to Chodroff et al.
(2024, p.12725) – with phonetic transcriptions, and occasionally other supplementary
materials created during the field work between the 1960s and late 1990s by Ladefoged
and Maddieson (1996), referred to in Chodroff et al. (2024). A subset of the UCLA
Archive, had been extracted and published as the CMU UCLA release by (Li et al.,
2021, Carnegie Mellon University (CMU)), who set their goal to creating an aligned,
multilingual, labelled speech dataset for the commonly low-resourced and low-speaker
(here: <1M speakers) languages within the archive. To this end, the large audio files
were segmented into single-word utterances, transcribed into IPA using Allosaurus (Li
et al., 2020), and transcriptions were automatically aligned with the audio on a word
level, followed by a manual validation thereof. The subsequently published CMU UCLA
dataset spans 95 languages from 21 language families and about 5.5k files in total, most
of which are single-word utterances.

Recently, Chodroff et al. (2024) have refined and expanded this CMU UCLA release:
Phone-level alignments were added, transcriptions audited, and additional data were ex-

8https://openslr.org/index.html
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tracted. We reviewed both the UCLA CMU release and this second release, VoxAngeles,
for this thesis and decided that the transcription edits performed by Chodroff et al. (2024)
warranted switching to the VoxAngeles release. The deciding changes included: normal-
isation of suprasegmental features by removing inconsistent tone and stress markings
along with syllable boundaries; replacement of obsolete and non-standard IPA symbols;
and mediation of typographical issues and missing symbols. VoxAngeles also expanded
on the CMU UCLA release by adding 1 669 recordings from 11 languages but since the
data have not yet been manually validated, they are not considered here. The CMU
UCLA release, and by extension VoxAngeles, has been speculated to be ”useful as a test
set for phone recognition as well as other low-resource ASR tasks” due to its linguistic
variety and was said to contain an ”unrealistically large number of uncommon phones
since it was created from recordings meant to demonstrate the widest possible range of
phonetic phenomena” (Mortensen et al., 2021, p.3661). We consider the evaluation in
maximally diverse lingual settings to be crucial for models striving to be considered uni-
versal or language-agnostic. The entire dataset is used exclusively for testing purposes.

3.2.3 Novel data: Arabic Speech Corpus with IPA transcriptions

Arabic Speech Corpus (ASC) This corpus was created by Halabi (2016) within the
scope of a doctoral thesis aimed at creating a speech synthesiser. It comprises about 4
hours of labelled speech data across 1 813 audio files, classified by the author as South
Levantine Arabic <Afro-Asiatic (Damascian accent). In all further mentions of the
ASC, we refer to the spoken language therein as simply (South) ”Levantine” to set it
apart from other Arabic variants. Speech for the ASC was recorded from a single native
speaker using a professional studio and a sound engineer to ensure quality, consistency,
and accuracy in recordings and pronunciation. The speaker read aloud a transcript
that was one part collected from the Arabic language learning website Aljazeera Learn
(Al Jazeera Media Network, n.d.) and had been optimised with a greedy algorithm for
phonetic coverage (Halabi and Wald, 2016), and another part was ”nonsense” transcripts
(896 of 1780 utterances) that had been automatically generated using custom templates
to enhance the phonetic coverage. The recordings were edited afterwards to normalise
speaking tempo, intensity, and pauses, as well as to add initial and final silences (100
ms). The average utterance duration is given as 7.5 s (range 1–36 s). The corpus has
predefined training and test splits. The final 10% of the ASC training data are held out
as our development set (182 samples). The full test set (100 samples) is used for testing.

The distribution of the ASC includes an orthographic transcription of each audio
sample, as well as a phonetic transcription in a (modified) Buckwalter format (cited as
Buckwalter, 2002). The phonetic Buckwalter transliteration had been created from the
fully diacritised orthographic transcriptions automatically via a custom pronunciation
dictionary. This dictionary was designed using orthographic rules and modified to fit the
two transcript sources and to incorporate information about the voice talent’s idiolect.
Transliterations were corrected manually after forced alignment. We created a novel
Buckwalter-to-IPA conversion table (Section 3.1) to obtain IPA transcriptions suited
for our purposes which can be utilised for further STIPA experiments, expanding the
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limited pool of labelled STIPA data.

3.2.4 Use case: Sanna

Sanna The original inspiration for this thesis stems from the efforts to document and
revitalise the severely endangered language Sanna (endonym of Cypriot Maronite Ara-
bic). The language is an oral vernacular, although earlier accounts of writings exist
(El-Shazli, 2024a), and it is spoken mainly in the Christian Maronite minority commu-
nity located in the village of Kormakiti, north-western Cyprus. The number of speakers
is estimated to be below 2000, and Sanna was classified as endangered in 2006. The
language can be considered a variety of Arabic, but has been in extensive contact with
Cypriot Greek, and partially Cypriot Turkish (El-Shazli, 2024b).

For the exploration of computer-assisted IPA transcription in a zero-shot cross-lingual
transfer setting, we were provided with recordings of three speakers together with pho-
netic IPA transcriptions. The recordings of speaker 1 and speaker 2 were taken as part
of field work in Kormakiti (2022–2024) and transcribed by a linguist who specialises in
phonetic transcription and Sanna (El-Shazli, 2024b; El-Shazli, 2024a). Speaker 3 was in-
terviewed as part of the work by Roth (1979) in the 1970s and the tapes were shared with
the same Sanna specialist in 2023. The experiments for Sanna we conduct here would
not have been possible without the prior work of both linguists and the collaboration
with the Sanna specialist for this thesis.

All speakers were native speakers of both Sanna and Cypriot Greek, and residents of
Kormakiti. Speaker 1 (S1, female, 52 samples, 2024) was 76 years of age and lived most
of her life in Kormakiti, but also spent time in Lebanon, was married to a Lebanese man,
and acquired Northern-Lebanese Arabic. To our knowledge, this is the only speaker who
received a formal education (ages 6–12). S1 was recorded in a quiet environment, but
ambient sounds of insects are audible throughout the recording. S2 (male, 446 samples,
2022) was 97 and recorded in conversation with his wife and the interviewer in a quiet
environment. There are few instances of mainly punctual background noise and at times
multiple speakers’ utterances overlap. The third speaker (S3, female, 82 samples) was
recorded in the 1970s; her age at the time of the recordings is estimated to be between
70 and 90 years. The recording was taken in a quiet environment and exhibits reduced
audio quality due to the older technology (cassette tape). These data are an invaluable
asset to evaluate the performance of our STIPA models in a setting as close to the
real-world use case as possible.

The segmentation of the data into utterance samples for testing is oriented to the
provided transcriptions of the Sanna specialist, which were roughly time-aligned and
spanned single words to inter-pause utterances. We edited spans to ensure proper align-
ment and to reduce long pauses. Provided spans that contained only pause fillers, laugh-
ter, or other non-speech elements were excluded to create the final test set. Additionally,
some adjacent spans were combined when the bordering coda/onset sounds were subject
to assimilation and could not be split without compromising either segment’s intelligi-
bility.
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3.2.5 Data overview

Table 3.1 summarises the data resources with samples and durations per data split and
informs on the source of the IPA transcriptions therein. For CV we also add the fraction
(frac.) of samples ultimately retained after filtering the original data.

Language ID Training split Dev. split Test split Total Filter IPA/G2P
samples time samples time samples time samples time frac.

MultIPA CV baseline (Ardila et al., 2020)
Greek (el) 1 832 1.92h 1 567 1.73h 1 539 1.73h 4 938 5.34h 93% >6s rules*
Finnish (fi) 1 739 1.95h 1 408 1.53h 1 284 1.47h 4 431 4.95h 80% >6s rules*
Hungarian (hu) 5 659 6.75h 3 634 4.0h 3 554 1.33h 12 847 12.04h 78% >6s rules*
Japanese (ja) 5 245 6.4h 3 521 4.0h 3 218 3.83h 11 984 14.19h 77% >6s rules*
Maltest (mt) 1 743 2.04h 1 375 1.62h 1 229 1.55h 4 347 5.23h 84% >6s rules*
Polish (pl) 11 046 13.04h 6 176 7.23h 6 197 7.37h 23 419 27.6h 71% >6s Epitran
Tamil (ta) 10 046 12.49h 3 692 4.42h 4 301 5.14h 18 039 22.05h 28% >6s, Ca Epitran

MultIPA CV transfer test set (Ardila et al., 2020)
Hakha Chin (cnh) 25 1m 30s - - human
Upper Sorbian (hsb) 24 2m 40s - - human
Luganda (lg) 22 1m 57s - - human
Tatar (tt) 29 1m 45s - - human

Arabic Speech Corpus (Halabi, 2016)
South Levantine - 1 631 3.45h 182 0.37h 100 0.29h 1913 4.10h - - Buckw.2IPA

THCHS-30 (Wang and Zhang, 2015)
Mandarin - 10 000 25.55h 893 2.3h 2 495 6.31h 13 388 34.16h - - Taubert (2023)

VoxAngeles (Chodroff et al., 2024; Ladefoged et al., 2009; Li et al., 2021)
(95 languages) - 5355 92m 3s - - human

Sanna (Roth, 1979; El-Shazli, 2024b; El-Shazli, 2024a)
Speaker 01 52 1m 43s - - human
Speaker 02 446 11m 15s - - human
Speaker 03 82 2m 46s - - human

Table 3.1: Metadata on fine-tuning and testing corpora. *Custom G2P rules by Taguchi et al.
(2023).

3.3 Model

Whisper (Radford et al., 2023) is the SOTA ASR model that lays the foundation for
the models in this thesis. It builds on a shared byte-pair encoding (BPE) tokeniser
and an encoder-decoder Transformer (Vaswani et al., 2017) structure (Figure 3.1). It
was pre-trained in a web-scale weakly supervised fashion to maximise data availabil-
ity and achieved near human-like performance on common benchmarks of both STT
and ST with remarkable robustness. The original pre-training data for Whisper en-
compasses 680k hours across 99 languages and was used to train the model’s encoder
and decoder conjointly in a multitask setting. The tasks include voice activity detection
(VAD), language identification (LID), x-to-English speech translation (ST), and (option-
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ally time-aligned) STT transcription. Whisper’s pre-training data are not distributed
equally across languages and tasks: about 83% (563k hrs) still pertain to English. Due
to this asymmetry and Whisper’s language ID conditioned decoders, the model has been
shown to perform inconsistently across its training languages in such a way that the du-
ration of pre-training hours in a language is predictive of the downstream performance in
both zero-shot and fine-tuned settings (Radford et al., 2023; Rouditchenko et al., 2023).

Figure 3.1: Whisper model architecture and multitask pre-training paradigm (graphic from
Radford et al. (2023, p.4, Figure 1)).

The pre-trained model is available in multiple sizes which lead to increasing perfor-
mance, but also latency: tiny (39M parameters), base (74M), small (244M), medium
(769M), and large (1550M). All variants but Whisper-large also have English-only ver-
sions in addition to the multilingual ones. Further modifications to the pre-training data,
training regime, and model architecture have lead to a number of Whisper variants and
research on Whisper is still ongoing.

The choice of Whisper was motivated by its pre-training on massive amounts of
multilingual data under inclusion of the decoder, the resulting SOTA STT performance,
and its domain and noise robustness (Section 2.3.1). We expect that due to these aspects
and the model’s receptiveness to fine-tuning (e.g. Qian et al., 2024), it will be particularly
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suited for the STIPA task and deployment on LRLs. Taguchi et al. (2023) had explicitly
abstained from using Whisper and justified this choice by referring to the model’s usage
of a language ID to condition its output. The conclusion was drawn that this model could
not be considered language-agnostic, however, in Whisper’s encoder-decoder framework,
only the decoder is fed information about the predicted target language, meaning that the
feature extractor remains universal. As for the decoder, we propose that by introducing
a new IPA language ID and fine-tuning on a variety of languages jointly, we can achieve
language-agnostic transcription behaviour while still leveraging the low-level knowledge
obtained during the decoder pre-training.

Variant choice The choice of a Whisper variant can be based on the target language(s),
model size, latency, and, naturally, performance of the benchmarked models. Notably, al-
though it is typically the Whisper-large models which set the performance records in the
Whisper family, they are not the only ones that display strong ASR performance. The
tiny–medium variants also feature prominently in the literature, allowing deployment
and research with limited hardware, too (Liu et al., 2023; Pillai et al., 2024; Yang et al.,
2024). Considering that our STIPA approach would also ideally be catered toward lin-
guists and smaller research parties, we take the comparatively compact Whisper-
base model (74M parameters) as our first backbone and complement it with
Whisper-large-v2 to explore the peaks and distances in STIPA performance between
the two.

Aside from large-v2, two other versions of the same size are currently available: large
and large-v3. The original large release is considered inferior among the three, but the
choice between large-v2 and large-v3 is not as uncontroversial. In terms of training,
large-v2 was trained for 2.5 epochs longer than large and included regularisation. On
the other hand, large-v3 saw an increase of pre-training data to 1M hours of weakly
labelled audio, plus an additional 4M hours of pseudo-labelled audio that was created
using large-v2. Other differences include large-v3 employing 128 Mel frequency bins
over 80 Mel and reserving a unique Cantonese language token to distinguish it from
Mandarin.

In preparation for this thesis, most of the recent prior research found on fine-tuning
Whisper for less familiar or unseen languages built on large-v2 over large-v3 (Timmel et
al., 2024; Hillah, Dubiel, and Leiva, 2024; Hsu, Huang, and Lee, 2024; Zusag, Wagner,
and Thallinger, 2024). There was not a clear argument of one model over the other,
but, tentatively, the trend appears to be that large-v3 is superior in settings where the
objective language is reliably known. However, users have claimed that large-v3 is more
susceptible to hallucinate,9 and may have an intensified bias toward English since the
additional training data was created using large-v210. Whisper-large-v2 also performed
slightly better than large-v3 in Timmel et al. (2024) after fine-tuning on Swiss German,
hence we chose large-v2 as the second backbone.

9https://github.com/openai/whisper/discussions?discussions_q=large-v2+large-v3&page=2
10https://www.linkedin.com/pulse/what-went-wrong-whisper-openai-jean-louis-quguiner-qsumc/
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There are numerous other modified Whisper models with faster inference, less pa-
rameters, or partially better performance, that did not qualify for our experiments:
The distilled Whisper versions distil-large-v2 and distil-large-v3 help reduce Whisper’s
latency while improving performance but only support English ASR at this time.

The recent CrisperWhisper (Zusag, Wagner, and Thallinger, 2024) variant is an
extension of large-v2, capable of producing verbatim transcriptions with accurate times-
tamps, and ranks 5th on the Open ASR (English) Leaderboard (Srivastav et al., 2023,
version of April 8th), thus improving on all other Whisper iterations to date. Arguably, a
pre-training focus on verbatim transcriptions would be preferable to normalised ones for
STIPA and could help to reduce hallucinations. However, CrisperWhisper, too, is cur-
rently strongly tailored to English (and possibly German) and has not yet been explored
in multilingual settings so that possible STIPA findings would risk being conflated with
factors inherent to CrisperWhisper. Other non-English (but still primarily monolingual)
distillations can also be found, e.g. Kotoba-Whisper for Japanese.
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4 Methods

This chapter describes the data preprocessing (Section 4.1) first, followed by the fine-
tuning and experimental setups (Section 4.2). The third Section (4.3) discusses the
evaluation process and the development of custom decoding heuristics that suppress the
generation of repetition loops in our predictions.

4.1 Preprocessing

The data preprocessing protocol for the Whisper fine-tuning generally follows the tutorial
by Gandhi (2022) with additions that are either specific to the STIPA task or that
were added to ensure comparability with the MultIPA (Taguchi et al., 2023) model.
Preliminary experiments were run to ensure that the pre-trained WhisperTokenizer is
able to account for all IPA symbols in the data and would not require additional tokens.
As no assumptions or embeddings regarding a target language’s phone inventory are
incorporated, we use the model’s entire prediction space and leave the question of phone
inventory discovery untouched (see Żelasko et al., 2022).

For comparability with MultIPA, our pre-processing of the CV data also excludes
all samples whose duration exceeds 6 s, as well as those with the Tamil character Ca
(U+0B9A) in their orthographic transcription, since its pronunciation was deemed too
inconsistent for G2P by Taguchi et al. (2023). In most experiments, limiting the number
of training samples is an experiment variable. If such a limit is to be applied, we clip
the data as the last step after all other filters.1 All speech data are resampled to 16 khz,
acoustic features are extracted with the WhisperProcessor, and IPA transcriptions are
encoded with the WhisperTokenizer. The data are shuffled (seeded) last, and padding of
the input features and token ID arrays is added during fine-tuning with a custom data
collator (Gandhi, 2022). The CV and VoxAngeles data are streamed via HuggingFace
to save disk space, the remaining data were stored locally.

1According to the published code, the data used for MultIPA would have been clipped before applying
filters (Taguchi et al., 2023). This may have led to the actual number of samples used for fine-tuning and
testing being lower than implied by the parameters. To ensure future reproducibility and accuracy, we
rank adherence to the parameters of the experiment design higher than correspondence to the MultIPA
preprocessing.
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4.2 Fine-tuning Whisper for STIPA

In all experiments, only Whisper’s decoder is fine-tuned while the encoder
layers remain frozen. For one, this setup mimics that by Taguchi et al. (2023) who
also froze the pre-trained feature extractor, thus allowing for a closer comparison between
the underlying architectures. Secondly, the intuition is that through its multilingual pre-
training, the Whisper encoder is presupposed to have already learnt to extract sufficiently
universal phonetic features, as we argued in Section 2.2.3. Ensuing is the assumption
that continuously fine-tuning the encoder would be a redundant increase of computing
cost at best, and at worst, prolonged fine-tuning on a comparatively small number of
languages could risk overfitting the encoder on this particular language subset, harming
the cross-lingual performance. Freezing a multilingual acoustic encoder (Pratap et al.,
2020a; Żelasko et al., 2020), or at the very least parts thereof (Liu and Qu, 2024), has
been explored in ASR and found to only reduce the number of parameters and thus
computational cost and time without drawbacks to performance. In Liu and Qu (2024),
it also resulted in comparable or even improved performance on Whisper in particular.

To prepare the Whisper model for STIPA fine-tuning, we add a new IPA
language token to the tokeniser and to the language-to-ID mapping in the
model’s generation configuration, after which we resize the model’s embed-
dings layer accordingly. This is done because Whisper’s decoder is conditioned on
a mandatory language ID token and by avoiding the re-use of an existing language ID,
we eliminate interference from the pre-training of any specific language.2 We elect to
fine-tune the decoder, as opposed to training it from scratch, due to the scarcity of
STIPA data and in hopes of leveraging any generalised pre-training knowledge that may
be present. For fine-tuning and inference, models are consistently prompted with the
novel IPA language token and the transcribe task.

All fine-tuning setups use the transformers Seq2SeqTrainer and we employ gradi-
ent checkpointing, fp16 mixed precision, warm-up steps corresponding to 10% of the
total fine-tuning steps, the AdamW optimiser with default linear decay, and set a maxi-
mum generation length of 225. Model checkpoints are saved every 20% training interval
(whole epoch intervals). Note that a hyperparameter search was not carried out. Hy-
perparameters were set in reference to the previous research by Gandhi (2022), Liu et al.
(2023), Hillah, Dubiel, and Leiva (2024), Liu and Qu (2024), Qian et al. (2024), Timmel
et al. (2024), and Mangrulkar et al. (2022). Whisper-base models are fine-tuned using
1xGTX1080Ti and for Whisper-large-v2 a single A40 is used. We fine-tune baselines on
the 7 languages from the CV baseline data in analogy to Taguchi et al. (2023) (Section
4.2.2), monolingual models on the ASC and THCHS-30, as well as models combining
select data across these corpora (Section 4.2.3). The models are evaluated using the
previously specified validation sets of each respective training language and we test all
models equally across the datasets outlined in Section 3.2.

2While it is possible to fine-tune a new language over an existing language ID token with fairly
consistent results that are seemingly independent of the previous language (Qian et al., 2024), we strive
to reduce the chance of such hidden factors as far as possible.
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4.2.1 Parameter efficient fine-tuning with LoRA

The large Whisper models hold potential for SOTA performance but also place consid-
erable demands on hardware capacities for fine-tuning (and deployment). One method
that allows the fine-tuning of these bulky pre-trained models within limited hardware re-
sources is Parameter Efficient Fine-Tuning (PEFT). PEFT serves to reduce the number
of model parameters that need to be updated during fine-tuning and thus diminishes the
computational cost. At the same time, it allows the fine-tuned model to still perform
in a competitive range to the fully fine-tuned model. Much research in recent years has
gone into developing new methods for PEFT so that veritable branches have emerged,
such as Additive, Unified, Reparameterisation, Hybrid, or Partial fine-tuning (see Xu
et al. (2023b) for a comprehensive overview for Transformers-based models, or Zhang
et al. (2025) for foundational models).

In this work, we focus on employing a reparameterisation method using Low-Rank
Adapters (LoRA) (Hu et al., 2022). This method consists of freezing all original model
weights and then injecting low-rank decomposition matrices between the original model
layers which are subsequently optimised during fine-tuning. The injected matrices are
considerably smaller than the original layers and, thus, they are less demanding to up-
date and, moreover, do not introduce any noticeable additional latency on inference.
LoRA has the added advantage of mitigating catastrophic forgetting and retaining flexi-
bility after fine-tuning: Sets of optimised LoRA weights can be switched out for various
downstream tasks and domains (Hu et al., 2022).

The compatibility of Whisper and LoRA to achieve comparable and even superior
performance to full-parameter fine-tuning has been demonstrated by multiple recent
works: Liu et al. (2023) compared the ability of Whisper-tiny, -base, -small, and -medium
to adapt to child speech recognition in Mandarin with various PEFT methods. LoRA
was found to be one of the valid fine-tuning strategies and it yielded better results than
full fine-tuning, which degraded performance for Whisper-small and medium. However,
it fell behind some of the more advanced LoRA variants (GLoRA, AdaLoRA, and the
proposed S2-LoRA). Qian et al. (2024) applied LoRA to Whisper-large-v3 for ASR of
a novel language: Full fine-tuning reached the best CER and WER here, but with
LoRA the model still profited greatly from fine-tuning and was superior to the two
other explored PEFT methods, Soft Prompt Tuning and Soft Language Code Tuning.
Finally, Song et al. (2024) showed that LoRA fine-tuning with Whisper-small achieves
superior ASR performance on new languages, compared to mono- and multilingual full
fine-tuning using topologically related language IDs.

Following these indications, we additionally fine-tune Whisper using LoRA
with r=32, alpha=64, and dropout=0.05 (Song et al., 2024; Liu and Qu,
2024) to explore the capabilities of Whisper for STIPA in a limited hardware
setting and with more efficiency. A hyperparameter search for LoRA was not
conducted, but an experimental run with a Whisper-large-v2 backbone which compared
the above settings to using r=8 and alpha=16 indicated that the former setting was
favourable, hence a slightly larger matrix size appears to be beneficial to an extent.
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To mirror the full fine-tuning setup, LoRA matrices are injected exclusively
into the decoder modules. The non-PEFT hyperparameters match the corresponding
full fine-tuning setups, except for the adjusted learning rate (full fine-tuning: 1e-5, LoRA:
1e-3). Applying LoRA to Whisper reduced the number of trainable parameters to 10.5M
(0.67% of original parameter size) for Whisper-large-v2 and 786k (1.07%) for Whisper-
base. The training time compared to the full fine-tuning setup can also be reduced when
utilising the memory capacity recovered by the reduced parameter number to increase the
batch size; possibly by a factor of around 5x (Liu and Qu, 2024). However, we refrained
from varying the batch size in otherwise identical fine-tuning settings to minimise the
hyperparameter differences between full and LoRA fine-tuning setups.

4.2.2 WhIPA baseline experiments

The baseline performance of Whisper-for-IPA (WhIPA) is assessed by fine-tuning and
testing on the CV baseline data. We primarily compare the performance of different com-
binations of the backbones (base, large(-v2)) and fine-tuning strategies (full: WhIPA,
LoRA: LoWhIPA), together with a variation of the amount of fine-tuning data (1k sam-
ples/language, all samples/language) so that we obtain 5 CV (Lo)WhIPA baseline
models: WhIPA-base-1k, WhIPA-large-1k, LoWhIPA-base-1k, LoWhIPA-large-1k, and
LoWhIPA-large-all. Furthermore, two non-WhIPA baselines are considered: First,
we also score the orthography-IPA overlap of transcriptions made by the vanilla Whis-
per models to establish näıve zero-shot baselines for the CV in- and out-domain
test data. Such an overlap can only be found when the default script learnt by Whis-
per consists mainly of Latin characters. We prompted Whisper-base and -large-v2 with
the transcribe task and the individual target language IDs when the target language
is known to Whisper, otherwise a topologically similar language with a Latin script is
used as a stand-in ID. Predictions for the näıve zero-shot baselines are generated with
greedy search. Second, we compare our results to MultIPA-1k as an external STIPA
benchmark for which we deployed and scored the model ourselves. We encountered
technical issues with the published Wav2vec2Phoneme (Xu, Baevski, and Auli, 2021)
assets and were unfortunately unable to deploy the model ourselves.

MultIPA was originally compared across three fine-tuning sample size conditions from
the CV data pool: The first used 1k samples per fine-tuning language, another took 2k,
and the third had access to the entire fine-tuning data, although the aggregated dataset
is skewed heavily towards Polish and Tamil. MultIPA-1k performed best in the cross-
lingual zero-shot test condition while MultIPA-all achieved the best in-domain error
rates. Furthermore, we consider that 1k samples per language simulate a limited data
resource setting better than supplying the entire dataset so that we focus on the 1k
setting, add the ”all” training data setting as a secondary condition, and forego the
2k-data setting.

Regarding the further hyperparameters in the 1k-data setting, MultIPA-1k was fine-
tuned for 30 epochs (8 750 updates with batch size 4 and gradient accumulation 2) but
given the number of languages in the fine-tuning data and typical batch sizes of other
Whisper fine-tuning research, our baseline setup uses batch size 64. Moreover, initial
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Figure 4.1: Degradation of both CV WhIPA-1k models over 10 epochs of fine-tuning at 20%
step intervals.

experiments revealed not only that both Whisper variants adapt to the STIPA task
well within 10 epochs (<1 100 updates) but also begin showing signs of overfitting as
validation loss and performance stagnated or degraded (Figure 4.1). Consequently, we
limit the maximum number of epochs for the (Lo)WhIPA-1k baselines to 10 and save
checkpoints every 2 epochs.

In the all-data setting, MultIPA-all model was fine-tuned on the combined training
samples of all 7 CV languages (31 310 samples total) for 5 epochs (23 320 updates). An
explicit motivation for the vastly reduced number of epochs was not given in Taguchi
et al. (2023), so we simply mirror it for a maximum of 2 915 updates in our case. To
reduce the experiment design, only one all-data model is trained, LoWhIPA-large-all.
The combination of Whisper-large-v2 and LoRA was chosen after it emerged as the best
backbone and fine-tuning combination from the (Lo)WhIPA-1k baseline evaluation.

The 5 CV (Lo)WhIPa baselines and their additional hyperparameters are
summarised in Table 4.1. The 1k-data and large(-v2) specifications are explicit in
this table but are considered default values and will be implicit throughout the thesis.
The all-data condition is always explicitly stated. For reference, the best checkpoints
(ckpt) that are ultimately selected following the evaluation on the development set are
noted as well; a more thorough discussion of the process is presented in Section 4.3.2.

4.2.3 Advanced fine-tuning experiments

In addition to the CV baselines, we fine-tune additional mono- and multilingual STIPA
models (Table 4.2) using the expanded fine-tuning data. Monolingual models are
fine-tuned on the novel IPA-transliterated ASC and on THCHS-30 anno-
tated with the IPA transcriptions from Taubert (2023). Similarly to the CV
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Model Variant PEFT Learn. rate Batch size Epochs Data/lg Ckpt

WhIPA base-1k base - 1e-5 64 10 1k 4
WhIPA large-1k large-v2 - 1e-5 64 10 1k 6

LoWhIPA base-1k base LoRA 1e-3 64 10 1k 4
LoWhIPA large-1k large-v2 LoRA 1e-3 64 10 1k 8
LoWhIPA large-all large-v2 LoRA 1e-3 64 5 all 3

Table 4.1: Fine-tuning hyperparameters for CV (Lo)WhIPA baselines and their chosen check-

points.

baselines, we also vary the backbone sizes (base vs. large) and fine-tuning data of the
monolingual models from as little as 1k samples to the full 1.6k (ASC) and 10k (THCHS-
30) samples. All fine-tuning makes use of LoRA PEFT so that 8 monolingual models
are added: 4 (South) Levantine models trained on the ASC and 4 Mandarin models
trained on THCHS-30. By subsequently evaluating the models on their respective in-
domain data and on out-domain datasets, we aim to in- and externally verify the quality
and learnability of the respective IPA transcriptions to determine whether they can be
combined with the CV STIPA data pool.

Thereafter, the monolingual corpora and the CV data pool are combined to build
an expanded STIPA fine-tuning corpus. The expanded corpus is used to fine-tune
2 maximally multilingual models with LoRA: LoWhIPA-base-COMB and
LoWhIPA-large-COMB, which combine 1k samples from each of the 9 total train-
ing languages (CV, ASC South Levantine Arabic, THCHS-30 Mandarin). The final
model, LoWhIPA-large-SE, is designed to be a Sanna topology Emulation
and combines 1k samples from three languages: ASC Levantine Arabic, CV Greek, and
CV Maltese. The purpose of this model is to try maximising the performance on Sanna
by fine-tuning on languages related to Sanna within our best fine-tuning setup.

The addition of the models in this section allows for mono-, vs. multi-, vs. cross-
lingual comparison with the CV baselines. Thereby, we take a closer look at the effects
of linguistic diversity, plurality, and topological similarity for cross-lingual transfer and
explore the possibility of fine-tuning monolingual STIPA models. Taguchi et al. (2023)
established that a total of 7k samples of fine-tuning data across the 7 CV languages
are sufficient for competitive STIPA performance. In contrast, the sample size and
language factors are reduced down to a total of 1k samples from a single language in our
monolingual models, and LoWhIPA-large-SE constitutes a middle ground with 3k total
samples from 3 languages.

The fine-tuning hyperparameters largely match those from the CV baselines, but the
batch size is reduced to 16 for the monolingual-1k models that have a total of only 1k
training samples available, and 32 for LoWhIPA-large-SE. The specific models and
their hyperparameters are summarised in Table 4.2. The validation set for the
COMB models uses the CV validation set (50 samples/language) and adds 50 validation
samples for Levantine and Mandarin, each. To validate the SE model, we take 100
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validation samples from each of its fine-tuning languages (Levantine, Greek, Maltese).

Model Variant PEFT Learn. rate Batch size Epochs Data/lg Ckpt

Levantine

LoWhIPA base-1k base LoRA 1e-3 16 10 1k 6
LoWhIPA base-all base LoRA 1e-3 16 10 1.6k 10
LoWhIPA large-1k large-v2 LoRA 1e-3 16 10 1k 6
LoWhIPA large-all large-v2 LoRA 1e-3 16 10 1.6k 10
Mandarin

LoWhIPA base-1k base LoRA 1e-3 16 10 1k 4
LoWhIPA base-all base LoRA 1e-3 64 10 10k 10
LoWhIPA large-1k large-v2 LoRA 1e-3 16 10 1k 10
LoWhIPA large-all large-v2 LoRA 1e-3 64 10 10k 10
Combined

LoWhIPA base-COMB base LoRA 1e-3 64 10 1k 4
LoWhIPA large-COMB large-v2 LoRA 1e-3 64 10 1k 6
LoWhIPA large-SE large-v2 LoRA 1e-3 32 10 1k 10

Table 4.2: Fine-tuning hyperparameters and checkpoint choices of the monolingual models, the

models combining all three available training corpora (COMB), and the model combining ASC,

CV Greek, and CV Maltese to emulate Sanna’s typology (SE).

4.3 Evaluation

This section introduces the evaluation metrics and elaborates on the details of our specific
implementation (Section 4.3.1). Then, we illustrate the process of model checkpoint
selection on the example of the CV baselines, which also showcases particular challenges
of the evaluation (Section 4.3.2). Section 4.3.3 presents our heuristic to detect and
address the most prominent of these challenges as part of our decoding strategy.

4.3.1 Metrics

The research phase for this thesis revealed that there is little consensus and no wide-
spread standard for the evaluation of IPA-based STT models. We find PER (Li et al.,
2020; Xu, Baevski, and Auli, 2021; Taguchi et al., 2023), PTER (Gao et al., 2021;
Xu, Baevski, and Auli, 2021), and PFER (Taguchi et al., 2023), but also edit distances
(Pucher et al., 2007; Marjou, 2020), accuracy or a Substitution Error Rate (SER), and
Articulatory Feature Distance (AFD) (Yan et al., 2021). Confusion matrices based on
phoneme error pairings (Marjou, 2020, monolingual French setting) and Broad Phonetic
Classes (BPC) (Loweimi et al., 2023) have also been employed. The metrics can be
roughly separated into two groups: Superficial metrics operating on the string level
(PER, PTER, SER, string edit distances) and phonologically informed metrics (PFER,
AFD).

For our experiments, we use PER, which appears to be the closest to a
canonical metric for IPA-based string comparison, as our superficial metric,

38



and expand the PFER implementation of Taguchi et al. (2023) to asses the
generated transcriptions phonologically. PER is a stricter and more näıve metric
but low PERs are strong indicators for very accurate transcriptions. PFER on the
other hand attends to the encoded phonetic information, which makes it more robust
for the assessment of cross-lingual transfer since it is not dependent on overlapping
phone inventories. Furthermore, we conduct an error analysis based on Loweimi et al.
(2023) and Hall (2000) via a confusion matrix of the BPCs between pairs of correct and
erroneous phones for LoWhIPA-large-COMB in Section 6.2. Thus, we search for insights
into which phonetic classes are prone to being mistranscribed, and the wrongly predicted
phones’ classes let us infer how errors impact the usability of the predictions. Frequent
error categories indicate which distinctions may be particularly challenging and can be
compared to the findings by Loweimi et al. (2023).

The standard ASR metric Word Error Rate (WER) is not applicable here since
phonetic transcriptions are written continuously. Defining word boundaries would not
only be a separate task but also relies on the preconceived notion of established discrete
words (Aı̆khenvald and Dixon, 2002), which may conflict with oral languages.

Formal introduction

The ”näıve” Phone Error Rate (PER) (↓) is calculated as the Phone Edit Distance
(PED) between a hypothesis and a reference string, normalised by the reference string’s
length (measured in number of phones). PED is essentially a Levenshtein distance,
but instead of Unicode characters its atomic units are phones, which may consist of a
combination of multiple Unicode characters (Taguchi et al., 2023), e.g. a base character
with a modifying diacritic [kh] or two phones connected with a tie flag [

>
ts]. The minimum

edit distance underlying PED measures the distance between the two strings based on the
minimum number (and cost) of deletion, insertion, or substitution operations required
to change one string into the other. Thus, PER is to phonetic transcriptions as the
Character Error Rate (CER) is to orthographic transcriptions. PER values range from
0 to 100%, going beyond 100 when the hypothesis string’s errors overshoot the reference
string’s length. Since PER is an error rate, lower values are better.

As an example of the key difference between a character-based edit distance (CED)
and a phone-based one (PED), take the reference string dOg and the hypothesis dOkh

in Example 4.1. In a CED, the characters <k> and <h> are counted as one erroneous
unit each, but a PED, in contrast, considers the phone [kh] as a single erroneous unit.
As a result, it is mainly the effect of diacritics and other multi-character phones on the
error rate which is reduced in PER over CER.

CED(hyp="d O k h", ref="d O g") = 3

PED(hyp="d O kh", ref="d O g") = 2
(4.1)

Although PER is the conventional metric for evaluating phone recognition systems
(Loweimi et al., 2023), it is still likely to underestimate the performance of phonetic
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models because it ignores the phonetic similarity between candidate phones and has no
nuances in error gravity. For example, [k] being transcribed as [g], two phones which only
differ in the [±voice] feature, is evaluated the same as [k] described as [i], which share
neither place nor manner of articulation. It is desirable to include a metric which takes
such phonetic similarity into account, rather than classifying errors in a binary fashion.
This is also relevant since two candidate transcriptions may have the same amount of
erroneous phones, but can still represent vastly different phonetic surface forms. Fur-
thermore, a given utterance can often be represented with more than one ”correct”
transcription (Pitt et al., 2005). This factor also comes into play for transcriptions of
languages without established phone inventories and transcriptional conventions: As seen
in the IAA score in Taguchi et al. (2023), utterance and phonetic transcriptions are not
linked by a strict one-to-one mapping, since annotators frequently disagree (PER>50%).
Mortensen, Dalmia, and Littell (2018) concur that low IAA on phonetic tokens is to be
expected because phonetic differences can be nuanced.

A Phonetic Feature Error Rate (PFER) (↓) poses a solution to move past the
superficial phone string level. PFER encodes linguistic information by transforming each
phone into a vector that represents its articulatory features. Then, the distance between
the hypothesis and reference is assessed based on the pair-wise distance between their
feature vectors (Phonetic Feature Edit Distance (PFED)), normalised by the reference
string’s length to obtain the PFER. The theoretical value range is the same as for PER
(0–100+%) but since any two given feature vectors typically overlap at least partially,
the values tend to be lower than PER if the two strings are not mismatched in length.

Conceptually, this is the same PFER implementation as seen in Taguchi et al. (2023)
and our work initially built on their implementation with the goal of comparability in
mind. However, a number of discrepancies arose along the way, which ultimately cast
too much doubt on whether the reimplementation would be comparable (Appendix B.1)
and thus warranted a new implementation of PFER.3

Implementational details

We strive to increase the transparency and reproducibility of the metrics by drawing on
the PanPhon (Mortensen et al., 2016) resource, and expand on their quality by adding
heuristics to account for more phonetic details.

First and foremost, punctuation and white spaces are removed and NFD normalisa-
tion is applied to decompose base phones and diacritics. We further replace a number
of characters with their Unicode-compliant equivalents and modern IPA counterparts,
together with a normalisation of tone indicators to be represented by Chao tone letters.
This normalisation is applied to hypothesis and reference transcriptions alike.

To compute PER, strings are first tokenised into phone segments using the to-
kenisation function by Taguchi et al. (2023), which we expanded to account for a few

3After deploying the published MultIPA-1k, we also could not replicate the reported results exactly
(deviations of >±2% PFER and >±3% PFER), despite experimenting with string normalisation, vector
normalisation, tokenisation, and different PanPhon distance metrics.
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previously missing diacritics and the Chao tone letters. Tokenisation is performed man-
ually, as opposed to using PanPhon’s PER directly, to account for composite phones
missing from PanPhon, and those which are technically not part of the IPA but can
still be predicted by WhIPA due to its unrestricted BPE tokeniser. The PED between
the tokenised hypothesis and reference strings is then calculated using the minimum
edit distance given in PanPhon’s PER implementation, and normalised by the reference
string’s phone length to yield the PER.

As for PFER, the vectorisation of phone strings into collections of phonetic feature
vectors is performed manually and follows the PanPhon resource: Each phone can be
represented by a vector of 24 articulatory features with the values {-1, 0, +1} which
encode absence, non-applicability, and presence of a feature (for a full list with definitions
see Appendix B.2). In most cases, the candidate phone is recorded in the PanPhon
feature table and simply retrieved. Otherwise, we attempt to compose a feature vector
via the individual components, as was previously done by Taguchi et al. (2023). However,
our implementation includes the full 24 features and refits the resulting feature vector
to the intended [-1, 1] range. Additionally, we add the vectors for the base phones [Ë, Ü]
(Moran and McCloy, 2019), separately reference the diacritics rulebook from PanPhon,
and add some previously missing diacritics (voiceless, dental, and half-long modifiers)
to increase the phonetic coverage. As a last option, if no phonetic information can be
found, e.g. for non-IPA characters, the zero-vector fallback option proposed by Taguchi
et al. (2023) is used. The PFED is computed using PanPhon’s partial Hamming edit
distance and normalised by the reference string’s phone length to yield the PFER. A
specified feature mismatch (-1/+1) is penalised as 1/V = 1/24, while an unspecified
mismatch (0/-1, or 0/+1) is attributed 1/48. String phone length mismatches retain the
given default insertion/deletion costs of 1.

We are now able to account for more phonetic detail and address nearly all
possible IPA inputs and combinations thereof. The improvement is illustrated in
Example 4.2 on the PFER score for the hypothesis-reference pair [ä:]/[a] which frequently
occurs throughout the CV Japanese data: The combining diaeresis indicates a centralised
vowel but has no effect on the PanPhon feature vector. Hence, the two phones differ
only in the [±long] feature and we expect a PFER of 1/24 = 4.17%.

PanPhon-PFER(hyp="ä:", ref="a") = 0.0%

MultIPA-PFER(hyp="ä:", ref="a") = 200%

Our-PFER(hyp="ä:", ref="a") = 4.17%

(4.2)

The PanPhon implementation fails to detect any discrepancy between the two phones
because this particular combination of [ä] and [:] happens to be missing from the ref-
erence table. The MultIPA implementation, on the other hand, does not normalise the
character, thus cannot retrieve any composite phone features, and assigns zero vectors
to [ä] and [:] which results in a vast overestimation of the distance (200%). In contrast,
our implementation first normalises the phone, retrieves a feature vector of the maxi-
mum substring match with the PanPhon resource, [ä], and then incrementally adds the
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information for the lengthening diacritic [:] to set the [-long] feature to [+long], thus
returning the expected PFER of 4.17%.

4.3.2 Checkpoint selection

Model checkpoints were chosen primarily based on the PFER scores on the
respective validation sets. The CV 1k-data baselines served to refine the selection
and decoding processes: For the checkpoint evaluation of the CV 1k-data baselines,
predictions were initially generated using beam search with 5 beams. This is
included in Whisper’s ”canonical” decoding strategy, introduced in Radford et al. (2023)
and, as far as explicit mentions go, has also been applied by Timmel et al. (2024) and Li
et al. (2024). Radford et al. (2023) reported that beam search of size 5 generally reduced
the WER by up to about 2% compared to greedy decoding. Furthermore, Rouditchenko
et al. (2023) performed a side experiment comparing CER of fine-tuned Whisper-small,
and -medium on unseen LRLs with greedy decoding and beam search (n=5), which also
resulted in a minor advantage of beam search (avg. -0.42%).

After calculating a first set of results on the out-domain test set and manually in-
specting predictions, it became evident that WhIPA would occasionally get caught
in a repetition loop. The model would repeat a sequence of one to a few tokens until
reaching the maximum generation length. As a consequence it would vastly overshoot
the reference string’s length and yield extreme PER/PFER values, as shown in Example
4.3 generated by CV WhIPA-base-1k (white spaces inserted for readability, hypothesis
string repeats until max. generation length of 225).

Orthography :夏は暑いので、スーツを着たくないです。

(Translation : Summer is hot, so I don’t want to wear a suit.)

Reference : nä >tsWwä ä >tsWinofldefl sW: >tsWofl kitäkWnäi deflsW

Hypothesis : bWbWbWbWbWbWbWbWbWbWbWbWbWbWbWbWbWbWbWbWbWbW...

PER = 909.38%

PFER = 837.70%

(4.3)

Such scores had disproportionate effects on any averages, especially on the smaller
datasets. Repetition loops did not appear to be triggered by specific audio files, models,
checkpoints, or beam sizes (n ∈ {1, 3, 5, 7}). The nature of these instances also varied:
Some initially seemed to be plausible transcriptions before becoming repetitive, others
bore no resemblance to a sensible transcription at all, and others still were more evocative
of a hallucination without apparent connection to the expected transcription. Modifying
the metric formula to be normalised by whichever is the longer string between the refer-
ence and hypothesis, or excluding affected samples from the reported scores altogether,
would be possible approaches to handle the outliers. However, failures to generate an
acceptable prediction are an indisputable drawback of the model and should be included
in the evaluation as such. At the same time, the presence of outliers limits not only
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the downstream evaluation but also complicates the checkpoint selection, since average
scores may be clouded.

To paint a comprehensive picture of the frequency and effect of such occurrences, a
visualisation of the results on the validation set is given in Figure 4.2 for all checkpoints
of the four CV 1k-data baselines. Each checkpoint has two sets of scores on which the
average is calculated: One consists of all scores (”all”, continuous line), and the other
excludes outliers caused by repetition loops with a PER of >400% or PFER >200%
(”core”, dashed line).

Figure 4.2: Development of CV baselines’ checkpoints average PER and PFER on the validation
set (n=350), in- and excluding outlier samples with PER >400% or PFER >200%.

The distances between the continuous and dashed lines illustrate the con-
siderable gravity of the repetition loop outliers. The figure also gives an im-
pression of the common value ranges per metric, their correlation, and the progress of
learning throughout continued fine-tuning. Though all models produce little to no out-
liers early on in epoch 2, the base models’ tendency, in particular WhIPA-base (red), to
get caught in repetition loops grows as the training continues, likely due to our small
training data pool.

In the most extreme case, a checkpoint choice based on averages would
be entirely dependent on the in/-exclusion of outliers. Not only do they skew
the values far above the core-values range but they go as far as to invert curve trends:
Performance of WhIPA-base appears to degrade from checkpoint 2 to 4 and onwards,
but once the extreme scores are excluded, the opposite trend is revealed. To reiterate,
the frequent generation of such predictions would constrain the utility of the model
and mean that checkpoints cannot be chosen based on their ”core” scores, either. The
associated frequencies are shown in Table 4.3 along with the best-performing checkpoints
per metric and depending on the all/core condition.

Preliminary checkpoints are chosen for further development primarily
based on their PFER in the ”all” scores condition, but choices are fairly unan-
imous: WhIPA-base-1k: 2, LoWhIPA-base-1k: 4, WhIPA-large-1k: 6, LoWhIPA-large-
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% outliers/epoch Best PER Best PFER
Model 2 4 6 8 10 all core all core Choice

WhIPA-base 0.6 4.3 3.1 6.0 6.6 2 8 2 8 (2)
LoWhIPA-base - 0.3 3.1 2.9 2.6 4 4 2 4 4
WhIPA-large - 0.6 - 0.6 0.6 6 6 6 4 6
LoWhIPA-large 0.6 0.3 0.9 - - 8 6 8 6 8

Table 4.3: Relative frequency of outliers per model checkpoint, best-performing checkpoints per
metric/condition, and choice of checkpoints for further development.

1k: 8. Checkpoint 4 is chosen over checkpoint 2 for LoWhIPA-base due to the difference
in all-PFER being minimal while the other distances are more strongly in favour of
checkpoint 4. The next Section addresses the generation of these outliers and returns to
these choices at the end.

4.3.3 Decoding strategy

Even after fine-tuning, the manner in which the chain of predicted tokens is created, i.e.
the decoding strategy, may still exert a major influence on the final output transcription.
Although we previously argued for a 5-beam search, the referenced findings had been
created in the context of orthographic STT. Other alternatives, such as greedy decod-
ing, have also been combined with Whisper in, e.g. Yang et al. (2024) who fine-tuned
Whisper-small for Mandarin-English code-switching. STIPA, on the other hand, can at
least be considered a variant of STT, if not a new task entirely, and relies on a rather spe-
cific subset of the model’s vocabulary. Thus, it stands to question whether the reported
superior performance with beam search and this particular beam size would transfer to
the STIPA task. Therefore, this section explores the effect of the different beam
sizes (n ∈ {1, 3, 5, 7}) on the validation set using the previously selected checkpoints.
Concurrently, we devise a heuristic to detect predictions which were likely
caused by repetition loops, and a decoding fallback strategy to mitigate their
frequency and extent.

To detect repetition loop outliers, we developed an internal monitoring mech-
anism that estimates the maximum number of phones which a speaker could
have intended to articulate and verifies whether the number of phones pre-
dicted by the model complies with this limit. Based on human physiology, there is
an upper limit on the number of phones that can be articulated within a given amount of
time, meaning that transcriptions overshooting this limit (in the single speaker setting)
cannot be accurate representations of the speech signal.

Trouvain et al. (2001) reported speech rates as the rate of measured, articulated
phones per second (as opposed to perceived and intended phones) for the manually
annotated German KielCorpus for Read and Spontaneous Speech (Kohler, 1996). The
mean rates for both speech types and the two measurement domains (intonation phrases
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and inter-pause stretches) displayed ”basically no difference in articulation rate”, with
an overall mean of 13.12 phones/second (ph/s) (mean standard deviation: 2.83), though
read speech rates displayed less deviation overall. The maximum articulated ph/s rate
tapers off around 21 ph/s for read, and 25 ph/s for spontaneous speech (barring one
outlier at 30 ph/s), but read speech rates above 19 ph/s were exceedingly rare. Al-
though this provides a good estimate of the maximum number of phonetic segments to
expect per second, rates may vary depending on the object language. Furthermore, by
virtue of being G2P-generated, our baseline training data represents the intended phone
sequences, which tend to be slightly longer than the corresponding articulated phone
sequences.

To validate whether the rates reported in Trouvain et al. (2001) align with the in-
tended phone sequences in our training data’s languages, we calculate the maximum
intended speech rate per sample as isrmax =

∑
phones
sec , with sec = len(audio array)

sampling rate . Figure
4.3 displays the individual samples’ isrmax per training language across the entirety of
the validation set (all samples that complied with the pre-processing filter).4

Figure 4.3: Maximum speech rates per sample as intended phones per second, differentiated by
language (validation set).

All languages display a slightly lower average isrmax (dashed line) than in Trouvain
et al. (2001). We attribute this to the fact that we do not take pause segments or

4The number of phones per sample and the number of BPE tokens actually required to represent
them with the WhisperTokenizer can deviate strongly in either direction, depending on the complexity
of phones and the size of (sub-)word tokens. For reference, the BPE tokenised maximum speech rates
are given in Appendix C.
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trailing silences into account and only refer to the IPA transcription and the recording’s
total duration. On the other hand, longer pauses are also not expected since samples
in the CV corpus consist of read speech and commonly single sentence transcriptions
which participants can read in advance. Speakers also start and stop the recordings
themselves, making trailing silences less likely. Short pauses could also be rebalanced by
the rule-based nature of our IPA transcriptions since intended speech rates are usually
slightly higher than the realised rates due to coarticulation and assimilation processes.
Overall, our results near alignment with Trouvain et al. (2001) and represent realistic
upper speech rate limits for recordings of read speech including pauses.

For the training languages, we now take the highest isrmax reported per language,
rounded to the next higher integer for a tolerance margin, as the language’s overall
isrmaxL : Greek: 13, Finnish: 17, Hungarian: 15, Japanese: 16, Maltese: 14, Polish:
16, Tamil: 17 (Levantine: 12, Mandarin: 16). For unseen languages, a lax rate limit of
20 ph/s is applied. For future work, adjusting this limit based on the data at hand is
recommended. The isrmaxL is now used to estimate the maximum number of intended
phones iphmaxL that are expected for a sample’s transcription based on its total duration
as iphmaxL = sec × isrmaxL . Predictions that conflict with the lenient iphmaxL

are flagged, and fallback heuristics to obtain an alternative prediction come
into play.

If a sample exceeding the iphmaxL is detected, we let the model re-attempt to
generate a transcription with 1) different beam sizes, 2) an added repeti-
tion penalty (Keskar et al., 2019) of 1.15, 3) an added exponential decay length
penalty on tokens past a positional threshold d = iphmaxL × 0.8, or as option 4)
we forcibly truncate the transcription at iphmaxL . A repetition penalty reduces the
probability of tokens which have been generated previously so that predictions with few-
character repetition loops will accumulate this penalty. We note that this penalty is
typically applied to generation tasks with larger (sub-)word tokens and that penalising
phonetic units may be disadvantageous for long-form transcriptions or audio signals with
repetitive speech. However, the maximum length of the audio signal is known in the
MultIPA comparison setting (6 s, as limited by Taguchi et al. (2023)) and other data
samples are less than 15 s long. Since the penalty is only applied to likely nonsensical
predictions in the first place, it is unlikely to negatively affect the results. The second
penalty (exponential decay length penalty) is applied with increasing strength to each
token predicted past the set length threshold d to encourage the generation of a stop to-
ken before the model’s maximum generation sequence length is reached. This penalty is
initially set to 2.0 and, if an appropriate prediction could not be generated, is increased
by +1.5 up to an upper limit of 5.0 after which fallback (4) is used and the transcription
is simply truncated.

Fallback option (1) constitutes the second major component in our decoding
strategy – the choice of the primary beam sizes and the sequence of the
fallback beam sizes. We pre-emptively ruled out sampling strategies, since they would
lead to non-deterministic outputs and a degree of ”creativity” that is undesirable for a
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Figure 4.4: Beam-size dependent performance of model checkpoints on the validation subset
and efficacy of speech rate monitoring and fallback heuristics to detect and mitigate repetition
loops.

task such as STIPA. Predictions for the validation subset were generated once again
with the four previously chosen CV baseline checkpoints to make an informed decision.
Each checkpoint is tested with each beam size (n ∈ {1, 3, 5, 7}), once with the unaltered
”vanilla” decoding strategy, and a second time with the introduced iphmaxL monitoring
mechanism and the fallback heuristics. For the backoff beam sizes in (1), we begin by
increasing the beam size and then move on to the members in {1, 3, 5, 7} smaller than
the original beam size. For the sake of simplicity, we assume that (dis-)advantages for
a given model and beam size combination would be consistent regardless of the specific
checkpoint chosen, i.e. none of the models’ discarded checkpoints would surpass the
chosen one purely due to the beam size.

Figure 4.4 presents the PFER per checkpoint in all eight beam size/heuristics con-
ditions. For visualisation purposes, the scores have been averaged per language (macro
average: dashed line, medians: coloured line) which already reduces the spread of values
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from outliers considerably.5 While the beam sizes lead to only minor variations
in PFER, the monitoring and fallback heuristics are highly successful in pre-
venting and reducing outliers. WhIPA-base seems to be the most inconsistent and
the large models exhibit overall lower error rates, but all models appear to struggle with
one of the languages in particular across all conditions. The efficacy of the heuristics is
most visible in the example of the WhIPA-base and LoWhIPA-large checkpoints where
outliers, upper quantiles, and mean scores oscillate around similar values for all beam
sizes once the heuristics are deployed.

This experiment is also the basis for choosing the primary beam sizes and fallback
order for each model setup, i.e. the best combination for CV LoWhIPA-base will be
applied to all further experiments with a LoWhIPA-base variant.6 Table 4.4 displays
the primary beam sizes and order of fallback beam sizes used per configura-
tion in all following experiments. It also includes the numerical values underlying
the averages in Figure 4.4 for reference.

avg. PFER%/beam size Chosen beam sizes
Model 1 3 5 7 Primary Fallback

WhIPA-base 20.27 20.27 20.59 20.38 5 (7, 3, 1)
LoWhIPA-base 13.85 13.68 13.43 13.49 3 (1, 7, 5)
WhIPA-large 5.84 5.72 5.79 5.69 3 (7, 5, 1)
LoWhIPA-large 5.75 5.57 5.52 5.53 3 (7, 5, 1)

Table 4.4: Models’ average PFER% on the validation subset using outlier detection and fallback
heuristics under variation of beam sizes together with the selection of primary and secondary
decoding beam sizes.

To re-asses the choice of CV model checkpoints, the evaluation on the validation
subset was repeated for all checkpoints of each model using the chosen primary beam
sizes, internal monitoring, and fallback heuristics. The results are presented in Figure
4.5 with the same y-axis scale as Figure 4.2 for visual comparison and confirm the heuris-
tics’ validity for any checkpoint per model: There is essentially no difference between
the previous ”core” values and the unfiltered scores any more, allowing for the selec-
tion of checkpoints for all further experiments without intra-model contradictions. The
checkpoint choices remained stable for all models except WhIPA-base-1k, for
which checkpoint 4 was chosen due to its superior PFER over the competing check-
point 8. All subsequent checkpoint selection processes and experiments will immediately

5For a full visualisation in log scale, based on the PFER of each individual audio sample, refer to
Appendix D.

6In complete transparency, a first round of this experiments was carried out and choices for the
primary and secondary beam sizes were made before the extent of the complications regarding the
PFER implementation of Taguchi et al. (2023) became known and built on the old implementation. Due
to the amount of work already completed with this setup, and the minuscule differences brought on by
beam size variation, we chose not to alter the configurations again. Therefore, the best overall averages
and the respective choices may not be in perfect alignment.

48



Figure 4.5: Baseline checkpoint evaluation on the validation set including heuristics for decoding
and outliers.

include the heuristics introduced in this section.
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5 Results

This Chapter first summarises the fine-tuned (Lo)WhIPA models (Section 5.1) for ref-
erence, and then comprises three parts to report the results.

The first results part (5.2) focuses on the CV baseline data. Initially, the scores of
the two näıve zero-shot baselines with vanilla Whisper are reported for both CV test
sets (5.2.1). Then, we move on to evaluate the baseline performance of the five CV
(Lo)WhIPA models, first on the CV in-domain test set (5.2.2) and then the CV trans-
fer test set (Section 5.2.3). The analysis focusses on the comparison between different
(Lo)WhIPA models and MultIPA-1k as an external baseline. All MultIPA-1k scores are
based on our own experiments and metrics. To establish a controlled baseline perfor-
mance for the CV (Lo)WhIPA models, the Section does not include any of the expanded
datasets nor the advanced fine-tuning models.

The further models and datasets are included in the following part (Section 5.3).
Results of the additionally fine-tuned models are reported for the CV test sets (in-
domain: 5.3.1, transfer: 5.3.2). Since the previously discussed CV (Lo)WhIPA baselines
are vital to give context to the performance of the advanced models for these datasets,
we replicate their scores in the corresponding tables. Thereafter, all models’ results are
always novel and reported together in a single Section as we analyse performance on
the ASC (5.3.3), THCHS-30 (5.3.4), and VoxAngeles (languages related to fine-tuning
corpora: 5.3.5, novel languages: 5.3.6).

Lastly, in Section 5.4, we focus on the use case of computer-assisted IPA transcription
for the LRL Sanna.

5.1 Overview of fine-tuned (Lo)WhIPA models

To start off, Table 5.1 provides an overview over all fine-tuned (Lo)WhIPA models for
this thesis and lists the contributing languages via the number of samples used in the
fine-tuning data and the total sum of fine-tuning samples. The names and order of
appearance of the models therein are the template for the Sections to follow. All models
whose names do not end with the ”-all” suffix use 1k samples per language. The alternate
”-1k” ending is usually implied and sometimes made explicit for emphasis while the ”-all”
ending is always explicit.
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CommonVoice ASC THCHS-30 Total
Model el fi hu ja mt pl ta Levantine Mandarin Lgs. Samples

CV

WhIPA base 1k 1k 1k 1k 1k 1k 1k - - 7 7k
WhIPA large 1k 1k 1k 1k 1k 1k 1k - - 7 7k
LoWhIPA base 1k 1k 1k 1k 1k 1k 1k - - 7 7k
LoWhIPA large 1k 1k 1k 1k 1k 1k 1k - - 7 7k
LoWhIPA large-all 1.8k 1.7k 5.7k 5.2k 1.7k 11.0k 10.0k - - 7 37.3k

Levantine

LoWhIPA base - - - - - - - 1k - 1 1k
LoWhIPA base-all - - - - - - - 1.6k - 1 1.6k
LoWhIPA large - - - - - - - 1k - 1 1k
LoWhIPA large-all - - - - - - - 1.6k - 1 1.6k

Mandarin

LoWhIPA base - - - - - - - - 1k 1 1k
LoWhIPA base-all - - - - - - - - 10k 1 10k
LoWhIPA large - - - - - - - - 1k 1 1k
LoWhIPA large-all - - - - - - - - 10k 1 10k

Combined

LoWhIPA base-COMB 1k 1k 1k 1k 1k 1k 1k 1k 1k 9 9k
LoWhIPA large-COMB 1k 1k 1k 1k 1k 1k 1k 1k 1k 9 9k
LoWhIPA large-SE 1k - - - 1k - - 1k - 3 3k

Table 5.1: Overview of all fine-tuned (Lo)WhIPA models with the languages and number of

samples per language included in their fine-tuning data across CV: Greek (el), Finnish (fi),

Hungarian (hu), Japanese (ja), Maltese (mt), Polish (pl), and Tamil (ta), the ASC, and THCHS-

30.

5.2 CommonVoice baselines

5.2.1 Näıve zero-shot baselines

First, we establish a näıve baseline by scoring the overlap of vanilla Whisper transcrip-
tions with the target IPA transcriptions on the CV ”in-domain” (i.e. the test sets of
the 7 languages also used for fine-tuning, as opposed to the cross-lingual transfer test
set) data. We report the scores in Table 5.2 with two sets per model, since no decod-
ing heuristics were employed: The first row includes all scores (”all”), while the second
(”core”) excludes outliers of PER>400 % or PFER>200%. Scores of languages without
a majority Latin script (Greek, Japanese, Tamil) are surrounded by parentheses and
excluded from the mean score.

Generally speaking, the Whisper-large model performs marginally ”better” than the
base model, in the sense that its transcriptions have a greater IPA overlap, with the
exception of Whisper-base performing better for Maltese once outliers are discounted.
The most striking observation here is that Finnish orthography appears to coincide with
IPA quite frequently, indicated by low error rates in both metrics. The large model
in particular transcribes a correct phone for Finnish IPA about two thirds of the time
(32.74 PER%). For reference, the STT WER of Whisper-large-v2 on CV Finnish was
reported at 14.4% (Radford et al., 2023) so that the model likely did not make many
orthographic errors here either. Moreover, the mean scores demonstrate the immense
effect that repetition loops have on the evaluation. Whisper-large-v2 broke down on
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Metric Model Data el fi hu ja mt pl ta Mean

PER%

base
all (130.29) 40.74 74.99 (100.25) 81.39 93.32 (139.04) 72.61
core (107.58) - 62.13 - 49.19 67.51 (113.93) 54.89

large
all (108.25) 32.74 52.36 (100.00) 87.75 63.48 (121.88) 59.08
core - - - - 50.22 - (110.01) 49.70

PFER%

base
all (69.20) 12.26 37.71 (66.29) 46.56 46.50 (82.13) 35.76
core (46.69) - 24.98 - 15.01 21.00 (57.04) 18.31

large
all (47.05) 9.65 22.36 (67.02) 55.97 19.94 (65.00) 26.98
core - - - - 19.97 - (53.14) 17.98

n outliers
base 1 - 1 - 4 1 2 9/700
large - - - - 5 - 1 6/700

Table 5.2: Overlap of zero-shot vanilla Whisper output with target IPA transcriptions on the
CV fine-tuning data’s test set (n=100 samples/language). Scores without repetition loops are
reported in ”core” rows and those from languages with non-Latin native scripts are given in
parentheses and excluded from the overall mean.

only 0.9% of samples, yet these lead to a 50% relative increase in PFER.
When comparing these results to the STIPA models later, especially those for Finnish,

we must also take into account that the baselines have the advantage of measuring nor-
malised orthography against normalised IPA transcriptions. At the same time, should
fine-tuned models fall far behind these baselines, this may indicate issues with the train-
ing setup or the transliterated IPA transcriptions therein. The audio data being at
fault, or mismatches between recordings and orthography are unlikely since their correct
alignment would be a prerequisite for the zero-shot baselines, too.

Zero-shot baselines for the CV transfer test set are less straightforward to create
since the target languages are mostly unknown to Whisper. Although Tatar was present
in Whisper’s pre-training data and has been assigned a language ID, it was only seen for
14 hours and exclusively in the x-to-English translation task. To avoid inconsistent and
opaque results from automatic language identification, we chose topologically similar
languages based on the Glottolog taxonomy that had Latin majority scripts to serve as
stand-in IDs for the unseen languages instead. Tibetan (bo) is set for Hakha Chin (cnh,
both Sino-Tibetan), Polish (pl) for Upper Sorbian (hsb, Indo-European - West-Slavic),
Swahili (sw) for Luganda (lg, Atlantic-Congo - Bantoid - Northeast Savanna Bantu),
and Turkish (tr) for Tatar (tt, Turkic - Common Turkic ).1 Table 5.3 summarises the
zero-shot baseline results, again separated by in- and exclusion of outliers.

The above pattern in which Whisper-large-v2 generally outperforms Whisper-base,
both in the zero-shot setting and post fine-tuning, is broken up here: Transcriptions
generated with Whisper-base have a higher IPA overlap and thus a lower PER for Hakha
Chin (Tibetan), Upper Sorbian (Polish), and Tatar (Turkic), albeit sometimes only when

1Although Burmese (”Myanmar”) is closer to Hakha Chin, as are Turkmen, Bashkir, Kazakh, and
Uzbek to Tatar, these IDs tended to elicit mainly non-Latin transcripts from one or both models. The
current language codes are a compromise between a fair and still relatively näıve baseline.
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Metric Model Data cnh hsb lg tt Mean

PER%

base all 63.83 158.14 236.77 188.80 161.89
core - 70.16 64.79 63.84 65.66

large all 327.43 79.06 63.29 67.48 134.32
core 83.43 - - - 73.32

PFER%

base all 23.64 112.7 193.20 148.14 119.42
core - 25.7 24.12 23.90 24.34

large all 278.83 32.8 25.39 24.14 90.29
core 38.51 - - - 30.21

n outliers
base - 1 3 1 5/100
large 7 - - - 7/100

stand-in ID bo pl sw tr

Table 5.3: Overlap of zero-shot vanilla Whisper output with target IPA transcriptions on the
CV transfer test set (n=100) using stand-in language IDs to approximate the target languages.

excluding outliers. Whisper-base’s PFER is also lower than that of Whisper-large-v2 for
all unseen languages except Luganda. These PFERs are somewhat remarkable, since
the ”core” values of some languages come close to those seen on the in-domain CV
languages which were familiar to Whisper from the STT pre-training (Hungarian: avg.
23.7%, Polish: avg. 20.5%). Overall, both models yield higher PERs and PFERs than
on the CV in-domain languages though.

Compared to the zero-shot baselines on the CV in-domain data, models seem to break
down more frequently, as far as can be ascertained from the small sample sizes here. The
relative frequency of this event was about 1% on the familiar languages but increased to
6% here. Whisper-large-v2 appears to struggle with Hakha Chin in particular, yielding
transcriptions flagged as outliers for 28% of samples, but none for the other languages.

5.2.2 In-domain: Fine-tuned baselines

The CV (Lo)WhIPA baselines’ performances are first measured in the in-domain setting
using the test subsets (100 samples/language) of the languages seen during fine-tuning.
Table 5.4 shows the average PERs and PFERs per language and on the whole test set
for the CV (Lo)WhIPA baselines and MultIPA-1k.

Between the Whisper backbone sizes, both large-1k models outperform their
base counterparts by a considerable margin across all languages. These dif-
ferences are greater in the PER than in the PFER which is expected since essentially
any two feature vectors will overlap at least partially, lowering the general PFER range.
The largest observed ranges are 41–68% PER (Japanese–Polish) and 13–26% PFER
(Greek–Finnish), both arising from WhIPA-base. MultIPA also exhibits a fair amount
of variation in PER, ranging from 19% (Maltese) to 38% (Tamil). Between the two met-
rics, a tendency towards a positive correlation can be seen, but PER is not necessarily
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Metric Model el fi hu ja mt pl ta Mean

PER%

MultIPA 23.96 36.79 36.37 25.21 18.86 29.27 37.63 29.73
WhIPA base 50.36 49.90 42.18 40.87 57.38 68.34 61.62 52.95
WhIPA large 9.67 7.75 19.58 11.27 20.55 16.29 21.97 15.30
LoWhIPA base 29.81 46.64 34.84 37.07 45.19 55.48 47.52 42.36
LoWhIPA large 8.27 7.61 17.24 10.49 20.12 15.47 20.08 14.18
LoWhIPA large-all 50.89 42.35 47.30 65.50 47.80 27.18 66.53 49.65

PFER%

MultIPA 7.33 9.27 8.94 7.90 6.99 10.20 11.01 8.87
WhIPA base 12.74 12.81 13.26 21.90 17.94 26.18 19.12 17.71
WhIPA large 3.71 2.40 5.35 3.30 7.62 6.62 8.03 5.29
LoWhIPA base 7.83 11.20 11.37 19.46 11.80 17.84 14.29 13.40
LoWhIPA large 3.94 2.49 4.72 2.94 7.54 6.88 6.57 4.95
LoWhIPA large-all 8.23 8.43 9.41 11.49 12.02 9.02 13.88 10.35

Table 5.4: Performance of CV (Lo-)WhIPA baselines and MultIPA-1k on the CV in-domain
test set (n=100 samples/language).

a strong predictor of PFER. WhIPA-base, for instance, has a lower PER in Hungarian
(42.18%) than in Greek (50.36%) by about 8%, however, the corresponding PFER scores
are merely 0.52% apart and are also in favour of Greek instead. This would indicate
that when phone errors occur in Greek, they are phonetically closer to the intended
reference phone and, conversely, when errors occur in Hungarian they are more severe.
Alternatively, it might be a mathematical artefact if length mismatches are not scored
similarly between the metrics.

Within one model’s inter-language scores, large models and LoRA models tend to
show less variation, suggesting that these models are more stable. Our results also add
to the body of evidence that models fine-tuned with LoRA perform not only on
par with, but in fact better than their fully fine-tuned counterparts. For the
(Lo)WhIPA-base pair, this observation is consistent across all languages and both met-
rics, resulting in an average absolute performance improvement under LoRA of 10.59%
PER and 4.31% PFER. LoWhIPA-large also improves on its non-LoRA counterpart in
PER across all models. On average, LoRA improves the WhIPA-large scores by 1.12%
PER and 0.34% PFER. Moreover, LoWhIPA-large yielded the best overall in-domain
performance for either metric (14.18% PER, 4.95% PFER). In 3 of the 7 languages there
is also no noticeable improvement over full fine-tuning, instead the models score very
similarly (±0.3%).

Contrary to the results in Taguchi et al. (2023), our model trained on all
available data, LoWhIPA-large-all, deteriorates compared to its LoWhIPA-
large-1k counterpart: PER scores fall closer to the range of the base models, while
PFER lands in between the base and large model variants. In contrast to the base
models, LoWhIPA-large-all exhibits much more stable PFERs, however, with a span
of only 5.65%. The same cannot be said for its PER values which range from 27.18%
(Polish) to 66.53% (Tamil). The former value could be explained by the training dataset
imbalance, which favours Polish (29.6% of samples). However, Tamil is the second most
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frequent language, comprising 26.9% of the training samples, leaving this discrepancy
unexplained. Furthermore, the model does not appear to have overfitted on either of
these languages – PFERs of Polish are only slightly better than average, Tamil again
yields the highest error rate.

MultIPA performed with fairly consistent PFER, too, and transcribed Maltese not
only with the lowest PFER (and PER) compared to its other scores but also outper-
forms the CV (Lo)WhIPA models’ Maltese scores. Furthermore, it mostly performed
better than the (Lo)WhIPA-base models (except for Hungarian PER) but MultIPA
was outperformed by the (Lo)WhIPA-large-1k models in all conditions other
than Maltese by about 50% relative improvement. This is remarkable because
(Lo)WhIPA-1k models were trained for much fewer updates (MultIPA: 26k, LoWhIPA-
large: 880) and epochs (MultIPA: 30, LoWhIPA-large: 10, checkpoint at 8 epochs).
MultIPA PFER scores are mostly similar to our LoWhIPA-large-all model, but the for-
mer has a considerably better PER.

LoWhIPA-large-all, as all other models, shows a propensity for Greek and Finnish
in PFER. We might conclude that this reflects the quality of the training data in these
languages, given that they also represent only 4.9% and 4.7% of all training samples,
except that MultIPA does not display the same affinity. Additionally, the zero-shot
Whisper-large-v2 baseline had also yielded rather low error rates of only 9.65% PFER
for Finnish showing a large orthography-IPA overlap. It is possible that Whisper’s
Finnish pre-training (11.8k hours total, 7.0k thereof STT) aids its performance. XLSR-
53 (MultIPA) does not appear to include Finnish pre-training but seemingly was not
familiar with Maltese either.2 We consider the analysis of pre-training effects out of the
scope for this thesis and count it towards our limitations.

5.2.3 Cross-lingual transfer: Fine-tuned baselines

Next, we compare the CV (Lo)WhIPA and MultIPA models in the zero-shot cross-lingual
transfer setting on the CV transfer test set (Table 5.5). Taguchi et al. (2023) had origi-
nally reported performances of all three MultIPA models, Allosaurus, Wav2vec2Phoneme,
and a human IAA score. These results are for the most part not comparable to ours due
to the changes to the PFER metric, but overall the MultIPA-1k error rates are slightly
lower here than previously reported (the apparent changes in MultIPA-1k performance
are discussed in Section 6.3.3).

For PER, we note the same pattern of size- and LoRA-based improvements as on
the CV in-domain test set. Merely PER on Hakha Chin remains relatively unchanged
(+0.07%) when moving from WhIPA-large to LoWhIPA-large. Overall, error rates
in the transfer setting are higher than on the CV in-domain test set: PER of
(Lo)WhIPA-large-1k models increased by a factor of around 5, while the increase factor
was closer to 2 for the base models, so that differences between model backbone sizes are
much more subtle here. Only in the Luganda PER do the large models have a noticeably
advantage over the base variants (c.a. 10%).

2https://github.com/facebookresearch/fairseq/tree/main/examples/wav2vec#wav2vec-20
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Metric Model cnh hsb lg tt Mean

PER%

MultIPA 73.48 60.38 75.99 62.37 68.06
WhIPA base 89.30 72.73 84.76 92.26 84.76
WhIPA large 81.61 68.77 73.86 76.32 75.14
LoWhIPA base 82.45 68.51 80.54 75.69 76.80
LoWhIPA large 81.68 65.81 72.63 71.90 73.00
LoWhIPA large-all 72.69 69.81 73.45 74.84 72.69

PFER%

MultIPA 20.08 17.56 20.57 17.25 18.89
WhIPA base 26.28 21.44 24.02 33.43 26.29
WhIPA large 24.66 22.87 25.61 23.98 24.28
LoWhIPA base 23.04 18.39 20.99 21.81 21.06
LoWhIPA large 25.64 20.11 27.83 21.84 23.86
LoWhIPA large-all 19.27 20.36 24.04 22.60 21.57

Table 5.5: Performance of CV (Lo)WhIPA baselines on the cross-lingual zero-shot CV transfer

test set (n=100).

All (Lo)WhIPA-1k baselines performed worst on Hakha Chin PER and
best on Upper Sorbian PER. However, LoWhIPA-large-all was able to yield a 10%
lower PER for Hakha Chin, though it otherwise performed similarly to LoWhIPA-large-
1k. This constitutes the best PER for this language among the (Lo)WhIPA models
and also shows a minor improvement on MultIPA (-0.8%). Furthermore, LoWhIPA-
large-all achieved the second-best overall PER score (72.69%) behind Mul-
tIPA (68.06%). Our large models reached marginally better PERs than MultIPA
on Luganda but fall behind on Upper Sorbian, Tatar, as well as the mean PER score.
The performance of LoWhIPA-base was also surprising: With a mean PER of 76.80%
this model just about closes the distance to the large-1k models (full fine-tuning: avg.
75.14%, LoRA: avg. 73.0%).

In PFER, contrary to the in-domain performances, MultIPA mostly out-
performs all (Lo)WhIPA models by margins of 2.17–7.4% and with a mean PFER
of 18.89%. Our best model in this setting was LoWhIPA-base (avg. 21.06%
PFER) with a distance of 2.17% to MultIPA’s PFER. A base model outperform-
ing PFER of the large models (in all languages but Hakha Chin) and also closing in on
the external MultIPA baseline, is significant for a number of reasons: First, it is another
indication that PER is not strictly predictive of PFER, and that transcrip-
tions of similar phonetic quality can be achieved despite diverging PERs:
LoWhIPA-base achieved a 19.46% PFER on the Japanese in-domain data, accompanied
by a 40.87% PER, but Luganda transcriptions also scored 20.99% PFER despite being
accompanied by a PER of 80.54%. Second, in comparison to the large models, this
suggests that superiority due to backbone parameter sizes is reduced, or pos-
sibly even nullified, in a cross-lingual zero-shot transfer setting. This leads us
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to put further emphasis on LoWhIPA-base’s lowered resource demands: The Whisper-
base model was fine-tuned using LoRA, with a total of 7k training samples and for only
440 updates across 4 epochs at the time of its best in-domain checkpoint. Although
its performance does not quite reach the SOTA set by MultIPA, PFER is remarkably
close for Upper Sorbian (+0.83%) and Luganda (+0.42%). Still, the large models are
close behind: LoWhIPA-large-all is a close second (+0.51%) to LoWhIPA-base and also
achieved the best PFER on Hakha Chin among all STIPA models (19.27%).

The strong performance of LoWhIPA-base and LoWhIPA-large-all on the
transfer test set, relative to their lower in-domain performance, implies that
in-domain STIPA performance is not necessarily strictly predictive of cross-
lingual performance. One hypothesis is that the large-1k models were overfitting, not
necessarily on the training data samples per se, but on the training languages them-
selves. This could explain why WhIPA-large-1k baselines largely outperformed MultIPA
on the in-domain test set but not on the transfer test. In this case, it stands to question
whether maximising performance on an in-domain validation set is the ideal method for
checkpoint selection, which we will briefly explore in Section 6.1. While the experimen-
tal design here was aimed at matching the data available to Taguchi et al. (2023), an
additional lingual out-domain validation set could be beneficial to monitor the general-
isational ability of the models along with the in-domain performance.

Comparing the STIPA models’ scores to the zero-shot baselines, we point
out that zero-shot Whisper-base yielded better PERs than any STIPA model for Hakha
Chin (63.83%, Burmese stand-in ID) and Luganda (63.29%, Swahili stand-in ID), as
well as a better PER than the WhIPA models for Tatar (62.37%, Turkic stand-in ID).
Excluding outliers, zero-shot Whisper-base also achieved the best average PER (avg.
65.66%) and a PFER comparable to WhIPA-large-1k. For the most part, however,
STIPA models’ PFER is lower than the näıve baselines’ and the ”competitiveness” of
zero-shot baselines can only be assumed under the exclusion of outliers and in assuming
that orthographic approximations are acceptable.

5.3 Advanced experiments

5.3.1 CommonVoice: In-domain

We begin the evaluation of the models fine-tuned with the expanded data by comparing
them to the CV baselines’ performance on the CV in-domain data test set (Table 5.6).
For reference, the established scores of the CV (Lo)WhIPA baselines and MultIPA are
replicated at the top of the following tables. The now added models comprise the
categories ”Levantine” (monolingual ASC models), ”Mandarin” (monolingual Mandarin
models), and ”Combined” (COMB: 1k samples each from all 9 fine-tuning languages in
CV, ASC, and THCHS-30; SE: 1k samples each from CV Greek, CV Maltese, and ASC
Levantine to emulate Sanna topology).

Starting with an established pattern, performance of large backbones is consis-
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Metric Model el fi hu ja mt pl ta Mean

PER%

MultIPA 23.96 36.79 36.37 25.21 18.86 29.27 37.63 29.73
CV

WhIPA base 50.36 49.90 42.18 40.87 57.38 68.34 61.62 52.95
WhIPA large 9.67 7.75 19.58 11.27 20.55 16.29 21.97 15.30
LoWhIPA base 29.81 46.64 34.84 37.07 45.19 55.48 47.52 42.36
LoWhIPA large 8.27 7.61 17.24 10.49 20.12 15.47 20.08 14.18
LoWhIPA large-all 50.89 42.35 47.30 65.50 47.80 27.18 66.53 49.65
Levantine

LoWhIPA base 67.03 62.19 70.53 89.01 56.70 86.20 83.11 73.54
LoWhIPA base-all 69.84 69.85 79.60 103.88 62.62 101.09 99.51 83.77
LoWhIPA large 56.42 42.77 65.15 87.80 50.74 71.81 71.67 63.77
LoWhIPA large-all 51.96 43.53 59.15 85.80 47.82 66.00 65.31 59.94
Mandarin

LoWhIPA base 103.05 101.99 105.99 162.60 101.14 141.77 107.22 117.68
LoWhIPA base-all 109.96 119.33 113.46 131.82 114.86 155.16 123.14 123.96
LoWhIPA large 92.64 74.44 97.18 96.78 89.00 86.46 96.72 90.46
LoWhIPA large-all 103.23 97.76 114.86 105.18 99.98 105.63 101.23 103.98
Combined

LoWhIPA base-COMB 33.49 36.39 29.92 27.41 43.68 47.42 53.82 40.30
LoWhIPA large-COMB 8.82 6.54 17.73 12.66 21.20 15.17 22.72 14.98
LoWhIPA large-SE 7.41 41.01 54.85 66.84 16.93 56.94 63.75 43.96

PFER%

MultIPA 7.33 9.27 8.94 7.90 6.99 10.20 11.01 8.87
CV

WhIPA base 12.74 12.81 13.26 21.90 17.94 26.18 19.12 17.71
WhIPA large 3.71 2.40 5.35 3.30 7.62 6.62 8.03 5.29
LoWhIPA base 7.83 11.20 11.37 19.46 11.80 17.84 14.29 13.40
LoWhIPA large 3.94 2.49 4.72 2.94 7.54 6.88 6.57 4.95
LoWhIPA large-all 8.23 8.43 9.41 11.49 12.02 9.02 13.88 10.36
Levantine

LoWhIPA base 16.13 16.33 17.51 26.30 15.78 30.71 26.82 21.37
LoWhIPA base-all 21.04 25.24 29.80 53.45 21.15 47.20 46.80 34.95
LoWhIPA large 10.89 10.38 15.62 42.02 11.73 25.22 18.86 19.25
LoWhIPA large-all 10.85 11.34 12.45 41.56 11.85 19.37 15.02 17.49
Mandarin

LoWhIPA base 28.22 30.13 29.43 84.39 27.55 69.21 34.07 43.28
LoWhIPA base-all 40.69 50.28 43.03 55.45 41.92 80.84 62.46 53.47
LoWhIPA large 14.26 13.40 21.68 19.00 16.39 23.62 20.63 18.43
LoWhIPA large-all 20.47 21.65 33.89 21.76 22.34 31.54 22.57 24.89
Combined

LoWhIPA base-COMB 8.63 10.42 10.64 8.08 11.31 15.02 15.59 11.38
LoWhIPA large-COMB 3.78 2.03 4.78 3.27 7.82 6.00 7.87 5.08
LoWhIPA large-SE 3.31 9.67 10.85 12.49 6.39 14.08 14.57 10.19

Table 5.6: Performance of the monolingual and combined STIPA models on the CV in-domain
test set (n=100 samples/language), along with the CV (Lo)WhIPA baselines and MultIPA-1k.
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tently better than their immediate base counterparts’, i.e. equivalent backbones
trained on the same kind and sample size of data.

For all monolingual models, this test set constitutes an out-domain setting, both in
terms of languages and in terms of the data source. Accordingly, performance of the
monolingual models is not competitive with any model that was fine-tuned on
the CV training data and has the same model parameter size; only in PFER do
the two Levantine LoWhIPA-large models and the Mandarin LoWhIPA-large-1k model
perform in proximity to the CV (Lo)WhIPA-base models.

Among all monolingual models, Levantine LoWhIPA-large-all has the low-
est PFERs (avg. 17.49%) and even performs on par with CV LoWhIPA-
large-1k on Maltese PFER (-0.05%). Its PFER of 17.49% is also lower than the
PFERs achieved by the CV baseline models on the CV transfer set. Furthermore, this
Levantine model yields remarkably similar PERs to CV LoWhIPA-large-all on Greek,
Finnish, and Tamil, considering that it was not fine-tuned on the CV languages and
is monolingual (distances ≈ 2%). We underline that the performance of the Levantine
models indicates that even monolingual STIPA models, fine-tuned with only about 2–3.5
hours of curated data, can already be useful for cross-lingual transfer and approximate
select in-domain scores. However, this does not hold for all CV languages.

Greek, Finnish, but also Maltese lead to generally lower error rates across all mono-
lingual models, but across most of the Levantine models the scores on Japanese stick
out with higher error rates than the models’ averages, nearly twice in the cases of the
large Levantine models. A look at the predictions reveals that some monolingual models,
e.g. Levantine LoWhIPA-large-all, produced orthographic transcriptions of Japanese for
about every second sample, which were conspicuous due to the non-Latin native script.
The current implementation does not flag the presence of non-IPA characters and, due
to the zero-vector fallback for unknown phones, such samples impact the PER even more
intensely than the PFER. Polish and scattered samples of Finnish exhibit similar issues
but at a lower frequency, and due to the IPA-overlap of their native scripts the impact
on the metrics tends to be lessened. Polish, Finnish, and Japanese are most promi-
nent in Whisper’s STT pre-training among the 7 CV languages, possibly conditioning
such effects. Alternatively, this behaviour is likely a drawback from the limited training
data given to the Levantine large-1k model and the short training duration (max. 10
epochs). However, increasing the number of Levantine training samples (1k to 1.6k sam-
ples) caused orthogonal effects on depending on the model’s size: Both metrics improve
with the sample size using the large model, but the Levantine base model performs
substantially worse (avg. +10.2% PER, avg. +13.6% PFER) when given
access to more fine-tuning data.

The same pattern of degradation emerged for the Mandarin models, where the in-
crease of training data in the all-data condition was much larger (1k to 10k): Mandarin
LoWhIPA-base-all and Mandarin LoWhIPA-large-all also perform worse than
their 1k counterparts. Unlike some of the Levantine models, the Mandarin models
did not tend to mix scripts with non-IPA segments. A more common issue was that Man-
darin models struggled to predict stop tokens, especially Mandarin LoWhIPA-base-all,
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which led to the highest Mandarin LoWhIPA error rates.
For the most part, monolingual Levantine models transfer better to the

CV data than the Mandarin models, in particular the Levantine base models pro-
duce phonetically more accurate transcriptions than the Mandarin base models. Nev-
ertheless, the two best monolingual models per language, Levantine large-all and Man-
darin large-1k, yield essentially comparative average PFERs at 17.49% and 18.43%,
respectively. One factor in the higher PFERs of the Mandarin models are the tone
and duration markers learnt from THCHS-30. If we discount all its training corpus-
specific suprasegmentals, i.e. all suprasegmentals but the [:] duration marker, Mandarin
LoWhIPA-large-1k achieves mean error rates of 66.02% PER and avg. 17.52% PFER
and thus matches the large Levantine models even more closely.

The ability of the monolingual models to transfer to the CV data serves as an ex-
ternal validation of the G2P rules used on the CV data, the THCHS-30 corpus, and
the Buckwalter-to-IPA transliteration, as well as the quality of the external corpora.
Numerically, the scores achieved by the monolingual models in this transfer setting are
similar to those achieved by the CV baselines on the CV transfer set. There are some
exceptions, such as Greek and Finnish continuing to lead to generally lower error rates
across all models, or Polish tending to pose an above-average challenge.

Next, consider the combined multilingual models, COMB (CV+ASC+THCHS-30)
and the SE model (ASC+CV Greek+CV Maltese). Compared to LoWhIPA-base-1k as
its closest counterpart, the base-COMB model generally performs quite similarly, and
mostly exhibits slight improvements over this CV baseline (avg. -2.06% PER, avg. -
2.02% PFER). Still, the particular trends vary depending on the language and in PFER,
the improvement on Japanese by relative 40% is most striking. It turns out that the
comparatively high Japanese error rates of CV LoWhIPA-base-1k were caused by a
single prediction with overlength (970.8% PFER) and discounting it reduces its average
Japanese scores to 9.85% PFER and 27.0% PER. The base-COMB model also performed
better than any of the monolingual base models. Likewise, performance of the large-
COMB model is nearly identical to that of LoWhIPA-large-1k. Particularly in PFER,
merely Tamil displays a difference of more than 1% between the models, being slightly
worse for the combined model. We conclude that the integration of the Levantine
and Mandarin corpora with the CV baseline fine-tuning data does not impair
in-domain performance.

Lastly, the large-SE model exhibits expertise in its two in-domain CV lan-
guages, Greek and Maltese, and sets new performance peaks in both met-
rics. Despite not having seen the remaining 5 languages during fine-tuning, the PER
and PFER for these is similar to the LoWhIPA-large-all model, excluding Polish, once
again, in which the large-SE falls short. It also outperforms the monolingual models
reliably and has the advantage of fine-tuning exposure to some data from the CV distri-
bution while the monolingual models may have been disadvantaged in the unseen data
domain as CV was not part of Whisper’s pre-training data either.
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5.3.2 CommonVoice: Cross-lingual transfer

Parallel to the previous subsection, Table 5.7 shows the results of the monolingual and
combined models on the CV cross-lingual transfer test set below the established CV
(Lo)WhIPA and MultIPA baselines. This test set is a cross-lingual transfer setting for
all models alike.

Error rates are slightly elevated for all models in comparison to the previ-
ous CV test set, even for the monolingual models, which previously had no CV domain
advantage either. The Levantine models continue to achieve a better transfer
performance than the Mandarin models and have consistent PFERs across
all languages that are also numerically comparable to the CV (Lo)WhIPA
baselines. The Levantine LoWhIPA-base-1k model performs best among the Levantine
models, as was the case for the CV LoWhIPA-base-1k model among the CV (Lo)WhIPA
baselines. Moreover, the Levantine base-1k model scored the second-best PFER for
Tatar among all fine-tuned models, outperformed only by MultIPA. It also performed
better than most CV (Lo)WhIPA-1k baselines on Upper Sorbian (except for LoWhIPA-
base-1k) and Hakha Chin (except for LoWhIPA-large-all), but seemingly struggles with
Luganda in contrast.

However, in contrast to this, the Mandarin models largely fall behind in both
metrics, meaning that there are differences in transfer performance depending on the
specific training corpus or language. When discounting tones and suprasegmentals, the
Mandarin large-all model, for instance, continues to exhibit a high average PER of
90.46% (standard deviation 0.86). At an average 27.30% PFER, the Mandarin large-
1k model comes closest to the transfer performance of the other models, but is only
comparable to the smaller CV WhIPA-base-1k. It is also worth noting that both large
Mandarin models performed best on Hakha Chin, possibly due to the proximity in the
Sino-Tibetan language family.

Both COMB models continue to achieve scores similar to the respective
CV LoWhIPA-1k models and also perform at a close distance to each other.
Despite not standing out in terms of PER, our best model for this cross-lingual
transfer set is the base-COMB model. It outperforms not only its large counterpart
in PFER, but all other (Lo)WhIPA models, too. Records on Hakha Chin (18.86%) were
also set here, outperforming LoWhIPA-large-all, as well as improving over MultIPA on
Upper Sorbian (17.3%) and Luganda (20.01%). PFER on Tatar does not follow the
trend of improvement, so that the average score across the four languages by MultIPA
is still better by 1.0%.

The large-SE model, which previously showed expertise in its training languages,
achieves a PFER of 22.75% that is similar to both the CV LoWhIPA-large-1k
model (23.86%) and the large-COMB model (22.88%). Moreover, it reaches
a lower PER (68.94%) than any other (Lo)WhIPA model which is not only
close to its average PER of 56.68% between the 5 unseen CV languages, but also places
closely behind MultIPA-1k (68.06%). The large-SE model excelled on Hakha Chin and
Luganda PER. Nevertheless, the respective PFERs are neither the best within the model
(Hakha Chin +6.39%, Luganda +4.57% more errors than average), nor do they stand
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Metric Model cnh hsb lg tt Mean

PER%

MultIPA 73.48 60.38 75.99 62.37 68.06
CV

WhIPA base 89.30 72.73 84.76 92.26 84.76
WhIPA large 81.61 68.77 73.86 76.32 75.14
LoWhIPA base 82.45 68.51 80.54 75.69 76.80
LoWhIPA large 81.68 65.81 72.63 71.90 73.00
LoWhIPA large-all 72.69 69.81 73.45 74.84 72.69
Levantine

LoWhIPA base 82.25 76.81 91.00 77.12 81.79
LoWhIPA base-all 85.26 90.63 84.95 80.51 85.34
LoWhIPA large 82.33 77.97 82.78 75.89 79.74
LoWhIPA large-all 79.61 72.60 75.73 71.59 74.88
Mandarin

LoWhIPA base 111.65 121.01 111.24 120.41 116.07
LoWhIPA base-all 166.02 131.46 174.77 122.04 148.57
LoWhIPA large 100.83 109.45 114.16 98.93 105.84
LoWhIPA large-all 108.61 114.33 117.72 111.69 113.09
Combined

LoWhIPA base-COMB 80.05 67.69 78.51 82.23 77.12
LoWhIPA large-COMB 83.31 66.60 78.23 74.05 75.55
LoWhIPA large-SE 71.68 63.40 71.10 69.56 68.94

PFER%

MultIPA 20.08 17.56 20.57 17.25 18.89
CV

WhIPA base 26.28 21.44 24.02 33.43 26.29
WhIPA large 24.66 22.87 25.61 23.98 24.28
LoWhIPA base 23.04 18.39 20.99 21.81 21.06
LoWhIPA large 25.64 20.11 27.83 21.84 23.86
LoWhIPA large-all 19.27 20.36 24.04 22.60 21.57
Levantine

LoWhIPA base 23.03 19.74 31.24 20.71 23.68
LoWhIPA base-all 29.98 31.51 28.21 24.66 28.34
LoWhIPA large 26.62 25.25 23.61 23.10 24.64
LoWhIPA large-all 25.08 24.04 24.43 23.10 24.16
Mandarin

LoWhIPA base 34.44 42.45 33.95 47.73 39.64
LoWhIPA base-all 90.17 53.53 99.91 55.38 74.75
LoWhIPA large 24.21 28.40 30.36 26.23 27.30
LoWhIPA large-all 27.99 33.67 33.70 30.21 31.39
Combined

LoWhIPA base-COMB 18.68 17.13 20.01 23.74 19.89
LoWhIPA large-COMB 21.37 20.62 27.48 22.06 22.88
LoWhIPA large-SE 25.07 20.23 24.58 21.13 22.75

Table 5.7: Performance of the monolingual, and combined models on the CV transfer test set
(n=100 samples), along with the CV (Lo)WhIPA baselines and MultIPA-1k.
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out against the respective scores of the other models. These results illustrate once more
that PER is not strictly predictive of PFER, at least not under the current metric
implementations.

5.3.3 Arabic Speech Corpus

For the CV baselines and the monolingual Mandarin models, the ASC is an out-domain
transfer test set with a novel language and data source. It constitutes an in-domain test
set for the monolingual Levantine models and the three combined models. The results
on the full ASC test set (n=100) are presented in the left column of Table 5.8.

The trend of large backbones outperforming the smaller ones is consistent here again
– LoWhIPA-base-1k no longer outperforms LoWhIPA-large-1k which had been an ex-
ception previously in the CV transfer setting. Similarly, the base-COMB model, which
had previously excelled on the CV transfer test set, is now outperformed by its large
counterpart and thus follows the general bigger-is-better pattern seen on all in-domain
settings so far.

As expected from the ASC as their in-domain setting, the monolingual
Levantine models perform best among both the base (Levantine base-1k: 9.96
% PER; 2.80% PFER) and the large models (Levantine-large-all: 4.36% PER; 1.23%
PFER). Furthermore, these are exceptionally low scores from what we have seen so
far, corresponding to even lower error rates than the CV baselines achieved in their in-
domain setting (Section 5.2). One irregularity persists in the Levantine base-all model
which does not improve over its 1k counterpart with the access to the 600 additional
training samples, despite this addition seemingly having been beneficial for the large
model.

The CV baselines also transfer much better to the ASC (PFERs ≈10%)
than to the CV transfer test set (PFERs ≈20%) and some models exhibit
a transfer performance with similar PFERs (WhIPA-large-1k: 3% distance)
or partially even better PFERs compared to their in-domain performance
(LowhIPA-base-1k). CV (Lo)WhIPA-large models perform slightly better
than MultIPA (11.48% PFER), although the indication following the CV transfer test
set had been that the latter would be superior in the transfer setting. The Mandarin
models also achieved slightly lower error rates compared to the scores on the CV transfer
test set, but do not near the performance of the CV baselines on the ASC. Furthermore,
non-IPA scripts come up only sporadically in the Mandarin models’ predictions: Man-
darin large-all outputs a non-IPA character 10 times across all 100 test samples and
primarily does so only as the first token in a transcript with the remainder of the IPA
prediction seemingly unaffected. Suprasegmentals were not a major factor for the error
rates here: After exclusion of these, the rates still hover around 72.64% PER and 21.06%
PFER for Mandarin large-1k.

Per backbone size, the second-best PFERs were attained by the base-
COMB model (3.50%) and large-SE model (1.44%). Thus, each model improved
on one of the Levantine monolingual models and their scores are a strong indication
that multilingual STIPA fine-tuning in a reduced data setting can maintain
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or improve performance over monolingual models.
The low PFERs achieved for ASC by in- and out-domain models alike add to the

validation of the ASC’s quality, transcriptions, and the transliteration module thereof
devised for this thesis.

ASC THCHS-30
Model PER% PFER% PER% PFER%

MultIPA 49.46 11.48 88.52 24.27
CV

WhIPA base 66.09 19.13 119.05 49.07
WhIPA large 47.34 9.14 94.66 34.53
LoWhIPA base 53.87 14.94 109.07 41.57
LoWhIPA large 50.91 10.90 97.16 32.70
LoWhIPA large-all 56.79 12.60 95.15 35.32
Levantine

LoWhIPA base 9.96 2.80 129.04 62.82
LoWhIPA base-all 13.95 6.62 118.52 65.75
LoWhIPA large 5.48 1.56 99.67 78.19
LoWhIPA large-all 4.36 1.23 100.13 79.53
Mandarin

LoWhIPA base 96.23 30.24 43.25 5.67
LoWhIPA base-all 103.18 39.40 31.76 3.26
LoWhIPA large 95.99 22.05 33.31 2.11
LoWhIPA large-all 98.22 25.36 26.93 1.58
Combined

LoWhIPA base-COMB 16.32 3.50 54.96 9.90
LoWhIPA large-COMB 6.44 1.64 36.40 2.04
LoWhIPA large-SE 5.08 1.44 99.25 39.28

Table 5.8: Performance of all STIPA models on the ASC test set (n=100) and the THCHS-30
test subset (n=500/1000).

5.3.4 THCHS-30

The results on the THCHS-30 test set (n=500/1k) are included in the right column of
Table 5.8, adjacent to the ASC results. For this corpus, monolingual Mandarin models
and the COMB models – though not the SE model – constitute the in-domain group.

In the in-domain group, both sets of monolingual Mandarin models improve
when given access to all 10k training samples, instead of the mere 1k. Considering
that this constitutes a 10x increase in available training data, the speed and accuracy
with which the 1k model adapts to the STIPA task is still remarkable – both for the
Whisper-base backbone, only trained for 4 epochs, and the -large-v2 backbone with a
highly competitive PFER (2.11%) compared to the large-all model (1.58%). Moreover,
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while the sample size increase may improve the in-domain performance, these monolin-
gual models have so far been shown to be generally inferior to the 1k counterparts in
the transfer performance.

The best monolingual in-domain PFER (1.58%) is numerically compara-
ble to its ASC equivalent (1.23%), but a larger gap persists between the best
PERs (THCHS-30: 26.93%, ASC: 4.36%). Only about 1% of this Mandarin in-domain
PER is caused by tone errors, another 24%, however, is attributed to the suprasegmen-
tals: Nearly every syllable in the THCHS-30 transcriptions is annotated with a duration
marker (extra-short, half-long, long) and excluding only these markers from the PER cal-
culation reduces the error rate down to 4.78% for the Mandarin large-all model. Thus,
the STIPA model was able to successfully acquire the lexical tones of Mandarin, but
struggles with the fine-grained, albeit non-lexically distinctive, duration distinctions.

The large-COMB model is able to improve on the Mandarin large-1k
model’s PFER by 0.07%, thus showing no degradation and successfully in-
corporating the language in the 1k setting, as has previously been possible for
ASC Levantine. The corresponding base-COMB model behaves similarly, but sees an
increase in PFER compared to the Mandarin base-1k model (5.67% to 9.90%).

In the out-domain group, we observe two exceptions to the ”bigger is better” rule:
The two Levantine base models make fewer phonetic feature errors than their large
counterparts (avg. 64.29% vs. avg. 78.86%) This is unexpected, especially for the
Levantine base-all model, which had shown comparatively weaker transfer performance
than the other Levantine models on the CV transfer test set (≈ +4%).

Generally, the PFERs from (Lo)WhIPA models are two to three times
higher on THCHS-30 (≈30–40%) than they were on the ASC test set (≈10%)
and the CV transfer test set (≈20%). Note that neither tones nor suprasegmental
are to blame for the increase: excluding both, LoWhIPA-base-1k still yields 98.71% PER
and 39.87% PFER). This suggests that either this corpus or the language itself present
a particular challenge.

Another possibility would be that largely disjoint phone inventories cause the elevated
error rates. This would also add to explain the often higher error rates of the Mandarin
models in the transfer settings so far. Discounting the tones and duration markers
specific to THCHS-30, there are 31 phones used in the transcriptions. Compared to
the maximal possible phone inventory that CV baseline models can learn to restrict
themselves to during fine-tuning, six phones and one diacritic used in THCHS-30 would
be unfamiliar to the CV baseline models: [@, Ä, U, 7, ô, 4, h]. The difference in phone
inventories is even larger for the ASC, counting 7 vowels, 7 consonants, and the same
diacritic. In contrast, the only ASC phones that were not included in the CV vocabulary
were [@, I, Q]. Conversely, Mandarin models would be unfamiliar with 15 ASC consonants
and 3 vowels. This highlights the need for linguistic diversity in the training data to
maximise the phone inventory coverage. It also goes to show that in terms of PFER and
PER, the transfer performance may be inherently limited by the set of phones
taught as the IPA vocabulary to a model: The best possible transcriptions that
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the Mandarin models could generate for ASC with their established IPA vocabulary
would still be scored with higher error rates than optimal transcriptions from the CV
models’ perspectives. Preliminary test of the phone inventory coverage between source
and target corpora could provide an estimate of the best possible error rates that can
be expected in a supervised setting.

Compared with the monolingual Levantine models, the addition of Maltese and
Greek, and thus their phone inventories, to the large-SE model leads to a mean rel-
ative PFER reduction of about 50%, down to 39.28%. This PFER already approaches
the range of the two CV (Lo)WhIPA-large-1k models (32.70–34.53% PFER).

Lastly, the results of the CV (Lo)WhIPA baselines with regard to the MultIPA
baseline on ASC are again somewhat in opposition: MultIPA outperformed our
CV baselines by near 10% on either metric – the largest discrepancy between
these baselines within one target language so far.

5.3.5 VoxAngeles: Related languages

We have tested each model on in- and out-domain test sets, both linguistically and in the
sense of the data source. Yet, the number of explored zero-shot languages so far
has been rather small in comparison to the global linguistic diversity. More-
over, both MultIPA and CV (Lo)WhIPA baseline performances have varied depending
on the target languages. There have also been indications, in both the literature and
in our experiments, that topological similarity between training and testing languages
may facilitate knowledge transfer. The factors of topological similarity, data domains,
and linguistic diversity will be examined more closely employing the VoxAngeles corpus
here, starting with the languages which are related to at least one of the previously seen
training corpora.

Among the group of related languages, three subgroups are distinguished: Languages
contained in the CV training data (Greek, Finnish, Hungarian, Maltese), languages
related to Levantine/the ASC (Tunisian Spoken Arabic (aeb), South Levantine Spoken
Arabic (ajp), North Levantine Spoken Arabic (apc)), and languages related to THCHS-
30 via the heterogeneous Chinese language group (Hakka (hak), Wu (wuu), Yue (yue)
Chinese). The subgroup-specific mean scores are collected in Table 5.9 (for the individual
PER and PFER scores of each of these languages, see Appendix E.1.) The table also
includes mean scores across the unrelated languages, which are discussed in the next
section, and means over all VoxAngeles languages together.

Mandarin LoWhIPA base-all was essentially unable to generate predictions of appro-
priate length despite the fallback heuristics. Forcing the model to generate repetition
loops at each step of the fallback heuristic until the truncation is reached was unfeasible.
Fallback options (1)–(3) were thus skipped for this model and only the final truncation
was applied.

When tested on languages that are familiar but from a different data source, the CV
models yield PERs that are noticeably higher in the VoxAngeles distribution
than on the actual CV in-domain data. For the most part, this is true of any model
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CV Arabic Chinese Novel Overall
Model PER PFER PER PFER PER PFER PER PFER PER PFER

MultIPA 46.8 9.3 65.1 14.6 73.7 20.8 59.94 15.43 60.11 15.38
CV

WhIPA base 88.73 39.59 84.89 29.49 91.41 33.27 87.70 31.80 87.80 32.09
WhIPA large 50.28 12.43 74.99 18.62 80.28 25.52 70.98 20.64 70.66 20.45
LoWhIPA base 61.57 15.27 74.21 20.30 81.22 24.27 74.65 21.59 74.39 21.41
LoWhIPA large 51.37 14.54 69.71 16.41 78.35 25.04 66.59 19.10 66.55 19.08
LoWhIPA large-all 53.44 12.40 68.63 15.19 85.15 25.25 68.49 17.21 68.55 17.28
Levantine

LoWhIPA base 70.23 20.68 65.58 16.32 87.12 28.02 81.99 26.83 81.27 26.34
LoWhIPA base-all 78.94 29.80 73.54 22.50 92.27 35.69 85.78 30.55 85.42 30.49
LoWhIPA large 67.57 19.63 66.47 17.97 89.31 28.70 79.79 24.87 79.31 24.62
LoWhIPA large-all 69.50 19.46 64.48 15.46 98.07 33.63 82.00 25.87 81.63 25.63
Mandarin

LoWhIPA base 169.32 93.68 145.13 68.68 179.70 109.56 175.46 98.81 174.51 98.16
LoWhIPA base-all* - - - - - - - - (1 800) (1 721)
LoWhIPA large 89.73 21.63 96.26 26.89 108.39 37.31 98.66 30.62 98.63 30.41
LoWhIPA large-all 119.30 41.11 110.54 32.21 122.67 46.31 115.08 36.73 115.40 37.14
Combined

LoWhIPA base-COMB 69.22 17.99 76.45 18.94 95.18 32.70 81.65 22.94 81.55 23.01
LoWhIPA large-COMB 54.12 11.87 67.47 12.36 84.79 25.49 76.76 19.23 75.94 18.99
LoWhIPA large-SE 56.99 18.22 66.68 15.60 88.28 33.01 67.55 21.88 67.91 21.98

Table 5.9: Average PER and PFER scores on VoxAngeles languages related to at least one of
the training corpora and divided by language group, those unrelated to all, and an overall mean
score.

across the two data sources, though those with previous fine-tuning on the CV languages
still attain better PERs than the models unfamiliar with these languages.

Unlike the degradation on PER, which is rather extensive despite the language-
specific fine-tuning, the increase in PFERs in the CV language group is com-
paratively slight. Especially when transcribing Greek, all large models fine-tuned on
Greek and the combine base-COMB model still achieved PFERs below 10% but Hun-
garian PFER (≥20%) skews the averages here. Generally, CV (Lo)WhIPA-large models
perform better than their non-CV counterparts, but relative to the in-domain perfor-
mances, they also degraded more than the CV base models, the Levantine models, and
the Mandarin large-1k model. Thus, exceptional in-domain performance on specific lan-
guages does not necessarily, and certainly not entirely, transfer to out-of-distribution
data, but still yields advantages over no fine-tuning contact.

The VoxAngeles CV group does not seem to present an inherently more
challenging test setting than the CV data domain itself did: Most monolingual
models fall in the same 10%-20% PFER range and in some instances their PFER values
improve in VoxAngeles. For example, on the VoxAngeles Finnish data, previous fine-
tuning on Finnish does not appear to give a particular PFER advantage to (Lo)WhIPA-
large-1k (full fine-tuning: 13.9%, LoRA: 12.4%) over the large Levantine models (1k:
12.8%, all: 13.7%), or the Mandarin large-1k model (14.2%) for that matter. One of
the VoxAngeles CV languages does stand out as particularly troubling, however: Per-
formance on Hungarian retains the least accuracy, with PFER rates in the VoxAngeles
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setting frequently being twice as high as in the original CV setting. This challenge
appears to be specific to the VoxAngeles Hungarian data. MultIPA, too, degrades by
relative 50%, despite this model reaching the best average PFER in the VoxAngeles CV
language group. In further contrast, MultIPA had also improved on VoxAngeles Greek
and Finnish relative to its scores on the CV in-domain test set. Inspection of the data
suggests that this is due to the relatively low audio quality of the VoxAngeles Hungarian
samples.

Contrary to the CV in-domain test set, LoWhIPA-large-all’s error rates
on the VoxAngeles CV language group are just as performant, or better than
the CV (Lo)WhIPA-large-1k models’. Thus, the CV large-all model continuously
distinguished itself with stable out-domain performance despite its lower CV in-domain
performance.

Even more surprising is the stability and superior performance of Mul-
tIPA in both metrics: This model’s PER had been close to that of LoWhIPA-base
in the CV domain setting and was outperformed by the CV large-1k models by margins
of 15–29% on Greek, Finnish, and Hungarian. In contrast, in the VoxAngeles domain
MultIPA’s PER shows the least degradation and scores similarly and often better than
the CV (Lo)WhIPA baselines.

Across the 10 languages spanning related language groups, MultIPA also attains
the lowest average PER (61.6%), followed by CV LoWhIPA-large-1k (66.2%). Similar
PERs within a 3% distance to the latter were achieved by CV WhIPA-large-1k, CV
LoWhIPA-large-all, and LoWhIPA-large-COMB (68.9%). This pattern continues for
PFER: MultIPA achieves the best average score (15.0%), with the closest (Lo)WhIPA
models being the large-COMB model (17.0%). While MultIPA excels in the VoxAngeles
setting, this also shows that our maximally multilingual model, that had also been
fine-tuned on the most data domains, achieves the best average PFER across related
languages from a new data distribution.

The degradation of error rates is not exclusive to the CV language group:
If we take the results from ASC and THCHS-30 as tentative baselines, the same trends
are present on the Arabic and Chinese language groups. In the latter group, previous
fine-tuning on Mandarin does not aid the transfer performance to other
Chinese languages. Mandarin models outperform neither the non-Mandarin models,
nor are their scores in the Chinese language group competitive with their scores on the
CV and Arabic language groups. Moreover, Wu seems to pose a particular challenge for
all models equally. Error rates frequently exceed 100% PER and 40% PFER.

In the Arabic language group, large models trained on the ASC (South Lev-
antine) tend to transfer similarly and at times better than their counterparts
trained only on the CV languages or on THCHS-30. Contrary to expectations
based on topological similarity, they struggle more with VoxAngeles South Levantine and
perform well on Tunisian and North Levantine, though most models performed quite well
for the latter (<14% PFER). The large-COMB (9.5%) and the large-SE (8.8%) models
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set the best PFERs for Tunisian and North Levantine, respectively.
Overall, this indicates the advantage of multilingual training data, but also topologi-

cal proximity through the ASC, although the exact language match on South Levantine
was not beneficial. Moreover, an inhibition of cross-lingual transfer seemed to occur
between Mandarin and the Chinese group when the training data was restricted to
THCHS-30.

5.3.6 VoxAngeles: Novel languages

The transfer performance on the novel VoxAngeles languages, which are not immediate
matches or closely related to one of the fine-tuning languages, is also presented in Table
5.9 as a macro average across the 85 languages disjoint from the related group. We
consider this test set to be the most challenging among our repository: It comprises
the largest number and diversity of languages, various audio qualities, and data in a
different speech format than the training corpora (single word utterances). Although
the corpus comprises a variety of language families, they are not evenly distributed
(e.g. only one Turkic language), so that averages computed per language family are not
representative (an example visualisation of the average VoxAngeles PFERs separated by
language family is given for LoWhIPA-large-COMB in Appendix E.2).

Starting with the base models, the best transfer performance on the un-
related languages is achieved by CV LoWhIPA-base, in both PER (74.65%) and
PFER (21.59%). It had also ranked as the best (Lo)WhIPA model on the CV transfer
test set, but is now outperformed by the large models again, though by slight mar-
gins (≤2.5% distance to (Lo)WhIPA-large-1k). second-best was base-COMB (81.65%
PER, 22.94% PFER) with a similar PFER (+1.35%) but slightly higher PER (+7%).
This is largely consistent with the results on the related VoxAngeles language group,
the CV out-domain test set, and the ASC test set, both in terms of ranking the model
performances, and also considering their value ranges.

Model size and multilinguality continue to benefit cross-lingual transfer performance.
The second aspect receives more emphasis here since none of the models had a direct ad-
vantage due to fine-tuning contact or language overlap. However, the mere upscaling
of the number of languages may be less efficient than a conscious constella-
tion of languages or corpora: While the maximally multilingual base-COMB models
had demonstrated better performance on the CV transfer test set, the base model’s
transcriptions here have a +1.35% higher PFER than its CV LoWhIPA-base counter-
part, that had been fine-tuned on two languages and two data sources less, thus showing
no improvement. Meanwhile, the large-COMB model has a PFER (19.23%), similar
to its CV counterpart LoWhIPA-large-1k (-0.13%), but a comparatively higher PER
(+10.17%) which we expect is from the Mandarin corpus’ influence. Moreover, PFER
of the trilingual large-SE model (21.88%) is not far behind either. Its PER is only
1% above that of CV LoWhIPA-large-1k (66.59%) and nearly 10% lower than that of
large-COMB (76.76%). Large-SE was not fine-tuned on a particularly large number of
languages, nor were they topologically diverse. However, CV Greek and Levantine are
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consistently associated with low error rates across all models.
As was the case for the related VoxAngeles group and the CV transfer test set,

MultIPA’s transcriptions display the lowest average error rates on the novel
VoxAngeles languages, too (59.95% PER, 15.43% PFER). The best scores among our
fine-tuned models are close by, with just +1.78% PFER (CV LoWhIPA-large-all) and
+6.65% PER (CV LoWhIPA-large-1k). Thus, the former model, CV LoWhIPA-large-
all, demonstrates a competitive and improved ability to generalise on the VoxAngeles
dataset as a whole (VoxAngeles macro PFER: avg. 17.28% vs. 19.08%), despite non-
competitive CV in-domain performance.

PFERs of the large Levantine models (best: Levantine large-1k 24.87% PFER) are
not as low as those by our multilingual models (range 17.2–21.9%) but approach a sim-
ilar range. The performance that models fine-tuned on the ASC achieved in
all transfer test settings indicates that high-quality curated corpora are es-
pecially advantageous for cross-lingual STIPA. On the other hand, we emphasise
that the ASC is also a highly homogeneous corpus, curated for a speech synthesiser, and
comprises only one speaker, speaking style, and clean audio. Thus, it is remarkable that
its monolingual models can transfer this well to other data sources and suggests that
quality and quantity criteria for fine-tuning data may need to be reassessed.

The Mandarin models, in contrast, continue to fall behind on the VoxAngeles corpus.
The immense degradation, in particular for the base models and those trained on all
available samples (10k), is often caused by the models breaking down and overshooting
the reference string. This was not a common issue on the CV corpora, leading to the
impression that THCHS-30 as a data source is an unfavourable match for VoxAngeles
with its extremely short utterances. The average sample duration in THCHS-30 (9.2
s) is not too dissimilar to the ASC (avg. 7.6 s/sample), but the isrmaxL of the former
amounts to 16 ph/s, while the ASC only averages 12 ph/s, so that Mandarin models
may have been conditioned to expect more phones per second.

Generally, multilingual models achieve fairly stable performance across
all unseen languages and various data domains with PFER typically rang-
ing from 15–22%. Further exceptions, such as the Chinese language group, will be
discussed later, but generally this gives an idea of the PFER values to expect when de-
ploying these models on novel languages. The overall average error rates in Table 5.9 are
in near exact alignment with the averages across the novel language group. Differences
in both metrics rarely exceed 1%.

5.4 Use case: Sanna

The experiments in various in- and out-domain settings have established common per-
formance patterns and metric ranges. With these in mind, we now analyse the results
on our use case: the zero-shot cross-lingual transcription of Sanna. These results are
split by speaker: S1 (female, 76 years, contact with Northern Lebanese Arabic, modern
recording), S2 (male, 97 years, illiterate but oral Cypriot Turkish understanding, mod-
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ern recording), S3 (female, 70–90 years, cassette tape recording by Roth (1979)) and
presented in Table 5.4. In addition to the average error rates that each model achieved
across the three speakers, the bottom row gives an estimate of the difficulty that each
speaker’s recordings presented as the average error rate achieved across all models.

S1 S2 S3 Mean
Model PER PFER PER PFER PER PFER PER PFER

MultIPA 67.02 23.11 64.36 20.87 62.27 20.11 64.55 21.36
CV

WhIPA base 85.92 30.76 80.53 25.41 81.08 26.10 82.51 27.42
WhIPA large 77.77 29.68 69.06 22.11 60.50 17.61 69.11 23.13
LoWhIPA base 79.00 26.78 74.09 21.89 71.05 20.47 74.71 23.05
LoWhIPA large 70.61 25.65 65.05 20.18 56.61 16.54 64.09 20.79
LoWhIPA large-all 67.17 22.58 68.50 21.95 59.84 16.25 65.17 20.26
Levantine

LoWhIPA base 79.19 27.91 77.45 25.60 71.15 23.07 75.93 25.53
LoWhIPA base-all 75.92 28.47 77.52 27.19 70.23 23.44 74.56 26.37
LoWhIPA large 65.45 23.92 68.39 22.35 61.13 15.20 64.99 20.49
LoWhIPA large-all 63.25 24.32 67.14 22.58 59.58 16.41 63.33 21.10
Mandarin

LoWhIPA base 118.82 37.41 104.61 32.26 102.09 29.19 108.51 32.96
LoWhIPA base-all 140.77 68.37 122.86 53.59 115.21 43.23 126.28 55.06
LoWhIPA large 97.35 27.75 82.08 24.46 97.28 24.43 92.24 25.54
LoWhIPA large-all 129.60 48.57 99.46 29.11 102.94 24.62 110.66 34.10
Combined

LoWhIPA base-COMB 80.01 27.13 75.61 22.47 64.94 16.87 73.52 22.16
LoWhIPA large-COMB 67.01 23.20 70.38 20.88 56.50 15.60 64.63 19.89
LoWhIPA large-SE 63.39 21.59 63.74 21.36 53.56 15.03 60.23 19.33

Mean 80.62 26.94 78.06 25.14 73.77 21.60 77.48 24.56

Table 5.10: STIPA performance for each Sanna speaker. Estimated mean difficulty associated
with each speaker is given as the average across all models in the bottom row.

Performances in Sanna are strongly in favour of the multilingual and
Levantine models. On average, their error rates align with the expectations from the
previous transfer settings, hovering around the 20% mark for PFER and 65% for PER.
The consistency of these results is especially promising since the interview samples here,
strictly speaking, also constitute a novel speaking style that was not seen during training
or the previous test sets. While the speakers were aware they were being recorded, the
samples consist of largely spontaneous speech and occasionally include disfluencies, non-
speech utterances, and punctual background noise.

The most accurate transcriptions were generated by the large-SE model
with 60.23% PER and 19.33% PFER on average. This model had been designed
to emulate the topology of Sanna as best possible with the fine-tuning languages available
to us (ASC Levantine, CV Greek, CV Maltese), and its performance adds to the evidence
that topological similarity persists and is advantageous for cross-lingual transfer. At the
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same time, both this model and the monolingual Levantine models consistently perform
quite well, which also speaks for the general quality of their training data and the
relevance thereof for STIPA. Among the Mandarin models, only the large-1k model
(avg. 25.54% PFER) approaches the vicinity of the other large model’s PFERs (≤21%).

MultIPA performance is close to CV LoWhIPA-large-1k in both metrics, but usually
the combination of CV+ASC in the large-COMB and large-SE models attains the best
error rates. Furthermore, there is a more noticeable performance gap between
MultIPA and the aforementioned (Lo)WhIPA models for speaker 3 than for
the other speakers. The associated recordings were made in the 1970s and although
they are free from background noise, they have a slightly lower audio quality, which may
be the cause for this gap.

The error rates for non-MultIPA models are in fact comparatively low for speaker 3,
with PFER as low as 15.03% (large-SE) and PER in the 50–60% range for many models.
Error rates on speaker 1 (80.62% PER, 26.94% PFER), on the other hand, are elevated
across all models, compared to speaker 2 (78.06% PER, 25.14% PFER) and speaker
3 (73.77% PER, 21.60% PFER). For human ears, speaker 1 produced clear speech at
a moderate tempo, more so than the other two speakers. A possible explanation for
the elevated error rates associated with speaker 1 could be that the recording has a
continuous background noise of an insect or the like. While human listeners have no
trouble filtering out such ambient sound, it might be more challenging for the STIPA
models for which all training data had been recorded in quiet environments (presumably
this is also generally the case for the crowdsourced CV data). Despite the varying
speakers and recording characteristics, performances are rather stable and the average
scores per speaker across the models (bottom row) are within 10% of each other in both
metrics. Thus, we posit that the recordings of each speaker presented a similar challenge.

To illustrate the possible use of (Lo)WhIPA in computer-assisted IPA transcription,
we close with a few examples of transcriptions generated by LoWhIPA large-SE. Since
the model output does not contain white spaces, they were manually added here for
readability. Example 5.1 is a transcription of speaker 3, chosen to be representative
of the average quality as indicated by PFER and as such, we find that the hypothesis
resembles the reference’s phonetic form closely. Erroneous phones often have many
articulatory features in common ([x]/[è], voiceless velar fricative/voiceless pharyngeal
fricative) and the syllable structure is largely intact.

Reference : u istéra bitxaviSon allik illi flúss ill-Qarús

Hypothesis : u jistRERa bitèapi:Son al:iP ili fluis ililPaRut

PER = 46.15%

PFER = 16.03%

(5.1)

On the other end of the spectrum, Example 5.2 (speaker 2) exhibits a PFER above
the model’s average (+9%). This sample includes some more grave errors, such as
the [kw]/[b] mismatch in the onset of the third word and the missing [n] coda in the
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same syllable. Although segments with stronger similarity ([ye]/[jE]) can be found, this
example underlines that the current STIPA models should be a tool to primarily aid
expert transcription and not a replacement thereof.

Reference : ye pale kwan-tsay ml-Palli

Hypothesis : jE baRi ba >tsEj:i n ali

PER = 76.19%

PFER = 30.65%

(5.2)
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6 Discussion

The discussion Chapter concerns three broader areas: First, we analyse common trends
of (Lo)WhIPA performance observed across the different model sizes, fine-tuning strate-
gies, and fine-tuning settings, based on the evaluation metrics (Section 6.1). We follow
up on these numerical trends with an error analysis that takes into account different
granularities and nuances in errors to gain insights into the usability of (Lo)WhIPA to
assist phonetic transcriptions (Section 6.2). In Section 6.3, we evaluate our metrics and
the external resources used to establish baseline STIPA performance.

6.1 Performance trends of WhIPA

6.1.1 Model sizes and fine-tuning strategies

In any setting, (Lo)WhIPA models with a Whisper-large-v2 backbone typically
outperformed their Whisper-base counterparts in both metrics but notable
exceptions can be found. The base variants of these pair-wise comparisons performed
better on: 1) the CV transfer test set (CV LoWhIPA-base, Levantine base, base-COMB),
2) THCHS-30 (both Levantine base models), 3) VoxAngeles (Arabic language group:
Levantine base; Chinese language group: Levantine base, CV LoWhIPA-base).

The CV LoWhIPA-base baseline model stood out frequently during the experiments.
Not only by occasionally outperforming its large counterpart, but also by the distance
with which it outperformed its non-LoRA counterpart. To examine the interaction of
the model size and fine-tuning strategy, the performances and distances between the
four CV (Lo)WhIPA baselines across the corpora are visualised in Figure 6.1. Since all
models used the same fine-tuning data, the performance on VoxAngeles is reported as
one macro average combining all languages.

LoWhIPA-base (blue cross), mostly scores in between the WhIPA-base model and the
two large models. Furthermore, on numerous occasions in cross-lingual transfer settings,
its error rates even go as far as to perform on par with the large models (PER on ASC,
CV transfer, VoxAngeles; PFER on VoxAngeles). In one instance it even performs better
than the large models (PFER on CV transfer). In comparison to the base models, the two
large models lead to much more similar performance overall, and are usually superior.
Besides comparing the baselines, Figure 6.1 also illustrates the varying difficulty of the
transfer settings, ranging from near in-domain performance (ASC), to nearly thrice the
error rate (THCHS-30).
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Figure 6.1: Visualisation of the CV (Lo)WhIPA-1k baselines’ performances across all corpora.

The base-COMB model is a second instance of a smaller model achieving exceptional
performance. Especially on the CV transfer test set, this model was able to improve the
PFER of Hakha Chin, Upper Sorbian, and Tatar over the other (Lo)WhIPA models,
resulting in the best average PFER after MultIPA.

Generally, competitive performance of CV LoWhIPA-base and LoWhIPA-
base-COMB, being relatively small models, lowers the technical requirements
for research considerably and presents great economy of computational resources
and usability. However, this finding is rather unexpected, since larger models usually go
along with improved performance by rather large margins (Radford et al., 2023; Pillai
et al., 2024).

More instances in opposition to an absolute ”bigger is better” rule can be found in
Rouditchenko et al. (2023). In this work, a Whisper-small model that was fine-tuned
for STT on unseen languages occasionally outperformed its fine-tuned Whisper-medium
counterpart (2/13 cases) on CER. The other finding in Rouditchenko et al. (2023) that
pertains to our observations is that performance gaps post fine-tuning became smaller
as the model’s pre-training hours for the target language decreased, until the language
was entirely unknown to the model and size-based model differences were minimal (avg.
2.32% WER). A similar phenomenon was described in Sehar et al. (2025, p.205) as
Whisper-small, once fine-tuned for Pashto and Punjabi, ”significantly narrows the gap
with Whisper Large in zero-shot performance”. Although these two languages were
not entirely unknown to Whisper, the pre-training included only 117 hours of ST for
Punjabi and 63 hours ST for Pashto, so that the STT task, for which they were fine-
tuned, was not part of the pre-training in these languages. These two examples indicate
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that the superior performance of larger Whisper models mainly builds on the
availability of pre-training knowledge. If we consider STIPA as a task separate
from STT – which is certainly the case for languages with non-Latin scripts – then
this matches our results in the transfer settings well. Moreover, Zhu et al. (2024) also
indicated that specific ASR pre-training advantages are diminished for phonetic over
text-based models in particular, while generally diverse multilingual pre-training gains
relevance (Xu, Baevski, and Auli, 2021). As such, as long as STIPA is not a significant
part of ASR pre-training, the smaller model variants present great research potential for
LRLs.

The fine-tuning experiments in the present thesis did not include fine-tuning on
novel languages – cross-lingual transfer being our objective – but given that the feature
extractor remained frozen, performance being conditioned by the phonetic features of
pre-training languages is a possibility.

6.1.2 Multilinguality, topological proximity, and sample sizes

Do linguistic plurality or topological proximity facilitate cross-lingual transfer?

In addition to the CV (Lo)WhIPA baselines, which were fine-tuned on STIPA data
from 7 languages, we explored increasingly multilingual models by combining the CV
data with labelled Levantine and Mandarin data. The resulting base/large-COMB
models matched the in-domain performance of each single-corpus model and
performed as well as the multilingual baselines in the transfer settings. This
aligns with the trends noted in Yadav and Sitaram (2022) and indicates that STIPA
data from more sources can be incorporated with little to no drawbacks for in-domain
performance, while leading to increased potential for the transfer setting.

Moreover, beneficial effects emerged when consciously choosing the fine-
tuning data for topological proximity instead of maximal multilingualism:
The model limited to Levantine, Greek, and Maltese set new record performances on
its in-domain languages and displayed strong transfer performance for the other CV
languages, despite the comparatively limited data. Ultimately, this model was also most
suited to transcribe our particular target language, Sanna, for which the constellation
of fine-tuning data had been chosen.

Before we conclude that the success of the large-SE model is based on the topological
proximity to Sanna, there are a few other angles to explore: The quality of the ASC, the
possibility of distractors in the CV data seen only by the CV baselines, and the presence
of other indicators for a topological proximity catalyst.

Regarding the ASC, monolingual Levantine models transferred well to other corpora
and languages, especially from the CV dataset. In return, the CV models also transferred
well to the ASC. Thus, the CV corpus and the ASC have a high degree of compatibility
and the monolingual Levantine models already showed some potential for cross-lingual
transfer. Having been trained on both the ASC and a part of the CV data, the SE model
performed as well as the Levantine models in the in-domain setting, and transferred
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better than they did to the unseen CV data languages.
However, in the VoxAngeles setting, the large-SE model did not have an advan-

tage over the CV models in transferring to the VoxAngeles CV languages, nor did it
outperform the Levantine large-all model on the Arabic language group. Models with
access to more training languages than the SE model (CV large baselines, large-COMB
model) also performed better on the entirely novel languages in the VoxAngeles corpus.
In accordance, the large-SE model’s performance on the CV transfer test set placed in
between the monolingual models and the CV/combined multilingual models, too. This
shows that the specific training data constellation of the large-SE model did
not give it a general advantage for cross-lingual transfer over the Levantine or
the other multilingual models. Therefore, its stellar performance on the Sanna
data is most likely to be attributed to the topological proximity between the
model’s fine-tuning languages and the target language.

There are further indicators that topological proximity aids the transfer
performance: For one, monolingual Levantine models transferred to CV Maltese with
better error rates than they achieved on the CV dataset on average. This contrasts
with the CV models, where Maltese lead to higher error rates than average. However,
Maltese also ranked among the lesser PFER-prone language in the Mandarin models.
The Levantine models also reached just as low PFERs on Greek and Finnish, however,
this had been the case for all models, and most likely reflects on Whisper’s pre-training
or the transparent orthographies of the target languages.

The CV transfer test set strengthens the hypothesis of topological proximity as a
catalyst: In terms of PFER, Hakha Chin ranked in the bottom half of the four languages
for the CV-1k models and it ranked last for the monolingual Levantine models and the
large-SE model. In contrast, Mandarin models usually achieved the lowest PFER on
Hakha Chin (both Sino-Tibetan) and, seeing as Levantine held no advantage for this
language, the addition of Mandarin in the COMB models most likely caused the shift of
Hakha Chin PFER to be better than average for these models.

The case for a topology catalyst can be made once more in the VoxAngeles’ related
languages setting. Therein, Levantine models generally performed better in the Arabic
language group, both in comparison to other languages and other models.

One issue seems to arise from the VoxAngeles results for this line of analysis, though:
Mandarin models displayed no particular advantage in the Chinese VoxAngeles group.
We theorised that this could be due to a data format mismatch between THCHS-30
(multi-utterance samples at a relatively high estimated speech rate) and VoxAngeles
(single-word utterances, often only about 1 sec in length). This would be supported
by the increased likelihood of the Mandarin models falling into a repetition loop and
failing to produce a stop token. On the one hand, this underlines the need for variety
in utterance lengths in the training data. On the other hand, although we extracted
Hakka, Wu, and Yue as a group related to Chinese, the linguistic heterogeneity of these
languages can hardly be understated: In the data-driven dialectometric exploration of

77



the Chinese dialects contained in the Linguistic Atlas of Chinese Dialects by Huang et
al. (2024), a hierarchical 2-cluster analysis already separates a greater Mandarin group
from the Southeastern dialects comprising Hakka, Wu, and Yue. At n=3 clusters, Wu
is also split off from Hakka and Yue into a Central Group, while the latter two are
only distinguished in the final 10-cluster stage. Irrespective of the particular similarities
to Mandarin, the linguistic similarity attributed to Hakka and Yue appears to be well
reflected by the similarity of their PFERs in contrast to Wu Chinese, which stood out
with PFERs far above the typical averages (+50–100%). Lastly, the Wu samples are
also characterised by many single-syllable utterances at a, subjectively speaking, high
speech tempo, with an average duration of just 0.79 s (yue: 0.96, hak: 0.95), possibly
indicating a minimum duration requirement for these STIPA models.

Finally, a cumulatively advantageous effect of increasing linguistic and data
diversity is best exemplified by the large-COMB model. In the VoxAngeles CV
group, this model yielded the best average PFER among our (Lo)WhIPA models at
11.9% (after MultIPA with 9.3%) and the overall best average PFER on the Arabic
group (12.4%).

Do larger amounts of fine-tuning data guarantee superior performance?

The large-COMB model performed better on most transfer settings than the equivalent
CV large baselines, and we attributed this mainly to the enhanced linguistic diversity and
data diversity that came with the addition of the ASC and THCHS-30 data. However,
to include fine-tuning for an additional language, we must either increase the total
number of samples provided during fine-tuning, or reduce the samples given for each
language to keep the sum of samples stable. Since we elected to keep the number of
samples per language stable (1k), the combined model also had access to 2k more training
samples than the CV baseline counterparts at 1k samples/language. Nevertheless, a
pure increase in training data without enhanced linguistic diversity is unlikely
to have been a key factor for performance improvements and the effect of data
upscaling will be explored in the following.

The minimum of samples and their cumulative duration required to enable a compet-
itive level of STIPA performance have, to our knowledge, not yet been researched. There
are mentions that 100 samples per CV language for 700 samples in total are insufficient
(Taguchi et al., 2023). For 1k samples per CV language (7k total), we corroborate that
strong in-domain performance can be achieved which rivals – and in our case outperforms
– that of LoWhIPA-large-all fine-tuned with all available samples (37.3k). Monolingual
Levantine and Mandarin models were limited to a maximum of 1k samples in total,
yet, in the in-domain setting, they were not at a particular disadvantage compared to
the models with access to all training samples. Excluding Levantine base-all, which de-
graded, increasing the number of fine-tuning samples did still lead to better in-domain
performance but monolingual large models in particular reached excellent in-domain er-
ror rates (PFER ≤2.1%) in either data setting. In contrast, the models trained on all
samples performed worse in the transfer settings. This effect was less pronounced for
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the Levantine large-all model where the increase of data consisted of only 600 samples
and sometimes even allowed for improvement (PFER: CV transfer test set, VoxAngeles
novel languages). However, the Levantine base-all model and both Mandarin-all mod-
els, for which another 9k samples became available, performed substantially worse in
out-domain settings to the point of the Mandarin base-all model becoming unable to
handle the domain mismatch of VoxAngeles. In summary, a total of 1k samples
are sufficient for strong in-domain performance, and although increasing in-
domain training samples may continuously improve monolingual in-domain
STIPA performance, the opposite effect is observed for out-of-distribution
data sources and languages.

The phenomenon of in-domain performance improving with additional training data
at the cost of transfer performance was also mentioned by Taguchi et al. (2023) in the
comparison of MultIPA-1k and MultIPA-all. While this observation is in line with the
monolingual models, it does not match the results of our CV baseline models: Relative
to the CV LoWhIPA large-1k baseline, CV LoWhIPA large-all performed with
PER scores (avg. 49.65%) closer to the CV base models in the in-domain
setting and its PFER scores (avg. 10.36%) were only a slight improvement on
the CV LoWhIPA base-1k model. Despite the imbalance of the full training data in
favour of Polish and Tamil, LoWhIPA large-all did not display a particular improvement
for these languages either, unlike MultIPA-all, which had reportedly performed best for
Polish.

Our results continue diverging in the cross-lingual transfer setting: LoWhIPA
large-all performed better than the corresponding large-1k models on the
CV transfer test set (avg. -2.5% absolute PFER improvement), the novel
VoxAngeles set (-2.66%), and Sanna (-1.70%). Meanwhile, the performance was
either comparable or slightly in favour of the 1k-data models on the ASC, THCHS-30,
and the VoxAngeles Chinese group. The Arabic and CV VoxAngeles groups yielded
mixed results depending on the target language. It remains unclear what facilitated the
transfer for CV LoWhIPA large-all in these cases. Considering that monolingual all-
data models, who only drew samples from extremely homogeneous data sources, did not
exhibit such patterns, a possible explanation would be that more diverse speech styles,
accents, or recording conditions were contained in the additional 30k samples available
to CV LoWhIPA large-all and thus made it more robust. This hypothesis would be
supported by its performance on the VoxAngeles Hungarian data, Sanna speaker 1, and
Sanna speaker 3, all of which comprised samples of lower audio quality or consistent
background noise.

Numerically, CV LoWhIPA large-all has occasionally outperformed its 1k-data coun-
terparts. Nevertheless, the amount of improvement that access to all training
data brought to CV LoWhIPA large-all was not only irregular, but also
rather small in comparison to the increased corpus resource requirements
and computational costs such immense upscaling brings. In combination with
the absence of similar benefits for the monolingual models, we conclude that a cap
of 1k samples per fine-tuning was sufficient to acquire the STIPA task for
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that language, and that any further data upscaling should instead focus on
diversifying the data in terms of speech styles and audio formats to enhance
robustness.

6.1.3 In- and out-domain performance trade-off

Does in-domain performance predict cross-lingual transfer performance?

For consistency in our own work, a fair comparison with MultIPA, and to emulate a
”zero-resource” setting in which no labelled data from target languages exists, model
checkpoints were chosen based on the PFER performance on in-domain validation sets.
However, in the comparison of in-domain and transfer performances, the monolingual
models and LoWhIPA large-all have shown that the relative performance on the in-
domain test set does not necessarily equate to similar performance in the transfer setting.
For the monolingual large models, improved performance on the in-domain data was
accompanied by more errors in the transfer setting. Conversely, LoWhIPA large-all was
not competitive with LoWhIPA large-1k in the in-domain setting, but often performed
similarly or slightly better in the transfer setting. Consequently, this suggests that in-
domain performance does not have a strictly positive correlation with the
cross-lingual transfer performance.

Ensuing is the question of whether model checkpoint selection by means of
an in-domain validation set retrieves the optimal checkpoint for cross-lingual
transfer. To approach this question, we select CV LoWhIPA large-1k as an example
and compare the performances in the in- vs. out-domain settings along the progress of
its fine-tuning. This model was chosen over the otherwise superior large-COMB model,
since the latter would be tested in an in-domain setting for the majority of our available
corpora. The average PFER scores of each checkpoint and for each test set are displayed
in Figure 6.2. Additionally, the figure includes the average transfer PFER, calculated
across all out-domain test sets (i.e. all but CV).

In accordance with the preliminary experiments, the model quickly adapts to the
STIPA task and PFER remains stable from epoch 4 onwards with minimal improve-
ments. However, the error rates varied more in the transfer setting. On most transfer
test sets, the best PFER is also achieved around epoch 4 and begins to degrade again
by epoch 6 at the latest. Moreover, the chosen checkpoint for this model (8) coincides
with the highest error rate of the mean transfer performance, around 20%. This sug-
gests that fine-tuning with the end goal of cross-lingual STIPA application
has an ideal cut-off point before performance on the in-domain validation
set is maximised. Alternatively, the option that prolonged training could return to
better transfer performance could also be explored and might explain the behaviour of
CV LoWhIPA large-all.
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Figure 6.2: Development of PFER on the CV in-domain test set and the out-domain test sets
along the training epochs of the CV LoWhIPA-large-1k baseline.

6.2 Error analysis

Under the assumption that our STIPA models learnt to map cross-lingual speech rep-
resentations to their closest available IPA vocabulary tokens, we expect transcription
errors to be explainable – either due to phonetic proximity to the reference phones, or
by falling under likely articulatory assimilation and alternation processes.

To examine this, we sample single phone mismatch errors in the predictions by
the large-COMB model across all test sets but Sanna. The error samples therein are
restricted to reference-hypothesis pairs with an identical number of phones. Filtering
pairs with an unequal sequence length reduces the chance of including samples with a
poor relation to the reference and the audio altogether. We further extract only the
first phone mismatch from these 3 534 samples. The reason for this is that errors can
also be caused by insertion or deletion errors and we thus attempt to minimise the
inclusion of mismatch errors that are caused primarily by string misalignments following
insertion/deletion errors. Additionally, this limits the influence of corpora with above
average sample lengths.

Following the suggestions for phonetic analysis in Loweimi et al. (2023), mismatched
phones are collapsed into broad phonetic classes (BPC) based on their articulatory fea-
tures: vowels/diphthongs, stops, fricatives, nasals, affricates, and approximants (includ-
ing taps and trills), created in reference to Hall (2000). A seventh class ”diacritics” is
added to the error classes to distinguish intra-class mismatches of different phone bases
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(e.g. vowel mismatch [o]/[a]) from those differing only by diacritics (e.g. diacritic mis-
match [ä]/[a]). Tone errors, a subform of a diacritic mismatch, are excluded here, since
these only occur in THCHS-30. Figure 6.3 presents the heatmap of the confusion matrix
between these phonetic classes using relative frequencies. The absolute frequency of each
misclassified gold class is indicated at the top.

Figure 6.3: Heatmap of the confusion matrix between broad phonetic classes in LoWhIPA-
large-COMB subsamples in relative frequencies per gold class.

There are three major observations to be made here: First, phone mismatches
most commonly happen within the same BPC, i.e. approximants are most fre-
quently misclassified as another approximant. Moreover, diacritic errors often ac-
count for a third to half of the errors per BPC. This pattern replicates the results
in Loweimi et al. (2023) created from experiments on the TIMIT dataset. It also verifies
the model’s attention to the same acoustic features that perceptual phonetics take into
consideration.

These kinds of errors are also not limited to the first mismatch per sample, but can
be found throughout, such as in Example 6.1 from the Greek CV data (white spaces
inserted for readability, erroneous segments underlined).
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Reference : an o kaTenas skeptodan

Hypothesis : an o kafenasketoaDen

PER = 31.58%

PFER = 9.97%

(6.1)

The six errors in this example comprise three intra-BPC mismatches [T]/[f], [d]/[D],
[a]/[e]; two missing segments [s] and [p] and one superfluous [a]. The latter could con-
stitute another intra-BPC mismatch, if [oa] is read as a diphthong prediction. This
example shows that the intelligibility of predicted transcription could still be
largely uncompromised at error rates around 30% PER and 10% PFER.

The missing [s] is also of interest since this may be an instance of a phonetically
correct prediction that clashes with a rule-generated transcription. It is conceivable that
the speaker did not interrupt the air flow between the adjacent /s/ segments and thus
only produced one continuous phone, as the prediction would imply.

Further indications of phonetically sound mismatches can be found. Example 6.2
presents such an instance from the Japanese CV data: In a phonemic transcription,
the sequence of the adverbial /ku/ suffix and the onset /o/ of the following syntactical
constituent is transcribed fully with three phones. However, the Japanese close vowels
/i, u/ may become subject to devoicing in proximity to voiceless consonants such as [k]
and in word-final position (Hasegawa, 1999) so that in this construction, the assimilation
of [CikW.ofl] to [Cikofl] is not unlikely.

Reference : joflRoflCikWoflneflgäiCimäsW

Hypothesis : joflRoflCikoflneflgäiCimäsW

PER = 5.00%

PFER = 5.00%

(6.2)

Such errors that can best be explained by phonetic and articulatory mea-
sures, are a strong indication that the influence of acoustic input features
outweighs any textual conditioning, i.e. the model attends to the auditive sig-
nal to produce phonetic transcriptions instead of the language model pushing it toward
phonemic or normalised transcriptions.

The third observation from the heatmap in Figure 6.3 is that the vowel
class has the highest absolute error frequency in this subset. About half of the
sampled errors are a vowel mismatch (1775). Together with the frequency of diacritic
errors in this class, this means that about 20% of all sampled errors were due to a vowel
diacritic mismatch (682). On the one hand, vowels are an overall more frequent class
than the other individual consonantal BPCs, but intra-vowel confusion was also reported
by Loweimi et al. (2023) as a constant source of errors and one that was rather resistant
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to increases of their training data. The prevalence of diacritic errors across all
BPCs further underscores the phonetic capabilities of the model, as errors of
this type are phonetically the most similar to the gold class. Moreover, this finding
adds an explanation to the frequent PER-PFER discrepancy: Many diacritic
errors will increase PER as much as any other BPC mismatch, while having little or even
no effect on PFER since not all diacritics are reflected in the phonetic feature arrays.

Figure 6.4 presents a closer look at each BPC’s diacritic errors and illustrates the
relative frequency by which the specific gold diacritics were missed or misclassified.

Figure 6.4: Heatmap of phone errors due to diacritics per articulatory class.

It is evident from this figure that duration markers, in particular the long
vowel marker [:], are responsible for the majority of the diacritic errors.
Some of these diacritics were also exclusive to individual languages and corpora, such as
[h] being absent from the CV fine-tuning data. Depending on the desired application,
in-/exclusion of diacritics or a subset thereof can be considered, especially if they are
not lexically distinctive.

Overall, a model which produces intra-BPC errors is highly preferable to
one misclassifying phones across them, and the findings of this error analysis
largely reflect positively on the STIPA model. The adherence to phonetic classes
and the preservation of intelligibility are crucial for computer-assisted IPA transcriptions,
as well as those deployed for languages without pre-defined phone inventories.
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6.3 Evaluation of methods and resources

6.3.1 Review of evaluation metrics

In this work, we focussed numerous times on the refinement, reimplementation, and dif-
ferences between PER – the closest approximant to a canonical STIPA metric – and the
still somewhat experimental PFER. In the following, we critically review these metrics
in contrast with select examples to highlight further room for improvements.

The results discussed previously, as well as Figure 6.1 comparing the 4 CV-1k base-
lines, have shown that PER and PFER do not correlate strictly nor in a linear fashion.
Although there is a tendency of lower PFERs to be accompanied by lower
PERs, this is not necessarily the case. Such instances are not entirely unexpected,
considering the multitude of similar and linguistically acceptable IPA transcriptions that
are possible under the criterion of phonetic similarity, while PER only ever allows for a
single correct prediction per segment. In accordance, the error analysis in Section 6.2
showed that the frequent diacritic errors likely play a large role in this mismatch.

Example 6.3, predicted by Mandarin large-1k, presents an extreme example of such
a mismatch where none of the predicted phones match the reference precisely, but all
deviations are caused by diacritics. As a result, the ensuing metrics score essentially
orthogonally.

Reference : faNk

Hypothesis : f:a
Ă
£Ă£N;k˘

PER = 100.00%

PFER = 1.56%

(6.3)

On the conceptual level, PFER measures the phonetic feature edit distance between
a reference and a hypothesis string, which is then normalised by the reference string’s
phonetic token length. One issue, which we touched upon earlier, that arises due to this
normalisation in this formula (and the PER alike), is that the metric is asymmetrical
and sensitive toward predictions overshooting the reference string’s length.

However, extensive penalties are not only applied to samples with immense
length discrepancies, as was the case with the repetition loops, but also to
minimal length mismatches. These penalties stem from the pair-wise comparison of
the feature vectors being based on string alignment. In the case of length mismatches,
these return the maximal numerically possible difference. Moreover, this value also
exceeds the dissimilarity that a given feature vector and a zero vector would exhibit
since any partial overlap of non-applicable features would match and the distance be-
tween unspecified/specified features only has a cost of 1/48. Thus, the PFER metric
can return scores between hypothesis/reference pairs which are, phonetically
speaking, not representative.

Consider the reference/hypothesis pairs in Table 6.1, taken from the Danish data in
VoxAngeles. Our model’s original prediction (A) [stø:lE] misclassifies the central segment
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[øu] as a long vowel and thus undershoots the phone string length by 1 (it also makes
an intra-BPC error in the word’s final vowel). Despite the phonetically small difference,
PFER% is scored at 18%. In contrast, a modified second prediction string (B) [støplE]
displays a cross-BPC error at the same position, by assuming [p] instead of [u]. However,
due to the identical number of phones, the PFER% of this second pair scores much
lower (6.94%), which leads to the counter-intuitive impression that prediction (B) was
”phonetically” closer to the reference than prediction (A).

Although in the case here, the implementation could be criticised for mistreating
possible diphthongs as two segments instead of one, the issue applies to all candidates
with a length mismatch.

A B

Reference stø:lE støplE Metric

støul@

3 2 PED
50.0 33.33 PER%
1.08 0.42 PFED
18.06 6.94 PFER%

Table 6.1: PFER sensitivity to length mismatches outranks phonetic similarity.

One way in which this could be mitigated and the metric could become more robust
towards extreme length mismatches, would be to divide the PFED not by the reference
string’s length, but by the PED to estimate the average PFED per misclassified segment.
For the above example, such a metric would still disprefer the length mismatch but at
rates of 36% and 21%, adding weight to the consonantal insertion error in (B). Alterna-
tively, evaluation could involve a higher level phonetic representation of the candidate
transcriptions, for example by considering syllable structures.

Lastly, the findings of the error analysis suggest that modifying the PER metric to
a BPC error rate, optionally with a further distinction or penalty reduction for diacritic
errors, would be a worthwhile undertaking and could mitigate the discrepancy between
superficial and phonological metrics. Implementing a phonetically optimal string align-
ment would also enhance the starting point for all pair-wise comparisons and might
better the utility of a prediction in the context of later manual correction by expert
users.

6.3.2 CV baseline fine-tuning data

Our own findings and those in Taguchi et al. (2023) have suggested that STIPA fine-
tuning data should ideally be consistent and of high quality. A full evaluation of all
utilised corpora is beyond the scope of this thesis, but some inconsistencies and un-
expected behaviour have warranted us to at least take a closer look at our baseline
fine-tuning data.

The preprocessing and partitioning of the CV fine-tuning data followed the setup by
Taguchi et al. (2023) and used the provided transliteration modules. Thus, we assume

86



that the underlying data and especially the IPA transliterations are identical between
our work and Taguchi et al. (2023). The transcriptions were generated with a mixture
of G2P rules by Taguchi et al. (2023) (ja, mt, hu, fi, el) and Epitran (pl, ta) so that
possible improvements to the former group can easily be incorporated for future work.
Due to personal familiarity with the language, we focus on the quality of the Japanese
IPA transcriptions here, and provide indications of oddities in the other language’s data
at scale.

The Japanese transliteration rules contain more phonetic detail than is present on
the other languages: Most notably, the vowels /a, e, o/ are enhanced with diacritics for
very narrow pronunciation [ä, efl, ofl]. These diacritics (centralisation and raised tongue
root) do not affect the phonetic feature vectors under the PanPhon scheme and are thus
relevant only to PER. However, these detailed phones could also become inaccurate due
to speaker variation and, moreover, if they cannot be inferred from the audio signal,
they may harm the ability of a multilingual model to generalise the representation of
/a, e, o/ across languages. If the diacritised phone used to represent a sound is not
distinguishable from the base phone by attending to the speech signal, it may lead the
model to attend more strongly to the textual context. This would raise the question
whether we teach the model universal STIPA, or STIPA under an implicit LID task: If
two languages are represented with largely disjoint phone inventories, would the model
combine phones from both to represent an unseen language, or choose whichever set/seen
language approximates the new language better.

If acquisition of more fine-grained distinctions was intended, we still lack this detail
for the other languages: For example, the Greek vowels /e, o/ have also been described
as true mid [efl, ofl] in Arvaniti (2007) and /a/ was represented by [5], positions which
are still upheld in Christodoulidou, Nicolaidis, and Stamovlasis (2024). Furthermore, a
brief exploration showed that some segments are missing from the manual G2P rules,
e.g. the Finnish conversion rules appear to lack the eighth long vowel [y:].

In a slightly longer exploration of the Japanese IPA transliterations, we found some
systematic issues with the Japanese sutegana (”small kana”). The source of these has
not been pinpointed, since MeCab1 and Epitran are used as backends, with the manual
G2P rules built on top. The sutegana appeared mistranscribed with a leading ”x” in
an estimated 200 instances (239 instances of ”x” are found in the data, but some stem
from originally Latin words). Crucially, this symbol corresponds to the voiceless velar
fricative in IPA, a sound otherwise absent from Japanese phonology. Sometimes, the
sutegana also caused inaccurate segments on counting numerals: <四つ> (en. ”four
[pieces]”, hiragana form: < よっつ>), which should be transliterated as [jofl

>
t:sW] within

the context of the G2P conventions, was instead found as [jofl
>
t:sW

>
t:sW].

Lastly, there are also about 1000 occurrences of /o/ as [oflfl
], and likewise 30 of the kind

with /e/. The latter appears to be caused by a noun-final /e/ followed by the allative
particle <へ> [e] which are mistakenly merged to [e:] with further aggregation of the

1https://pypi.org/project/mecab-python3/
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individual diacritics. The same happened in the /o/ cases with the accusative <を> [o]
particle. Such instances are far and few between but can easily be taken into account
by expanding the G2P rules to enhance the data.

Japanese was also by far the language which exhibited the most of these superficially
visible issues and the other languages seem to contain much less noise. In a näıve search,
only very few instances of apparent non-IPA characters were found: Most of these are
simple relics of the G2P rules or due to irregularities in the orthographic text (Table
6.2).

Split el fi hu ja mt pl ta

non-IPA char.

train 5 0 0 710 13 0 5
dev 3 0 0 344 8 0 2
test 4 0 0 343 11 0 1
sum 12 0 0 1269 32 0 8

Table 6.2: Instances of non-IPA characters in the transliterated CV data.

The Greek transliterations contain 12 instances of a hashtag (train: 5, dev: 3, test:
4) – a relic of the conversion of Upsilon in sentence initial position. The same characters
is found in Maltese, here the hashtag is left behind after by word-final <ġġ>. Tamil
contains 7 em dashes and 1 ”one-half fraction” (U+00BD). In the Japanese data, we find
a mix of numerous items: Most non-alphabetic occurrences are apostrophes (’) used to
indicate a syllable break between syllabic /n/ in the syllable coda to the left, and a vowel
or semivowel in the onset to the right. The syllable break accounts for 1 199 instances
(94.5%). The remainder comprises various punctuation symbols and some Kanji.

A close alignment of the phonetic detail across the languages, an expansion and
partial revision of the rules, along with further text normalisation would likely be ben-
eficial for future STIPA training. The relevance of noise-free data has previously been
underlined by, e.g., Bergmanis, Stafanovičs, and Pinnis (2020) for text models and our
own experiments emphasised this aspect: In early development of the Buckwalter-to-
IPA transliteration module for ASC, consistent mistransliteration of just one character
resulted in increased PFER% by 2–5% in cross-lingual settings. Monolingual and multi-
lingual models also achieved even lower error rates on the phonetically curated in-domain
corpora, ASC and THCHS-30, than on CV.

6.3.3 Reproducibility and consistency of MultIPA

In order to add an external STIPA baseline, we included MultIPA-1k in our experiments.
Following the changes made to the evaluation metrics, we also generated new predictions
for the both CV test sets. In Section 4.3.1 we noted uncertainties regarding the original
PFER implementation and expected some discrepancies between the original scores and
the replicated scores. However, we also saw differences in PERs above what we could
reasonably attribute to differences in the test data samples for the CV in-domain data,
and would not have expected any notable differences for the CV out-domain test data at
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all. Moreover, we showed that the handling of unknown phones and segments has quite
a sizeable effect.

Table 6.3 provides an overview of the original (og.) scores from Taguchi et al. (2023)
together with the scores from our replication of the experiment using the provided code
to calculate the metrics (repl.), and those stemming from our new implementation of
the metrics (new), which were presented as part of the baseline evaluation (Section 5.2).
The bottom rows further indicate the number of unknown phone tokens, and how many
(sub-)phone segments were ultimately assigned zero-vectors.

Metric Model el fi hu ja mt pl ta Mean cnh hsb lg tt Mean

PER%

new 1k 23.96 36.79 36.37 25.21 18.86 29.27 37.63 29.73 73.48 60.38 75.99 62.37 68.06
repl. 1k 23.96 36.79 36.37 25.31 18.86 29.27 37.63 29.74 73.98 62.75 76.01 62.76 68.88

og.
1k 24.7 29.6 44.9 17.4 14.3 16.5 26.9 24.9 73.0 68.6 74.0 67.7 70.8
2k 23.7 28.3 43.1 12.8 10.4 12.3 25.8 22.4 72.7 69.4 77.0 67.5 71.6
all 7.7 13.8 42.3 47.8 14.9 7.1 13.4 21.0 68.7 69.8 70.9 63.2 68.15*

PFER%

new 1k 7.33 9.27 8.94 7.90 6.99 10.20 11.01 8.87 20.08 17.56 20.57 17.25 18.89
repl. 1k 7.01 9.63 9.57 10.93 6.08 9.97 11.16 9.19 24.70 22.61 31.66 20.47 24.86

og.
1k 8.4 8.2 11.7 4.8 5.2 4.5 6.2 7.0 21.3 24.0 20.8 18.8 21.2
2k 7.7 8.0 10.8 3.6 3.5 3.8 5.7 6.2 21.8 24.9 22.7 19.4 22.2
all 4.1 5.0 10.8 8.9 4.9 2.5 3.6 5.7 20.3 23.1 23.0 18.8 21.3

Unk. phones 1k 0 3 8 128 2 74 6 28 89 49 41
Unk. segments 1k 0 3 4 127 2 0 6 28 89 49 41

Table 6.3: Original, replicated, and new MultIPA scores on the CV in- and out-domain test
sets.

For some languages, our replicated scores diverge considerably from the original ones
(e.g. Tamil PER, Japanese PFER) but we can see that our new metric implementations
mostly affected PFER (avg. -0.32%), in particular Japanese. The PFER changes are
also reflected in the number of phones and segments which were flagged as unknown by
the original implementation. For Japanese, the unknown segments were almost exclu-
sively (97.2%) caused by combinations with the [:] duration marker. Unknown phones
and segments were recovered by our implementation either through normalisation, or
compositional means, whereafter a total of 0 phones or phone components remained
unknown.

The difference between the reimplemented and the new version in Greek PFER,
where all segments were fully recognised, is purely due to the implementational changes
(phonetic feature vector re-fitting, 24th feature inclusion, different edit distance backend,
re-tokenisation). Such changes are certainly present in the other languages’ PFERs as
well but these are rather minimal, as is exemplified by Greek and Maltese.

The effect of unknown segments was especially strong in the CV transfer test set
(Luganda -11.09% PFER) and it would be of interest to see how the MultIPA-2k and
MultIPA-all models compare with the added phonetic information.
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7 Conclusion

This thesis explored the capability of Whisper-base and -large-v2 fine-tuned for STIPA
with mono- and multilingual data and the performance in various in- and out-domain
test settings. For our conclusion, we return to the research questions posed in Section
1.2.

A1 – Whisper-for-IPA: Proof of concept Using a new IPA language ID token, we fine-
tuned the orthographically pre-trained decoder of Whisper-base and Whisper-large-v2
in an E2E fashion on labelled STIPA data. The resulting (Lo)WhIPA models demon-
strated SOTA performance over MultIPA-1k on the in-domain CV baseline data and set
exceptionally low in-domain error rates for the ASC and THCHS-30 in both mono- and
multilingual settings. In all settings, (Lo)WhIPA learnt to narrow its prediction space
to the conventional IPA inventory implicitly, but on out-domain test data some highly
specific monolingual models (Mandarin LoWhIPA base-all) bore the risk of predicting
non-IPA transcriptions.

A2 – Cross-lingual transfer Both mono- and multilingual models were able to trans-
fer to languages not seen during the STIPA fine-tuning, and those that had not been
contained in the backbone’s ASR pre-training data either. Typically, higher error rates
arose when transferring to out-domain languages compared to in-domain values, but
it appears likely that out-of-distribution data sources and their characteristics had a
bigger impact than the specific language itself. Transfer performance of (Lo)WhIPA
was fairly stable on the majority of target languages and data and noticeably better on
phonetically curated corpora.

A3.1 – Resources: Model parameter size We demonstrated that in-domain WhIPA
performance using Whisper-large-v2 backbones is superior to Whisper-base backbones,
but that this gap is often reduced in the out-domain setting, especially when the target
language was not seen during the Whisper pre-training.

A3.2 – Resources: Fine-tuning capacity Fine-tuning with LoRA PEFT performed on
par or better than full fine-tuning of the decoder and showed improved robustness in
out-domain settings, in particular for the Whisper-base backbone.
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A4.1 – Fine-tuning setup: Sample size Our experiments corroborated the finding
that strong STIPA performance can be achieved with a cap of 1 000 training samples
per language in mono- and multilingual settings. For monolingual models, continuous
upscaling of training data reached an in-domain performance plateau and degraded the
cross-lingual performance. Meanwhile, there were some indications that maximal up-
scaling of multilingual training data may aid transfer performance due to increased data
diversity, but comes at the cost of in-domain performance.

A4.2 – Fine-tuning setup: Data quality and diversity We hypothesised that CV
LoWhIPA-large-all’s relative affinity for cross-lingual transfer over its in-domain per-
formance stems from its contact with likely more diverse data than the 1k-models had
during fine-tuning. On the other hand, the transfer performance of models trained on
the ASC, a high-quality but extremely homogeneous corpus (single-speaker, controlled
for consistent recording and speech style) indicates that fewer samples with specifically
tailored phonetic transcriptions likely outweigh the benefit of variety through scale that
automated G2P-based data bring.

A4.3 – Fine-tuning setup: Linguistic plurality The corpus in-domain performances re-
mained stable under the addition of more languages to the fine-tuning data pool and gen-
erally improved in the cross-lingual transfer setting. The trilingual LoWhIPA-large-SE
model’s in-domain performance also suggested that there are particularly complemen-
tary language (or data source) combinations that may be advantageous over monolingual
or maximally multilingual settings.

A4.4 – Fine-tuning setup: Topological similarity Fine-tuning on languages that are
topologically related to a target language often facilitated cross-lingual transfer. The
LoWhIPA-large-SE model was best suited to transcribe Sanna and presented no advan-
tage in other out-domain settings. Concurrently, exceptions have presented themselves
for the Chinese language family and further research is needed to explore possible causes
for this among the training or testing data, as well as to specify degrees of topological
and phylogenetic proximity in relation to their performance effect sizes.

A5 – Evaluation and error analysis Our evaluation included PER as a superficial met-
ric, and PFER as our phonologically informed metric which we expanded to enhance
phonetic coverage and implementational transparency. However, our error analysis re-
vealed that there is still much room for improvement in STIPA evaluation and that
numerical scores may not necessarily correspond with the linguistic intuition. The con-
sideration of Broad Phonetic Classes confirmed that WhIPA’s STIPA learning aligns
with the literature on other NLP models and exhibited similarity to errors in human
perception.

We devised a LoWhIPA-large-SE model with topological specificity by leveraging the
CV Maltese and Greek data together with the ASC to improve on mono- and multilin-
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gual (Lo)WhIPA models and the current SOTA MultIPA-1k model in the cross-lingual
zero-shot transcription of Sanna. Our results show great potential for the further de-
velopment of language-agnostic and cross-lingual STIPA, and our expansion of the eval-
uation framework along with the existing resources has laid the groundwork for future
work in this area.

7.1 Contributions

• Introduction of WhIPA and its variant LoWhIPA-large-COMB, a Whisper-large-
v2 model fine-tuned with LoRA PEFT to generate phonetic transcriptions in IPA,
exhibiting SOTA in-domain performance for 9 languages, as well as strong cross-
lingual transfer capabilities.

• Analysis of STIPA fine-tuning in monolingual and multilingual settings under con-
sideration of reduced data and computational resource conditions with findings
that encourage smaller, curated datasets and PEFT.

• Addition of IPA-based phonetic transcriptions for the ASC via a custom Buckwalter-
to-IPA conversion module and a demonstration of both in- and out-domain STIPA
performance that underscores the quality of both assets.

• Exploration of VoxAngles for evaluation, and THCHS-30 for both fine-tuning and
evaluation of STIPA, as well as novel experiments in STIPA for tonal languages
and suprasegmentals.

• Review of the SOTA STIPA model MultIPA-1k together with an expansion of the
existing evaluation resources and STIPA evaluation metrics.

• Development of LoWhIPA-large-SE to approximate the topology of the endan-
gered language Sanna, which set SOTA performance across various speakers and
recording conditions to support linguistic documentation of LRLs.

7.2 Limitations and future work

Given the distance between in-domain, out-domain, and cross-lingual transfer perfor-
mances, research in the STIPA field is still in its early stages. First and foremost, there
are many factors left to fully investigate within our experiment setup: We assumed that
the Whisper encoder had learnt sufficiently universal and phonetically detailed speech
representations in its pre-training. However, the assumption is not without dispute and
either conjoint fine-tuning of both model components, or pure encoder fine-tuning with
a (Lo)WhIPA model could shed more light on the conceptual soundness. Moreover, we
did not conduct full hyperparameters searches so that untapped potential within the
scope of the resources likely remains. Further such experiments are encouraged by the
option of applying LoRA, or other advanced PEFT methods, to keep the number of
fine-tuned parameters low and to increase efficiency.
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Similarly, aside from adding the IPA language ID token, we have not altered the
tokeniser and let Whisper learn to restrict its prediction space to the desired phone
vocabulary implicitly. Manually suppressing non-IPA tokens could accelerate STIPA
learning and prevent undesired after-images from the pre-training in which non-IPA
characters were predicted.

In-domain and cross-lingual transfer performance did not correlate strictly, therefore
the inclusion of, e.g., out-domain validation sets to monitor STIPA learning during fine-
tuning and to refine the checkpoint selection is encouraged.

Insights from the training data quantity and quality indicated that smaller datasets
with higher quality control and possibly the curation of the samples for diversity in speech
styles and recordings could enhance performance. Furthermore, the CV fine-tuning data
have largely not yet been controlled for accuracy and cleanliness of the IPA transcrip-
tions. Manually auditing the pre-transliterated transcriptions to more accurately reflect
the audio samples, removing noisy transcription, and aligning the transliteration rules
in terms of the phonetic detail represented would likely prove beneficial. An approach
which requires manual labour is made all the more feasible by the stellar performances
achieved in the 1k-data conditions, and the question of the minimum number of training
samples needed per language (and in total) is still unanswered. Although we compared
fine-tuning settings using different numbers of languages and sample sizes, these factors
were still intertwined and stricter controls thereof under consideration of topological
proximity are needed.

The addition of even just a few languages brought advantages over monolingual base-
lines, which indicates potential for expanding linguistic diversity, possibly using few-shot
approaches, and opens up options for corpora previously excluded due to insufficient sam-
ple sizes. As such, we underline the DoReCo collection and IPA-PACK++ as promising
resources for future research.

Due to constraints in time and partially a lack of access to the technological as-
sets, the comparison of (Lo)WhIPA to existing work is limited to MultIPA-1k. Under
reconsideration of the evaluation metrics and the fluctuations depending on the target
languages and settings, a re-evaluation side by side with MultIPA-2k/-all, Allosaurus,
Wav2vec2Phoneme, and human transcriptions is highly desirable to assess and contex-
tualise the performances of the models.

Lastly, we have not explored the possibility that divergence in WhIPA and MultIPA
performance is conditioned by the hours seen of a specific language during ASR and
especially STT pre-training (Radford et al., 2023; Rouditchenko et al., 2023). Whisper’s
pre-training details are listed in Radford et al. (2023) and there is some indication
that the number of STT pre-training hours correlated with better fine-tuned STIPA
performance (Japanese, Finnish) but not this is not necessarily consistent (Polish yielded
higher PFER despite more STT pre-training hours than Greek). In the main interest of
deployment on unseen languages we did not pursue this possibility further, but it might
serve to shed light on the inter-language and inter-model variations and thus provide
more explainability for the STIPA models’ behaviour.
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7.3 Ethical considerations

We were informed that the original interviews with the Sanna speakers contain poten-
tially sensitive information. To our knowledge, no such sections were included in the
shared extracts and we have taken care not to disclose or publish any such information.
Aside from the recordings and socio-demographic information mentioned in this thesis,
no identifying personal information about the speakers was stored.

Part of the computations were enabled by resources provided by the National Aca-
demic Infrastructure for Supercomputing in Sweden (NAISS), partially funded by the
Swedish Research Council through grant agreement no. 2022-06725.

In Section 2.1, we highlighted the ethical implications that accompany research aimed
at LRLs in NLP. We reiterate here that our work holds potential for diversifying the field
of NLP and supporting the documentation of LRLs. However, any work utilising our
assets should be undertaken with the explicit consent of the speakers being transcribed
and comply with privacy laws regarding the storage and processing of the contained
data. We further urge external research parties to take into consideration the agency
and interest of the communities with which LRLs are intertwined, and to mind spoken
language as a cultural cornerstone rather than a data resource to commodify.

It must be underlined that the models developed here should not and cannot replace
human experts, since their stochastic nature bears the risk of hallucinations and produc-
ing otherwise undesirable or unexpected outputs. The recommendation is to use STIPA
as a means of computer-assisted transcription, not computer-based transcription.
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Puvvada, Krishna C., Piotr Żelasko, He Huang, Oleksii Hrinchuk, Nithin Rao Koluguri,
Kunal Dhawan, Somshubra Majumdar, Elena Rastorgueva, Zhehuai Chen, Vitaly
Lavrukhin, Jagadeesh Balam, and Boris Ginsburg (2024). “Less is More: Accurate
Speech Recognition & Translation without Web-Scale Data”. In: Interspeech 2024,
pp. 3964–3968. doi: 10.21437/Interspeech.2024-2294.

Qian, Mengjie, Siyuan Tang, Rao Ma, Kate M. Knill, and Mark J.F. Gales (2024).
“Learn and Don’t Forget: Adding a New Language to ASR Foundation Models”. In:
Interspeech 2024, pp. 2544–2548. doi: 10.21437/Interspeech.2024-1045.

Radford, Alec, Jong Wook Kim, Tao Xu, Greg Brockman, Christine Mcleavey, and Ilya
Sutskever (July 2023). “Robust Speech Recognition via Large-Scale Weak Supervi-
sion”. In: Proceedings of the 40th International Conference on Machine Learning.
Ed. by Andreas Krause, Emma Brunskill, Kyunghyun Cho, Barbara Engelhardt,
Sivan Sabato, and Jonathan Scarlett. Vol. 202. Proceedings of Machine Learning
Research. PMLR, pp. 28492–28518. url: https://proceedings.mlr.press/v202/
radford23a.html.

Rekesh, Dima, Nithin Rao Koluguri, Samuel Kriman, Somshubra Majumdar, Vahid
Noroozi, He Huang, Oleksii Hrinchuk, Krishna Puvvada, Ankur Kumar, Jagadeesh
Balam, and Boris Ginsburg (2023). “Fast Conformer With Linearly Scalable Atten-
tion For Efficient Speech Recognition”. In: 2023 IEEE Automatic Speech Recognition
and Understanding Workshop (ASRU), pp. 1–8. doi: 10.1109/ASRU57964.2023.
10389701.

Roth, Arlette (1979). Le verbe dans le parler arabe de Kormakiti (Chypre): morphologie
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Appendices

A Buckwalter-to-IPA conversion

Original Altered New Comment Original Altered New Comment

T tQ Duplicate capital key in source
ˆ T d d assume lowercase non-shaddah
r r t t assume lowercase non-shaddah
z z h h assume lowercase non-shaddah
s s Non-regularly occurring character, assumed
S sQ G G 3 occurrences in corpus
$ S i i 6 occurrences in corpus
j Z u u 3 occurrences in corpus
f f j (g) duplicate key, prioritised j:Z
y j g G differentiation to G unclear
v v Capital key not in corpus, lowercase key missing
p p B b b B not in corpus

J
>
dZ Q q q Q not in corpus

H è K k k K not in corpus
* D L l l L not in corpus
D dQ X x x X not in corpus
Z DQ M m m M not in corpus
E Q N n n N not in corpus
W w Missing key, identical grapheme found
w w U1 ofl same as u1
a a UU1 ofl: same as uu1
A A I0 I same as i1
aa æ: I1 I same as i1
AA A: Missing key, inferred from external resources
i0 i < P
i1 I II0 i U+0650 kasrah
ii0 i: U0 a U+064E fath. ah
ii1 I: UU0 w U+0648 wāw
u0 æ

uu0 u:
u1 ofl

uu1 ofl:
- @ see ASC readme.md
’ (ignore) word boundary

sil (ignore) silence marker
dist (ignore) distorted phone

Table A.1: Conversion table used to transliterate the phonetic Buckwalter transliteration in the
Arabic Speech Corpus to IPA. Unproblematic cases given in the left column, characters which
required changes or external information on the right.
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B PFER implementation

B.1 Discrepancies in PFER implementation

Below, we outline our uncertainties regarding the PFER implementation in Taguchi
et al. (2023) following which we chose to reimplement the metric. Firstly, though the
paper states that PanPhon (Mortensen et al., 2016) is used to implement the PFER, the
published code does not refer to this resource directly. Phones are converted to a feature
vector via an unreleased ”features.csv” file. This was possibly a copy of PanPhon’s
”ipa all.csv” asset but supplying this file to close the gap leads to semantic conflicts:
After vectorisation, only 23 phonetic features appear to be taken into account instaed
of the expected 24. The first feature [±syllabic], seems to be omitted during PFER
calculation. We cannot say for certain whether this was an error in the implementation
originally, or whether a diverging formatting of the feature mapping asset file is the
cause.

Another challenge was that a considerable number of phones are flagged as ”not
found” during calculation, and are replaced with a zeroed out feature vector instead. For
example, the manual G2P rules for CV Japanese consistently transcribe the phoneme /a/
as [ä], represented by U+00E4 (Latin Small Letter A with Diaeresis), but this phone is
only known as the composite U+0041 + U+0308 (Latin Capital Letter A + Combining
Diaeresis) in the PanPhon resource. There is no mention of such encoding issues in
Taguchi et al. (2023), albeit the replacement of one character (<g>) in the source code,
so it is possible that the encoding was changed in-between, phones were added to the
feature table internally, or that the PanPhon toolkit was used to convert the phones
after all, since the module will apply NFD normalisation automatically and bypass the
issue for this specific phone. In the simplest case, the unaltered PanPhon asset file was
used for PFER, but that would also mean that the reported PFER scores are somewhat
inaccurate due to the number of unknown phones which could not be further segmented
(see Section 6.3.3 for an overview of how many phones were affected and our attempts
at reimplementing the original metrics).

Another implementational detail that has been troubling to decipher is the heuristic
for assembling feature vectors for unknown IPA segments (the presence of such a heuristic
implies that ”unknown phones” were a known issue). This heuristic was applied when
a multi-character phone was missing from the feature table but its individual characters
were still known. In this case, the composite phone’s features are approximated by
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combining the feature vectors of its individual parts. This is a simple and effective way
to account for such phones but the assembled feature vector is created by summing
up the feature values per dimension which can lead to values outside the [-1, 1] range.
Such values are not ideal, since the feature vectors are meant to represent articulatory
features with values of {-1, 0, +1} to indicate absence, non-applicability, or presence,
respectively. In an edit distance that does not differentiate between a -1/1 mismatch
and a -2/1 mismatch, this would be of no consequence. However, the edit distance in
Taguchi et al. (2023) is based on a custom calculation. That formula includes a cosine
similarity between the candidate feature vectors to mitigate the distance penalty and
would therefore be sensitive to values outside the [-1, 1] range.

B.2 Phonetic feature vectors

Phonetic features assigned in PanPhon. Definitions of the first 19 features and the
[±tense] are taken from Mortensen et al. (2016), [±velaric] and the final three features
were added to the database thereafter. The final two features are only applicable to tone
letters (Chao tone letters are used in the resource).

• syl [±syllabic]. Is the segment the nucleus of a syllable?

• son [±sonorant]. Is the segment produced with a relatively unobstructed vocal
tract?

• cons [±consonantal]. Is the segment consonantal (not a vowel or glide, or laryngeal
consonant)?

• cont [±continuant]. Is the segment produced with continuous oral airflow?

• delrel [±delayed release]. Is the segment an affricate?

• lat [±lateral]. Is the segment produced with a lateral constriction?

• nas [±nasal]. Is the segment produced with nasal airflow?

• strid [±strident]. Is the segment produced with noisy friction?

• voi [±voice]. Are the vocal folds vibrating during the production of the segment?

• sg [±spread glottis]. Are the vocal folds abducted during the production of the
segment?

• cg [±constricted glottis]. Are the vocal folds adducted during the production of
the segment?

• ant [±anterior]. Is a constriction made in the front of the vocal tract?

• cor [±coronal]. Is the tip or blade of the tongue used to make a constriction?
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• distr [±distributed]. Is a coronal constriction distributed laterally?

• lab [±labial]. Does the segment involve constrictions with or of the lips?

• hi [±high]. Is the segment produced with the tongue body raised?

• lo [±low]. Is the segment produced with the tongue body lowered?

• back [±back]. Is the segment produced with the tongue body in a posterior posi-
tion?

• round [±round]. Is the segment produced with the lips rounded?

• velaric [±velaric]. Is the segment produced with a velaric airstream mechanism
(click)?

• tense [±tense]. Is the segment produced with an advanced tongue root?

• long [±long]. Is the segment produced for a lengthened duration?

• hitone [±hitone].

• hireg [±hireg].
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C BPE tokens/second rates

Figure C.1: WhisperTokenizer BPE tokens per second across the samples in the eligible CV
validation set, differentiated by language.
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D Decoding strategy and fallback
effects

Figure D.1: Log-scale visualisation of beam-size dependent performance of model check-
points on the validation subset, and efficacy of speech rate monitoring and fallback heuristics
(vanilla/fallback) to detect and mitigate repetition loops. Each value here stems from a single
audio sample, thus the score of each repetition loop outlier is on full display.
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E VoxAngeles performance details

E.1 Per language performance on related languages subset

Model el fi hu mt aeb ajp apc hak wuu yue Mean

P
E
R
%

MultIPA 34.7 45.0 55.3 52.1 59.6 71.8 64.0 72.2 92.1 69.0 61.6
CV

WhIPA base 65.5 61.8 160.5 67.2 102.6 73.9 78.2 94.5 104.6 77.9 88.7
WhIPA large 36.3 45.0 67.6 52.3 69.4 87.9 67.6 76.0 105.1 72.1 67.9
LoWhIPA base 51.1 62.0 69.1 64.0 72.6 75.4 74.7 79.1 97.9 75.7 72.2
LoWhIPA large 35.9 40.0 74.8 54.8 64.8 79.0 65.3 76.4 100.0 70.8 66.2
LoWhIPA large-all 48.2 41.4 63.0 61.1 68.9 73.5 63.5 91.0 106.4 74.1 69.1
Levantine

LoWhIPA base 64.0 63.6 93.0 60.3 61.2 76.5 59.0 88.8 103.3 81.3 75.1
LoWhIPA base-all 70.8 72.9 104.4 67.6 74.9 77.3 68.4 90.8 113.1 83.0 82.3
LoWhIPA large 64.6 51.7 97.0 57.0 56.2 86.3 56.9 91.5 105.9 84.7 75.2
LoWhIPA large-all 69.8 53.4 98.8 56.0 57.5 78.1 57.8 104.2 122.6 87.0 78.5
Mandarin

LoWhIPA base 176.7 139.4 211.2 150.1 144.1 108.7 182.6 100.6 255.6 196.1 166.5
LoWhIPA base-all* - - - - - - - - - (1 894)
LoWhIPA large 94.7 73.0 100.5 90.7 96.6 98.1 94.0 103.2 115.9 116.1 98.3
LoWhIPA large-all 118.4 100.7 137.4 120.7 111.2 111.7 108.7 119.9 135.6 117.0 118.1
Combined

LoWhIPA base-COMB 54.8 61.8 86.6 73.6 65.1 96.0 68.3 94.0 116.7 89.4 80.2
LoWhIPA large-COMB 43.9 49.9 70.2 52.5 61.6 78.8 62.0 84.6 111.5 74.1 68.9
LoWhIPA large-SE 40.4 45.9 93.4 48.3 57.9 82.1 60.0 86.4 106.4 89.3 71.0

P
F
E
R
%

MultIPA 4.1 8.2 16.3 8.7 16.7 14.0 13.3 19.5 34.4 14.4 15.0
CV

WhIPA base 19.9 16.9 100.8 20.7 44.9 22.1 21.4 33.1 44.8 20.9 34.6
WhIPA large 4.6 13.9 19.1 12.1 16.0 28.2 11.6 25.7 43.2 14.3 18.9
LoWhIPA base 11.6 17.3 18.3 13.8 16.7 26.9 17.3 20.8 38.3 18.1 19.9
LoWhIPA large 5.7 12.4 29.2 10.8 16.5 21.1 11.6 23.7 43.1 14.4 18.9
LoWhIPA large-all 5.9 10.8 19.3 13.6 17.0 15.3 13.3 24.0 42.9 16.3 17.8
Levantine

LoWhIPA base 12.6 18.8 37.3 14.0 17.3 18.8 12.9 25.6 45.0 19.3 22.2
LoWhIPA base-all 22.4 22.8 49.8 24.2 28.2 20.8 18.5 29.3 55.7 27.8 29.9
LoWhIPA large 10.5 12.8 40.8 14.4 15.1 27.9 11.0 27.0 43.4 22.0 22.5
LoWhIPA large-all 11.8 13.7 40.9 11.5 14.3 20.1 12.0 34.7 54.7 21.6 23.5
Mandarin

LoWhIPA base 102.7 63.3 131.0 77.8 69.6 30.8 105.6 38.6 184.9 122.2 92.6
LoWhIPA base-all* - - - - - - - - - (1 816)
LoWhIPA large 14.9 14.2 37.6 19.9 29.6 26.1 25.1 32.4 46.5 40.7 28.7
LoWhIPA large-all 34.8 27.8 63.4 38.4 30.9 32.8 32.9 41.3 64.1 39.3 40.6
Combined

LoWhIPA base-COMB 9.5 12.7 28.7 21.1 11.2 31.9 13.7 26.9 51.8 28.5 23.6
LoWhIPA large-COMB 5.8 11.7 19.5 10.4 9.5 16.9 10.6 22.7 46.0 16.3 17.0
LoWhIPA large-SE 8.3 15.8 38.9 9.9 14.4 23.6 8.8 33.7 50.9 24.5 22.9

Table E.1: Individual PERs and PFERs on VoxAngeles languages related to at least one of the
training corpora, divided by language group.
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E.2 Example: PFER sorted by language family

Figure E.1: Average PFERs of LoWhIPA-large-COMB on all VoxAngeles languages. Results
are divided by language group and tinted according to the geographical macro areas given by the
Glottolog asset from the VoxAngeles distribution. Languages from the related language groups
and seen by the model during STIPA fine-tuning (CV: 7, Arabic: 3, Mandarin: 3) are marked
as ”x”.
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