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Extreme rainfall modelling under climate change
and proper scoring rules for extremes and inference

Helga Kristin Olafsdéttir

Division of Applied Mathematics and Statistics
Department of Mathematical Sciences
Chalmers University of Technology and University of Gothenburg

Abstract

Model development, model inference and model evaluation are three impor-
tant cornerstones of statistical analysis. This thesis touches on all these through
modelling extremes under climate change and evaluating extreme models us-
ing scoring rules, and by using scoring rules for statistical inference on spatial
models. The findings are presented in three papers. In Paper I, a new statistical
model is developed, that uses the connections between the generalised extreme
value distribution and the generalised Pareto distribution to capture frequency
changes in annual maxima. This allows using high-quality annual maxima
data instead of less-well checked daily data to separately estimate trends in
frequency and intensity. The model was applied to annual maximum data of
Volume 10 of NOAA Atlas 14, showing that in the Northeastern US there are
evidence that extreme rainfall events are occurring more often with rising tem-
perature, but that there is little evidence that there are trends in the distribution
of sizes of individual extreme rainfall events. Paper II introduces the concept
of local weight-scale invariance which is a relaxation of local scale invariance
for proper scoring rules. This relaxation is suitable for weighted scores that are
for example useful when comparing extreme models. A weight-scale invariant
version of the tail-weighted continuous ranked probability score is introduced
and the properties of the different weighted scores were investigated. Finally,
Paper III continues on the path of scoring rules, but instead uses scoring rules
for statistical inference of spatial models. The proposed approach estimates
parameters of spatial models by maximising the average leave-one-out cross-
validation score (LOOS). The method results in fast computations for Gaussian
models with sparse precision matrices and allows tailoring estimator’s robust-
ness to outliers and their sensitivity to spatial variations of uncertainty through
the choice of the scoring rule which is used in the maximisation.

Keywords: Extreme Value Theory, Non-stationary, Generalised Pareto, Annual
Maxima, Precipitation, Climate Change, Extreme Rainfalls, Scoring rules, CRPS,
swCRPS, local scale invariance, local tail-scale invariance
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Sammanfattning

Utveckling, inferens och utvardering av modeller &r tre hornstenar i statistisk
analys. Denna avhandling beror alla dessa genom att modellera extrema han-
delser under klimatfordandringar, utviardera modeller f6r extremvadrden med
hjalp av sa kallade “scoring rules”, och genom att anvanda scoring rules for
statistisk inferens i spatiala modeller. Resultaten presenteras i tre artiklar. I
Artikel I utvecklas en ny statistisk modell som drar nytta av sambanden mellan
den generaliserade extremviardesfordelningen och den generaliserade Pareto-
fordelningen for att fanga frekvensforandringar i drliga maxima. Detta gor det
mojligt att anvanda hogkvalitativa arliga maximadata istéllet for simre kon-
trollerade dagliga data for att separat skatta trender i bade frekvens och fordel-
ning av extrema handelser. Modellen tillimpades pé arliga regnmaximadata
fran NOAA Atlas 14, vol 10. Resultaten tyder pa att extrema nederbérdshén-
delser i nordostra USA intréffar oftare med stigande temperatur, utan bevis pa
att det forekommer trender i férdelningen av enskilda extrema nederbordshén-
delser. Artikel II introducerar begreppet lokal vikt-skalinvarians, en utvidgad
version av lokal skalinvarians for scoring rules. Denna utvidgning lampar
sig for viktade scoring rules som till exempel dr anvandbara nar man jamf{or
extremvardesmodeller. En vikt-skalinvariant version av viktade countinuous
ranked probability scoren (WCRPS) introduceras och egenskaperna hos de
olika viktade scorsen undersokes. Slutligen fortsitter Artikel III at undersoka
scoring rules, men utnyttjar dem istéllet for statistisk inferens i spatiala mod-
eller. Den foreslagna metoden skattar parametrar for spatiala modeller genom
att maximera den genomsnittliga korsvalideringsscoren for uteslutande av
en observation, eller “leave-one-out” score (LOOS). Detta resulterar i snabba
berdkningar for gaussiska modeller med glesa precisionsmatriser och, genom
valet av scoring rules, gor det mojligt att skraddarsy skattarens robusthet for
outliers och dess kinslighet for rumsliga variationer i osékerhet.

Nyckelord: Extremvardesteori, icke-stationaritet, generaliserad Pareto, &rs-
maxima, nederbord, klimatférandringar, extremt regnfall, scoring rules, CRPS,
swCRPS, lokal skalinvarians, lokal svans-skalinvarians
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Introduction

Statistical analysis is an essential tool for collective understanding. Commonly,
the interests turn to the behaviour of the masses that, with the help of the law
of large numbers, can be described using summary statistics such as the mean
and variance. In this process, outliers are often removed. However, when
interested in the extremes, it is in fact the outliers that are of interest, and other
approaches need to be taken to create and evaluate statistical extreme value
models. This thesis models trends in extreme events and how scoring rules
can be used for evaluating and comparing statistical models in a fair manner.
In addition, the usage of scoring rules for fast and robust inference of spatial
Gaussian models is investigated.

1.1 Background and overview

Extremes emerge in diverse areas, with the most prominent ones being envi-
ronmental statistics and finance. In this thesis, the main focus is on extreme
precipitation in the Northeastern US, but applications also include extreme
water levels in the Great Lakes and air pollution in Italy. Understanding the
behaviour of extreme rainfall events is important, since these events cause
deaths, property losses and a vast cost of improving infrastructure. When
thinking of extreme events, the mind often wanders towards the hurricanes
in the US that cause extensive damage. As an example, the 2017 hurricane
Harvey caused more than 89 deaths and caused damage for approximately
130 billion USD (NOAA National Centers for Environmental Information,
2020). However, smaller but still extreme events are also hazardous and costly

1



2 1. Introduction

since they can cause flooding, landslides and increased infrastructure cost. A
more recent example is the long-standing rainstorm that caused flooding in
large parts of southern Germany in the spring of 2024. Apart from the size
of an extreme event, the frequency of which extreme events occur is also an
important factor, as increased frequency raises the urgency of actions. Ad-
ditionally, the above problems are expected to further escalate with today’s
climate change (see e.g. Kunkel et al. (2020)). Classical models for univariate
extremes are well-established, with the two main approaches being when the
extreme observations are the maxima of blocks of observations, and when
the observations are the values that surpass a certain threshold (Coles, 2001).
Modelling extreme hydrological events as stationary has been the traditional
approach (Kundzewicz and Kaczmarek, 2000), but with climate change aware-
ness, non-stationarity is becoming both increasingly common and important
(Katz et al., 2002; Li et al., 2005; Milly et al., 2008; Towler et al., 2010; Kysely et al.,
2010; Rootzén and Katz, 2013; Paola and Id, 2018). In Paper I, an extreme value
model is developed that allows the analysis of frequency change of extreme
events from block maxima data.

When one has decided on a relevant statistical model for a set of data, the next
steps usually include fitting said model to the data, and determine how well
the fitted model describes the data. For this, traditional approaches include
likelihood maximisation for inference and likelihood-ratio tests for goodness of
fit. However, in Paper II and Paper I1I, model evaluation and model inference
are studied with the help of so-called scoring rules.

Scoring rules are a popular tool for model evaluation (Friederichs and Tho-
rarinsdottir, 2012; Lerch and Thorarinsdottir, 2013; Carvalho, 2016; Serafini
et al., 2022), where a predictive distribution, also named forecast, is scored
based on the observations. Several scoring rules are available with different
properties. When choosing a scoring rule one should account for the properties
feasible for each analysis. However, in all cases, the score should benefit the
true model, i.e. one should not be able to cheat a way to a better score by insert-
ing a false model. Therefore, all scoring rules in this thesis are proper (Gneiting
and Raftery, 2007), meaning that the expected score is highest for the true
statistical model. When there is a single global maxima of expected scores over
the predictions, the scoring rule is said to be strictly proper. One feature to
have in mind, especially in spatial scenarios, is how the score behaves when
there are differences in prediction uncertainty between locations. A scoring
rule that is indifferent to the scale of prediction uncertainty, is said to be locally
scale invariant (Bolin and Wallin, 2023). When comparing models of extremes,
weighted scores can be used to emphasise the area of interest, for example by
only considering how good predictions are over a certain threshold (Taillardat
et al., 2023; Gneiting, 2011). In Paper II, the property of scale invariance is



1.2. Precipitation changes in the Northeastern US 3

investigated for weighted scores, and it turns out that weighted scores are in
general not scale invariant. However, since weighted scores are built on the
idea that predictions in some areas are more important than others, the notation
of local scale invariance might be too restrictive for such scoring rules. Paper II
presents the relaxed concept of local weight-scale invariance and compares the
effect and features of these types of scores for extremes.

Scoring rules have not solely been used for model evaluation as originally in-
tended, but can also be used for model inference (Dawid et al., 2016; De Fondev-
ille and Davison, 2018). Optimising strictly proper scores forms a special case
of M-estimation (Huber and Ronchetti, 2011). For example, optimising the
logarithmic score in one dimension corresponds to log-likelihood estimation.
A benefit of scoring rule inference is that it increases the flexibility of the model
estimation, since the choice of scoring rule can give weight to different aspects
of a statistical model (Gneiting et al., 2005; Gneiting and Raftery, 2007). In
spatial statistics, models are often evaluated by a leave-one-out cross valida-
tion. In Paper III, a combined scoring rule based on conditional scores is
used for parameter inference on spatial Gaussian models, and compared to the
log-likelihood approach.

1.2 Precipitation changes in the Northeastern US

Paper I and Paper II both consider extreme rainfall in the US. The rainfall data
from the Northeastern US is provided by the 14th version of NOAA Atlas Vol
10 (Perica et al., 2019). In the Northeastern US, the extreme precipitation seems
to be increasing. In this thesis, the behaviour of these changes is analysed, and
the causes of raised extremes are divided into three subcategories. First, it might
be that the frequency of individual extreme events is increasing, since with
a higher number of extreme events, it becomes more probable to experience
an event of a certain magnitude. A simple example of this is that if you have
a six sided dice, your chance of observing a value of at least six increases
as you throw the dice more often. Second, it might be that the behaviour
of the individual extreme rainstorms is changing. In the dice example, this
could correspond to the dice increasing its number of sides to twelve, further
raising the probability of observing a value of at least six. Lastly, there might be
changes in both the frequency and the distribution of individual extreme events.
To further complicate things, for the extreme rainfalls in the Northeastern US,
there exist both daily observations and annual maxima series. Both are quality
controlled, but the annual maxima is considered more reliable and of higher
quality since it has been quality controlled manually by experts. However,
one cannot directly observe changes in frequency of extreme rainfall using
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Figure 1.1: Schematic overview of thesis papers.

annual maxima data, since each year only contains one observation. As seen in
Paper I, there is a way of circumventing this problem and getting frequency
information from the annual maxima data.

1.3 Aims

The thesis uses extreme value theory and scoring rules to investigate three
main aspects of statistical analysis, model definition, model evaluation and
model estimation. The first two papers are focused on extremes while Paper II
and Paper III make use of scoring rules and spatial statistics. An overview of
the three papers of the thesis is visualised in Figure 1.1. The main questions to
be answered are:

(i) How can trends in the frequency of extreme events be obtained from
block maxima? (Paper I)

(i) How does climate change affect extreme precipitation in the Northeastern
US? (Paper I)

(iii) Are the common weighted scoring rules scale invariant? (Paper II)

(iv) How can the concept of scale invariant scoring rules be modified to suit
model evaluation of extremes? (Paper II)

(v) How does scoring rule inference compare to log-likelihood maximisation
in terms of computation time and robustness? (Paper III)
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(vi) How does the choice of scoring rules affect the leave-one-out scoring rule
inference? (Paper III)

1.4 Thesis structure

This introduction and the following Chapters 2-8 aim at giving an insight for
the general audience into the work presented in the three papers of the thesis.
The structure of the thesis is as follows: Chapter 2 introduces the theoretical
background of extreme value theory and the connection between different
approaches as well as the incorporation of trends in models. Chapter 3 briefly
touches upon the spatial models needed for the thesis. Scoring rules and
related concepts such as properness, weighted scores and local scale invariance
are introduced in Chapter 4. Inference of statistical models is presented in
Chapter 5, and Chapter 6 contains a description of the papers in this thesis.
A discussion of the results and future work are found in Chapter 7 and 8,
respectively. Finally, the papers are presented.
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Extreme value theory 2

This chapter provides an overview of classical one-dimensional extreme value
theory and presents the connection between two main modelling approaches
for univariate extremes, as well as how trends can be incorporated in such
extreme models.

2.1 Block maxima

The first modelling approach for extremes is, for independent identically dis-
tributed series of random variables, X1, Xs, ..., to divide the series into blocks
of a fixed length n and model the behaviour of the maxima M,(Ll), Mfl?), e
where My(f) = max{X,(i—1)+1,--» Xni}. This is called the Block Maxima (BM)
approach. For large values of n, by the limit theory of extremes, the distribu-
tion of M,") can often be approximated by a Generalised Extreme Value (GEV)
distribution. This distribution has three parameters: a location parameter 1, a
scale parameter ¢ > 0 and a shape parameter . The distribution function is

given by
_ z=p 1V
G(Z):{exp{ [1+’y£_{j )] } Y#0
exp {—exp (—53#)} ¥ =0.
This generalised formulation can be divided into three different classes of
distributions, depending on the shape parameter . These are the Gumbel,
Frechét and Weibull families for zero, positive or negative v parameter, respec-
tively. The absolute value of v gives information about the size of the tail of

7
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Figure 2.1: Example of block maxima data (left) and peaks over threshold data (right)
shown with filled dots.

the distribution. Moreover, for v = 0, the support of the GEV distribution is R,
but for positive and negative v, the support is limited from below and above,
respectively.

For practical applications on a dataset { X}, one wants to choose a suffi-
ciently large block size n for the theory to hold, without overly compromising
the size of the dataset. For daily data, a typical value of n is one year. Taking
the maximum assigns exactly one extreme event per block and ignores the fact
that some blocks could have multiple extreme events while others may have
none, as visualised in Figure 2.1.

2.2 Peaks over threshold

To account for the possibility of varying number of extremes within a block, a
second approach is to instead select a large threshold « and use the observations
exceeding this threshold for the statistical analysis (Figure 2.1). This is called
the Peaks over Threshold (PoT) method. The excesses over the threshold are
then approximated by the Generalised Pareto (GP) distribution with a scale
parameter, o, and a shape parameter, v. This means that the conditional
distribution function of the excesses Y := X — u|X > u, for u large enough, is
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approximated by
-1/
H(y):l—(l—&—zy) .

The events of exceeding the threshold u are assumed to follow a Poisson
process. The number N of exceedances in for example a year then follow a
Poisson distribution with rate parameter J, i.e.

AeA
nl

The combination of the PoT model with Poisson process describing the oc-
currences of extremes is called P-GP model. In practice, the assumption of
independence between exceedances is seldom true, leading to a necessary
declustering of data. For daily data, the PoT method allows more than one
extreme event within a year, and gives information on the frequency of such
events. Further description on both the BM and PoT can be found in, e.g. Coles
(2001).

2.3 Declustering

In practice, exceedances over a threshold tend to come in clusters, violating the
assumption of a Poisson process describing the occurrences of exceedances. To
counteract this, a standard way is to decluster the data, i.e. to identify these
clusters and replace the observations within the cluster as the maxima of the
cluster (Coles, 2001). For a defined cluster length ¢, threshold « and time ¢;
of first occurrence of first cluster of exceedances over threshold, the observed
values ¥, , Yt,+1, ---, Y1, +6—1 are modified as

R ify, =max{y; : j € {t1,....,t1 + 0 — 1}},
Yi = . .
min(y;,u) otherwise.

24 Connection between model approaches

Assuming a large block of length n, and that the expected number of excesses
over threshold u within each block is A, one can formulate the model for the
Block Maxima in terms of the Peaks over Threshold parameters as done in



10 2. Extreme value theory

Paper I, with location and scale parameters

WA —1

u:u—l—y, o =0\, (2.1)
Y

and shape parameter . For v = 0, this relation corresponds to the Langbein’s

formula (Langbein, 1949), often used by hydrologists for conversion between

recurrence times of annual maxima and partial duration series (Takeuchi, 1984).

This formulation allows to obtain information from block maxima about the
the magnitude and frequency of individual extreme events.

2.5 Trends in extreme events

To model changes in the distribution of extreme events, trends can be incorpo-
rated in the model parameters. For example, linear temporal trends in the GEV
model can be introduced as

w(t) = po + pat, lno(t) = og + o1t

where ¢ denotes time. Similarly, for the corresponding PGEV model in Eq. (2.1),
trends can be introduced in the parameters as

In A(t) = Ao + At Ino,(t) = ouo + ouit. (2.2)

Here, the log-link is used to keep the corresponding parameters positive. Of
course, one could introduce trends in the shape parameter v, but the assump-
tion of a constant v is also common for modelling non-stationary extreme
precipitation (De Paola et al., 2018).

Instead of using time as the covariate ¢, one can use temperature. For the
analysis of Paper I, temperature was used for three main reasons: (i) there are
physical connections between temperature and rain, (ii) it simplifies extrapola-
tion into the future, since the temperature change is anticipated to depend on
different climate scenarios, and (iii) in the data, there is a break in both tem-
perature and extreme precipitation at the same time, and using temperature
allows for the usage of the whole dataset, instead of cutting of large part of
each time series (Figure 2.2).
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Figure 2.2: Mean temperature over years (left) with lowess smoothing shown in black,
and mean number of annual exceedances over time with predicted frequency when
using time (dotted) and lowess temperature (solid) as a covariate. Figure from Paper I.
© American Meteorological Society. Used with permission.

2.6 More extreme extremes

As mentioned in Section 1.2, there are different causes of positive trends in
observed extreme events. From the modelled trends above, these are (i) ex-
ceedances of high thresholds becoming more frequent, (ii) conditional distri-
bution of excesses over high thresholds becoming stochastically larger, or (iii)
a combination of (i) and (ii). In Eq. (2.2), the trend in A corresponds to case
(i) and trend in o, corresponds to case (ii). Note that even without (ii), there
can still be an increase in the sizes of the block maxima in case (i), since the
frequency increase increases the probability of observing an extreme event of a
given magnitude within that block. For example, for a given magnitude, it is
more likely to witness events at least of that magnitude amongst 100 extreme
rainfall events than among only ten extreme rainfall events. Mathematically,
this corresponds to observing a change in ;1 due to an increase in A in Eq. (2.1).
The distinction between the above scenarios is important, since in the case of a
frequency increase, the call for action becomes more urgent.
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A peek into space 3

Spatial statistics aim at analysing data observed on a spatial domain. In this
chapter, we cover some basics in spatial statistics and how calculations can be
simplified by sparsity.

3.1 Gaussian random fields

A real-valued random field is a mapping X : D x  — R from the spatial
domain D and the sample space ), i.e. X(s,w) — R, where s represents the
spatial location. The requirement is that X (s, -) is a random variable for all
s € D. For notation simplification, w is omitted and the random field at s
written as X () instead.

For a random field X (s), the mean function is defined as
p(s) == E[X(s)]
and the covariance function is defined as
r(s1,82) = E[X(s1) X (s2)] — pu(s1)p(s2),
where s1, s are two spatial locations in D.

In spatial statistics, the data is often modelled as observations of a Gaussian
random field. Let X; = X(s;) represent the field at location s;. Then X =
(X1, ..., Xp) follows a multivariate normal (MVN) distribution, X ~ N(u,X),

13
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with mean p and covariance matrix 3 determined by the mean and covariance
functions of the field through p; = u(s;) and X;; = r(s;, s;). The density of the
MVN is

Fla) = (2m) /2 der(3) 2 exp (5@ - )T e - ).

Now assume that the random variable X is divided into two parts, X =
(X 4, X ), with the corresponding division of the mean and covariance matrix,
p = (pa,up) and
5 [EAA EAB}
Ypa XBB|’

Then the conditional distribution of X 4| X p can be computed as (Rue and
Held, 2005)

Xu|Xp~N(pa+2apE55(Xp — p15),Baa — BapS5pSpa).  (3.1)

This is the basis of prediction of Gaussian fields, as it allows us to compute
the predictive distribution at a given location s; given all other locations, i.e.
Xi|X_;. Here, the subscript —i denotes all elements except the i-th element of
the vector.

3.2 Matérn covariance

The covariance function is a positive definite function that is often modelled
as a function of a few parameters. A popular choice is the Matérn covariance
(Matérn, 2013; Handcock and Stein, 1993), that only depends on the distance
h = ||s1 — s2|| between the observation locations s; and s,. The covariance
function is of the form

0.2

0

(k)" K, (rh), (32)
where v > 0 is a smoothness parameter, x > 0 controls the practical correlation
range p = v/8v/k, i.e. the distance at which the correlation is around 0.1, and
o? is the marginal variance of X (s). Moreover, I" is the gamma function, K, is

the modified Bessel function of the second kind and order v (Lindgren et al.,
2011).
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3.3 The SPDE approach

A centred Gaussian field X on spatial domain D = R¢ with the covariance
structure of Eq. (3.2) can be represented as the solution to the Stochastic Partial
Differential Equation (SPDE)

(K2 = A2 (rX) =W, (3.3)

where A is the Laplace operator, « = v + d/2, and W is Gaussian white
noise (Lindgren et al., 2011). The parameter T is related to the parameters of
the Matérn covariance function as

2 L)

o2k (4m)A2T (v + d/2)

To solve the differential equation presented in Eq. (3.3), one can use the Finite
Element Method (FEM). The method is based on the solution of the weak
formulation of the differential equation using a basis of so-called hat functions.
First, consider a deterministic PDE

k*u—Au=f, onD C R? (3.4)

where f is a function. The aim is to find the solution u. The idea of a weak
formulation is to consider

K2 (u,v) — (Au,v) = (f,v), Yo €V (3.5

where (u,v) = [, u-vds is the Ly inner product on D and V is a suitably chosen
space of test functions. This can be rewritten according to Green’s first identity
as

K <u,v>—/laDU'(Vu-n)ds—F(Vu,Vw = (f,v),

where n is the outward pointing unit normal vector to the surface element
dD and 9D is the boundary of the domain D. Assuming Neumann boundary
conditions, that Vu = 0 on 9D, gives the following reformulation of Eq. (3.4)
to be solved for u
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I
i-1 1 i+1

Figure 3.1: Hat functions ¢;_1, ¢, ¢i;+1 on a one-dimensional grid.

w2 (u,v) + (Vu, Vo) = (f,v). (3.6)

At this stage, one can forget about Eq. (3.5) and choose V as a space of one-
time-differentiable functions in Eq. (3.6). The solution to Eq. (3.6) is called a
weak solution of Eq. (3.4).

Next, we want an approximation of the solution u, where u can be written as a
linear combination of functions ¢;, i.e.

u=Y i
i

where u; are constants and the basis functions ¢; are hat functions, defined on
a grid with finite number of nodes, located at s;, i € {1,...,n}. An example of
hat functions on a one-dimensional grid is shown in Figure 3.1. The value of
the hat function ¢; is one at the node located at s;, and zero at the remaining
nodes. In addition, on the edges &;; connected to s;, the decrease from one
to zero is linear along the edge. The hat functions are referred to as elements,
and the space consisting of the linear functions built from these finite number
of elements it the finite element space. Eq. (3.6) is then restricted to have the
test function v belonging to V,, C V spanned by the hat functions. In the finite
element space, the solution u to Eq. (3.6) can be found for any v = ) v;¢;, if
the solution can be found for any hat function ¢;. Therefore, it suffices to find
the coefficients u; that solve

RO it d5) + (VO widi), Véy) = (£, 65), Vo,
which can be written as the linear system

(k*J +D)u="f. (3.7)
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When f is Gaussian white noise, as in Eq. (3.3), f follows a N(0,J) MVN,
and the distribution of u can then be obtained from Eq. (3.7). In particular,
u~ N(0,Q ') with

Q=(JI+D)" I 2T+ D), (3.8)

as shown in Lindgren et al. (2011).

3.4 Gaussian Markov random fields

Two random variables X and Y are independent if their joint density equals
the product of their individual densities. Similarly, the random variables X
and Y are said to be conditionally independent given Z if the density of the joint
conditional distribution (X, Y")|Z is equal to the product of the marginal condi-
tional densities of the conditional distributions X|Z and Y| Z. This conditional
independence is denoted

X1Y|Z.

Let G = (V, E) be an undirected labelled graph where V = {1,...,n} are the
labelled vertices and E consists of unordered pair {3, j}, i, j € V, representing
an undirected edge between ¢ and j. For disjoint subsets A, B, C of V, C'is said
to separate A and B if all paths from A to B go through C. An example such
subsets is visualised in Figure 3.2. A random field X defined on a G is said to
be globally Markov if for all disjoint subsets A, B, C of V, where C' separates A
and B, we have the conditional independence

X(A)LX(B)|X(C).
A Gaussian random field that satisfies the global Markov property is called a
Gaussian Markov Random Field (GMRF) with respect to the graph G.

A GMREF observed at n locations s, ..., s, is a MVN random variable, denoted
by X = (X1,...,X,) ~ N(p,Q@71). The precision matrix Q = £~! determines
the conditional independence properties of the field (Rue and Held, 2005), i.e.
for ¢ # j, it holds that

XiJ_Xj|X_ij <~ Qij =0

Here, X _;; denotes all elements of X except X; and X;. Typically, Q is a highly
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Figure 3.2: Illustration of graph G = (V, E), where the subset C' = {4,5} separates
A=1{1,2,3}and B = {7,8,9}.

sparse matrix, and is used instead of the covariance matrix X since its sparsity
reduces the computational cost. As an example, computing the likelihood of X
can reduce the number of operations down to O(n) in one spatial dimension,
O(n3/?) in two spatial dimensions, and O(n?) in three spatial dimensions (Rue
and Held, 2005).

An example of a GMREF is the conditional autoregressive (CAR) models (Besag,
1975) for areal data, where the distribution of X = (Xq,..., X,,) is defined
through the conditional distributions

Xz|(X_l = ac_i) ~ N Zﬁijxjv Ki_l
7j=1
J#i

with parameters 5;; and k; > 0,¢ € {1,...,n}. Another example is the stochastic
partial differential equation (SPDE) approximations of Gaussian random fields
with Matérn covariances (Lindgren et al., 2011).

3.5 Hierarchical models

Instead of directly observing the GMREF, the field X can be observed indirectly.
This section introduces hierarchical models, with observed random variables
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Figure 3.3: Mesh for the GMRF X with locations (I1, ...,14) of observed Y shown as
black dots.

Yi1,Ys, .Yy at locations Iy, ls, ..., lg. These random variables are dependent
through a latent field X . The random variable Y given X are can be modelled
in various ways. Here, a so-called normal-response model is presented, where
one has normally distributed noise on a latent GMRE.

A latent normal-response model can be thought of as observations of a field
with an additional error term. This error term is useful to capture for example
measurement noise. Mathematically, the model can be described as

Y =A;X+¢ei=1,...4d,
X ~ N(()?Qil)?
e ~ N(0,021),

where X is a n-dimensional GMRF, and A € R™ x R" is a projection matrix
that links the GMRF to the observation locations. An example can be seen in
Figure 3.3, when X is a GMRF defined by the mesh nodes through Eq. (3.8)
and A;; = ¢,(s;) projects those to the observation locations. The variables ¢;,
i € {1,...,m} are assumed to be zero-mean and independent, with variance o2,
giving the precision matrix Q. = 1/021I, where I is the m-dimensional identity
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matrix. It is well-known that

Y|X ~N(AX,Q:"),
X|Y ~N(ATQ.A+Q,)'ATQ.Y,(ATQ.A+Q,) ™),

and
Y ~ N(p,Q7Y),

with
p=Ap, and Q = (AQ,'A" + Q") (39)

In Paper III, an observation at a specific location is scored through the condi-
tional distribution given all other locations, which is a common approach in
spatial statistics. The conditional distribution of Y; given observations y_; at
all locations except i can be computed as

Yi|(Yoi = y—) ~ N(fii, 64) (3.10)

with
1

o 1 1
M= G

Qip— -Qiy+y;, and 7, = ——.

Qii Qii

To obtain the conditional distribution of Eq. (3.10), one needs to compute the
matrix Q in Eq. (3.9), but the same Q can be used regardless of the index .
When the precision matrices Q,, Q., and the projection matrix A are sparse,
calculations can be further simplified by the Woodbury matrix identity, i.e.

Q=(AQ;'AT + Q) ' =Q. - Q-A(Q, + ATQ.A)1ATQ..

3.6 Space-time models

Instead of only letting the field X (s) depend on space, one can introduce a
spatio-temporal model, extending the spatial domain D to a spatio-temporal
domain, by adding the temporal dimension. The field X (s, t) then depends on
both space, s, and time, t. Thus, the covariance function r((s1,1), (s2,t2)) of
X is also dependent on space and time. Chen et al. (2021) provide an overview
of different covariance structures for spatio-temporal models. If the covariance
function can be written as a product of a covariance function of space and a
covariance function of time, i.e.

r((s1,t1), (82,t2)) = rs(s1,82) - r7(t1, t2),
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then the field X is said to be separable. Otherwise, the field X is said to be
non-separable. In Paper II, a spatio-temporal model is used to describe the
behaviour of particle matter pollution in Italy using data from Cameletti et al.
(2013). There, a separable model was compared against a non-separable model
as done in Lindgren et al. (2024); Krainski (2023).
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Scoring rules 4

A scoring rule S is a function that takes in a predictive probability distribution
and an observation and returns a real value. The predictive probability distri-
bution is also referred to as a forecast. When comparing forecasts from different
models, scoring rules can be used for the model evaluation, with the aim to
find the forecast that returns the highest expected score.

For a vector of multiple observations, y = (y1, y2, .., Ym ), with a corresponding
forecast, P = (Py, ...,P,,), the score of the observations is taken as the mean
score over the individual observations,

m

S(P,y) = - > S(Pi,yi).

m 4
i=1

This chapter presents some popular scoring rules and their useful properties.

4.1 Proper scoring rules

The forecaster chooses the scoring rule that evaluates the forecasts. Conse-
quently, a dishonest forecaster could choose a scoring rule that results in higher
score for a wrong forecast. To keep the forecaster earnest, the expected score
should be largest when the predictive distribution is in fact the true distribution.
Mathematically, for a random variable X following a distribution Q, and a

23
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predictive distribution P, the scoring rule S should satisfy

S(P,Q) < 5(Q,Q),

where S(P, Q) := Eg[S(P,Y)]. Scoring rules that have this property are said to
be proper, and when strict inequality holds, the scoring rule is said to be strictly
proper. Moreover, the sum of (strictly) proper scoring rules is also (strictly)
proper. This can be used to create combined scoring rules as will further be
discussed in Section 4.5.

There exist many useful scoring rules. Two of the most popular ones are the
Logarithmic Score (LS) and the Continuous Ranked Probability Score (CRPS),
both of which are strictly proper. Further, both scores are strictly proper
when the first moment of the predictive distribution is finite. However, the
Logarithmic score and the CRPS have different strengths and weaknesses as
will be discussed below.

4.1.1 Logarithmic score

The logarithmic score is defined as

LS(P,y) := log f(y),

where f is the density function of the prediction PP and y is the observed value.
This score has many useful properties, such as being both strictly proper and
locally scale invariant. However, some authors consider this scoring rule to lack
robustness (Gneiting and Raftery, 2007; Bolin and Wallin, 2023). Furthermore,
the density functions can sometimes be difficult, or even impossible to evaluate,
for example for hierarchical models and ensemble forecasts. (Gneiting et al.,
2007).

4.1.2 Continuous ranked probability scoring rule
Another broadly used scoring rule, the CRPS, is defined as
CRPS(P,y) : = — /(F(ac) —1(z > y))%dz, 4.1)

where F is the distribution function of the prediction P. The CRPS score is
an integral of the Brier score (Brier, 1950) for a dichotomous event that scores
predictions of whether a threshold y is exceeded or not. This Brier score is
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Figure 4.1: Comparing log scores (left) and CRPS (right) for observation of x = 2.5
for two GEV predictive distributions, IP; (solid, green) and IP; (dashed, orange), with
different location parameter ;. The areas of the shaded regions represent the integrate
of the squared difference between the predicted cdf and the indicator function. For both
scoring rules, prediction P> has better score.

defined as
SBrier(Pv J?) = —(F(JZ) - 1(1‘ Z y))2

The Brier score can be formulated more generally for m categories as

SBrier,m (]Pa Z) = - Z(pj - 6ij)27

j=1

where i is the observed category, p; is the predicted probability of category j
and §;; = 1if i = j and zero otherwise.

As shown by Baringhaus and Franz (2004), the CRPS can be formulated in
terms of expected values as

CRPS(P,y) := 5 e[| X — X'[] - Ee[|X ], @)

where X, X' are independent random variables with the same distribution
P and finite first moment. By rewriting the absolute difference within the
expectationas | X — Y| = [, 1{X <u <Y} + {Y <u < X}du, using Fubini’s
theorem to compute E|X — Y| in terms of the distribution functions F' and
G of X and Y respectively, and finally setting G(z) = 1{x > y}, this can
be derived from Eq. (4.1). The formulation of Eq. (4.2) allows the score to
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be approximated through Monte Carlo (MC) methods without knowing the
expression for the likelihood. The CRPS is strictly proper as the logarithmic
score, but is sometimes considered more robust. However, as will be discussed
below, the CRPS is not locally scale invariant. A comparison of the Logarithmic
score and the CRPS is shown in Figure 4.1.

Although the CRPS is often easy to approximate using MC methods, there also
exist closed form expressions for various distributions as listed in Taillardat
et al. (2016). These include different transformations of the Normal distribu-
tion (Gneiting et al., 2005; Grimit et al., 2006; Thorarinsdottir and Gneiting, 2010;
Hemri et al., 2014; Baran and Lerch, 2015), the Gamma distribution (Scheuerer
and Moller, 2015), Beta distribution (Taillardat et al., 2016), transformations of
the Logistic distribution (Wilks, 2009; Scheuerer and Moller, 2015), Generalised
Extreme Value distribution (Friederichs and Thorarinsdottir, 2012), the Gener-
alised Pareto distribution (Friederichs and Thorarinsdottir, 2012), and the Von
Mises distribution (Grimit et al., 2006).

4.2 Scale invariance

In spatial settings, prediction uncertainty sometimes differs throughout the
domain. Depending on the problem at hands, one might or might not want
to take this into account when evaluating the model. When scoring rules are
invariant of the prediction uncertainty, they are said to be locally scale invariant
(Bolin and Wallin, 2023). Before defining local scale invariance, the following
concepts should be defined. Let @ = (1, o) be the mean and standard deviation
of a forecast Qg. Next, imagine that the parameters 6 are shifted relative to
the scale parameter o by kor, where £ € R and r is a unit vector. As an
example, for a shift only in the value scale parameter of 8, this unit vector is
r = (0,1), and the forecast with the new shifted parameters is Qg . For
a scoring rule S on P, the set Ps C P is defined such that for Q,[P € Pg, the
absolute expected score |S(P, Q)| is finite. In addition, for a set Qg of probability
measures, the set of location-scale transformations of its measures is denoted

Q= {Qo|Q € Q0,0 € R x R*}.

For a proper scoring rule, S, that is twice differentiable with respect to 0, a
second order Taylor-expansion gives that

5(Qg, Qo) — S(Qo+kor, Qo) = k*0*r" s(Qo)r + o(k?),

as k N\, 0. The function s(Qpg) is called the scale function and is used for defining
local scale invariance as follows.
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Definition 4.2.1. (Bolin and Wallin, 2023) Let S be a proper scoring rule with respect
to a class of probability measures P on (R, B(R)), and assume that Qq is a set of
probability measures such that Q C P (see Definition 1). If s(Qg) exists and satisfies

5(Q0) = —55(Q 1)

for each Qg € Q, 6 € R x R we say that S is locally scale invariant on Q.

The scaled CRPS (SCRPS) was introduced in Bolin and Wallin (2023) as a locally
scale invariant alternative to the CRPS, that was proper and had the benefit of
being obtainable with Monte Carlo methods. The score is defined as

EpllX —yll _ 1log (Epp[|X — X']]). (4.3)

SCRPS(P, y) = B =X 2

Note that there are cases when the model evaluation should weigh predictions
differently with respect to the prediction uncertainty and focus should be on
precision as in Altmejd et al. (2023). These situations should be evaluated be-
forehand on a case by case basis. Understanding the behaviour of the different
scoring rules aids this choice.

4.3 Kernel scores

The CRPS and SCRPS are special cases of so-called kernel-scores (Dawid, 2007).
Kernel scores are defined by

er 1
Sy (P,y) = 5 Erplg(X,Y)] = Eelg(X,y)],
where g(z,y) is a non-negative continuous negative-definite kernel, i.e. a
symmetric function g : 2 x Q@ — R such that

n n

> aiajg(wi,x;) <0

i=1 j=1

foralln,all ay,...,a, € Rs.t. Z;;l a; =0and all z4, ..., z, € Q (Gneiting and
Raftery, 2007).

An advantage of kernel scores is that they can be easily approximated with for
example Monte Carlo simulations.



28 4. Scoring rules

Bolin and Wallin (2023) showed that for a non-negative negative-definite kernel
g, with Ep p[g(X, X')] < 00, and a monotonically decreasing convex differen-
tiable function h on R, the generalised kernel score defined as

S!(B,y) = h(Erelg(X, X))

4.4
+ 20 (B plg(X, X)) (Ep[9(X, y)] — Epplg(X, X")]) “h

is proper. Letting h(z) = —1z and g(z,y) = |z — y| yields the CRPS, and letting
h = —1log(x) and g(z,y) = |z — y|, one obtains the SCRPS of Eq. (4.3). Finally,
letting h(z) = v/z, in Eq. (4.4), yields a score

Ep[|X —yl]

roo HD? R ——
Sroot(Bo9) = = X — X7

This score is simple in formulation but is not scale invariant. However, this
score is more robust to scale than the CRPS, as shown in Paper III.

4.4 Scoring extremes

For extremes, the predictions of interest usually lie above some high threshold.
Therefore, scoring low observations of a forecast is not as important. One might
think of making a scoring rule that only takes value above some threshold, for
example by defining a scoring rule

Su(P,y) = w(y)S(P,y),

where w is a weight function, for example w(y) = 1{y > u} when interested in
tail-behaviour, and S is a proper scoring rule. However, this scoring rule is not
proper as the optimal forecast for this score is the conditional distribution of
the correct distribution (Gneiting and Ranjan, 2011).

A way of making a weighted scoring rule, that also is proper, is to include
the weight function in the kernel function g. This way, one can define the
threshold-weighted CRPS (wCRPS) (Gneiting and Ranjan, 2011) as

WCRPS(P, y) — / w(@)(1{z > y} — F(z))2dz, 45)

which can, as for the CRPS, be rewritten as

WCRPS(P, y) — %EP,P[gm, X' = Eslgu(X, 1)),
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with g, (z,3') := | [, w(t)dt|, provided that the above expectations are finite.
Instead of the indicator function, one can choose w as some other function as
discussed in Thorarinsdottir and Schuhen (2018).

Similarly, one can define the scaled weighted SCRPS (swCRPS), as done in
Paper1], as

Eplgw (X, y)]

swCRPS(P,y) := _—E]P’ 0w (X, X

o (Feslgu (X, X)) (46)

4.5 Combined scoring rules

The sum of proper scoring rules is also proper. This can be used to create
combined scoring rules less likely to overweigh heavy tails (Lerch et al., 2017).
An example situation is when interested in the quality of a forecast of excesses
over threshold u and also in how well the forecast predicts the occurrences of
excesses. For the logarithmic score, Diks et al. (2011) used this idea to combine
the logarithmic score for excesses with the binary logarithmic scoring rule for
exceedance over threshold to create the censored likelihood score

LSy (P,y) = 1{y < u}log(F(u)) + H{y > u}log(f(y). 4.7)

This way of combining scores was generalised in Holzmann and Klar (2017) by
defining a combined score

S(P,y,w) = Ss(P,y; w) + owS(P,y; w).

where (0)p(v)
__wy)ply

represents the re-normalised density of p with respect to weight function w,
owS(P, y;w) = w(y)So(Pw,y),

where S is a proper score, and P,, is the distribution with density p,,, The owS
is a proper scoring rule and in Allen et al. (2023) called an outcome weighted
scoring rule. Moreover, the S is defined by choosing a strictly proper scoring
rule s(c, z) for the success probability « € (0, 1) of a binary outcome variable
z € {0,1}, and letting

o) = ws ([ Ouan1) + 0= wis ([ swwino).



30 4. Scoring rules

4.6 Relaxation of the local scale invariance

The common weighted scoring rules, such as the wCRPS and censored like-
lihood score are not locally scale invariant due to the behaviour of the score
outside of the region of interest. However, within the region of interest, we still
might be interested in decreasing the sensitivity to prediction uncertainty. For
extreme values, requiring scoring rules to be locally scale invariant might be
unnecessarily strict. Therefore, we in Paper II relax these requirements and
define local weight scale invariance and as a special case, we define local tail-scale
invariance for the indicator weight function w(z) = 1{z > u}.

By the definition in Paper II, scores that are locally scale invariant are locally
weight-scale invariant. However, there exist scores that are locally weight-scale
invariant without being locally scale invariant. For example, the swCRPS of
Eq. (4.6) is locally tail-scale invariant but not locally scale invariant.

4.7 Scoring multivariate distributions

When evaluating a model P given observations y = (y1, .. ., y») of a multivari-
ate random variable X = (X3,..., X,,), one can use multivariate scores, such
as the energy score (Gneiting and Raftery, 2007),

S(B,y) = 5 Fexll X ~ X'I]] - B[ X ~ .

Another way of model validation, is to perform cross-validation, in which ob-
servations y are repeatedly divided into two groups, training and testing data,
and the testing data is evaluated using the information from the training data.
There are various approaches to how the data is divided. One popular ap-
proach is the k-fold cross-validation, where y is first divided into %k groups,
and then each of the k groups of data is evaluated given the remaining k£ — 1
groups. This approach does not test all possible group constellations. Another
popular approach is the leave-p-out cross-validation, where p values from y
are chosen for the testing set and evaluated based on the training set consisting
of the remaining observations of y. This is repeated for all possible testing sets
of length p. The number of ways to choose p observations from n is (Z) , which
quickly can become computationally infeasible.

A version of the leave-p-out cross-validation, popular within spatial statistics,
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is to perform a leave-one-out cross validation, where the score of the forecast P
over y is the weighted average of the one-dimensional scores of observations y;
where X_; is conditioned on y_;. This gives the Leave-One-Out Score (LOOS)

m

1
LOOS(Py) = — > S(Py—i, 1), (48)
i=1

where P;|_; represents the conditional distribution of X;|(X_; = y_;). This
score is used in Paper III.

When S is a proper score, the LOOS score is also proper, as mentioned in
Section 4.5. When § is the logarithmic score, the LOOS score becomes the
pseudo-likelihood of Besag (1975), as also pointed out by Dawid and Musio
(2013) and Dawid et al. (2016, Example 1) in the context of Markov models.
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Scoring rule inference 5

From independent observed values (y;)~,, a classical way of estimating the
model parameters 6 is by maximising the likelihood defined as

m

L(0) = Hf(yiaei)v (5.1)

i=1

where f(y;, 0;) is the density function with parameters 8, evaluated at ob-
servation y;. Instead of directly maximising the expression in Eq. (5.1), the
model parameters are equivalently estimated by minimising the negative log
likelihood,

m

—log L(6) = — Zf(yzaez)

=1

Two models are said to be nested if the larger model contains all terms of the
smaller model in addition to at least one more term. The fit of two nested
models can then be compared using a likelihood ratio test (Coles, 2001, 36-36).
The maximum-likelihood approach was used for the model inference in Paper I
and Paper II. However, in Paper III using scoring rules as a means of inference
for spatial Gaussian models, is studied.

Scoring rules are namely not only useful for model evaluation, but can also be
effectively used for statistical inference. By computing the proper score S(Pg, )
of observations y given a parameterised model Pg, and optimising it with
respect to the parameters 6 of the model, one can obtain an unbiased estimator
(Dawid et al., 2016). Scoring rules can be and have been an advantageous
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alternative to likelihood maximisation, for example for inference of certain
extreme value models which are difficult to fit using likelihood-based methods
(De Fondeville and Davison, 2018).

5.1 Scoring rule estimator

Assume a random variable X ~ Q and a scoring rule S. The divergence (or
discrepancy function) associated with score S is

D(P,Q) =5(Q.Q) - S(P,Q),

where S(P, Q) is the expected score of forecast P, and H(Q) = S(Q, Q) is the
generalised entropy associated with S. For a parameterised model Py, where
Q = Py,, it holds under conditions discussed in Dawid et al. (2016) that

6y = arg mein D(Py,Q) = arg max S(Pe, Q),

since the generalised entropy S(Q, Q) does not depend on 6.

For m independent observations y1, y2, ..., ym 0f X, the average score of the
observations is used for inference, and the estimator becomes

m

0 = arg max — ; S(Pe, yi)- (5.2)

According to Dawid et al. (2016), again under suitable conditions, the estima-

tion equation
m

1
Vo EZS(PGJM) =0

k=1
used to solve Eq. (5.2) results in an unbiased estimate.
Minimising scoring rules forms a special case of M-estimators (Huber, 1964)

and using the logarithmic score becomes equivalent to maximising the log-
likelihood if the observations are independent.

Under suitable regularity conditions (Dawid et al., 2016), the estimator in
Eq. (5.2) is consistent and asymptotically normal, with mean 6, and variance
V, where V! is the Godambe information matrix (Godambe, 1960), i.e.

V=K1lJKHT, (5.3)



5.2. Leave-one-out scoring rule parameter estimation 35

with .
J = Ep, [VoS(Po, X)|o=6,VeS(Pe, X) [6=0,],

K = Eg,, [V5S(Po, X)|o=0,] -

In the special case when S is the logarithmic score, V ~! is the Fisher information
matrix.

5.2 Leave-one-outscoring rule parameter estimation

Let X = (X1,...,X,) follow a parameterised distribution Py, depending
on a parameter vector 6y € R”,p > 1. For observations y of X, let P; _;(0)
denote the conditional distribution X |(X_; = y_;) under the parameter values
0 € RP. As mentioned in Section 4.7, the multivariate observations y can be
scored using LOOS, as defined in Eq. (4.8). Maximising LOOS(Pg, y) over 0

then yields an estimate 8 of 6, i.e.

. 1 —
0 = arg max n Z S(P;-i(6), 1) (54)

i=1

This estimator is presented and studied in Paper III, and referred to as the
LOOS estimator. The LOOS can be numerically maximised for any model
where S(P;_;(0),y;) can be evaluated analytically.

The asymptotic efficiency of the estimator can be computed from Eq. (5.3) with

n

> Epy, [VoS(Py—i(0), Xi)lo=0, VoS (Pi—i(0), X;) "lo=s,];

i=1

1 n
K=- ZEP% (VES(Pi-i(0), X;)o=6,] ,
i=1

1

n

J =

and therefore depends on the choice of scoring rule, S.
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Summary of Papers 6

6.1 Paper I: Extreme rainfall events in the North-
eastern USA become more frequent with rising
temperatures, but their intensity distribution
remains stable

In this paper we develop a new statistical extreme value model, the PGEV
model, that allows the use of high quality annual maximum series data instead
of less well-checked daily data to estimate trends in intensity and frequency
separately by using the connection between the GEV model and the P-GP
model (Figure 6.1). The annual maxima are assumed to follow the distribution

Frany(z) = exp (—A(t) (1+ 2 w) /) ,

ou(t)

with frequency A(t), threshold v, scale o,,(t) and shape +. Trends are introduced
through the frequency and scale parameters as

In A(t) = Ao + A1t Inoy,(t) = ouo + out, (6.1)

and the shape parameter v is assumed to be stationary, a common approach in
extreme precipitation modelling (Paola and Id, 2018).

Since the scale parameter o, of the PGEV model depends on a threshold value
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Annual maxima series Daily data

M ~ GEV (u(t),a(t),) (X —u|X >u) ~ GP(0u,7)
N ~ Poi(A(t))

Annual maxima series

M ~ GEV (u + 2D auA(t)v,y)

Figure 6.1: GEV and P-GP models combined to create a PGEV models for annual
maxima using parameters of the P-GP model.

u, this parameter is indirectly estimated from the annual maxima series data as
the 99.5 percentile. This is done by first obtaining the parameters (f, &, \) from
stationary GEV model fit to the annual maxima series data. Next, the frequency
parameter is set to approximate 99.5 percentile of the 365 days in a year, which
results in an expected number of 1.83 exceedances per year, or A\ =1.83. Finally,
these values are inserted into Eq. (6.1) to obtain the approximate threshold 4,

5(1— A7)

4

=j—

The model is applied to annual maxima data obtained from the NOAA Atlas 14,
Volume 10 (Perica et al., 2019), dating from approximately 1900 to 2014, and the
covariate ¢ is chosen to be the lowess smoothing of the yearly average Northern
hemispheric temperature. The trend models are compared using likelihood
ratio tests against the best submodel. The results show that in the majority
of 333 rain gauge stations in the Northeastern US the frequency of extreme
rainfall events increases as mean temperature increases, but that there is little
evidence of trends in the distribution of the intensities of individual extreme
rainfall events (Figure 6.2).

The frequency trend parameter \; of Eq. (6.1) provides information about the
relative frequency change A, since it only depends on temperature change A,
and frequency trend A1, which is clear since A(t) = exp(Ao + A1t), yields

Ate) — A(ty)

o= A(th)

=exp(AAy) — 1. (6.2)
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Figure 6.2: Results from applying the PGEV\ model on annual maxima series data from
the Northeastern US, showing frequency trends A, at different locations (left) and as
a histogram (right). The median of the histogram is showed with a solid vertical line.
Figure from Paper I. © American Meteorological Society. Used with permission.

Using Eq. (6.2), the median of the frequency trends A, corresponds to extreme
rainfalls becoming 83% more frequent for each centigrade degree of tempera-
ture increase. This frequency increase per centigrade exceeded 150% in many
stations. The increasing trends in frequency also increase the probability of
very extreme rainfall events. For example, with an 83% increase in frequency,
the probability of the 5% storm occurring is almost doubled. Three other
large areas in the contiguous United States, the Midwest, the Southeast, and
Texas, were also studied, showing similar but weaker trends than those in the
Northeast. A spatial analysis of the frequency trend parameter, \;, suggested
differences between regions but little evidence of differences between stations
in the same region.
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6.2 PaperII: Locally tail-scale invariant scoring rules
for evaluation of extremes

In this paper, the concept of local scale invariance of Bolin and Wallin (2023)
is studied and the concept was relaxed to suit weighted scores. The concept
of weight-scale invariance is presented, describing scoring rules that are scale
invariant within a specific region of interest, defined by a weight function.
When the region of interest is the tail of the distribution, as is common for
extremes, the notion of tail-scale invariance is used.

It is shown that the wCRPS rule presented in Eq. (4.5) is neither locally scale
invariant nor locally weight-scale invariant. Aiming to create a weight-scale
invariant scoring rule, Eq. (4.4) is used to introduce the proper weighted
scoring rule,

Eplg, (X, y)]

— % log(E]P’,]P’[gw(Xv X/)])

x

where g,,(z,2”) := | [, w(t)dt| and the expectations above are finite.

Although the swCRPS is not locally scale invariant, it is indeed locally weigt-
scale invariant, and therefore a suitable alternative for extreme value models
over areas with varying scale of extremes. For extremes, a weight function can
be chosen as the indicator function w(t) = 1(¢ > g). In this case, the swCRPS is
locally tail-scale invariant. The difference between the wCRPS and the swCRPS
is shown in Figure 6.3, where the perturbation k; of the true scale parameter o;,
at locations i € {1, 2} has the same effect for both locations for swCRPS while
for the wCRPS, there is a greater effect on the mean score when perturbing the
model with larger scale.

The swCRPS score is compared with the wCRPS, the censored likelihood,
CRPS, SCRPS and Logarithmic score. This is done both through simulations
and by three case studies. The first two case studies consider models on
annual maximal water levels at five representative stations in the Great Lakes
and rainfall in the Northeastern US, including the PGEV model with trend in
frequency, A as introduced in Paper I, and a stationary GEV model.

The expected swCRPS remains constant when varying the scale parameter o
and the score variance also remains unaffected by the choice of scale for a fixed
weight threshold ¢. The swCRPS is suitable for model evaluation of extremes
since it allows the station predictions to be evaluated more equally while still
having the flexibility of weighing regions of interest and the property of proper
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Figure 6.3: Simulated expected score S(IP,Q) using wCRPS and swCRPS for a pair
(X1, X2) of random variables with X; ~ GEV (u;, 03,7), as functions of k;, i = 1,2
using a prediction that has the correct location parameters, j1;, and scale parameters
0 = kioi,1 =1, 2. For the true model, 41 = p2 = 0,7 =0.12,01 = 1.5and o2 = 3. The
weight function was chosen as the 90% quantile for each score. Figure from Paper II

scores. For the Northeastern US, all scores suggested that the PGEV model with
trend in frequency parameter, A, fitted best, although differentiating between
the different trend models was hard for the swCRPS for thresholds above the
95% quantile.

As an example of the usefulness of weighted scores when not dealing with
extremes, the concentration of particle matter with size less than 10 nm (PM10)
is considered. The data contains observations for 182 days from October 2005
to March 2006 at 24 locations in the Piemonte Region of Italy (Cameletti et al.,
2013). According to WHO, the daily PM10 should not exceed 45 pg/m?3(Geneva:
World Health Organization, 2021). Moreover, for even lower concentration
levels, there are negative health implications, so one might be interested
in correctly predicting at above those lower levels. Using one-step ahead
cross-validation, a separable spatio-temporal model is compared with a non-
separable model. The predictions were compared in terms of CRPS, SCRPS,
wCRPS and swCRPS. Not all scores give the same results, showing that the
choice of scoring rule affects the rankings. In particular, the swCRPS indicated
that the separable model might be preferable when focusing on harmful levels
of PM10.
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6.3 Paper III: Fast and robust cross-validation-based
scoring rule inference for spatial statistics

Instead of using scoring rules for model evaluation, Paper III investigates the
feasibility of using these scores for model estimation. Parameter inference
of spatial Gaussian models is carried out by maximising the leave-one-out
cross-validation score (LOOS) over 6,

n

R 1
0= argmgmeOOS(IP’g,y) = z S(P;)—i(0),yi).

=1

where y = (y1,...,Ym), P(0) is an m-dimensional parameterised predictive
distribution with parameters 8, and P;|_;(0) is the predictive distribution for
Yi conditioned on Y—i = (y1> o Yi—1, Yit 1y s ym)

This paper continues to investigate the properties of kernel scores. Inserting
h(xz) = —/z into the general kernel score formula in Eq. (4.4) yields the proper

score
Eplg(X,y)]

VErplg(X, X))

where g is a positive negative-definite kernel.

Sroot(]Pa y) =

The LOOS inference approach is studied using logarithmic score, CRPS, SCRPS
and the new kernel score, S;o0t, and compared to log-likelihood inference
in terms of statistical efficiency, time complexity, robustness and predictive
performance. This is done through simulation studies on different spatial
Gaussian models as presented in Section 3, with and without outliers. The
robustness of the LOOS estimator depends on the score chosen, as seen in
Figure 6.4. The new S,,0t score provides a good balance between robustness
and low asymptotic variance.

In Paper III, the LOOS is used for inference on Gaussian random fields (Section
3.1), where X = (X3, ..., X,,) is modelled through Py = N(u(0),3(0)). For
the multivariate normal distribution, the distribution of X; conditioned on
observations X_; = y_; can be found from Eq. (3.1), giving

Xil(X—i=y—i) ~ N(ui + Ei:*izi’%,fi(y*i SYTER IS D Y

i—i2isi)-
Computing the above parameters of the normal distribution requires the in-
verse of a matrix of size (n — 1) x (n — 1). Computing the inverse requires
O(n?) floating point operations. Repeating this for each i, results in a total time
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Figure 6.4: Estimated parameters for the latent GMRF model with and without outliers.
Figure from Paper III.

complexity of O(n*) for the computation of the LOOS. However, this cost can
be decreased by performing rank-two update of the inverse of £~!, which only
requires computing one inverse, with the computation cost of O(n?*), which is
the same as the computation cost for the likelihood. The rank-two update is
found by first noting that omitting the i-th column and i-th row of (X—-UV )},
whereU = [e; f;|,V =[fi e T e, is the i-th unit vector of length n, and
fi is the i-th column of 3, where the i-th element has been set to zero, yields
Ejﬁ ;- The Woodbury matrix identity then gives

(z-vVv)'=x2'!'-»lyqg-vz'u)'vel,

which only requires the inverse of a 2 x 2 matrix. The computations can be
further simplified when the precision matrix Q = X71(0) of Py is sparse, as is
the case for the GMRFs presented in Section 3.4.

When Q@ is sparse, the computational costs for likelihood-based inference can be
reduced to O(n) in one spatial dimension, O(n?/?) in two spatial dimensions,
and O(n?) in three spatial dimensions (Rue and Held, 2005). The sparsity also
simplifies the LOOS-based inference, since the conditional distribution of X;
given X_; = y_, can be written in terms of the precision matrix as

1
Qii

Xi| X =y~ N > Quilys — 1y), Qii).

J#i

Computing the mean and covariance of this conditional distribution, only re-
quires computing the matrix vector products Qu and Qy once, which for sparse
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Q has time complexity O(n), regardless of the spatial dimension. For compar-
ison, the computational cost of likelihood-based inference also decreases for
sparse models, but not to the same extent for two and three dimensions, for
which the time complexity becomes O(n3/2?) and O(n?), respectively.

An illustrative application is carried out by performing inference on ERA5
temperature reanalysis data (Hersbach et al., 2020) in the contiguous United
States and the the average July temperature at 2m above the surface of land,
sea or inland waters for the years 1940 to 2023. The data is modelled as direct
observations of the SPDE-based GMREF of Section 3.4 with o« = 2. The data
consists of 30371 spatial locations and 64 temporal replicates. Using the LOOS
decreased the computational cost to a fraction of the time the inference took
using log-likelihood.



Discussion 7

This thesis considers three main parts of statistical analysis, model development
(Paper I), model evaluation (Paper II) and model inference (Paper III). In
this section the results are discussed and the research questions presented in
Section 1.3 are answered.

In Paper I, a new model, the PGEV model was developed, that allowed analysis
of trends in the frequency of extreme events from block maxima data. This was
done by re-parameterising the GEV model for block maxima using parameters
from the P-GP model for peaks over threshold. The model was used to analyse
the behaviour of individual extreme precipitation events in the Northeastern
US and from a high-quality annual maxima, which was the original motivation
for the model development. An interesting fact is that when the frequency of
the extreme events is set to one per year, the stationary version of the model
corresponds to the formula developed by Langbein (1949), commonly used in
hydrology to compute relation between the recurrence intervals T;, and 7}, of
the same event for the annual maximum and PoT series (Takeuchi, 1984).

Instead of using time as a covariate for the trend, in Paper I, the covariate used
was a lowess smoothing of the average annual temperature in the region. The
choice of temperature over time is motivated by three main reasons: there are
physical connections between temperature and rain, it allows for extrapolation
depending on different climate scenarios, and it captures a break in the data,
that exists at the same time in both the temperature and rainfall data. The last
point allows using the whole rainfall time series instead of discarding the first
seven decades of the time series available as is sometimes done. The lowess
smoothing of the temperature was used to capture the changes in climate
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instead of variability between individual years.

The analysis of the data suggested that there are indeed changes in extreme
rainfall with temperature. The results showed an increasing frequency of
extreme rainfall events with increasing temperature, while the behaviour of the
individual extreme rainfall events remains unaffected. The estimated median
trend in frequency corresponds to these events becoming 83% more frequent
per degree of increase in average yearly temperature. Furthermore, for many
stations in the Northeastern US, this frequency increase exceeds 150% per
degree temperature increase.

A common terminology is to talk about the one-hundred-year event, meaning
an event that is expected to be observed once every hundred years. For a
stationary distribution, this corresponds the 99th percentile of the distribution.
For non-stationarity in the distributions, as is the case here, it is better to
talk about the 1% event, or the 99th percentile. Of course, the percentile of
interest is not always the same as the duration of planning ahead can be
shorter and longer, for example 20 or 1000 years. The frequency increases in
the Northeastern US affect the probability of observing a rainstorm above a
fixed size, and with the above 83% frequency increase per degree increase,
the probability of the 5% event increases to 9% probability, meaning that the
probability of observing a rainstorm exceeding the 95th percentile becomes
almost twice as likely. As a consequence, very extreme yearly maxima of daily
rainfall event intensities also become more probable.

In Paper II, scoring rules were examined as a means of model evaluation, more
specifically for models where there exists a certain region, or interval for where
it is more important to correctly specify the models within the region than
outside, i.e. the use of weighted scores is appropriate. An example of this are
statistical models of extremes, since most often it is the prediction of events
that exceed some threshold that are of importance. These scoring rules were
compared in how they take into account the difference in prediction uncertainty.
None of these weighted scoring rules considered were locally scale invariant
as defined by Bolin and Wallin (2023).

Since local scale invariance also considers the outcome interval outside of
interest, this definition was relaxed to better fit weighted scores, and local
weight-scale invariance was defined. The swCRPS defined in Paper Il is a
weighted generalised kernel score that also fulfils the requirement of local
weight-scale invariance.

As expected, the censored logarithmic score presented in Eq. (4.7), resulted in
the best power. However, for more complicated models, where the likelihood is
not easily attainable, the swCRPS is a suitable alternative. Although not locally
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scale invariant, using swCRPS for extreme valued models on simulated data
showed stability in (i) the value of the mean and variability of score differences
with varying scale parameter, and (ii) in the relative error in scale parameter
estimation when random variables with different scale parameters were scored.
This makes swCRPS well-suited for extreme model evaluation where there are
differences in prediction uncertainty that should not be taken into account.

When models were compared on maximum rainfall in the Northeastern US
the PGEV model of Paper I, with a non-stationary, temperature-dependent
frequency A, had the best score, regardless of the scoring rule used. However,
this was not the same when models for the PM10 data in Italy was considered.
There, the ranking of the models changed when high thresholds were chosen.
This showed that while focusing on only a certain region does not always have
to change the conclusion, there are cases where the choice of scoring rules can
in fact change the conclusion of the analysis.

This is not to say that one should always choose the scale-invariant scores, as
mentioned in Bolin and Wallin (2023), and when analysis extremes where the
scores should treat the precision uncertainty differently, one can for example
use the wCRPS. However, for extreme applications, we consider these cases
unusual.

Using scoring rules for model inference instead of model evaluation was done
in Paper III, where the LOOS estimator was proposed and studied for spatial
Gaussian models. The properties of the estimator when altering the internal
scoring rule S were investigated, and compared to maximum likelihood ap-
proach. The scores S used were the logarithmic score, CRPS, SCRPS, rCRPS
and a new kernel score, S;qot-

The variance of the LOOS estimator was slightly larger than for the likelihood
estimator when there were no outliers in the data, but for data including
outliers, the LOOS estimator was more robust. With outliers in data, the rCRPS
resulted in the most robust LOOS estimator and the SWCRPS had the lowest
variance. However, using the S,,0¢ score in the LOOS estimator gave a nice
balance between robustness and low variance.

The LOOS estimator is very computationally efficient for Gaussian spatial
models with sparse precision matrix, such as the GMRFs, since one only needs
linear computations and avoids computing the determinant of the precision
matrix as is required for the likelihood-based inference. Without sparsity, the
estimator had similar computational performance as the maximum likelihood
estimator.
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Conclusion 8

The aim of this thesis was to develop statistical models for trends in extremes,
find scoring rules suitable for extreme model evaluation and use scoring rules
for fast and robust model inference of spatial models. The PGEV model was
developed in Paper I, allowing detection of frequency change from annual
maxima data. When applied to annual maxima precipitation data in the North-
eastern US, the frequency of extreme rainfall events seemed to be increasing,
with stationarity in the sizes of individual extreme rainfall events.

Relaxing the definition of local scale invariance, resulting in the definition of
local weight-scale invariance as seen in Paper II, allows analysis of weighted
scores that are insensitive to prediction uncertainty variability at different
locations. The swCRPS is a suitable score for evaluating extremes in this way.
The choice of scoring rules can also affect how different models are ranked, as
was seen for the Piemonte data example.

Finally, optimising the leave-one-out cross-validation score as in Paper III
results in fast and robust inference for spatial models.

8.1 Brief answers to the research questions

In short, the three papers answer the research questions posed in the Introduc-
tion (Section 1.3) as follows.

(i) Block maxima and peaks over threshold models can be combined to form
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a PGEV model that captures frequency changes of individual extreme
events from block maxima data.

(ii) Extreme rainfalls are becoming more frequent in the Northeastern US
with increasing temperature, with little signs of changes in the distribu-
tion of individual extreme events.

(iii) The common weight scoring rules are not scale invariant, and local scale
invariance is probably too strict property for the purpose of extreme
model evaluation.

(iv) The relaxed concept of weight-scale invariance and more specifically tail-
scale invariance is a suitable property for evaluating statistical models of
extremes.

(v) By scoring observations through conditional distributions one can per-
form parameter inference using scoring rules on Gaussian models that
are both fast and robust, as compared to likelihood maximisation.

(vi) The sensitivity to outliers can be altered by different choices of scoring
rules in leave-one-out scoring rule inference.

8.2 Outlook

In the analysis of Paper I, the maximum of the daily rain amounts in separate
storm events was considered and the results therefore suggest that extreme
rainstorms are becoming more frequent for many stations. However, a rain-
storm with several days of large amounts of rain might occur. In cases where
this is of importance, this could be studied separately. In addition, the PGEV
model could be extended to consider both spatial and topographic information.
Furthermore, the model could be extended by including storm dependency
between stations.

As a continuation of Paper III, it would be interesting to implement the LOOS
for other models and scores. For extremes, the LOOS could be implemented
for some of the weighted scores to perform inference on extreme models, for
example by using the swCRPS score in Paper II. Implementing the LOOS
estimator for non-Gaussian models, such as the Type G non-Gaussian random
fields discussed in Bolin and Wallin (2020) and Cabral et al. (2023, 2024) should
allow for fast inference since these models often have the Markov property.
Further, LOOS inference could improve robustness to outliers on such models.
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The LOOS estimator is especially fast for models that possess the Markov prop-
erty. To reduce computation costs for models that do not possess this property,
one could modify the LOOS estimator to other types of cross validation, and
through that possibly decrease computation costs, even for models that do not
possess the Markov property.
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