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Abstract
Autism Spectrum Disorder (ASD) is a neurodevelopmental condition whose early
diagnosis remains difficult: behavioural assessments are subjective and often applied
late. The brain’s stimulus-locked electrical responses, recorded with electroen-
cephalography (EEG), are a candidate neurophysiological biomarker, but it is not
well established whether single-trial ERP epochs combined with modern deep learning
can support subject-level ASD screening on the small datasets typical of clinical
EEG research.

This thesis investigates that question using EEG recordings collected from 92 children
aged 7–12 (42 ASD, 50 neurotypical) during an auditory stimulus paradigm with a 16-
channel OpenBCI system. A complete pipeline is built and reported: a preprocessing
stack (band-pass 0.5–40 Hz, notch, common-average reference, optional Gaussian
smoothing, baseline correction, peak-to-peak artifact rejection) yielding 7,316 single-
trial stimulus-locked epochs, and a Tiny Recursive Model (TRM) with ∼ 22,000
parameters that combines self-attention with recursive depth and demographic-
feature combination. The TRM operates directly on the single-trial epochs and is
evaluated against five classical baselines (Logistic Regression, Linear SVM, SVM-
RBF, Random Forest, XGBoost) trained on the same input under identical 5-fold
subject-grouped stratified cross-validation.

The TRM achieves a subject-level AUC of 0.867, exceeding the strongest classi-
cal baseline. Saliency analysis localizes the model’s attention to the 200–500 ms
post-stimulus window over parietal channels, consistent with the latencies of the
N2 and P3a/P3b components. However, a complementary group-level analysis of
peak amplitudes and latencies extracted from per-subject averaged ERPs finds no
significant differences in the ERP components on the group level. This contradiction
makes the reasoning of the model difficult to accept. The TRM is best interpreted
as performing demographically-conditioned ERP classification, since it also make
use of age and gender as added contextual information.

Keywords: Autism Spectrum Disorder, Electroencephalography, Event-Related
Potentials, Deep Learning, Tiny Recursive Model, Transformer, Saliency, Cross-
Validation, Clinical Machine Learning.

v





Acknowledgements
We would like to express our gratitude to our supervisor Oana Geman for her
guidance and support throughout this thesis. We also thank our examiner Matti
Karppa for his valuable feedback during the course of this work.

We are grateful to the research team in Romania for collecting the EEG data that
made this thesis possible. Finally, we want to thank the children and their families
who participated in the data collection, without this contribution, this thesis could
not have been conducted.

Additionally, we would like to thank our families and partners for their support
during our studies.

Edvin Hellström & Nikolaos-Anastasios Iliadis, 2026-06-14

vii





Contents

List of Figures xi

List of Tables xiii

List of Abbreviations xv

1 Introduction 1
1.1 Purpose and Scope of the Thesis . . . . . . . . . . . . . . . . . . . . 2
1.2 Problem Definition . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2 Background 5
2.1 Autism Spectrum Disorder (ASD) . . . . . . . . . . . . . . . . . . . . 5
2.2 Electroencephalography (EEG) . . . . . . . . . . . . . . . . . . . . . 6
2.3 Event Related Potentials (ERPs) . . . . . . . . . . . . . . . . . . . . 6
2.4 EEG and ERPs as biomarkers for ASD . . . . . . . . . . . . . . . . . 7
2.5 Traditional Machine Learning Approaches . . . . . . . . . . . . . . . 7
2.6 Deep Learning Approaches . . . . . . . . . . . . . . . . . . . . . . . . 8
2.7 Explainable AI (XAI) . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.8 Previous Project . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

3 Methods 11
3.1 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

3.1.1 Data Collection . . . . . . . . . . . . . . . . . . . . . . . . . . 11
3.1.2 Structure of the raw EEG data . . . . . . . . . . . . . . . . . 14
3.1.3 Data Quality and Group Statistics . . . . . . . . . . . . . . . 14
3.1.4 Data Pseudonymization . . . . . . . . . . . . . . . . . . . . . 14

3.2 Pre-processing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
3.2.1 Recording Parameters . . . . . . . . . . . . . . . . . . . . . . 16
3.2.2 Filtering the Signal . . . . . . . . . . . . . . . . . . . . . . . . 16
3.2.3 Bad Channel Detection . . . . . . . . . . . . . . . . . . . . . . 18
3.2.4 Epoch Extraction and Baseline Correction . . . . . . . . . . . 18
3.2.5 Artifact Rejection . . . . . . . . . . . . . . . . . . . . . . . . . 19
3.2.6 Subject-Level Quality Control and Dataset Assembly . . . . . 19
3.2.7 Data Augmentation . . . . . . . . . . . . . . . . . . . . . . . . 20

3.3 ERP Components . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
3.4 Statistical Tests of Group Differences . . . . . . . . . . . . . . . . . . 22

ix



Contents

3.5 Baseline ML-Models . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.6 Tiny Recursive Model (TRM) . . . . . . . . . . . . . . . . . . . . . . 23

3.6.1 Model motivation . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.6.2 Core idea and recursive mechanism . . . . . . . . . . . . . . . 23
3.6.3 Input Tokenisation and Embedding . . . . . . . . . . . . . . . 26
3.6.4 Shared Encoder Architecture . . . . . . . . . . . . . . . . . . . 26
3.6.5 Deep Supervision . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.6.6 Demographic Feature Fusion . . . . . . . . . . . . . . . . . . . 28
3.6.7 Training Configuration . . . . . . . . . . . . . . . . . . . . . . 28

3.7 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
3.8 Evaluation and Interpretability . . . . . . . . . . . . . . . . . . . . . 30

3.8.1 Performance Metrics . . . . . . . . . . . . . . . . . . . . . . . 30
3.8.2 Explainable AI (XAI) . . . . . . . . . . . . . . . . . . . . . . 31

3.9 Implementation and Reproducibility . . . . . . . . . . . . . . . . . . 32
3.9.1 Compute environment . . . . . . . . . . . . . . . . . . . . . . 32
3.9.2 Reproducibility measures . . . . . . . . . . . . . . . . . . . . . 33

4 Results 35
4.1 Group Differences in ERP Components . . . . . . . . . . . . . . . . . 35

4.1.1 ERP Component Group Comparisons . . . . . . . . . . . . . . 35
4.1.2 Exploratory Stimuli-Specific ERP Analysis . . . . . . . . . . . 36

4.2 Baseline Machine Learning Models . . . . . . . . . . . . . . . . . . . 37
4.3 Deep Learning Models . . . . . . . . . . . . . . . . . . . . . . . . . . 38

4.3.1 Architecture and Pipeline Ablations . . . . . . . . . . . . . . . 38
4.3.2 Per-Fold Performance . . . . . . . . . . . . . . . . . . . . . . . 40

4.4 Subject-Level Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . 40
4.5 Explainability via Saliency Analysis . . . . . . . . . . . . . . . . . . . 43

5 Conclusion 45
5.1 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

5.1.1 ERP Analysis Prior to Model Development . . . . . . . . . . . 45
5.1.2 Performance of the Models . . . . . . . . . . . . . . . . . . . . 46
5.1.3 Clinical Interpretability and Applicability . . . . . . . . . . . 47
5.1.4 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
5.1.5 Ethical Considerations . . . . . . . . . . . . . . . . . . . . . . 49

5.2 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50
5.3 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

Bibliography 53

A Appendix 1 I
A.1 Literature Search Query for ML, DL and EEG . . . . . . . . . . . . . I
A.2 Literature Search Query for ML, DL and ERP . . . . . . . . . . . . . I

B Appendix 2 III
B.1 Complete Stimulus List . . . . . . . . . . . . . . . . . . . . . . . . . . III

x



List of Figures

2.1 Composite auditory ERP waveform with components and distinct
peaks. Reprinted from [14, p. 17]. . . . . . . . . . . . . . . . . . . . . 6

3.1 Initial pipeline for the approach, from raw EEG data to evaluation
and explainability of the models. . . . . . . . . . . . . . . . . . . . . 11

3.2 OpenBCI Electrode Helmet. Reprinted from [25]. . . . . . . . . . . . 12
3.3 OpenBCI Electrode Positions . . . . . . . . . . . . . . . . . . . . . . 13
3.4 Pre-processing pipeline. . . . . . . . . . . . . . . . . . . . . . . . . . . 16
3.5 Illustrative examples of data before and after pre-processing and

compared to a subject-level averaged ERP on one channel only. . . . 20
3.6 Tiny Recursive Model (TRM) architecture. . . . . . . . . . . . . . . . 25

4.1 Group Differences in P1 Latency, visualised in a boxplot . . . . . . . 36
4.2 Group Differences in P3a amplitude on High Pitch stimulus, visualized

as group averaged ERPs on P3a specific electrodes . . . . . . . . . . . 37
4.3 Cross-validation performance across folds. . . . . . . . . . . . . . . . 40
4.4 Channel-averaged saliency as a function of time. Saliency rises sharply

after stimulus onset, peaks in the 200–500 ms window, and decays
toward the end of the epoch. . . . . . . . . . . . . . . . . . . . . . . . 43

4.5 Time-averaged signed saliency per channel. Channel 7 (P4) shows a
clear polarity inversion compared to its left-hemisphere counterpart
and to neighbouring channels. . . . . . . . . . . . . . . . . . . . . . . 44

4.6 Mean signed saliency across the validation set, displayed as a (channel
× time) heatmap. Red regions push the prediction toward NT, blue
regions toward ASD. The strongest signal appears between 200–500 ms
post-stimulus on parietal channels. . . . . . . . . . . . . . . . . . . . 44

xi



List of Figures

xii



List of Tables

2.1 Mean performance across five subject-level cross-validation folds. Re-
sults are from the previous course project (DIT892). . . . . . . . . . . 10

3.1 Mapping of OpenBCI EXG channels to EEG electrode positions . . . 12
3.2 Auditory stimuli used in the data collection sessions (one example per

speed category) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
3.3 Stimulus variation dimensions across the 98 auditory stimuli . . . . . 13
3.4 Structure of the raw EEG data recorded using the OpenBCI system . 14
3.5 Group statistics of the dataset before pre-processing . . . . . . . . . . 14
3.6 ERP component time windows based on a previous study’s findings

[14] and electrode positions used for component extraction. . . . . . . 22
3.7 TRM hyperparameters and their derivation. . . . . . . . . . . . . . . 29

4.1 Group comparisons of ERP peak amplitude and latency features
between ASD (n = 42) and NT (n = 50). . . . . . . . . . . . . . . . . 35

4.2 Exploratory condition-specific ERP features reaching uncorrected
significance (p < 0.05). . . . . . . . . . . . . . . . . . . . . . . . . . . 37

4.3 Trial-level cross-validation performance of traditional ML classifiers
(mean across 5 folds) . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

4.4 Ablation of TRM configurations. All models use 5-fold subject-grouped
stratified CV. Metrics are at the trial level (n ≈ 7,316 validation
epochs), except for the ⋆ row which uses per-subject averaged ERPs
as input and is therefore at the subject level (n = 92). Accuracy is
reported at per-fold tuned thresholds. . . . . . . . . . . . . . . . . . . 38

4.5 Trial-level performance of the selected TRM model (D=32, age and
gender meta). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

4.6 Per-fold validation AUC and accuracy for the final TRM configuration
(D=32, age+gender meta). . . . . . . . . . . . . . . . . . . . . . . . . 40

4.7 Subject-level vs trial-level AUC for the final TRM model (D=32,
age+gender meta). . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

4.8 Subject-level performance of the selected TRM model (D=32, age
and gender metadata). . . . . . . . . . . . . . . . . . . . . . . . . . . 41

4.9 Confusion matrix of the subject evaluation for the selected TRM model. 41

xiii



4.10 Top-5 and bottom-5 stimuli by per-stimulus discriminative, averaged
across the five cross-validation folds. Weights are estimated from
training-fold subjects only. Feature labels list only the non-default
levels along the pitch, speed, ear, distance and noise axes (defaults:
normal pitch, normal speed, both-ears, near distance. . . . . . . . . . 42

4.11 Subject-level cross-validation performance of traditional ML classifiers
(mean across 5 folds) . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

B.1 Complete list of 98 auditory stimuli with feature encodings. . . . . . . III

xiv



List of Abbreviations

AI Artificial Intelligence
ASD Autism Spectrum Disorder
AUC Area Under the ROC Curve
BAEP Brainstem Auditory Evoked Potential
BCE Binary Cross-Entropy
BERT Bidirectional Encoder Representations from

Transformers
BiLSTM Bidirectional Long Short-Term Memory
BCI Brain–Computer Interface
CAR Common Average Reference
CNN Convolutional Neural Network
CSV Comma-Separated Values
CV Cross-Validation
DC Direct Current
DL Deep Learning
EEG Electroencephalography
EMD Empirical Mode Decomposition
EMA Exponential Moving Average
ERP Event-Related Potential
EXG Electrophysiology channel (OpenBCI channel

designation)
FDR False Discovery Rate
FFN Feed-Forward Network
FIR Finite Impulse Response
fMRI Functional Magnetic Resonance Imaging
FN False Negative
FP False Positive
FPR False Positive Rate

xv



GELU Gaussian Error Linear Unit
GPU Graphics Processing Unit
HDF5 Hierarchical Data Format version 5
HPC High-Performance Computing
IMF Intrinsic Mode Function
KNN k-Nearest Neighbours
LN Layer Normalisation
LSTM Long Short-Term Memory
MHSA Multi-Head Self-Attention
ML Machine Learning
MLP Multilayer Perceptron
MMN Mismatch Negativity
MRI Magnetic Resonance Imaging
NT Neurotypical
RBF Radial Basis Function
ROC Receiver Operating Characteristic
SHAP SHapley Additive exPlanations
SLURM Simple Linux Utility for Resource Management
SVM Support Vector Machine
TN True Negative
TP True Positive
TPR True Positive Rate
TRM Tiny Recursive Model
XAI Explainable Artificial Intelligence
XGBoost Extreme Gradient Boosting

xvi



1
Introduction

Autism Spectrum Disorder (ASD) is a brain disorder, characterized by neurodevel-
opmental abnormalities, that results in difficulties in communication, behavior and
social relationships [1] with a prevalence of approximately one percent worldwide [2].
Some individuals who are diagnosed with ASD can handle daily activities without
any problem, while others may require much more attention and care through their
life span [3]. This makes early detection of the disease crucial since the symptoms
can be eased. However, early detection remains difficult because of the disorder’s
heterogeneous nature [1].

Traditional ASD diagnosis relies on behavioral assessments, which can be subjec-
tive and difficult to apply at early stages. To address these challenges, alternative
approaches have been investigated, including analysis of brain activity using elec-
troencephalography (EEG) combined with machine learning (ML) and deep learning
(DL). Electroencephalography (EEG) is a safe, non-invasive method used to measure
the brain’s electrical activity [4]. In particular, event-related potentials (ERPs) that
are extracted from EEG brain waves capture time-locked brain responses that may
reveal atypical neural processing [5].

To extract an ERP, five main steps are typically followed. First, EEG is recorded.
Small sensors placed on the scalp record signals produced by large groups of brain cells
communicating with each other. These signals reflect many brain processes happening
simultaneously, including thinking, sensory processing, movement planning, natural
brain rhythms, and background activity [6]. Second, the continuous EEG data are
divided into smaller segments called epochs, which are short time windows centered
around each stimulus or event. For every occurrence of the event, its timing is
marked, and the corresponding EEG segment is extracted. This process is repeated
across all trials. Third, baseline correction is applied by subtracting the mean voltage
of the pre-stimulus period from each epoch. This helps reduce slow fluctuations
and ensures that all epochs are aligned to a common reference point. The fourth
step involves handling artifacts and unwanted noise. Correction procedures, such
as artifact rejection, are used to remove interference caused by eye blinks, muscle
activity, or other sources of noise. Finally, the cleaned epochs are averaged together
to produce a single ERP waveform [5]. In other words, ERPs are not recorded
by a separate device but are derived directly from the EEG signal itself [5]. They
represent the portion of brain activity that is time-locked to a specific event, such
as the presentation of a stimulus, the execution of a motor response, or a cognitive
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1. Introduction

decision-making process.

This thesis investigates whether ERP epochs derived from EEG can differentiate
ASD and neurotypical (NT) children and evaluates ML and DL models for autism
screening support. The study is based on EEG recordings collected from children in
Romania, aged 7–12 years, that were exposed to auditory stimuli of short sentences
presented throughout the experiments. Recordings were collected from approximately
140 children using a OpenBCI system (16 channels), with 92 subjects remaining
after quality control and pre-processing (42 ASD, 50 NT). From these recordings,
ERP components and epochs are extracted to capture the brain responses to the
stimulus. In addition to component-based ERP analysis, the study explores whether
the Tiny Recursive Model (TRM) can serve as a useful approach to classify ASD in
children. Given the limited sample sizes typical of clinical EEG studies, the TRM [7]
is explored as a candidate for learning discriminative patterns from ERPs, alongside
candidate deep learning architectures such as attention-based or convolutional ones,
for the extracted epochs.

The findings did not demonstrate that single-trial ERPs alone constitute a clinically
usable biomarker for ASD, but they showed that a small Tiny Recursive Model
combining the recorded time locked epochs with age and gender achieves a subject-
level AUC of 0.867. However, the question of whether this performance reflects
genuine neurophysiological discrimination remains open: removing the demographic
inputs drops the AUC to 0.671, and a complementary statistical analysis of the
extracted ERP components finds no significant group differences in any of them.
Across all configurations, subject-level performance exceeds the trial level by more
than seven AUC points, confirming the value of within-subject evidence accumulation
for ASD screening at the per-child level.

1.1 Purpose and Scope of the Thesis
The main purpose of the thesis has been formulated as follows:

To develop an automated, robust and interpretable screening model for
autism using ERP data processed by deep learning architecture.

This overall purpose can be structured into three specific objectives that guide the
scientific and methodological direction of the thesis:

1. Analyze and extract ERP components that distinguish between ASD and NT
children;

2. Design and explore DL-architectures for robust screening of ASD at the subject-
level;

3. Ensure reliable results and interpretability through validation and model ex-
planation techniques.

The scope is intentionally constrained to ensure methodological rigor, novelty and
feasibility within the time frame. First, the thesis focuses on auditory ERPs rather
than the full range of EEG. Although raw EEG measures have shown promise in
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1. Introduction

previous studies, they have been more extensively studied by other researchers.
Second, the thesis does not aim to develop a fully deployable diagnostic system.
Instead, the focus is on investigating whether it is possible to develop a decision
support tool for research and screening purposes. Clinical integration into healthcare
workflows are deliberately excluded, keeping the discussions regarding the clinical
applicability on a general level.

1.2 Problem Definition
Each EEG recording can be divided into a set of stimulus-locked segments, where each
of these epochs ERPi consists of a preprocessed multichannel time series extracted
around the stimulus. Each epoch has undergone filtering, baseline correction and
artifact rejection, but is not averaged across trials. Every segment is associated with
a subject si belonging to one of the two groups, namely Neurotypical (NT) or Autism
Spectrum Disorder (ASD), with the corresponding labels yi ∈ {NT, ASD}.

Each epoch can optionally be complemented with a contextual feature vector mi,
encoding subject-level metadata such as age and sex or possibly also stimulus-level
information such as ear, pitch, speed, distance and syntax condition of the stimulus
category.

The formal problem is to learn a classification model

f(ERPi, mi) → ŷi, ŷi ∈ {NT, ASD},

that classifies a pre-processed epoch, potentially together with contextual features, to
one of the labels. The objective is to identify a model f that generalizes reliably to
previously unseen subjects. The model selection and evaluations was made under a
subject-level split, where all epochs from a subject are assigned to either the training
or the validation data, thereby preventing data leakage within subject trials. This
is done to make sure that the reported performance reflects the model’s ability to
generalize to completely new individuals.
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2
Background

This chapter involves the necessary background to understand the context and
methodology of this thesis. At first, an overview of the main concepts is introduced,
followed by previous studies within the context of ML, DL and ASD classification
in clinical settings. Finally, in the last section of the chapter, a previous project is
summarized, which served as a basis for this thesis.

2.1 Autism Spectrum Disorder (ASD)

Autism Spectrum Disorder (ASD) can be explained as a “neurodevelopmental disorder
deficits in social communication and the presence of restricted interests and repetitive
behaviors” [1, p.61]. As the name suggests, it is a spectrum rather than a simple
binary classification. The prevalence of ASD is around one percent worldwide [2],
depending on methodological differences around the world. The cause is not only
genetic but also environmental [1]. Therefore, it is important to detect autism early,
in order to give children the best possible treatment. Early interventions, ideally
before the age of three, could help to reduce difficulties later in the life of individuals
with ASD [8].

The number of diagnosed children with ASD is increasing and it is not clear why. It
may have to do with more awareness of the disorder, leading to better reporting and
detection. However, there are some factors that could increase the probability of
ASD in children. A study [9] shows that one factor is gender, as boys more frequently
tend to develop ASD than girls. Another factor is family history. If parents have a
child with ASD, the upcoming child tends to have a higher risk of getting ASD. It is
known that several genes cause ASD, where these genes could either be passed on
from one generation to another or they could also appear spontaneously. Regarding
the environmental factors, their role in it is not as clear. Ongoing research aims
to see if viral infections, air pollution or complications during pregnancy could be
part of the cause [9]. ASD diagnosis currently relies on behavioral observation
and clinical assessment, as the underlying etiology remains not fully understood
[3]. This together with the need for early interventions [8], motivates a growing
interest in neurophysiological biomarkers that could lead to early and more objective
identification of ASD.

5



2. Background

2.2 Electroencephalography (EEG)
One method to investigate neuronal activity is electroencephalography (EEG). EEG
can be explained as “noninvasive and direct measures of neuronal activity with a high
temporal resolution enabling the evaluation of brain dynamics and brain rhythms” [4,
p. 2]. The equipment used for this can be scalp electrodes, which will be described
further in Section 3.1.1. EEG does not measure all activity in the brain, but captures
a wide part of it in real time, which is a positive aspect [10]. The brain signals can be
grouped into delta (e.g., deep rest), theta (e.g., deep relaxation), alpha (e.g., state of
relaxation), beta (e.g., problem solving), and gamma (e.g., perception and alertness)
based on the frequency [11]. EEG has shown promise as a modality for functional
brain imaging, and new methods are being developed for extracting information and
analyzing these signals [12].

2.3 Event Related Potentials (ERPs)
Event Related Potential (ERP) is another method used for analyzing the brain signals
further. While EEG captures overall brain activity, ERPs can be extracted from the
EEG to observe how the brain responds to specific stimuli, such as visual or auditory
events [13]. According to previous studies [14], ERP responses can further be divided
into different components depending on the kind of stimuli. In auditory analysis
from ERPs, different components can be used to get an understanding of how the
processing from initial sensory registration to the cognitive response works. The
parts to look at from the components are scalp distribution, latency, and amplitude.

Figure 2.1: Composite auditory ERP waveform with components and distinct peaks.
Reprinted from [14, p. 17].

According to [14], there are two main categories of ERP components, namely P1,
N1, N2, P3a, and P3b as the first category, and mismatch negativity (MMN) as
the second category. The first category with the rest of the components are used
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2. Background

to show the transition from initial sensory registration to higher-order cognitive
processing. P1 and N1 represent the early sensory registration of audio, while N2
is more controlled stimuli detection. The two P3 components represent different
processing of sound, where P3a is related to the attention to unexpected sounds,
while P3b is more related to context updating. The second category, that is not a
focus area of this report, is based on MMN which related to the brain’s detection
of change in sounds, without consious attention. MMN is studied to give insights
into auditory discrimination, where the ERP from standard stimulus is subtracted
from the ERP to an deviant stimulus. This requires a specific oddball paradigm
of the experiment of data collection. The components are named either “P” or “N”
depending on their polarity and the number corresponds to the milliseconds after
the stimulus. Figure 2.1 shows what these components represent in the auditory
analysis and where they are present in the time window. Note that this figure
does not originate from real brain waves, it is an illustrative example that show the
components more clearly [14].

2.4 EEG and ERPs as biomarkers for ASD
The traditional diagnosis of ASD is heavily based on behavioral assessments [3],
which are subjective and often lead to delayed identification. This limitation has led
to increased studies of neurophysiological biomarkers. Several neuroimaging method-
ologies have been investigated, such as functional MRI (fMRI) as a neuroimaging
approach for ASD, with ML-based classification on resting-state fMRI data achieving
summary sensitivity and specificity estimates of around 75% across studies, although
reproducibility and generalisability in clinical settings remain challenging [15]. EEG
provides a complementary and more accessible approach, such as EEG and ERPs, as
objective indicators of atypical neural processing. A previous study [3] also showed
that there are differences in brain connectivity of people with ASD and NT people.
Another recent study [14] strengthens that ASD individuals show differences in cer-
tain ERP components, while other components remain inconsistent, indicating that
more studies are needed to completely understand the complex neurological parts [14].
Many other studies have also shown that ERPs have the potential to differentiate
ASD and NT subjects in terms of brain activity, making them a promising approach
for early-stage screening [13], [16], [17]. However, neither ERPs nor other feature
domains appear to be sufficient alone, indicating that they instead should be used as
complements [6].

2.5 Traditional Machine Learning Approaches
A structured search was conducted in the Scopus database (see Appendix A), using
identical search criteria for both EEG and ERP studies separately, in the context of
ML studies. The EEG based search returned 237 articles, whereas the ERP based
search resulted in 12 articles. This indicates that EEG has been studied much more
in the context of ML and ASD screening, while specific ERP approaches combined
with ML remain relatively few in comparison. In other words, most of the studies
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focus on EEG and not on the ERPs.

Many studies use traditional ML approaches, such as support vector machines (SVMs),
random forests and k-nearest neighbors, to classify EEG data and distinguish ASD
from NT individuals [6], [18]. One of the papers [18] reviewed studies focusing on
EEG and ASD. The review showed that a majority of the ML approaches used SVMs,
as it proved to perform best when screening ASD. Thereby, SVM models could be
mentioned as a possible baseline model for screening ASD on EEG data, among
traditional ML models. However, as mentioned in the introduction, most studies are
conducted on small sample sizes [6].

One of the few ML studies that focused on ERP [19] had infants aged 6 to 10 months
of high-risk subjects (with older siblings diagnosed with ASD). The study used
empirical mode decomposition (EMD) and intrinsic mode function (IMF) features
from ERPs, which were classified using traditional ML models. The highest accuracy
for classifying familial risk was 88.44%, once again using SVM, while the classification
of diagnostic outcome within the high-risk group got an accuracy of 74% using KNN
[19]. Another study also stressed in other studies that ERP-specific tasks have shown
mixed results around 79% correct prediction and even less in other studies [6]. This
indicates that ML can extract predictive differences, while also highlighting the
potential to explore new modeling approaches and feature selection techniques. At
the same time, the mixed findings show uncertainty about the use of ERPs.

2.6 Deep Learning Approaches
The previously mentioned article search on Scopus included both ML and DL studies
(see Appendix A), where even fewer articles focused on DL approaches. Traditional
ML models such as SVMs and random forests perform well on relatively small
datasets, as shown in previous studies. However, DL models such as CNN-LSTM and
transformer models perform better on larger datasets [6]. Recent studies have started
to explore the use of DL models for autism classification, but models lack robustness
and interpretability or the previous studies are conducted on small, homogeneous
samples.

A recent study [16] has applied DL models on EEG data, focusing on other features
than ERPs. For example, a CNN–ResNet–BiLSTM architecture was proposed to
classify ASD versus NT children using resting-state and task-based EEG recordings,
achieving an accuracy of 96.27% on a small sample of 26 participants. The model
leveraged spectral power and coherence features across delta, theta, alpha and beta
bands, showing potential of deep neural networks to capture complex spatial–temporal
EEG patterns.

DL models have rarely been explored using ERPs in the context of ASD classification.
However, there are a few examples. For instance, a recent study [20] that proposed
a hybrid convolutional and bidirectional LSTM (CNN–BLSTM) architecture to
classify ERP signals in a BCI command selection task, evaluated on data from 15
individuals with ASD. The model got an average accuracy of 84%, outperforming
both traditional methods and other DL architectures. However, it is a conference
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paper with a limited sample size and no interpretation. Therefore, the potential
of DL architectures for ERP-based ASD screening remains insufficiently explored.
Although ERPs show potential as objective markers for ASD, there is no established
and reliable deep-learning-based research that has been conducted on larger datasets
that focuses on ERPs [20].

2.7 Explainable AI (XAI)

Explainable AI (XAI) can be defined as an AI system that produces details or reasons
to make its functioning clear or easy to understand for a given audience. Broadly,
XAI can be divided into two categories: models that are interpretable as they are,
or as post-hoc techniques to models that otherwise cannot be interpreted directly
[21]. As the research area of EEG, ERP and ML is getting more mature with more
and larger studies [6], it will be essential for future studies to leverage advanced
ML and DL architectures in combination with explainable AI (XAI). This is a need
emphasized by many recent studies [6], [16], [22].

An example of the first category could be traditional models such as Decision Trees,
while an example for the latter could be to visualize the most important features
and brain signals through maps of the brain that highlight what areas contributed
the most. One of the most used post-hoc methods is SHAP, which show the
contribution of each input feature to a prediction and has, for example, been applied
to EEG-based ASD classification with a smaller sample size, in a previous study
[16]. Attention-based DL architectures such as Transformers, can thereby get a form
of interpretability, as the learned attention weights can be inspected to understand
which parts of the input the model focused on. Another post-hoc method is gradient-
based saliency, which computes the gradient of the model’s output with respect to
the input to identify which input features influence the predictions. Saliency maps
can be computed in a single backward pass, making them computationally efficient
for models such as Transformers [23]. Another study [17] also used saliency maps to
validate ERP analysis of P3 components, showing that gradient based saliency can
show meaningful neural indications at the single-trial level.

In clinical contexts such as ASD screening, the interpretability and transparency
are particularly important, even when the models are intended as decision support
tools for professionals rather than replacements for clinical decisions [16]. As studies
have highlighted, doctors require far more than just binary classification predictions
from a model [16], [21]. However, a known challenge in applying XAI is the tradeoff
between model performance and interpretability, where a more complex model tends
to reduce the transparency [21]. Furthermore, post-hoc XAI methods and can be
overgeneralized and misleading, as it may not fully explain the reasoning of the
model [24].
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2.8 Previous Project
During the course Project in Data Science (DIT892), an initial investigation of
ERP-based autism screening was conducted using a smaller dataset of 26 children
(13 ASD, 13 NT). Auditory ERP components (BAEP, P1, N1, P100, MMN, N2C,
P300) were extracted from EEG recordings which were collected by the same team
and university as the current data we have.

We tried several traditional ML models such as Logistic Regression, SVM, Decision
tree, Random Forest, XGBoost and one DL model, which was a Transformer +
BiLSTM. We evaluated using subject level cross validation to avoid data leakage.

The attention mechanism in the Transformer layer enabled the model to decide which
of the ERP components are the most impactful ones. This architecture outperformed
the traditional models across all evaluation metrics.

Table 2.1: Mean performance across five subject-level cross-validation folds. Results
are from the previous course project (DIT892).

Model Accuracy Precision Recall F1-score
Logistic Regression 0.532 0.523 0.606 0.558
Support Vector Machine (SVM) 0.561 0.553 0.643 0.590
Decision Tree 0.529 0.524 0.565 0.539
Random Forest 0.553 0.557 0.526 0.536
XGBoost 0.535 0.524 0.565 0.539
Transformer + BiLSTM 0.680 0.644 0.734 0.675

Even though the DL model outperformed the traditional ML models, the results
were not sufficient, the small sample size of 26 children was far from satisfying for a
data hungry model such as Transformer. These findings highlight both the potential
and the limitations of DL for ERP autism screening, and motivates for further
investigation using larger datasets and validation strategies.
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Methods

EEG Data

Pre-processing & ERP Analysis

Model Development

Evaluation

Explainable AI

Figure 3.1: Initial pipeline for the approach, from raw EEG data to evaluation and
explainability of the models.

This chapter describes the methodology used in this thesis, from data collection to
model evaluation and interpretability. The thesis builds upon the earlier project
on ERP-based ASD detection but extends it with more systematic and rigorous
scientific methodology and data according to the methodology outlined in this section.
Figure 3.1 shows the overall pipeline for the methodology of this thesis.

3.1 Data

3.1.1 Data Collection
The dataset analyzed in this thesis was not collected by the authors. The recordings
were acquired by the thesis supervisor in collaboration with a partner institution in
Romania, where the data collection sessions took place. The cohort includes EEG
recordings from 140 children, aged between 7 and 12 years, divided into two groups:
children with a diagnosis of autism spectrum disorder (ASD) and neurotypical (NT)
controls. Owing to data quality issues affecting a substantial portion of the recordings,
the number of subjects that remained after pre-processing is smaller than the original
cohort.
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Figure 3.2: OpenBCI Electrode Helmet. Reprinted from [25].

The EEG signals were collected using an OpenBCI Complete Cortex headset (Fig-
ure 3.2), a research-grade, open-source acquisition system equipped with 16 EXG
channels sampled at 125 Hz and an on-board 32-bit processor capable of handling
EEG, EMG, and ECG signals [25]. Electrodes were positioned in accordance with
the international 10–20 system, with the 16 available channels distributed over the
frontal, central, parietal, and occipital regions of the scalp, providing sufficient spatial
coverage to capture the auditory and cognitive ERP components targeted in this
work. The correspondence between the 16 EXG channels of the OpenBCI device
and the standard 10–20 electrode positions is summarized in Table 3.1 and ensures a
consistent interpretation of the signals across the different scalp regions illustrated
in Figure 3.3.

Table 3.1: Mapping of OpenBCI EXG channels to EEG electrode positions

EXG Channel EEG Electrode
EXG Channel 0 Fp1
EXG Channel 1 Fp2
EXG Channel 2 F3
EXG Channel 3 F4
EXG Channel 4 T4
EXG Channel 5 T3
EXG Channel 6 P3
EXG Channel 7 P4
EXG Channel 8 F7
EXG Channel 9 F8
EXG Channel 10 C3
EXG Channel 11 C4
EXG Channel 12 T5
EXG Channel 13 T6
EXG Channel 14 O1
EXG Channel 15 O2
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O1 O2

T3 T4

T5 T6

F7 F8

Figure 3.3: OpenBCI Electrode Positions

Throughout the recording sessions, the participants were presented with auditory
speech stimuli in Romanian. The stimuli consisted of short three-word sentences
and were presented in a structured and repeated order. All auditory events were
measured with time markers that show where the auditory stimuli end, which makes
it possible to identify and extract ERP components from the EEG signals. Table 3.2
shows examples of the stimuli used, one from each presentation speed category, while
Table 3.3 show all the different dimensions of the stimuli categories. Since 98 different
stimuli were used, there will be 98 segments per subject before pre-processing.

Table 3.2: Auditory stimuli used in the data collection sessions (one example per
speed category)

Stimulus Nr Sentence Speed
1 CEAIUL ESTE RECE? (Is the tea cold?) Normal (3 sec)
69 CARTEA ESTE NOUĂ. (The book is new.) Slow (4.5 sec)
88 SPUNE ACEL CUVÂNT. (Say that word.) Fast (1.5 sec)

Table 3.3: Stimulus variation dimensions across the 98 auditory stimuli

Dimension Levels Distribution
Speed Normal, Slow, Fast 80 / 9 / 9
Pitch Normal, High, Low 80 / 9 / 9
Ears Both, Left, Right 80 / 9 / 9
Distance 0.35 m, 0.5 m, 1 m, 2 m 71 / 9 / 12 / 6
Noise Yes, No 89 / 9
Syntax Declarative, Interrogative, Imperative 32 / 33 / 33
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3.1.2 Structure of the raw EEG data
For each subject, the raw EEG data are stored in a separate file. Each file consists of
multiple columns, 16 for the electrodes and one marker channel (see Table 3.4). The
marker channel shows where the stimuli appear. Each row represents a single time
sample, recorded at a sampling rate of 125 Hz. The total number of rows therefore
depends on the duration of the recording session for each subject. Using the marker
channel, the continuous EEG signal can later be divided into short time windows
around each stimulus.

Table 3.4: Structure of the raw EEG data recorded using the OpenBCI system

Field Description
Sample Index Index representing each recorded sample
EXG Channels (0–15) Raw EEG signals from 16 electrodes (10–20 sys-

tem), sampled at 125 Hz
Accelerometer Channels Motion data recorded along three axes (X, Y, Z)
Marker Channel Event markers indicating stimulus end (used for

ERP extraction)
Timestamp Unix timestamp and formatted time for each

sample

3.1.3 Data Quality and Group Statistics
To assess the data quality of each raw EEG recording, the time duration, marker
presence and intervals between markers were analyzed. In the initial dataset, a large
number of recordings had issues where markers occurred at a constant interval of
approximately one second. These recordings were considered unreliable and were
therefore excluded even before the analysis. In total, approximately 140 participants
were recorded, of which 40 were excluded due to marker-related issues. This resulted
in continuing with a dataset consisting of 100 participants with valid recordings in
terms of markers. The population and group statistics for the starting dataset are
presented in Table 3.5, before pre-processing and artifact rejection.

Table 3.5: Group statistics of the dataset before pre-processing

Statistic ASD NT
Number of subjects 48 52
Male 29 27
Female 19 25
Age (mean) 9.7 11.1
Age (std) 1.4 1.2
Age range 7–12 8–12

3.1.4 Data Pseudonymization
Raw EEG recordings were collected using the OpenBCI (16-channel) headset at a
sampling rate of 125 Hz, stored as OpenBCI-format .txt files. Because the original
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filenames and folder names encoded personally identifiable information, specifically
participant first names, ages, and the diagnoses (e.g., Name_XYears_SEX_ASD.txt),
systematic pseudonymization was applied before any analysis.

The first step was to create a script that would traverse across all separate ASD
and NT source folders and located the largest in memory size .txt or .csv file within
each subject’s subdirectory. We follow this practice in order to always be sure that
we select the proper data file instead of just of a notes file. Age and gender were
parsed from folder names using regular expressions that handled multiple naming
conventions.

Each subject was assigned a sequential pseudonymized identifier (subject01 through
subject100). Within each recording file, the two timestamp columns Timestamp
(Unix epoch) and Timestamp (Formatted human readable date-time string) were
dropped as both columns could reveal the exact date of a session. All EEG signal
channels, accelerometer channels, digital/analog channels, the marker channel, and
the sample index were retained unchanged.

Each pseudonymized subject was written to an individual HDF5 file (subject_id.h5).
The HDF5 structure contained the following datasets:

• EEG — the main brain signal, stored as 32-bit floats in a matrix of N × 16
samples (time points × channels), measured in microvolts (µV);

• Accelerometers — motion data from the three built-in accelerometers on the
OpenBCI board, capturing head movement along the X, Y, and Z axes;

• Digital — digital input channel readings from the board, recording on/off
states of any connected digital triggers or switches;

• Analog — raw analog input readings from the board’s auxiliary analog pins.

• Marker — the stimulus timing channel, where a non-zero value indicates
the end of an auditory sentence. Used to locate stimulus events during ERP
extraction;

• Sample index — a sequential integer counter assigned to each recorded
sample, used to verify that no samples were dropped during data transmission.

Subject level metadata such as diagnosis, sampling rate, number of samples, age,
gender was stored as HDF5 attributes. Additionally, we created a separate mapping
CSV, which links pseudonymized IDs to the original filename. This file was held by
us alone in order to be able to track corrupted files and manage them accordingly
during the pre-processing. Afterwards, this file was discarded. All 100 files were
converted successfully.

3.2 Pre-processing
Before developing the ML and DL models, there are some necessary pre-processing
steps to be implemented. An overview of the implemented methods is shown in
Figure 3.4.
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Raw EEG signal

Missing-value imputation

Band-pass filter

Notch filter

Common average reference

Temporal smoothing

Bad-channel detection

Marker channel

Detect end-of-stimulus markers

Reconstruct stimulus onset
subtract each stimulus’s known duration

Epoch extraction
cut a window around each reconstructed onset

Baseline correction

Artifact rejection

Subject-level quality check

Final dataset

Figure 3.4: Pre-processing pipeline.

3.2.1 Recording Parameters
As has been outlined before, the EEG data were recorded using the OpenBCI helmet
at a sampling rate of 125 Hz, yielding 16 channels of raw voltage in microvolts (µV).
All subsequent processing operated on this sampling rate, so one sample corresponds
to 8 ms of real time. The marker channel, recorded in parallel with the EEG, marking
with the value 1 at the end (offset) of each auditory sentence stimulus.

3.2.2 Filtering the Signal
For each subject, the 16 channel EEG matrix of shape numsamples × 16 was passed
through a three-stage pre-processing pipeline before any epoching.

During the first stage, we handled missing-value imputation. The raw EEG was
scanned for NaN values, which can arise from hardware dropout. For instance,
when a channel becomes disconnected during recording, it outputs NaN . Only one
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subject was affected, with two NaN values, which we replaced with the mean of
the corresponding channel. This is a neutral approach that leaves the channel mean
unchanged.

The first filter we applied is a band-pass FIR filter. A linear finite impulse response
(FIR) filter was designed using scipy.signal.firwin with filter length ntaps = 4 ×
125 + 1 = 501 which is approximately four seconds of data, providing a transition
band. The cutoff frequencies were specified in normalized units as [0.5/62.5,40/62.5]
=[0.008,0.64], corresponding to 0.5 Hz and 40 Hz. Additionally, a forward-backward
filtering (filtfilt) was used, which applies the filter twice in opposite directions
[26]. The purpose of the bandpass filter is to hold only frequencies between 0.5–40
Hz, because these are the auditory brain responses we are interested in. The lower
cutoff of 0.5 Hz was selected to remove slow frequency components such as DC
offsets, baseline drifts and low-frequency artifacts caused by sweat and electrode
movement, which usually is around 0.1–1 Hz [27]. Anything above 40 Hz is mostly
muscle noise from the face scalp. This filter keeps only the frequency range that
contains meaningful auditory brain signals and discards everything outside of it.
The upper cutoff was thereby selected to remove high-frequency components such as
muscle noise, while preserving the frequency range of auditory ERP components [27].

The second filter we applied was a 50 Hz notch filter. Although the band pass filter
cutoff is 40 Hz, the band pass transition has a gradual roll-off and may not fully
apply to strong power line interference at 50 Hz. Hence, the strong power line can
persist through the band filter and the notch filter is responsible for removing it. To
apply it we used the scipy.signal.iirnotch function.

The third filter we applied is Common Average Reference (CAR) [28]. Some noise
does not come from a specific frequency but rather affects all 16 electrodes at the
same time for example, if the reference electrode shifts slightly, the entire recording
shifts with it. To correct for this, at every point in time the average voltage across
all 16 channels is computed and subtracted from each channel individually. Any
noise that is identical across all electrodes disappears, while brain signals that differ
from one location to another which is what genuine neural activity looks like are
preserved.

After common-average referencing and prior to epoch extraction, an optional one-
dimensional Gaussian smoothing was applied along the time axis of each channel
independently, using scipy.ndimage.gaussian_filter1d with a standard deviation
of σ = 2 samples. At the 125 Hz sampling rate this corresponds to ≈ 16 ms, acting
as a mild low-pass that attenuates residual high-frequency fluctuations surviving
the band-pass and notch stages while preserving the morphology of the slower
auditory ERP components (P1–P3b). The reason Gaussian filters can be good to
use is that ERP components such as P300 responses get clearer, by reducing noise
without deleting the event-related responses [27]. Two dataset variants were produced
and carried through the remainder of the pipeline: Dataset 1, with this Gaussian
smoothing step enabled, and Dataset 2, without it. Because smoothing reduces each
epoch’s peak-to-peak amplitude, fewer epochs exceed the 150 µV artifact-rejection
threshold, and consequently more subjects retain the minimum of 20 clean epochs.
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This is why the two variants results in different final cohorts, one with 92 subjects for
Dataset 1 versus 79 subjects for Dataset 2, which is why all subject- and epoch-level
counts for the headline model refer to the smoothed Dataset 1, that was selected as
the headline configuration.

3.2.3 Bad Channel Detection
Electrodes that are physically disconnected or have poor scalp contact do not record
brain activity. Instead, they saturate with high-amplitude environmental noise.
Including such channels in artifact rejection would cause every epoch to be discarded.
A data-driven bad channel detection procedure was therefore applied after filtering.

The standard deviation across time was computed for each channel. The median
standard deviation across all 16 channels was taken as a robust estimate of the typical
noise level (robust because the median is insensitive to a few outlying channels).
Channels whose standard deviation exceeded three times the median standard
deviation were flagged as bad:

bad_channel_if σc > 3 × median(σ1, . . . , σ16)

The multiplicative threshold of 3 follows the conventional rule for outlier detection
(analogous to ±3 standard deviations under a normal distribution). As a concrete
example, subject 5 (ASD) had EXG Channel 7 with a post-filtering standard deviation
of 880.9 µV which is roughly five times the median across the rest of the channels,
indicating complete electrode disconnection.

3.2.4 Epoch Extraction and Baseline Correction
The marker channel recorded in the EEG file does not mark the beginning of each
sentence, it marks the end. Because most of the ERP components of interest occur
in response to the start of an auditory stimulus, the sentence onset needed to be
reconstructed. This was done by subtracting the known duration of each sentence
from the position of its marker:

onset = marker end sample − stimulus duration

The 98 sentences in the experiment had three possible durations depending on the
speaking rate at which they were recorded: normal-rate sentences lasted 3000 ms (80
stimuli), slow-rate sentences lasted 4500 ms (9 stimuli), and fast-rate sentences lasted
1500 ms (9 stimuli). Each stimulus was assigned its duration by index. Because
these durations are the audio file lengths rather than precise neurophysiological event
times, the resulting onsets are approximations rather than exact timestamps and
this creates an inherent limitation of the recording setup.

Another way we could have dealt with this, could be to actually use the offset(the
end of the stimulus) to examine the changes on the brain reactions. However, the
beginning of the sentences is the most interesting scientifically part of the brain
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response. Each epoch spanned from −200 ms to 800 ms relative to the reconstructed
sentence onset (time 0). At a sampling rate of 125 Hz this yields:

Nsamples = (200 + 800) × 125
1000 = 125 samples per epoch

The 200 ms pre-onset window serves as a quiet baseline period before the stimulus
begins [5]. The 800 ms post-onset window captures the main auditory ERP com-
ponents, which in typical auditory paradigms occur within the first 600 ms after
stimulus onset [14], with an extra margin. Any epoch whose extraction window
extended before the first or beyond the last sample of the recording was discarded as
a boundary violation.

The final step for ERP extraction is the baseline correction. Baseline correction
removes any pre-existing DC offset or slow drift in the signal. For each epoch, the
mean amplitude over the −200 to 0 ms pre-offset interval was computed per channel
and subtracted from the entire epoch [5]. This anchors each epoch’s baseline to
zero and ensures that any amplitude differences between conditions reflect genuine
post-stimulus neural activity rather than pre-existing offsets.

3.2.5 Artifact Rejection
Following baseline correction, epochs were screened for movement and ocular artifacts
using a peak-to-peak amplitude criterion. For each epoch, the peak-to-peak amplitude
(maximum minus minimum voltage) was computed independently for each channel.
If the maximum peak-to-peak value across all non-bad channels exceeded 150 µV,
the entire epoch was rejected.

The threshold of 150 µV is a standard value in EEG artifact rejection [29] above which
signals are unlikely to reflect neural activity and are more plausibly attributable
to eye blinks, muscle contractions, or cable movement [30]. Many other studies
use Independent Component Analysis (ICA) for artifact rejection, which finds and
remove artifacts from the actual brain activity. However, this method is better suited
for 32-channels and above [27], which is the reason to why ICA was not used in this
thesis work.

3.2.6 Subject-Level Quality Control and Dataset Assembly
Each subject’s recording contained 98 sentence stimuli. After artifact rejection, the
number of clean epochs per subject was tallied. Subjects with fewer than 20 clean
epochs were excluded from the final dataset. Across the full sample of 100 subjects,
92 passed all the thresholds. Out of those 42 were in ASD class and 50 in NT class.
This creates class imbalance and makes the usage of weight balancing for the training
of the Deep Learning model necessary. These exclusions were concentrated among
participants with multiple disconnected electrodes, whose recordings produced global
artifacts that exceeded the rejection threshold on every epoch.

For each retained subject, two outputs were computed and stored:
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• Epoch stack — the 3D array of shape nclean ×16×125 , preserving all individual
trial data for further analysis.

• Trial-averaged ERP — the mean across the epoch dimension (shape: 16 ×
125), representing the estimated ERP waveform for that subject.

To exemplify and show how the pre-processed signal looks like, Figure 3.5 show
the differences from raw EEG signal to pre-processed epochs, and a comparison to
pre-processed grand average across all epochs for channel C3. Note that Plot 1 shows
one raw epoch, Plot 2 also shows a single epoch, while Plot 3 shows the averaged
ERPs based on all clean epochs.
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Figure 3.5: Illustrative examples of data before and after pre-processing and compared
to a subject-level averaged ERP on one channel only.

3.2.7 Data Augmentation
Single trial EEG classification is notoriously difficult. Trials are short, low amplitude
relative to background activity and corrupted by noise that varies between subjects
and even between recordings. Combined with a relatively small sample size, this
leads to overfitting. The neural network, memorises subject specific features instead
of discriminative ASD/NT signal. Trial averaging is a common method, but it
discards the trial variability that makes the dataset large enough to train a deep
learning model. Data augmentation offers a middle ground. It preserves single trial
representation rather than memorize idiosyncrasies.

We apply three augmentations at every training iteration:

• Amplitude scaling. Each epoch is multiplied by a scalar drawn uniformly
from [0.8, 1.2]. Inter subject differences in skull thickness, electrode contact,
and head geometry produce large multiplicative gain differences that have
no diagnostic value. By randomly rescaling we discourage the network from
relying on absolute amplitude and instead force it to attend to the temporal
and spatial patterns of the response.

• Gaussian noise. Independent zero-mean Gaussian noise with standard de-
viation σ = 0.1 is added to every sample. Because epochs are z-scored per
channel during pre-processing, this corresponds to roughly 10% of one standard
deviation small enough to preserve the ERP morphology, large enough to
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prevent the network from latching onto spurious high-frequency artifacts that
survived bandpass filtering [31].

• Channel dropout. With probability p = 0.3, between one and two of the
sixteen channels are zeroed for the entire epoch. This simulates the realistic
failure mode of intermittent contact and prevents the network from becoming
dependant on any single sensor [31].

All three augmentations are applied only during training. Validation and test forward
passes use the original epochs, ensuring that reported metrics reflect the model’s
behaviour on clean inputs.

The augmentations are implemented inside the __getitem__ method of the dataset
class, so data augmentation is applied every time an epoch is presented to the network.
Across the 150 training epochs, this means each underlying trial is effectively presented
to the network in hundreds of slightly different versions, dramatically increasing the
effective dataset size without any change to the number of stored physical recordings.

3.3 ERP Components
To analyze group-level differences in auditory processing before model development,
the features were extracted from the ERP components, coming from the brain signals
of each subject. The components were selected based on a study by Yuan et al.[14],
which identified P1, N1, N2, MMN, P3a and P3b as the key components for auditory
processing in ASD. MMN is not included in this analysis since it requires a difference
wave computed from deviant trial averages. In other words, it needs infrequent
deviant stimuli to be embedded in a sequence of repeated standard stimuli. As
described earlier, the stimulus design used in this study varies multiple dimensions
across the epochs. Even though there are standard conditions such as standard
duration, or normal pitch, the conditions can vary across sentence syntax or distance
for example. Therefore, computing an MMN difference wave was assessed to be
unsuitable in for this collection of data and stimulis.

For each component in the first category, the peak amplitude (µV) and peak latency
(ms) were extracted over time windows and electrodes. Peak amplitude was defined
as the maximum value within the analysis window for positive components (P1, P3a,
P3b) and the minimum for negative components (N1, N2). The time windows follows
the mentioned study [14], shown in Table 3.6. The peak amplitude and latency
were extracted by averaging a group of electrodes rather than a single channel,
as recordings from multiple electrode locations are necessary to capture the scalp
topography of ERP components reliably [32]. The specific electrodes selected for each
component were the fronto-central distribution reported by [33]. Based on that study,
central electrodes (C3, Cz, C4) were used for P1, N2 and P3a in ASD children aged
4-12, as these showed the largest amplitudes at central electrodes. As our 16-channel
setup lacks midline electrodes (Cz), the lateral fronto-central electrodes F3, F4, C3
and C4 were used instead. P3b was measured over centro-parietal electrodes (C3,
C4, P3, P4) because of its posterior scalp distribution [34].
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Table 3.6: ERP component time windows based on a previous study’s findings [14]
and electrode positions used for component extraction.

Component Time Window (ms) Electrodes
P1 50–150 F3, F4, C3, C4
N1 80–120 F3, F4, C3, C4
N2 150–250 F3, F4, C3, C4
P3a 200–300 F3, F4, C3, C4
P3b 300–600 C3, C4, P3, P4

3.4 Statistical Tests of Group Differences

To assess the main group-level differences in the extracted ERP components, two-
sided Mann-Whitney U tests [35] were used at significance level α = 0.05. For each
component and each subject, peak amplitude and peak latency were computed by
averaging the clean pre-processed epochs across the relevant electrodes and then
taking the peak value within the defined time window. The resulting per-subject
values were then compared between the ASD (n = 42) and NT (n = 50) groups. A
non-parametric test was chosen because Shapiro-Wilk normality tests showed that
the normality assumption was violated for all ten features, in at least one of the two
groups. Benjamini-Hochberg false discovery rate (FDR) correction was applied across
all ten features to control for the increased risk of false positives when conducting
multiple comparisons [36]. Effect sizes are reported as rank-biserial correlations (rrb)
[37], a measure ranging from −1 to +1 where values near 0 indicate that there are
no group differences.

Except for the analysis of the group level means in ERP components, a further
analysis was made on a stimuli condition level. This exploratory stimuli-specific
analysis followed the same procedure as the main analysis, but was conducted
separately per stimulus condition using uncorrected tests due to the explorative
aspect of the stimulus categories. This analysis was therefore based on averaging the
epochs in the same stimuli category together and then comparing the two classes on
a group level. In other words, these tests were done separately per stimulus condition
leading to a much smaller amount of epochs. In this way, the exploratory analysis
covered 6 stimulus dimensions (pitch, speed, syntax, ear, noise, distance), leading to
16 different conditions and 10 features, leading to as many as 160 tests in total. At
α = 0.05, this would lead to an expectation of up to 8 significant results by chance,
which is another reason to why this exploratory analysis should be interpreted with
caution and only seen as hypothesis-generating for potential additional context to
be used within the DL models. These exploratory tests were intended to identify
potential indications of stimulus condition-specific ERP differences between ASD
and NT participants.
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3.5 Baseline ML-Models
To contextualize and compare against the deep learning results, five classical classifiers
were evaluated as baselines. The ones used were based on previous studies, where
Logistic Regression (with L2 regularisation), a linear-kernel Support Vector Machine
(LinearSVC), a Radial Basis Function (RBF) SVM, Random Forest and XGBoost.
These cover the three model families such as linear, kernel-based and tree-ensemble
and are commonly reported in EEG- and ERP-based ASD classification studies [6],
[18].

The classical models received the same input that the TRM receives, so that any
performance gap can indicate the model performance rather than to differences in
available features. All the single-trial epochs (shape 16 × 125) was flattened into a
2,000-dimensional row vector and concatenated with the two demographic features
(z-score-normalised age and binary-encoded sex) used by the TRM, yielding 2,002
features per trial across 7,316 trials. The five-fold subject split from the TRM
training was reused, to training and validation subjects are identical throughout all
model evaluations.

3.6 Tiny Recursive Model (TRM)
The Tiny Recursive Model (TRM) is a neural architecture that performs step-by-step
reasoning by repeatedly applying the same small network to a persistent latent
state [7]. Unlike conventional deep learning models, which generate predictions in
a single forward pass through a stack of independently parameterised layers, TRM
progressively refines its internal representation over multiple recursive steps before
producing a classification decision.

3.6.1 Model motivation
TRM is particularly well-suited to clinical EEG classification, where two constraints
are simultaneously present: limited sample sizes and structured, temporal inputs.
ERP datasets are inherently small because data collection requires controlled ex-
perimental conditions and expert annotation, making large neural models prone to
overfitting. Standard approaches address representational depth by stacking many
independent layers. For instance, BERT-base employs 12 Transformer encoder layers
with 110 million parameters. TRM instead reuses a small shared network across
recursive iterations, achieving comparable effective depth while keeping the total
parameter count in the order of tens of thousands. This architectural constraint acts
as an implicit regulariser, limiting the model’s capacity to memorise training noise
without sacrificing its ability to model complex temporal patterns.

3.6.2 Core idea and recursive mechanism
TRM uses three representations: an embedded input x which corresponds to the
input, an embedded current prediction y which corresponds the output, and a latent
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reasoning state z which is the latent state[7]. In this thesis, x will represent an epoch
sample input, y class prediction, and z a latent state encoding evidence used to
iteratively refine the prediction.

What we are basically using as input x is a time locked EEG that has been through
all the filtering. We are not using the averaged version of the epochs but the whole
epochs as input since averaging all epochs across each subject would cut down the
sample size significantly. From the 92 subjects that passed the filtering we have 7316
epochs. If we use the raw epochs we have (7316 × 16 × 125) data samples while if we
take the averaged ERP we have (92 × 16 × 125) data samples, reducing significantly
the overall data, while trying to train Deep Learning models that are data hungry.

The latent state is initialised as a learnable parameter z0 ∈ RT ×D, set to zero at the
start of training. At each recursive step k, the shared encoder net(·) updates the
latent state by conditioning it on both the fixed input and the current state:

z(k+1) = net
(
x + z(k)

)
, k = 0, 1, . . . , Nrec − 1 (3.1)

where:

• R denotes the set of real numbers; a superscript gives the shape of the corre-
sponding vector or matrix (e.g. RD is a vector of D real numbers and RT ×D is
a matrix with T rows and D columns). This convention is used throughout
the chapter;

• T = 125 is the number of time samples in one epoch (one token per timepoint
of the 1000 ms window sampled at 125 Hz);

• D = 32 is the latent dimension into which each timepoint is projected;

• k is the index of the recursive step; Nrec = 6 is the total number of recursive
iterations.

• z(k) ∈ RT ×D is the latent reasoning state at step k. It is initialised as a learnable
parameter z0 ∈ RT ×D (set to zero at the start of training) and updated by the
encoder at every step;

• x ∈ RT ×D is the embedded input epoch;

• net(·) : RT ×D → RT ×D is the shared transformer encoder block; the same
weights are applied at every step k.

At each recursive step, the input embedding x is added to the current latent state
z(k) before being passed through the encoder. This addition is what make TRM
different to other Transformer models. It keeps the model anchored to the observed
signal on every recursive step, rather than allowing the latent state to shift into a
representation that no longer reflects the actual input epoch. Without this, after six
rounds of self-attention could converge to features that have little to do with the
input. After the Nrec = 6 recursive steps, the latent state still has the same shape
of T = 125 time-tokens, each of dimension D = 32. The classifier expects a single
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(learnable initial value)
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Deep supervision: a prediction is produced at every outer step,
and all predictions are combined into the training loss.

Figure 3.6: Tiny Recursive Model (TRM) architecture.

vector per epoch, so the time axis is collapsed by averaging the T latent vectors into
one:

y = 1
T

T∑
t=1

z(Nrec)
t ∈ RD (3.2)

This operation is known as global average pooling [38]. It treats every timepoint as
equally informative, and produces a D-dimensional summary y of the entire epoch
that is then combined with the demographic features and passed to the classifier
head.

where, in addition to the symbols defined for Eq. 3.1:

• t ∈ {1, 2, . . . , T} is the time-token index.

• z(Nrec)
t ∈ RD is the t-th row of the final latent state z(Nrec), i.e. the latent

representation at timepoint t after all Nrec recursive steps.

• y ∈ RD is the pooled fixed-size representation obtained by averaging the latent
state over the temporal dimension; it is the input passed to the classifier head.

25



3. Methods

3.6.3 Input Tokenisation and Embedding
Each input is a pre-processed epoch of shape C × T , where C = 16 denotes the
number of channels and T = 125 the number of timepoints corresponding to the
1000 ms epoch window (−200 to +800 ms relative to stimulus onset) sampled at
125 Hz.

Rather than flattening the epoch into a single vector which discards temporal
structure the model adopts a temporal tokenisation scheme in which each of the
T = 125 timepoints is treated as an independent token described by its C = 16
simultaneous channel amplitudes. The input is transposed to (T × C) and projected
to the latent dimension D = 32 by a learned linear layer:

x = W⊤
proj et + Epos, x ∈ RT ×D (3.3)

where, in addition to the symbols defined above:

• et ∈ RC is the raw EEG vector at timepoint t, containing the simultaneous
amplitudes recorded on the C channels;

• Wproj ∈ RC×D is a learned linear projection mapping channel space to the
latent dimension;

• Epos ∈ RT ×D is a learnable positional encoding matrix [39] that allows the
self-attention to distinguish responses occurring at different timepoints.

3.6.4 Shared Encoder Architecture
The shared encoder net(·) consists of two Transformer encoder layers [40], each
employing the pre-norm variant with multi-head self-attention (MHSA) and a position-
wise feed-forward network [41]:

h = u + MHSA(LN(u)), net(u) = h + FFN(LN(h)) (3.4)

where, in addition to the symbols defined above:

• u ∈ RT ×D is the input to a single application of the shared encoder block;
during the recursion of Eq. 3.1 it corresponds to u = x + z(k);

• LN(·) is layer normalisation applied independently to each token;

• MHSA(·) is multi-head self-attention with H = 4 heads;

• h ∈ RT ×D is the intermediate hidden state produced after the attention sub-
layer.

• FFN(·) is the position-wise feed-forward network: a two-layer MLP that ex-
pands each token from D to 4D dimensions, applies a GELU activation, and
projects back to D;

• GELU(·) is the Gaussian Error Linear Unit activation function.
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These two layers constitute the entire parameter set of the recursive encoder. Their
weights are shared across all Nrec iterations: at step k, the same weight matrices
are applied as at step k − 1. This contrasts with standard Transformer encoders,
where each of the L layers maintains its own independent parameters, resulting in a
parameter count that scales as O(L · D2). In TRM, the parameter count is O(2 · D2)
regardless of the number of recursive steps, yielding a total of approximately 22000
trainable parameters.

The architecture of the shared encoder was not designed from scratch; it adopts
the standard pre-norm Transformer block that has become the de-facto choice for
sequence modelling [40], [41], and it is the same block used inside the original
TRM formulation [7]. We kept this choice for three reasons. First, the recursive
scaffold of TRM (a single shared block applied Nrec times) is the entire motivation for
choosing TRM in this small-sample regime, so any departure from its encoder design
would undermine the parameter efficiency. Second, the pre-norm variant places layer
normalisation before the attention and feed-forward sub-layers rather than after,
which yields more stable gradients when the same block is applied repeatedly through
the recursion [41]; with Nrec = 6 this effectively gives 12 stacked block applications
per supervision step, and the post-norm alternative was found in early experiments
to require warm-up scheduling and a smaller learning rate. Third, the block’s internal
hyperparameters are standard values rather than tuned: the number of attention
heads H = 4 follows the common rule of thumb D/H ∈ [8, 64] (here D/H = 8); the
feed-forward expansion factor of 4 is the value used in the original Transformer [40];
GELU is the activation used in BERT and most subsequent encoders [39], [42];
and dropout p = 0.2 was chosen empirically as a mild regulariser appropriate for
the dataset size. The only architectural hyperparameter that was actually swept
on validation performance was the latent dimension D, larger values (D = 48, 64)
increased fold variance without improving mean AUC, consistent with the overfitting
that TRM’s recursive design is intended to mitigate.

3.6.5 Deep Supervision
To further stabilise training and act as an additional regulariser, TRM uses deep
supervision [43] across Nsup = 8 outer supervision steps. Each supervision step
consists of (Tsteps−1) = 2 warm-up recursions executed without gradient computation
which pre-condition the latent state at low cost, followed by one gradient-enabled
recursion from which a classification logit is produced. The total classification loss
aggregates contributions from all supervision steps:

Lcls = 1
Nsup

Nsup∑
s=1

BCE
(
σ(ŷs), y

)
(3.5)

where, in addition to the symbols defined above:

• Nsup = 8 is the number of outer supervision steps;

• s ∈ {1, 2, . . . , Nsup} is the supervision-step index; one classification logit is
produced at every such step;
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• ŷs ∈ R is the raw classification logit produced after the s-th supervision step
(i.e. from the gradient-enabled recursion at that step);

• σ(·) is the sigmoid function, mapping a logit to a class probability in (0, 1). This
forces the model to maintain a correct decision at every stage of its reasoning,
not only after exhausting all computation, and has been shown to accelerate
convergence [7];

• y ∈ {NT, ASD} is the ground-truth label of the subject.

• BCE(·, ·) denotes binary cross-entropy.

• Lcls is the total classification loss averaged across all Nsup supervision steps.

3.6.6 Demographic Feature Fusion
To provide additional clinical context, subject age and biological sex are included
as demographic features to provide additional clinical context. Age is standardised
using z-score normalisation computed from the training set statistics, while sex is
binary encoded (0 = male, 1 = female). There were no unkown gender subjects. The
demographic vector is defined as

meta ∈ R2,

where the two elements correspond to normalised age and encoded sex. This vector is
projected into a higher-dimensional embedding space using a lightweight multilayer
perceptron (MLP) [42]:

m = W2 GELU(W1meta) ∈ R16, (3.6)

where W1 ∈ R16×2 and W2 ∈ R16×16 are learned weight matrices (bias terms
omitted for brevity), and GELU(·) denotes the Gaussian Error Linear Unit activation
function. The resulting embedding m ∈ R16 is concatenated with the pooled ERP
representation prior to the classifier head.

Demographic fusion is performed only after all recursive processing stages have
been completed. Injecting demographic information at this final stage preserves the
integrity of the neural signal, allowing the encoder to focus exclusively on EEG while
demographic context influences only the final decisiony.

3.6.7 Training Configuration
The final hyperparameter values are listed in Table 3.7, which was used for the
chosen TRM model and its training procedure. Architectural hyperparameters
were tuned empirically on validation AUC across the sweep D ∈ {32, 48, 64}, with
D = 32 selected as the final value after exploration (see Section 4.3). Training
hyperparameters follow standard defaults for AdamW-trained transformer models.
Augmentation parameters were chosen to span between-subject amplitude variability
without distorting ERP morphology.
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Table 3.7: TRM hyperparameters and their derivation.

Parameter Value Source
Architecture
Latent dimension D 32 Tuned (capacity vs. overfitting)
Attention heads H 4 Standard for D = 32
Recursive steps Nrec 6 [7]
Inner steps T 3 [7]
Supervision steps Nsup 8 [7]
Dropout 0.2 Empirical
FFN expansion factor 4 Standard transformer
Trainable parameters ≈ 22,000 Computed
Optimisation
Optimiser AdamW Standard
Learning rate 3 × 10−4 Standard
Weight decay 1 × 10−4 Standard
LR schedule Cosine annealing Tmax = Nepochs
EMA decay 0.999 Standard
Gradient clipping (max norm) 1.0 Standard
Batch size 32 Memory constraint
Max epochs 150 Empirical
Early-stopping patience 40 ≈ 0.25 Nepochs
Class weighting (pos_weight) nNT/nASD per fold Imbalance correction
Data augmentation (training only)
Amplitude scaling range [0.8, 1.2] Empirical
Gaussian noise std (post z-score) 0.1 Empirical
Channel dropout probability 0.3 Empirical
Channels dropped per event 1–2 (uniform) Empirical
Cross-validation
Folds 5 Standard
Stratification ASD/NT label Class balance per fold
Grouping By subject ID Prevents data leakage
Random seed 42 Reproducibility

Several values used elsewhere in the pipeline are derived from the parameters above:

• Effective recurrent depth: with Nrec = 6 iterations of two stacked transformer
blocks, the model performs 12 transformer-block applications per supervision
step;

• Trainable parameter count: dominated by the two transformer blocks. Each
block contains 4D2 (attention WQ, WK , WV , WO) +8D2 (FFN expansion +
projection) ≈ 12D2 = 12,288 parameters; doubled across both blocks plus the
input projection, positional encoding, classification and halt heads, and the
16-dim metadata MLP, yielding ≈22,000 trainable parameters in total.
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3.7 Experimental Setup
All evaluations were performed using subject-level splits, so that no epoch from the
same child appeared in both the training and the held-out set of any given fold.
This eliminates the within-subject data leakage that is a common source of inflated
results in EEG-based machine learning. Model performance was estimated using
5-fold subject-grouped stratified cross-validation: the 92 subjects (42 ASD, 50 NT)
were partitioned into five disjoint subject groups, stratified by diagnostic label so
that each fold’s class balance approximated that of the full cohort, and grouped
by subject identifier so that every subject contributed to evaluation exactly once.
The residual class imbalance (42 ASD vs. 50 NT) was addressed at training time by
per-fold class weighting in the binary cross-entropy loss, with

w+ = n−

n+
, (3.7)

where n+ and n− denote the numbers of ASD and NT training subjects in the given
fold, respectively, and w+ is the multiplicative weight applied to the positive-class
term of the loss. Although the data size is larger than in most prior ERP-based
ASD studies, it remains small in absolute terms for Deep Learning, which motivated
the choice of cross-validation over a single hold-out split: every subject contributes
to evaluation exactly once, maximising the use of available data while preserving
subject-level separation.

3.8 Evaluation and Interpretability

3.8.1 Performance Metrics
To evaluate the performance of the ML and DL models we use classification metrics
such as AUC, accuracy, F1-score, recall and precision. The classification task is
defined at both trial and subject level, where each subject is labeled as either ASD
(positive class) or NT (negative class) with their corresponding epochs. Model
predictions can therefore be summarized using the following quantities: true positives
(TP), corresponding to ASD subjects correctly classified as ASD; true negatives
(TN), corresponding to NT subjects correctly classified as NT; false positives (FP),
where NT subjects are incorrectly classified as ASD; and false negatives (FN), where
ASD subjects are incorrectly classified as NT.

Accuracy is chosen since it measures the proportion of correctly classified subjects
across both classes [44]

Accuracy = TP + TN

TP + TN + FP + FN
(3.8)

Accuracy provides an overview of the model’s performance and is useful as a general
evaluation of the performance. Since our dataset will be slightly imbalanced accuracy
alone can be misleading.
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Recall measured the proportion of ASD subjects correctly identified [45].

Recall = TP

TP + FN
(3.9)

Recall is an important metric as FN correspond to children whose condition may
go undetected, delaying early intervention. This is equivalent to the sensitivity in
clinical context. A model with high recall minimizes the risk of overlooking ASD
cases.

Precision measures the proportion of predicted ASD that are truly ASD [45]

Precision = TP

TP + FP
(3.10)

High precision indicates that when the model predicts ASD, it is likely to be correct.

F1-score is the harmonic mean of precision and recall [45]

F1 = 2 · Precision × Recall
Precision + Recall (3.11)

The F1-score provides a balanced measure of performance when there is a trade-off
between recall and precision.

The receiver operating characteristic (ROC) curve plots the true positive rate TPR =
Recall against the false positive rate

FPR = FP

FP + TN
(3.12)

as the decision threshold on the model’s predicted probability is varied from 0 to
1. The area under this curve, AUC ∈ [0, 1], summarises the model’s ability to rank
ASD subjects above NT subjects across all thresholds, with AUC = 1 corresponding
to perfect separation and AUC = 0.5 to chance.

AUC was used as the primary reporting metric throughout this thesis because (i) it
is threshold-independent, whereas accuracy, precision, recall and F1 all depend on a
specific decision threshold (typically 0.5) that can be brittle on small datasets; (ii) it
is robust to the residual class imbalance (42 ASD vs. 50 NT), which would otherwise
inflate accuracy; and (iii) it is the standard metric in clinical-screening evaluation,
making the results directly comparable to prior ASD-classification studies.

3.8.2 Explainable AI (XAI)
Even when the screening models are intended as a decision-support tool rather than
a replacement for clinical judgement [16], a model that operates as a black box has
limited clinical utility: practitioners require not only a classification but also some
indication of which features of the input contributed to the decision [6]. To partially
address this requirement, a post training explainability analysis was applied to the
trained TRM.
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The chosen attribution method is gradient-based saliency [23], computed as the
signed product of the input and the gradient of the predicted logit with respect to
that input:

S(c, t) = xc,t · ∂ŷ

∂xc,t

, (3.13)

where, in addition to the symbols defined for Eq. 3.1:

• c ∈ {1, . . . , C} indexes the EEG channel and t ∈ {1, . . . , T} the timepoint
within an epoch.

• xc,t ∈ R is the (channel, timepoint)-th amplitude of the input epoch.

• ŷ ∈ R is the model’s predicted logit for that epoch (before the sigmoid).

• S(c, t) ∈ R is the resulting saliency map entry, quantifying the local contribution
of the corresponding (channel, timepoint) position to the prediction.

Positive values of S push the prediction toward the NT class and negative values
toward ASD. The signed input-gradient product is preferred over plain gradient
magnitudes because it preserves the direction of attribution, which is informative
when separating two diagnostic groups [23].

3.9 Implementation and Reproducibility

All experiments were implemented in Python 3.11.15 using PyTorch 2.4.0 [46] for
the deep learning models and scikit-learn 1.8.0 [47] for the traditional ML baselines.
The EEG pre-processing pipeline relied on SciPy [48] (firwin, filtfilt, iirnotch,
gaussian_filter1d) and h5py 3.16.0 for HDF5 storage. NumPy 2.4.3 was used
for all numerical operations. All saliency analyses used native PyTorch autograd
without external XAI libraries.

3.9.1 Compute environment
Experiments were executed on the Chalmers Minerva HPC cluster using Apptainer
(formerly Singularity) containers to ensure software-environment reproducibility. A
single container image (myenv.sif) bundled the complete Python environment and
was reused across all training, evaluation, and analysis jobs. Training jobs were
submitted via SLURM with the following resource allocation:

• GPU: 1 × NVIDIA L40s (48 GB)

• CPU: 4 cores

• Memory: 32 GB

• Wall-time per CV run: approximately 5 hours (5 folds, up to 150 epochs
each, batch size 32)
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3.9.2 Reproducibility measures
A single global random seed (SEED = 42) was used to initialise NumPy, PyTorch
(CPU and CUDA), and scikit-learn’s StratifiedKFold, ensuring identical fold
composition across re-runs. Cross-validation splits are therefore deterministic and
reproducible from the seed alone. We did not enforce strict deterministic CUDA ker-
nels (torch.use_deterministic_algorithms(True)) due to its runtime overhead
and limited support for the multi-head attention backward pass; minor numerical
variations across hardware are therefore possible, though fold-level AUC differences
across re-runs on the same hardware were observed to be below 0.005.
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4
Results

This chapter presents the findings of the thesis. Following the methodology pipeline,
it begins with the group-level ERP analysis prior to model development, followed by
performance of baseline traditional models and the deep learning models. The last
sections address the demographics impact, subject level evaluation and finally an
interpretability analysis of the chosen model.

4.1 Group Differences in ERP Components

4.1.1 ERP Component Group Comparisons
Group differences in ERP peak amplitude and latency were evaluated using two-
sided Mann–Whitney U tests with Benjamini–Hochberg false discovery rate (FDR)
correction for all ten extracted ERP components on both peak amplitude and peak
latency. Effect sizes are reported as rank-biserial correlations (rrb).

Table 4.1: Group comparisons of ERP peak amplitude and latency features between
ASD (n = 42) and NT (n = 50).

Feature ASD mean NT mean praw pF DR rrb

P1 amplitude (µV) 0.172 0.189 0.934 0.934 -0.010
P1 latency (ms) 105.143 94.560 0.128 0.642 -0.183
N1 amplitude (µV) -0.356 -0.366 0.910 0.934 -0.014
N1 latency (ms) 92.190 96.320 0.127 0.642 0.175
N2 amplitude (µV) -0.693 -0.693 0.922 0.934 -0.012
N2 latency (ms) 196.952 203.200 0.535 0.934 0.075
P3a amplitude (µV) 0.101 0.075 0.829 0.934 0.027
P3a latency (ms) 249.905 244.320 0.399 0.934 -0.102
P3b amplitude (µV) 1.020 0.818 0.721 0.934 -0.044
P3b latency (ms) 461.905 457.920 0.891 0.934 -0.017

No significant differences were observed between the ASD and NT groups for any
ERP component after FDR correction (all pF DR > 0.05). Also, this meant that
none of the extracted features reached significance at the uncorrected level (all
praw > 0.05). Effect sizes were small (all |rrb| < 0.2), indicating that ERP measures
alone are weak for separating ASD from NT on the group level.
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The largest numerical difference was observed for P1 latency and N1 latency, where
the ASD group showed slightly later peak responses in P1 compared to the NT group
(105.143 ms vs 94.560 ms) and slightly earlier N1 peak (92.190 vs 96.320). None
of these reached statistical significance with p = 0.128 and p = 0.127 respectively,
with even higher p-values on the FDR corrections. P3a showed a small difference in
latency, with ASD subjects reacting later on average, still not close to being on a
significant level. The amplitude values between the groups were almost the same
across all the components.
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Figure 4.1: Group Differences in P1 Latency, visualised in a boxplot

4.1.2 Exploratory Stimuli-Specific ERP Analysis

Exploratory analysis were additionally performed separately across syntax, pitch,
speaking speed, background noise, and source distance conditions using uncorrected
Mann–Whitney U tests. Note that these statistics are computed on a smaller amount
of epochs since these stimuli conditions were fewer in the data collection. Given the
large number of comparisons across conditions and features, these results should
be interpreted as highly explorative only. Most of the resulting p-values were not
significant, while there were a few among all these categories that were found to be
significant. All p-values are uncorrected.
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Table 4.2: Exploratory condition-specific ERP features reaching uncorrected signifi-
cance (p < 0.05).

Stimuli Condition Feature ASD mean NT mean praw

High pitch P1 amplitude (µV) 2.779 0.997 0.016
High pitch P1 latency (ms) 105.524 85.760 0.003
High pitch N1 amplitude (µV) 0.988 -0.938 0.007
High pitch N2 amplitude (µV) -0.013 -1.752 0.035
High pitch P3a amplitude (µV) 2.854 0.822 0.013
Slow speed N2 latency (ms) 188.000 210.240 0.004
Slow speed P3b amplitude (µV) 4.458 2.166 0.008
Noisy N2 latency (ms) 188.952 207.680 0.035
Interrogative P3b amplitude (µV) 1.983 1.341 0.024
Left ear P3a latency (ms) 259.048 239.680 0.011

In total, only 10/160 comparisons among all of the different stimuli categories were
significant on an uncorrected level. These features reached uncorrected significance
(p < 0.05), mostly within the pitch-, speed-, and noise-related conditions (see
Table 4.2). Under the high-pitch condition, uncorrected significant group differences
were observed for P1 amplitude, P1 latency, N1 amplitude, N2 amplitude and P3a
amplitude, see Figure 4.2. Within the slow-speed condition, uncorrected significant
differences were observed for N2 latency and P3b amplitude. No significant differences
were observed for the normal pitch, fast speed, clean noise, distance, right ear or
both ear conditions.
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Figure 4.2: Group Differences in P3a amplitude on High Pitch stimulus, visualized
as group averaged ERPs on P3a specific electrodes

4.2 Baseline Machine Learning Models
The baseline machine learning models achieved moderate performance overall, with
trial-level F1-scores ranging from 0.423 (Random Forest) to 0.613 (XGBoost), as
shown in Table 4.3. Among the evaluated methods, XGBoost achieved the highest
overall performance, obtaining the best AUC (0.735), accuracy (0.682), and F1-score
(0.613). SVM with an RBF kernel also performed competitively, achieving an AUC
of 0.709 and an F1-score of 0.596.
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Linear models such as Logistic Regression and Linear SVM showed comparatively
lower performance, with F1-scores around 0.49, indicating limited discriminative
capability on the current feature representation. Random Forest achieved high
precision (0.752) but substantially lower recall (0.295), suggesting a conservative
prediction behaviour biased toward the majority class.

Training times varied considerably across models. Linear SVM was the most com-
putationally expensive classical approach, requiring approximately 85.84 seconds
per fold, whereas Logistic Regression and Random Forest were considerably faster,
requiring 1.04 and 4.38 seconds per fold, respectively.

Table 4.3: Trial-level cross-validation performance of traditional ML classifiers (mean
across 5 folds)

Model AUC Accuracy Precision Recall F1 Train Time/Fold
Logistic Regression 0.596 0.563 0.498 0.498 0.490 1.04 s
Linear SVM 0.592 0.562 0.497 0.500 0.491 85.84 s
SVM (RBF) 0.709 0.665 0.629 0.576 0.596 27.03 s
Random Forest 0.715 0.656 0.752 0.295 0.423 4.38 s
XGBoost 0.735 0.682 0.649 0.582 0.613 11.47 s

4.3 Deep Learning Models
The TRM model was evaluated using 5-fold subject-grouped stratified cross-validation
on the 92-subject dataset (42 ASD, 50 NT). For all experiments, AUC-ROC is
reported as the primary metric because it is threshold-independent and robust to the
residual class imbalance, while accuracy is reported at a per-fold tuned threshold.

4.3.1 Architecture and Pipeline Ablations
The below table summarises every deep-learning configuration evaluated in this
thesis. Each row is the mean trial-level AUC across five subject-grouped folds, with
subjects appearing exactly once in the validation set.

Table 4.4: Ablation of TRM configurations. All models use 5-fold subject-grouped
stratified CV. Metrics are at the trial level (n ≈ 7,316 validation epochs), except for
the ⋆ row which uses per-subject averaged ERPs as input and is therefore at the
subject level (n = 92). Accuracy is reported at per-fold tuned thresholds.

Model variant Val AUC Val Acc
LSTM–Transformer baseline 0.684 ± 0.069 0.637 ± 0.055
TRM D=32, demo meta, ERP input⋆ 0.671 ± 0.051 0.555 ± 0.031
TRM D=48, demo meta 0.773 ± 0.062 0.702 ± 0.059
TRM D=32, demo meta 0.790 ± 0.056 0.709 ± 0.088
TRM D=32, no meta 0.671 ± 0.065 0.638 ± 0.047
TRM D=32, demo + stimulus meta 0.752 ± 0.073 0.705 ± 0.047
TRM D=32, no smoothing (n=79) 0.797 ± 0.099 0.737 ± 0.094
TRM D=32, no smoothing, all meta (n=79) 0.800 ± 0.061 0.737 ± 0.059
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Table 4.5: Trial-level performance of the selected TRM model (D=32, age and gender
meta).

Metric TRM (D=32)
AUC 0.790
Accuracy 0.709
Precision 0.644
Recall 0.787
F1 0.700

The final configuration (D=32 with age and gender meta, augmentation) achieves
a mean trial-level AUC of 0.790 ± 0.056. Reducing the latent dimension from
D=48 to D=32 improved both mean AUC and fold variance, consistent with D=48
overfitting on the limited subject pool. Larger configurations (D=64, evaluated
during exploratory tuning) showed worse fold-to-fold performance and were not kept
for the final ablation.

The remaining rows isolate individual design decisions, based on the key findings
from the model performances:

• Demographic metadata. Removing the age and sex inputs reduces perfor-
mance to 0.671 ± 0.065, which is lower than the full model. This show that
the TRM gets complemented and increases the performance by including the
demographic metadata.

• Averaged ERP vs single-trial input. It was also explored whether training
the model on trial averaged ERPs would improve performance. Averaging the
trials reduces the effective sample size from 7316×125 to 92×125 and prevents
the network from exploiting trial-level variance, but in principle it also reduces
the noise floor by averaging out non-time-locked activity. The same TRM
architecture was trained on the trial-averaged inputs under identical 5-fold
subject-grouped CV and this model achieved 0.671 ± 0.051 AUC, identical in
mean to the EEG-only no-meta configuration (Table 4.4) and substantially
below the single-trial model.

• Stimulus meta. Concatenating a 14-dimensional one-hot encoding of stim-
ulus features (pitch, speed, syntax, ear, distance, background noise) to the
demographic vector decreased mean AUC (0.790 vs 0.752) but increased fold
variance. This indicates that the stimulus-context features add capacity that
the model overfits to rather than additional class-discriminative information.

• Filtering ablation (dataset 2). Removing the additional Gaussian temporal
smoothing yielded a marginally higher mean AUC (0.797) but at the cost of
doubled fold variance and 13 fewer subjects passing artifact rejection (79 vs
92). In total, the Dataset without Gaussian smoothing was trained with 5,813
epochs against 7,316 with Gaussian smoothing. Dataset 1, with the smoothing
step retained, was therefore selected as the headline configuration.

Based on these findings, the evaluation continued with the final model configuration
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of using TRM D=32 and including demo meta as complements to the ERP epochs.

4.3.2 Per-Fold Performance
Per-fold trial-level AUC for the final configuration are shown in Table 4.6. Mean
AUC is 0.790 with a standard deviation of 0.056. The weakest fold (fold 5) and
strongest fold differ by roughly 0.13 AUC. The validation accuracy per fold is slightly
lower and falls within the interval of 0.654 – 0.803.

Table 4.6: Per-fold validation AUC and accuracy for the final TRM configuration
(D=32, age+gender meta).

Fold Val AUC Val Acc
1 0.789 0.739
2 0.842 0.756
3 0.779 0.738
4 0.848 0.775
5 0.694 0.536

Mean 0.790 ± 0.056 0.709 ± 0.059

The aggregated confusion matrix using the tuned per-fold thresholds is shown in
Figure 4.3. The model achieved an ASD recall of 0.787 and an NT recall of 0.650,
indicating relatively balanced performance between the two classes, with a better
performance on ASD subjects. This suggests that threshold tuning helped reduce the
bias introduced by class-imbalanced training. Furthermore, the validation AUC-ROC
is shown per fold are visualized along the epoch training, since the folds had different
numbers of epochs using early stopping.

Figure 4.3: Cross-validation performance across folds.
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4.4 Subject-Level Evaluation
Trial-level AUC measures the model’s ability to correctly classify a single 1-second
epoch in isolation, but it is not the deployment-relevant metric: in any clinical
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screening setting, a diagnosis is made for a subject, not for an individual epoch. To
estimate the subject-level performance, we computed for every validation subject the
mean of the predicted probabilities P (NT) across all of that subject’s trials, then
evaluated AUC and accuracy on the resulting 92 subject-level scores.

Table 4.7: Subject-level vs trial-level AUC for the final TRM model (D=32,
age+gender meta).

Fold Trial AUC Subject AUC
1 0.789 0.889
2 0.842 0.944
3 0.779 0.775
4 0.848 0.938
5 0.694 0.788
Mean 0.790 ± 0.056 0.867 ± 0.072

Table 4.8: Subject-level performance of the selected TRM model (D=32, age and
gender metadata).

Metric TRM (D=32)
AUC 0.867
Accuracy 0.707
Precision 0.642
Recall 0.810
F1 0.716

Table 4.9: Confusion matrix of the subject evaluation for the selected TRM model.

Pred ASD Pred NT
True ASD 34 8
True NT 19 31

Subject-level AUC (0.867 ± 0.072) is higher than trial-level AUC (0.790 ± 0.056)
and consistently so across all folds. This is the expected behaviour: averaging trial
probabilities within a subject is a form of evidence accumulation and the gain reflects
the fact that per-trial errors are at least partially independent within a subject.
The final TRM classifies 65 of 92 subjects correctly at threshold 0.5 on the pooled
subject-level probabilities. The least and most discriminative weights for different
stimuli are shown in Table 4.10.
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Table 4.10: Top-5 and bottom-5 stimuli by per-stimulus discriminative, averaged
across the five cross-validation folds. Weights are estimated from training-fold
subjects only. Feature labels list only the non-default levels along the pitch, speed,
ear, distance and noise axes (defaults: normal pitch, normal speed, both-ears, near
distance.

Rank Stimulus # Mean weight Feature pattern
Top 5 – most discriminative

1 18 6.04 far distance
2 20 5.78 far distance
3 27 5.73 far distance
4 61 5.72 low-pitch
5 70 5.67 slow speed

Bottom 5 – least discriminative
94 43 4.29 normal
95 55 4.28 high-pitch
96 71 4.28 slow speed
97 68 4.04 low-pitch
98 47 3.51 far distance

Table 4.11: Subject-level cross-validation performance of traditional ML classifiers
(mean across 5 folds)

Model AUC Accuracy Precision Recall F1 Train Time/Fold
Logistic Regression 0.632 0.585 0.542 0.494 0.501 1.04 s
Linear SVM 0.639 0.596 0.554 0.494 0.507 85.84 s
SVM (RBF) 0.822 0.705 0.754 0.589 0.647 27.03 s
Random Forest 0.831 0.684 0.800 0.331 0.466 4.38 s
XGBoost 0.774 0.726 0.739 0.614 0.669 11.47 s

The subject-level baseline results, shown in Table 4.11, demonstrate improved per-
formance across most of the traditional classifiers compared to the trial-level setting.
This indicates that aggregating predictions at the subject level reduces trial-wise
variability and allows the models to capture more stable subject-specific patterns.

Among all evaluated baselines, XGBoost achieved the highest overall classification
performance, obtaining the best accuracy (0.726), recall (0.614), and F1-score (0.669).
SVM with an RBF kernel also performed strongly, achieving the second-highest
F1-score (0.647) and a high AUC of 0.822. Random Forest achieved the highest AUC
(0.831) and precision (0.800), but its substantially lower recall (0.331) suggests that
the model remained conservative and missed a considerable number of positive cases.

The linear models (Logistic Regression and Linear SVM) showed comparatively
lower performance, with F1-scores close to 0.50, indicating limited separability under
the current feature representation. Nevertheless, these simpler models remained
computationally efficient, particularly Logistic Regression, which required only 1.04
seconds of training time per fold.

42



4. Results

Overall, the subject-level evaluation consistently outperformed the trial-level setting,
suggesting that subject-wise aggregation improves robustness and reduces noise in the
classification process. The final TRM model performs better than all the baselines
also at a subject level.

4.5 Explainability via Saliency Analysis
To verify that the TRM is learning physiologically plausible features rather than
dataset artifacts, we performed a gradient-based saliency analysis on the trained
model. For every validation epoch, we compute the gradient of the predicted logit
with respect to the input EEG, multiplied by the input itself signed input–gradient.
Positive saliency at a given (channel, time) location indicates that increasing the
voltage at that location pushes the prediction toward NT; negative saliency pushes
it toward ASD.

Figure 4.4: Channel-averaged saliency as a function of time. Saliency rises sharply
after stimulus onset, peaks in the 200–500 ms window, and decays toward the end of
the epoch.

Three main findings are visible from the saliency analysis:

• Temporal localisation. Channel-averaged saliency (Figure 4.4) rises sharply
after stimulus onset and is concentrated in the 200–500 ms post-stimulus
window. This range overlaps the latencies of the N2 and P3a/P3b ERP
components (see Figure 2.1).

• Spatial localisation. Time-averaged saliency (Figure 4.5) is strongest over
parietal channels 6 and 7, which correspond to the electrode positions P3 and
P4. These electrodes are positioned centrally, slightly to towards the back of
the scalp (see Figure 3.3).

• Polarity inversion at P4. The most striking finding is at channel 7 (P4),
where the sign of the saliency is inverted relative to its left-hemisphere counter-
part P3 and its frontal neighbours. That is, increased post-stimulus voltage at
P4 pushes the model toward an ASD prediction, whereas elsewhere the same
voltage change pushes toward NT.
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Figure 4.5: Time-averaged signed saliency per channel. Channel 7 (P4) shows a clear
polarity inversion compared to its left-hemisphere counterpart and to neighbouring
channels.

Figure 4.6: Mean signed saliency across the validation set, displayed as a (channel ×
time) heatmap. Red regions push the prediction toward NT, blue regions toward
ASD. The strongest signal appears between 200–500 ms post-stimulus on parietal
channels.
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Conclusion

This chapter aim to discuss and conclude the findings of the thesis in relation to the
three stated objectives: (1) identifying ERP features that distinguish ASD from NT
children, (2) designing and evaluating deep learning architectures for subject level
screening and (3) ensuring reliability and interpretability through rigorous validation
and model explanation. The findings are discussed in relation to previous studies,
limitations of the study and the ethical considerations of the work are highlighted.
The chapter ends with a conclusion that summarizes the findings from the thesis
and directions for future research.

5.1 Discussion

5.1.1 ERP Analysis Prior to Model Development
The results show that there were no statistically significant group differences between
ASD and NT children in any of the extracted ERP components. The largest observed
differences were for P1 and N1 latency, where the ASD group had a slightly later
response on P1 and the opposite on N1. As described by previous studies [14], these
components reflect the initial registration of the sound. These findings align with
previous studies, where ASD individuals had smaller differences in certain ERP
components related to auditory processing, while some components were inconsistent
in different studies [14]. However, these results are contrary to other studies [13],
[16], [17] that argue that ERPs show good potential in differentiating ASD and NT
subjects. At the same time, neither ERPs nor other domains seem to be enough
alone and should be used together with other methods [6]. Other potential reasons
could be due to noise in the data or the number of subjects, which is not small
but would be benefited by being even larger. Also, ASD is a spectrum and not
a binary classification, which is a simplification this study had to make due to a
lack of information about where the subjects are on the spectrum. Another reason
could be that there are many different stimulus categories that the subjects react
differently to, which might lead to the reactions being canceled out in the averaged
ERP components that were based on all clean epochs (averaged across all stimulus
categories).

The exploratory stimuli condition-specific analysis was therefore conducted to inves-
tigate whether the different stimuli categories had a differential impact. The findings
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indicated that there might be some differences in the acoustically different stimuli
categories such as different pitch sounds and such (see Table 3.3). For example,
there were group differences in five features of the components P1, N1, N2 and P3a
with the ASD subjects having higher amplitudes and later latencies compared to NT
subjects but only in 10/160 comparisons in total. As mentioned before, this many
tests could lead to 8 false positives using α = 0.05. Also, the number of epochs in
some categories, such as the category high pitch, is only 9 per subject, meaning that
the averaged ERP components on a few epochs are not very reliable. These findings
should therefore be interpreted as hypothesis-generating only. This interpretation
is further supported by the results in Section 4.3, where adding stimulus metadata
to the TRM did not improve classification performance and increased fold variance.
If the stimulus categories carried reliable group differences, it would be expected
that the model would make more use of the stimulus information. Instead, the
results suggest that the stimulus categories add capacity that the model overfits
to, rather than making better distinctions between the classes. Since there were
no improvements, the finding is consistent with the stimuli-specific ERP differences
being driven by the small number of epochs and large number of tests, rather than
genuine neurophysiological group differences.

5.1.2 Performance of the Models
The baseline models had an AUC value between 0.592–0.735 and accuracies between
0.56–0.68 on a trial level. This is somewhat consistent with the findings from our
previous course project that had similar results (see Table 2.1). Overall, ensemble-
based and non-linear models outperformed simpler linear baselines, although the
obtained performance still indicates that the classification task remains challenging
could potentially benefit from improved pre-processing, feature engineering, or more
advanced modelling approaches. Even though these results were worse than previous
studies has indicated, the XGBoost and SVM (RBF) performed best in terms of
AUC, accuracy and recall, showing similar patterns to previous findings [18]. This
also aligns with what other studies have stressed, that ERPs alone are insufficient
for reliable ASD screening [6] and that more expressive modeling approaches are
needed to capture the patterns in the data. This motivated further exploration of
the inputs to the DL models.

The exploration of different TRM configurations showed that reducing the dimension
from D=48 to D=32 improved both mean AUC and fold stability, suggesting that
larger configurations overfit on the limited number of subjects. This is consistent with
TRM’s design of achieving depth through recursive iteration rather than parameter
count, making it well suited to small clinical EEG datasets. The no-smoothing variant
(D=32, n=79) achieved a marginally higher mean AUC of 0.797 but at the cost of
doubled fold variance and 13 fewer subjects passing artifact rejection, making it a
less reliable configuration overall. Training on trial-averaged ERPs instead of single
trials reduced AUC to 0.671, which probably is due to the reduction in sample size.
These explorative results motivated the selection of D=32 with Gaussian smoothing
and demographic metadata as the chosen model. However, since CV was used, these
results should be considered with caution, since no separate test set could be used
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due to the sample size. This is one of the mentioned limitations of the study (see
Section 5.1.4).

Since previous research [9] has highlighted that age and gender are affecting factors
in ASD, a critical interpretation of the results is to understand how the demographic
metadata impacts the models. First, the TRM without demographic meta data
resulted in a trial AUC of 0.671 and accuracy of 0.638, while the TRM with meta data
achieved the best results. This could reflect the 1.3-year mean age difference between
the ASD group (9.7 years) and the NT group (11.1 years) in the recruited sample.
This means that, taken in isolation, the model makes use of the demographic data a
lot to get better. We also interpret this as evidence that the epoch signal contributes
class-discriminative information beyond what age alone provides, even though it
is not strong enough to stand on its own with this sample size and channel count.
However, incorporating age and sex as meta data is nevertheless justified in the
sense that demographic information is available in clinical contexts and ERPs alone
are not enough in isolation [6]. This insight is critical for the interpretation of the
thesis: the TRM model should be understood as performing demographic-conditioned
classification, not pure ERP-based ASD detection.

One final TRM model was chosen for further evaluation and interpretation. The
TRM configuration achieved a mean trial level AUC of 0.790 ± 0.056 and a subject
level AUC of 0.867 ± 0.072, outperforming all of the traditional ML baselines (see
Table 4.3). These are similar findings to the ones in the initial project course,
where a Transformer based model performed better than the traditional ML models.
However, this thesis extends it on a larger and rigorous experimental setup and
dataset. Compared to previous DL studies on EEG and ERP based ASD classification,
our results indicates mixed signals. On the one hand, there are previous studies
with 84% accuracy with a CNN–BLSTM architecture [20] or even 96.27 % accuracy
using EEG features [16]. On the other hand, those studies were, just as the initial
project, deployed on smaller datasets of 15 and 26 participants rather than ERP
epochs and it was unclear whether it applied subject-grouped cross-validation setups,
which raises risks of within subject data leakage. The results in this thesis are based
on 92 cleaned and pre-processed subjects, using a conservative subject level stratified
CV. Nevertheless, the fold-level variance (range 0.691–0.856) reflects this limited
sample, with only 18–19 subjects per validation fold, showing that the results vary a
lot depending on the subjects included in the different folds. The results should be
interpreted with this methodology in mind.

5.1.3 Clinical Interpretability and Applicability
While trial-level AUC is the primary metric used for comparing model architectures
throughout this thesis, the clinically relevant assessment is that of each subject in
total rather than the individual epoch. The subject-level AUC of 0.867 ± 0.072,
obtained by averaging predicted probabilities across each subject’s trials, is therefore
the more meaningful figure for screening purposes. The results on a subject level
was more promising than on a trial level. This aggregation across trials is more
reasonable in a clinical context where doctors could combine multiple observations
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before drawing a conclusion, rather than relying on a single epoch. However, it is
important to note that the amount of clean epochs differed between the subjects
(minimum 20 per subject), which means that some participants had more data behind
the results than others. At the same time, real world use cases would also lead to
some epochs being discarded, which is expected when dealing with data collection of
children.

The saliency analysis provides additional information for the model’s clinical plausi-
bility. The concentration of saliency in the 200 to 500 ms post-stimulus window aligns
with the latencies of P3 components, which have been identified as some of the key
components in auditory processing in ASD [14] and align with previous findings [17].
This suggests the model possibly is attending to neurophysiologically meaningful
features rather than only differentiating on noise or pre-processing artifacts, which
is an important requirement for any clinical decision-support tool. As noted in the
background, interpretability has been highlighted as a key need in this research
area [6], [16], [22] and the saliency results could be seen as a step towards that.
Since these XAI results are ad hoc [24], it is important to take our prior statistical
findings into consideration, which showed that none of the original components had
group differences that were significant from each other, even though there were some
smaller differences in P1 and N1. However, there are no clear signs that the model
makes use of this time window in its decisions. Looking at the saliency differences
between the time window 0 to 200, the model seems to give more importance to
components in the time window 200 to 500, which instead related to the N2, P3a
and P3b components. These components are instead focused on sound processing
and context updating [14]. The XAI approach should therefore be interpreted with
this in mind, that the model makes use of other differences between the groups than
what the initial statistical analysis of the ERP components showed. This indicates
that the explainability of the DL model remains difficult, with contradictory findings
prior to modeling compared to the post hoc differences.

Regarding clinical applicability more broadly, the developed model is intentionally
scoped as a research-grade decision-support tool rather than a standalone diagnostic
instrument. The subject level ASD recall of 0.810 and AUC of 0.867 are somewhat
promising results. Nevertheless, it is considered too low, since in a screening context,
8 subjects were predicted as NT while actually having ASD. These subjects would
have been missed by the model, risking delays or the children missing out on the
intervention they would benefit from. However, this is also a matter of adjusting
the classification threshold to prioritize recall at the cost of precision. Overall, the
model is not assessed to be good enough for real-world use cases. Especially since
the explainability remains difficult to fully understand. It is worth noting that the
traditional ML baselines, especially SVM (RBF) and RF, had competitive results on
a subject level AUC values (0.822 and 0.831 respectively), while the SVM (RBF)
and XGBoost had the best recall among the baseline ML models (0.589 and 0.614
respectively). While the TRM obviously performed better, it still raises clinical
questions about whether it is better to use the traditional models such as SVMs,
which are more explainable as they are [21] and much faster to train, as shown in
the result section. By contrast, the TRM model needs post hoc XAI methods [21]
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for interpretability and is far more time-consuming to train and deploy. However,
the deep learning models might perform better as the sample size gets even bigger,
in ways that the traditional ones cannot do.

5.1.4 Limitations
There are some limitations of this thesis that should be noted. To begin with, the
dataset consists of 92 subjects after quality control and pre-processing, which is
bigger than many previous studies but still a small amount for DL models and limits
the statistical power of both the ERP analysis and the model evaluation. Another
limitation is that the OpenBCI helmet’s 16 channels provide limited spatial resolution
compared to clinical 64- or 128-channel systems, which may prevent the model from
capturing finer-grained topographic patterns and exclude the possibility of using
ICA, for example. Also, the mean age difference between the groups could affect
the model’s performance to be more optimistic than it is in real-world use cases.
However, it is difficult to get a completely balanced mean age between the groups
when dealing with children data collection, where some of the recordings and epochs
had to be excluded due to noise or errors. The fact that all subjects were collected
from subjects in Romania also limits the generalisability of the findings to other
populations, languages and recording environments. As mentioned previously, ASD
is a spectrum, not a simple binary classification, which is also a limitation of the
study, since it simplifies the real-world scenario. The authors of this thesis did not
have any data or extra information about where the subjects are assessed to be on
the spectrum. Furthermore, the stimulus onset was reconstructed from the offset
marker using known audio durations rather than precise event timestamps, leading
to an approximation in the epoch extractions. Lastly, no separate held-out test set
was used in the thesis because of the limited sample size, meaning that the final
configuration was selected partly based on cross-validation performance. This means
that the reported metrics may be optimistically biased toward this particular dataset
in some aspects.

5.1.5 Ethical Considerations
This thesis includes an analysis of neurophysiological data collected from children
which comes with risks and ethical concerns regarding data privacy and responsible
use of the data, that have to be taken into consideration.

Our supervisor and examiner have an ethical agreement for the usage of the data
collected in Romania, approved by Stefan cel Mare University and the Etikprövn-
ingsmyndigheten (the Swedish Ethical Review Authority). Before the experiments,
written consent was also received from the parents of the participating children.

The authors of this thesis did not participate in the data collection phase. However,
the EEG recordings were collected using non-invasive measurement techniques in
a controlled environment. This means that the methodology did not include any
exposure to harmful stimuli and all experiments were conducted to ensure the comfort
and well-being of the participating children.
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To protect the privacy of the participants, the collected data was pseudonymized
before any analysis within this thesis work. No personally identifiable information
was accessible in the analysis and the data were used exclusively for the research
purposes of this thesis work.

5.2 Conclusion
This thesis investigated whether auditory ERPs and the epochs underlying them
can support automated ASD screening in children and whether a Tiny Recursive
Model (TRM) is a suitable architecture for classifying the subjects correctly. Three
objectives structured the work; the findings are addressed in turn.

For the first objective, the component-level ERP analysis found no statistically
significant differences between the ASD and NT groups after FDR correction. None
of the ten amplitude and latency features reached even uncorrected significance
across all clean epochs. The largest numerical effect, a later P1 latency in the ASD
group, and the opposite for the N1 latency, was small differences and non-significant
ones. A stimulus-specific exploratory analysis indicated a few of differences in the
stimulus categories with high pitch and speed for examples, but these rest on very
few epochs per condition should be interpreted as hypothesis-generating rather than
as evidence of group differences. Conventional ERPs, taken alone, were not sufficient
for the deep learning model to distinguish between the two classes, because averaging
substantially reduced the effective sample size of the dataset.

For the second objective, the TRM outperformed the traditional ML baselines at
the trial level. The selected configuration (D = 32, demographic metadata, Gaussian
smoothing) achieved a mean trial-level AUC of 0.790 ± 0.056 and a subject-level AUC
of 0.867 ± 0.072, where the latter being the clinically relevant figure, since screening
decisions are made per subject rather than per epoch. However, the traditional ML
baselines such as SVM (RBF) and Random Forests reached competitive subject
level results, which raises questions whether the added complexity is justified at this
sample size. While the TRM surpasses the baseline models on all metrics, the honest
interpretation is that the model performs demographic-conditioned classification,
where the neural signal contributes discriminative information beyond age and sex,
but not enough to stand alone at this sample size and channel count.

For the third objective, all results were computed using subject-grouped stratified
cross-validation, which removes the risk of within-subject leakage. Saliency analysis
indicated that the model concentrates on the 200–500 ms post-stimulus window over
parietal channels, a region overlapping the N2 and P3a/P3b latencies and reflects
the processing of sounds and context updating. However, that interpretability
result requires care: the prior statistical ERP analysis found no significant group
differences in those windows and no separate held-out test set was used, so the
reported performance may be optimistically biased toward this dataset.

The overall picture is that a recursive, parameter-efficient architecture can predict
ASD with higher performance than the baselines. This was done with demographically-
conditioned signal from auditory ERPs in one of the larger ERP and DL-based
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studies, but the same rigorous validation also shows that ERP features alone remain
insufficient for reliable and standalone screening. The thesis work makes two contri-
butions: a methodologically careful pipeline and a realistic, appropriate assessment
of what a current ERP-based TRM model can and cannot deliver as a research-grade
decision-support tool.

5.3 Future Work
Larger, multi-site and age-matched data. The single most important next step
is more data. Fold-level variance (AUC range 0.691–0.856) is driven by only 18–19
subjects per validation fold, and collecting additional participants, ideally across sites
and languages, this would both reduce that variance and test whether the findings
generalise. An explicitly age-matched cohort, or post-hoc matching, is needed to
disentangle the diagnostic signal from the age confound. Complementary strategies
such as regressing out age, adversarial de-biasing of the demographic component,
or stratified analysis within narrow age bands should also be evaluated. An easy
solution to this could be a helmet with more channels and higher frequency capturing.
A helmet with 32 channels and 250 Hz frequencies would immediately double our
data sample.

A held-out test set. Model selection was performed on cross-validation performance
throughout this work. Future studies should pre-register and withhold a test set
or use nested cross-validation to obtain an unbiased performance estimate before
making any claim of clinical utility.

Architectural and learning strategies. Self-supervised or transfer pre-training
on larger unlabeled EEG, cross-subject domain adaptation, and CNN or hybrid
CNN–recurrent front-ends are plausible ways to strengthen the EEG-only signal
so that the model relies less on demographics. The recursive depth, supervision
schedule, and tokenisation of the TRM also warrant more systematic study now that
the pipeline is stable.

Clinical-readiness work. Any move toward deployment would require probability
calibration, per-subject uncertainty estimation, and analysis of false-negative cases,
which carry the highest clinical cost in a screening context, together with prospective
external validation on independent populations.

51



5. Conclusion

52



Bibliography

[1] H. Hodges, C. Fealko, and N. Soares, “Autism spectrum disorder: Definition,
epidemiology, causes, and clinical evaluation,” Translational Pediatrics, vol. 9,
no. Suppl 1, S55–S65, Feb. 2020, issn: 2224-4344. doi: 10.21037/tp.2019.09.
09. Accessed: Sep. 10, 2025. [Online]. Available: https://www.ncbi.nlm.nih.
gov/pmc/articles/PMC7082249/.

[2] A. Issac et al., “The global prevalence of autism spectrum disorder in children:
A systematic review and meta-analysis,” Osong Public Health and Research
Perspectives, vol. 16, no. 1, pp. 3–27, Feb. 2025, issn: 2210-9099. doi: 10.
24171 / j . phrp . 2024 . 0286. Accessed: Nov. 28, 2025. [Online]. Available:
https://pmc.ncbi.nlm.nih.gov/articles/PMC11917377/.

[3] M. S. C. Ann Katrin Sauer, M. S. C. Janelle Stanton, M. S. C. Sakshi Hans,
and P. H. D. Andreas Grabrucker, “Autism Spectrum Disorders: Etiology
and Pathology,” en, Exon Publications, pp. 1–15, Aug. 2021. doi: 10.36255/
exonpublications.autismspectrumdisorders.2021.etiology. Accessed:
Sep. 18, 2025. [Online]. Available: https://www.exonpublications.com/
index.php/exon/article/view/autism-spectrum-disorders-etiology-
pathology.

[4] P. Garcés et al., “Resting state EEG power spectrum and functional connectivity
in autism: A cross-sectional analysis,” en, Molecular Autism, vol. 13, no. 1, p. 22,
May 2022, issn: 2040-2392. doi: 10.1186/s13229-022-00500-x. Accessed:
Sep. 17, 2025. [Online]. Available: https://doi.org/10.1186/s13229-022-
00500-x.

[5] G. F. Woodman, “A brief introduction to the use of event-related potentials
in studies of perception and attention,” eng, Attention, Perception & Psy-
chophysics, vol. 72, no. 8, pp. 2031–2046, Nov. 2010, issn: 1943-393X. doi:
10.3758/APP.72.8.2031.

[6] G. Eroğlu, “Electroencephalography-Based Machine Learning for Biomarker
Detection in Dyslexia and Autism Spectrum Disorder: A Comparative Review
of Models, Features, and Diagnostic Utility,” en, Diagnostics, vol. 15, no. 18,
p. 2388, Jan. 2025, issn: 2075-4418. doi: 10.3390/diagnostics15182388.
Accessed: Sep. 22, 2025. [Online]. Available: https://www.mdpi.com/2075-
4418/15/18/2388.

[7] A. Jolicoeur-Martineau, Less is More: Recursive Reasoning with Tiny Networks,
en, Version Number: 1, 2025. doi: 10.48550/ARXIV.2510.04871. Accessed:
May 5, 2026. [Online]. Available: https://arxiv.org/abs/2510.04871.

53

https://doi.org/10.21037/tp.2019.09.09
https://doi.org/10.21037/tp.2019.09.09
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC7082249/
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC7082249/
https://doi.org/10.24171/j.phrp.2024.0286
https://doi.org/10.24171/j.phrp.2024.0286
https://pmc.ncbi.nlm.nih.gov/articles/PMC11917377/
https://doi.org/10.36255/exonpublications.autismspectrumdisorders.2021.etiology
https://doi.org/10.36255/exonpublications.autismspectrumdisorders.2021.etiology
https://www.exonpublications.com/index.php/exon/article/view/autism-spectrum-disorders-etiology-pathology
https://www.exonpublications.com/index.php/exon/article/view/autism-spectrum-disorders-etiology-pathology
https://www.exonpublications.com/index.php/exon/article/view/autism-spectrum-disorders-etiology-pathology
https://doi.org/10.1186/s13229-022-00500-x
https://doi.org/10.1186/s13229-022-00500-x
https://doi.org/10.1186/s13229-022-00500-x
https://doi.org/10.3758/APP.72.8.2031
https://doi.org/10.3390/diagnostics15182388
https://www.mdpi.com/2075-4418/15/18/2388
https://www.mdpi.com/2075-4418/15/18/2388
https://doi.org/10.48550/ARXIV.2510.04871
https://arxiv.org/abs/2510.04871


Bibliography

[8] K. Francis, G. Karantanos, A. Al-Ozairi, and S. AlKhadhari, “Prevention in
Autism Spectrum Disorder: A Lifelong Focused Approach,” en, Brain Sci-
ences, vol. 11, no. 2, p. 151, Feb. 2021, issn: 2076-3425. doi: 10 . 3390 /
brainsci11020151. Accessed: Sep. 23, 2025. [Online]. Available: https://www.
mdpi.com/2076-3425/11/2/151.

[9] B. Yadav, “Autism Spectrum Disorder (ASD) in Children: A Brief Review,”
en, Pediatric Nursing, vol. 1, no. 1, 2020. [Online]. Available: https : / /
crsubscription.com/journals/nursing/nursing-neonatal-pediatric/
articles/2021/AUTISM%20SPECTRUM%20DISORDER%20%5B40-47%5D.pdf.

[10] A. Biasiucci, B. Franceschiello, and M. M. Murray, “Electroencephalography,”
English, Current Biology, vol. 29, no. 3, R80–R85, Feb. 2019, issn: 0960-
9822. doi: 10.1016/j.cub.2018.11.052. Accessed: Sep. 18, 2025. [Online].
Available: https://www.cell.com/current- biology/abstract/S0960-
9822(18)31551-3.

[11] J. S. Kumar and P. Bhuvaneswari, “Analysis of Electroencephalography (EEG)
Signals and Its Categorization–A Study,” en, Procedia Engineering, vol. 38,
pp. 2525–2536, 2012, issn: 18777058. doi: 10.1016/j.proeng.2012.06.298.
Accessed: Oct. 20, 2025. [Online]. Available: https://linkinghub.elsevier.
com/retrieve/pii/S1877705812022114.

[12] W. J. Bosl, H. Tager-Flusberg, and C. A. Nelson, “EEG Analytics for Early
Detection of Autism Spectrum Disorder: A data-driven approach,” en, Scientific
Reports, vol. 8, no. 1, p. 6828, May 2018, issn: 2045-2322. doi: 10.1038/s41598-
018-24318-x. Accessed: Nov. 11, 2025. [Online]. Available: https://www.
nature.com/articles/s41598-018-24318-x.

[13] S. S. Jeste and C. A. Nelson, “Event Related Potentials in the Understanding
of Autism Spectrum Disorders: An Analytical Review,” en, Journal of Autism
and Developmental Disorders, vol. 39, no. 3, pp. 495–510, Mar. 2009, issn:
1573-3432. doi: 10.1007/s10803- 008- 0652- 9. Accessed: Nov. 11, 2025.
[Online]. Available: https://doi.org/10.1007/s10803-008-0652-9.

[14] H.-L. Yuan, Y. S. Choy, S. W. Y. Mung, C. C. H. Chan, and C. Y. Y.
Lai, “Event-Related Potential Responses of Individuals with Autism Spectrum
Development to Atypical Auditory Processing-a Narrative Review,” en, Current
Developmental Disorders Reports, vol. 12, no. 1, p. 17, May 2025, issn: 2196-
2987. doi: 10.1007/s40474-025-00321-6. Accessed: Sep. 19, 2025. [Online].
Available: https://doi.org/10.1007/s40474-025-00321-6.

[15] C. P. Santana, E. A. de Carvalho, I. D. Rodrigues, G. S. Bastos, A. D. de
Souza, and L. L. de Brito, “Rs-fMRI and machine learning for ASD diagnosis:
A systematic review and meta-analysis,” en, Scientific Reports, vol. 12, no. 1,
p. 6030, Apr. 2022, issn: 2045-2322. doi: 10.1038/s41598-022-09821-6.
Accessed: Apr. 10, 2026. [Online]. Available: https://www.nature.com/
articles/s41598-022-09821-6.

[16] S. SharghiLavan, O. Geman, H. Abbasi, R. Toderean, O. Postolachee, and A. S.
Mihai, “Explainable AI in EEG Waves Based Classification for Early Identi-
fication in Autism,” en, in IEEE International Symposium on Medical Mea-
surements and Applications Memea, 2025. doi: 10.1109/MeMeA65319.2025.

54

https://doi.org/10.3390/brainsci11020151
https://doi.org/10.3390/brainsci11020151
https://www.mdpi.com/2076-3425/11/2/151
https://www.mdpi.com/2076-3425/11/2/151
https://crsubscription.com/journals/nursing/nursing-neonatal-pediatric/articles/2021/AUTISM%20SPECTRUM%20DISORDER%20%5B40-47%5D.pdf
https://crsubscription.com/journals/nursing/nursing-neonatal-pediatric/articles/2021/AUTISM%20SPECTRUM%20DISORDER%20%5B40-47%5D.pdf
https://crsubscription.com/journals/nursing/nursing-neonatal-pediatric/articles/2021/AUTISM%20SPECTRUM%20DISORDER%20%5B40-47%5D.pdf
https://doi.org/10.1016/j.cub.2018.11.052
https://www.cell.com/current-biology/abstract/S0960-9822(18)31551-3
https://www.cell.com/current-biology/abstract/S0960-9822(18)31551-3
https://doi.org/10.1016/j.proeng.2012.06.298
https://linkinghub.elsevier.com/retrieve/pii/S1877705812022114
https://linkinghub.elsevier.com/retrieve/pii/S1877705812022114
https://doi.org/10.1038/s41598-018-24318-x
https://doi.org/10.1038/s41598-018-24318-x
https://www.nature.com/articles/s41598-018-24318-x
https://www.nature.com/articles/s41598-018-24318-x
https://doi.org/10.1007/s10803-008-0652-9
https://doi.org/10.1007/s10803-008-0652-9
https://doi.org/10.1007/s40474-025-00321-6
https://doi.org/10.1007/s40474-025-00321-6
https://doi.org/10.1038/s41598-022-09821-6
https://www.nature.com/articles/s41598-022-09821-6
https://www.nature.com/articles/s41598-022-09821-6
https://doi.org/10.1109/MeMeA65319.2025.11068079
https://doi.org/10.1109/MeMeA65319.2025.11068079
https://doi.org/10.1109/MeMeA65319.2025.11068079


Bibliography

11068079. Accessed: Sep. 21, 2025. [Online]. Available: https://research.
chalmers.se/en/publication/547966.

[17] D. Borra and E. Magosso, “Deep learning-based EEG analysis: Investigating
P3 ERP components,” eng, Journal of Integrative Neuroscience, vol. 20, no. 4,
pp. 791–811, Dec. 2021, issn: 0219-6352. doi: 10.31083/j.jin2004083.

[18] S. Das et al., “Machine learning approaches for electroencephalography and
magnetoencephalography analyses in autism spectrum disorder: A systematic
review,” en, Progress in Neuro-Psychopharmacology and Biological Psychiatry,
vol. 123, p. 110 705, Apr. 2023, issn: 02785846. doi: 10.1016/j.pnpbp.2022.
110705. Accessed: Sep. 21, 2025. [Online]. Available: https://linkinghub.
elsevier.com/retrieve/pii/S027858462200197X.

[19] L. Abou-Abbas, S. van Noordt, J. A. Desjardins, M. Cichonski, and M. Elsab-
bagh, “Use of Empirical Mode Decomposition in ERP Analysis to Classify
Familial Risk and Diagnostic Outcomes for Autism Spectrum Disorder,” en,
Brain Sciences, vol. 11, no. 4, p. 409, Apr. 2021, issn: 2076-3425. doi: 10.
3390/brainsci11040409. Accessed: Jan. 29, 2026. [Online]. Available: https:
//www.mdpi.com/2076-3425/11/4/409.

[20] E. Santamaría-Vázquez, V. Martínez-Cagigal, J. Gomez-Pilar, and R. Hornero,
“Deep Learning Architecture Based on the Combination of Convolutional
and Recurrent Layers for ERP-Based Brain-Computer Interfaces,” en, in
XV Mediterranean Conference on Medical and Biological Engineering and
Computing – MEDICON 2019, J. Henriques, N. Neves, and P. de Carvalho,
Eds., Cham: Springer International Publishing, 2020, pp. 1844–1852, isbn:
978-3-030-31635-8. doi: 10.1007/978-3-030-31635-8_224.

[21] A. Barredo Arrieta et al., “Explainable Artificial Intelligence (XAI): Concepts,
taxonomies, opportunities and challenges toward responsible AI,” Information
Fusion, vol. 58, pp. 82–115, Jun. 2020, issn: 1566-2535. doi: 10.1016/j.
inffus.2019.12.012. Accessed: Apr. 11, 2026. [Online]. Available: https:
//www.sciencedirect.com/science/article/pii/S1566253519308103.

[22] E. Gkintoni, M. Panagioti, S. P. Vassilopoulos, G. Nikolaou, B. Boutsinas,
and A. Vantarakis, “Leveraging AI-Driven Neuroimaging Biomarkers for Early
Detection and Social Function Prediction in Autism Spectrum Disorders: A
Systematic Review,” en, Healthcare, vol. 13, no. 15, p. 1776, Jan. 2025, issn:
2227-9032. doi: 10 . 3390 / healthcare13151776. Accessed: Nov. 11, 2025.
[Online]. Available: https://www.mdpi.com/2227-9032/13/15/1776.

[23] K. Simonyan, A. Vedaldi, and A. Zisserman, Deep Inside Convolutional Net-
works: Visualising Image Classification Models and Saliency Maps, en, Dec.
2013. Accessed: May 27, 2026. [Online]. Available: https://arxiv.org/abs/
1312.6034v2.

[24] S. Kabir, M. S. Hossain, and K. Andersson, “A Review of Explainable Artifi-
cial Intelligence from the Perspectives of Challenges and Opportunities,” en,
Algorithms, vol. 18, no. 9, p. 556, Sep. 2025, issn: 1999-4893. doi: 10.3390/
a18090556. Accessed: Nov. 27, 2025. [Online]. Available: https://www.mdpi.
com/1999-4893/18/9/556.

[25] S. SharghiLavan, O. Geman, and R. Toderean, “Speech Perception and Speech
Attention: A Case Study Based on Event-Related Potential Using the OpenBCI

55

https://doi.org/10.1109/MeMeA65319.2025.11068079
https://doi.org/10.1109/MeMeA65319.2025.11068079
https://doi.org/10.1109/MeMeA65319.2025.11068079
https://doi.org/10.1109/MeMeA65319.2025.11068079
https://research.chalmers.se/en/publication/547966
https://research.chalmers.se/en/publication/547966
https://doi.org/10.31083/j.jin2004083
https://doi.org/10.1016/j.pnpbp.2022.110705
https://doi.org/10.1016/j.pnpbp.2022.110705
https://linkinghub.elsevier.com/retrieve/pii/S027858462200197X
https://linkinghub.elsevier.com/retrieve/pii/S027858462200197X
https://doi.org/10.3390/brainsci11040409
https://doi.org/10.3390/brainsci11040409
https://www.mdpi.com/2076-3425/11/4/409
https://www.mdpi.com/2076-3425/11/4/409
https://doi.org/10.1007/978-3-030-31635-8_224
https://doi.org/10.1016/j.inffus.2019.12.012
https://doi.org/10.1016/j.inffus.2019.12.012
https://www.sciencedirect.com/science/article/pii/S1566253519308103
https://www.sciencedirect.com/science/article/pii/S1566253519308103
https://doi.org/10.3390/healthcare13151776
https://www.mdpi.com/2227-9032/13/15/1776
https://arxiv.org/abs/1312.6034v2
https://arxiv.org/abs/1312.6034v2
https://doi.org/10.3390/a18090556
https://doi.org/10.3390/a18090556
https://www.mdpi.com/1999-4893/18/9/556
https://www.mdpi.com/1999-4893/18/9/556


Bibliography

System,” in 2024 E-Health and Bioengineering Conference (EHB), Nov. 2024,
pp. 1–4. doi: 10.1109/EHB64556.2024.10805747. Accessed: Feb. 1, 2026.
[Online]. Available: https://ieeexplore.ieee.org/document/10805747.

[26] A. Widmann, E. Schröger, and B. Maess, “Digital filter design for electro-
physiological data – a practical approach,” Journal of Neuroscience Methods,
Cutting-edge EEG Methods, vol. 250, pp. 34–46, Jul. 2015, issn: 0165-0270.
doi: 10.1016/j.jneumeth.2014.08.002. Accessed: Apr. 12, 2026. [On-
line]. Available: https://www.sciencedirect.com/science/article/pii/
S0165027014002866.

[27] I. Rakhmatulin and G. R. Naik, EEG Signal Processing with Python: Machine
Learning Techniques for Brain-Computer Interface Development (Brain Infor-
matics and Health), en. Singapore: Springer Nature Singapore, 2026, isbn:
9789819541768 9789819541775. doi: 10.1007/978-981-95-4177-5. Accessed:
May 27, 2026. [Online]. Available: https://link.springer.com/10.1007/
978-981-95-4177-5.

[28] S. Tsuchimoto et al., “Use of common average reference and large-Laplacian
spatial-filters enhances EEG signal-to-noise ratios in intrinsic sensorimotor
activity,” Journal of Neuroscience Methods, vol. 353, p. 109 089, Apr. 2021, issn:
0165-0270. doi: 10.1016/j.jneumeth.2021.109089. Accessed: May 29, 2026.
[Online]. Available: https://www.sciencedirect.com/science/article/
pii/S0165027021000248.

[29] A. Tost et al., “Choosing Strategies to Deal with Artifactual EEG Data in
Children with Cognitive Impairment,” Entropy, vol. 23, no. 8, p. 1030, Aug. 2021,
issn: 1099-4300. doi: 10.3390/e23081030. Accessed: May 30, 2026. [Online].
Available: https://pmc.ncbi.nlm.nih.gov/articles/PMC8392530/.

[30] S. J. Luck, An Introduction to the Event-Related Potential Technique, en,
2nd ed. Cambridge, MA, USA: MIT Press, Dec. 2014, isbn: 978-0-262-52585-5.

[31] C. Rommel, J. Paillard, T. Moreau, and A. Gramfort, “Data augmentation for
learning predictive models on EEG: A systematic comparison,” Journal of Neu-
ral Engineering, vol. 19, no. 6, p. 066 020, Dec. 2022, arXiv:2206.14483 [cs.LG],
issn: 1741-2560, 1741-2552. doi: 10.1088/1741- 2552/aca220. Accessed:
May 12, 2026. [Online]. Available: http://arxiv.org/abs/2206.14483.

[32] T. Picton et al., “Guidelines for using human event-related potentials to study
cognition: Recording standards and publication criteria,” en, Psychophysi-
ology, vol. 37, no. 2, pp. 127–152, 2000, issn: 1469-8986. doi: 10 . 1111 /
1469- 8986.3720127. Accessed: Apr. 10, 2026. [Online]. Available: https:
//onlinelibrary.wiley.com/doi/abs/10.1111/1469-8986.3720127.

[33] F. C. L. Donkers et al., “Attenuated Auditory Event-Related Potentials and
Associations with Atypical Sensory Response Patterns in Children with Autism,”
en, Journal of Autism and Developmental Disorders, vol. 45, no. 2, pp. 506–523,
Feb. 2015, issn: 1573-3432. doi: 10.1007/s10803-013-1948-y. Accessed:
Apr. 10, 2026. [Online]. Available: https://doi.org/10.1007/s10803-013-
1948-y.

[34] J. Polich, “Updating P300: An integrative theory of P3a and P3b,” Clini-
cal Neurophysiology, vol. 118, no. 10, pp. 2128–2148, Oct. 2007, issn: 1388-
2457. doi: 10 . 1016 / j . clinph . 2007 . 04 . 019. Accessed: Apr. 10, 2026.

56

https://doi.org/10.1109/EHB64556.2024.10805747
https://ieeexplore.ieee.org/document/10805747
https://doi.org/10.1016/j.jneumeth.2014.08.002
https://www.sciencedirect.com/science/article/pii/S0165027014002866
https://www.sciencedirect.com/science/article/pii/S0165027014002866
https://doi.org/10.1007/978-981-95-4177-5
https://link.springer.com/10.1007/978-981-95-4177-5
https://link.springer.com/10.1007/978-981-95-4177-5
https://doi.org/10.1016/j.jneumeth.2021.109089
https://www.sciencedirect.com/science/article/pii/S0165027021000248
https://www.sciencedirect.com/science/article/pii/S0165027021000248
https://doi.org/10.3390/e23081030
https://pmc.ncbi.nlm.nih.gov/articles/PMC8392530/
https://doi.org/10.1088/1741-2552/aca220
http://arxiv.org/abs/2206.14483
https://doi.org/10.1111/1469-8986.3720127
https://doi.org/10.1111/1469-8986.3720127
https://onlinelibrary.wiley.com/doi/abs/10.1111/1469-8986.3720127
https://onlinelibrary.wiley.com/doi/abs/10.1111/1469-8986.3720127
https://doi.org/10.1007/s10803-013-1948-y
https://doi.org/10.1007/s10803-013-1948-y
https://doi.org/10.1007/s10803-013-1948-y
https://doi.org/10.1016/j.clinph.2007.04.019


Bibliography

[Online]. Available: https://www.sciencedirect.com/science/article/
pii/S1388245707001897.

[35] H. B. Mann and D. R. Whitney, “On a Test of Whether one of Two Random
Variables is Stochastically Larger than the Other,” The Annals of Mathematical
Statistics, vol. 18, no. 1, pp. 50–60, 1947, issn: 0003-4851. Accessed: May 29,
2026. [Online]. Available: https://www.jstor.org/stable/2236101.

[36] Y. Benjamini and Y. Hochberg, “Controlling the False Discovery Rate: A
Practical and Powerful Approach to Multiple Testing,” en, Journal of the Royal
Statistical Society Series B: Statistical Methodology, vol. 57, no. 1, pp. 289–300,
Jan. 1995, issn: 1369-7412, 1467-9868. doi: 10.1111/j.2517-6161.1995.
tb02031.x. Accessed: May 28, 2026. [Online]. Available: https://academic.
oup.com/jrsssb/article/57/1/289/7035855.

[37] D. S. Kerby, “The Simple Difference Formula: An Approach to Teaching
Nonparametric Correlation1,” EN, Comprehensive Psychology, vol. 3, 11.IT.3.1,
Jan. 2014, issn: 2165-2228. doi: 10.2466/11.IT.3.1. Accessed: May 29, 2026.
[Online]. Available: https://journals.sagepub.com/action/showAbstract.

[38] M. Lin, Q. Chen, and S. Yan, Network In Network, arXiv:1312.4400 [cs.NE],
Mar. 2014. doi: 10.48550/arXiv.1312.4400. Accessed: May 26, 2026. [Online].
Available: http://arxiv.org/abs/1312.4400.

[39] J. Devlin, M.-W. Chang, K. Lee, and K. Toutanova, BERT: Pre-training of
Deep Bidirectional Transformers for Language Understanding, arXiv:1810.04805
[cs.CL], May 2019. doi: 10.48550/arXiv.1810.04805. Accessed: May 26,
2026. [Online]. Available: http://arxiv.org/abs/1810.04805.

[40] A. Vaswani et al., Attention Is All You Need, arXiv:1706.03762 [cs.CL], Aug.
2023. doi: 10.48550/arXiv.1706.03762. Accessed: May 19, 2026. [Online].
Available: http://arxiv.org/abs/1706.03762.

[41] R. Xiong et al., On Layer Normalization in the Transformer Architecture, en,
Feb. 2020. Accessed: May 26, 2026. [Online]. Available: https://arxiv.org/
abs/2002.04745v2.

[42] D. Hendrycks and K. Gimpel, Gaussian Error Linear Units (GELUs), en, Jun.
2016. Accessed: May 26, 2026. [Online]. Available: https://arxiv.org/abs/
1606.08415v5.

[43] C.-Y. Lee, S. Xie, P. Gallagher, Z. Zhang, and Z. Tu, Deeply-Supervised Nets,
en, Sep. 2014. Accessed: May 26, 2026. [Online]. Available: https://arxiv.
org/abs/1409.5185v2.

[44] Accuracy and Precision: Definition, Difference and Examples%%page%% %%sep%%
%%sitename%%, en, Section: School Learning. Accessed: May 19, 2026. [On-
line]. Available: https://www.geeksforgeeks.org/physics/accuracy-and-
precision/.

[45] Precision and Recall in Machine Learning, en, Section: Computer Subject.
Accessed: May 19, 2026. [Online]. Available: https://www.geeksforgeeks.
org/machine-learning/precision-and-recall-in-machine-learning/.

[46] A. Paszke et al., PyTorch: An Imperative Style, High-Performance Deep Learn-
ing Library, arXiv:1912.01703 [cs], Dec. 2019. doi: 10.48550/arXiv.1912.
01703. Accessed: May 5, 2026. [Online]. Available: http://arxiv.org/abs/
1912.01703.

57

https://www.sciencedirect.com/science/article/pii/S1388245707001897
https://www.sciencedirect.com/science/article/pii/S1388245707001897
https://www.jstor.org/stable/2236101
https://doi.org/10.1111/j.2517-6161.1995.tb02031.x
https://doi.org/10.1111/j.2517-6161.1995.tb02031.x
https://academic.oup.com/jrsssb/article/57/1/289/7035855
https://academic.oup.com/jrsssb/article/57/1/289/7035855
https://doi.org/10.2466/11.IT.3.1
https://journals.sagepub.com/action/showAbstract
https://doi.org/10.48550/arXiv.1312.4400
http://arxiv.org/abs/1312.4400
https://doi.org/10.48550/arXiv.1810.04805
http://arxiv.org/abs/1810.04805
https://doi.org/10.48550/arXiv.1706.03762
http://arxiv.org/abs/1706.03762
https://arxiv.org/abs/2002.04745v2
https://arxiv.org/abs/2002.04745v2
https://arxiv.org/abs/1606.08415v5
https://arxiv.org/abs/1606.08415v5
https://arxiv.org/abs/1409.5185v2
https://arxiv.org/abs/1409.5185v2
https://www.geeksforgeeks.org/physics/accuracy-and-precision/
https://www.geeksforgeeks.org/physics/accuracy-and-precision/
https://www.geeksforgeeks.org/machine-learning/precision-and-recall-in-machine-learning/
https://www.geeksforgeeks.org/machine-learning/precision-and-recall-in-machine-learning/
https://doi.org/10.48550/arXiv.1912.01703
https://doi.org/10.48550/arXiv.1912.01703
http://arxiv.org/abs/1912.01703
http://arxiv.org/abs/1912.01703


Bibliography

[47] F. Pedregosa et al., “Scikit-learn: Machine Learning in Python,” en, Machine
Learning in Python,

[48] P. Virtanen et al., “SciPy 1.0–Fundamental Algorithms for Scientific Com-
puting in Python,” Nature Methods, vol. 17, no. 3, pp. 261–272, Mar. 2020,
arXiv:1907.10121 [cs], issn: 1548-7091, 1548-7105. doi: 10.1038/s41592-019-
0686-2. Accessed: May 5, 2026. [Online]. Available: http://arxiv.org/abs/
1907.10121.

58

https://doi.org/10.1038/s41592-019-0686-2
https://doi.org/10.1038/s41592-019-0686-2
http://arxiv.org/abs/1907.10121
http://arxiv.org/abs/1907.10121


A
Appendix 1

A.1 Literature Search Query for ML, DL and EEG
This appendix presents the literature search query used on Scopus to identify studies
employing ML or DL methods on EEG data for ASD screening.

TITLE-ABS-KEY (
( "autism spectrum disorder" OR ASD )
AND ( EEG OR "electroencephalography" )
AND ( ML OR "machine learning" OR DL OR "deep learning" )
AND ( screening OR detection OR classification OR diagnosis OR identification )

)
AND ( LIMIT-TO ( DOCTYPE,"ar" ) OR LIMIT-TO ( DOCTYPE,"cp" ) )
AND ( LIMIT-TO ( LANGUAGE,"English" ) )

A.2 Literature Search Query for ML, DL and ERP
This appendix presents the literature search query used on Scopus to specifically
identify studies applying ML or DL approaches to ERP-based methods for ASD
screening.

TITLE-ABS-KEY (
( "autism spectrum disorder" OR ASD )
AND ( ERP OR "event-related potential*" )
AND ( ML OR "machine learning" OR DL OR "deep learning" )
AND ( screening OR detection OR classification OR diagnosis OR identification )

)
AND ( LIMIT-TO ( DOCTYPE,"ar" ) OR LIMIT-TO ( DOCTYPE,"cp" ) )
AND ( LIMIT-TO ( LANGUAGE,"English" ) )
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Appendix 2

B.1 Complete Stimulus List
Table B.1 lists all 98 auditory stimuli used in the experiment. Sentences are in
Romanian. Columns: ID = stimulus number, Ears = presentation ear (B=Both,
L=Left, R=Right), Dist = source distance (m), Pi = pitch (N=Normal, H=High,
Lo=Low), Sp = speed (N=Normal, Sl=Slow, F=Fast), No = background noise
(Y=Yes, N=No), Sy = syntax (D=Declarative, I=Interrogative, Im=Imperative).

Table B.1: Complete list of 98 auditory stimuli with feature encodings.

ID Ears Dist Pi Sp No Sy Sentence
1 L 0.35 N N N I CEAIUL ESTE RECE?
2 B 1.0 N N N I COŞUL ESTE NEGRU?
3 R 0.35 N N N I MINGEA ESTE ALBĂ?
4 B 0.35 N N N Im SETAŢI CEASUL SEARA!
5 B 0.5 N N N Im FACEŢI POZE BUNE!
6 B 1.0 N N N Im CÂNT̆Ă FRUMOS MÂINE!
7 L 0.35 N N N Im VINDE CEVA DULCE!
8 B 2.0 N N N Im VENIŢI CĂTRE TEATRU!
9 R 0.35 N N N Im BATE OUL RAPID!

10 B 0.35 N N N D PĂRUL ESTE FRUMOS.
11 B 0.5 N N N D GEANTA ESTE NOUĂ.
12 B 1.0 N N N D PATUL ESTE COMOD.
13 L 0.35 N N N D TRENUL ESTE RAPID.
14 B 2.0 N N N D MASA ESTE VECHE.
15 R 0.35 N N N D TORTUL ESTE DULCE.
16 B 0.35 N N N I BLUZA ESTE GROASĂ?
17 B 0.5 N N N I JOCUL ESTE SIMPLU?
18 B 1.0 N N N I CADA ESTE ALBĂ?
19 L 0.35 N N N I SACUL ESTE MURDAR?
20 B 1.0 N N N I MASA ESTE PUSĂ?
21 B 0.5 N N N D VAZA ESTE ALBĂ.
22 R 0.35 N N N I BRÂNZA ESTE BUNĂ?
23 B 0.35 N N N Im CONDUCEŢI UŞOR NOAPTEA!
24 B 0.5 N N N Im CERE FOAIA AIA!
25 B 1.0 N N N Im SĂRIŢI PESTE GHEAT, Ă!
26 L 0.35 N N N Im SCRIE BINE TEMA!
27 B 2.0 N N N Im MERGEŢI PESTE BARAJ!
28 R 0.35 N N N Im PLANTAŢI FLOAREA ASTA!

(continued on next page)
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(continued from previous page)
ID Ears Dist Pi Sp No Sy Sentence
29 B 0.35 N N N D CEAIUL ESTE NEGRU.
30 B 0.5 N N N D VASUL ESTE MARE.
31 B 1.0 N N N D SACUL ESTE UŞOR.
32 B 1.0 N N N D PERNA ESTE VERDE.
33 L 0.35 N N N D GEAMUL ESTE OPAC.
34 B 2.0 N N N D MĂRUL ESTE ROŞU.
35 R 0.35 N N N D CHIPSUL ESTE SĂRAT.
36 B 0.35 N N N I CAPA ESTE NEAGRĂ?
37 B 0.5 N N N I PÂINEA ESTE VECHE?
38 B 1.0 N N N I PARA ESTE DULCE?
39 L 0.35 N N N I CARTEA ESTE VECHE?
40 B 1.0 N N N I BOLUL ESTE CURAT?
41 R 0.35 N N N I SPORTUL ESTE FRUMOS?
42 B 0.35 N N N Im STRÂNGE HAINA ALBĂ!
43 L 0.35 N N N D CAZUL ESTE COMPLEX.
44 B 0.5 N N N Im HAIDE CĂTRE ŞCOALĂ!
45 B 1.0 N N N Im VENIŢI CĂTRE PLAJĂ!
46 L 0.35 N N N Im BATE MINGEA RAPID!
47 B 2.0 N N N Im ADU ACEL SCAUN!
48 R 0.35 N N N Im VINDE GEANTA SCUMPĂ!
49 B 0.35 H N N D OALA ESTE MARE.
50 B 0.35 H N N I PATUL ESTE IEFTIN?
51 B 0.35 H N N Im COACE PÂINEA ACUM!
52 B 0.35 H N N D CASA ESTE VECHE.
53 B 0.35 H N N I ŞCOALA ESTE AICI?
54 B 2.0 N N N D COŞUL ESTE STRICAT.
55 B 0.35 H N N Im TRENUL ESTE AICI!
56 B 0.35 H N N D POMUL ESTE MARE.
57 B 0.35 H N N I STICLA ESTE SPARTĂ?
58 B 0.35 H N N Im APA FIERBE ACUM!
59 B 0.35 Lo N N D VASUL ESTE GALBEN.
60 B 0.35 Lo N N I CASA ESTE MICĂ?
61 B 0.35 Lo N N Im TAIE BRÂNZA ÎNCET!
62 B 0.35 Lo N N D PERNA ESTE MOALE.
63 B 0.35 Lo N N I FOAIA ESTE DREAPTĂ?
64 B 0.35 Lo N N Im COASE FUSTA VERDE!
65 R 0.35 N N N D SOSUL ESTE ACRU.
66 B 0.35 Lo N N D POARTA ESTE NOUĂ.
67 B 0.35 Lo N N I PIXUL ESTE STRICAT?
68 B 0.35 Lo N N Im ADU CAFEA CALDĂ!
69 B 0.35 N Sl N D CARTEA ESTE NOUĂ.
70 B 0.35 N Sl N I VAZA ESTE PLINĂ?
71 B 0.35 N Sl N Im SCRIE CEVA FRUMOS!
72 B 0.35 N Sl N D MĂRUL ESTE ROŞU.
73 B 0.35 N Sl N I VASUL ESTE MARE?
74 B 0.35 N Sl N Im PUNE HAINA AICI!
75 B 0.35 N Sl N D PÂINEA ESTE CALDĂ.
76 B 0.35 N N N I PÂNZA ESTE SCUMPĂ?
77 B 0.35 N Sl N I TABLA ESTE NEAGRĂ?
78 B 0.35 N Sl N Im SPALĂ FAŢA BINE!
79 B 0.35 N F N D CASA ESTE MARE.
80 B 0.35 N F N I AVEŢI DOUĂ PIXURI?

(continued on next page)
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(continued from previous page)
ID Ears Dist Pi Sp No Sy Sentence
81 B 0.35 N F N Im PUNE MASA ACUM!
82 B 0.35 N F N D APA ESTE RECE.
83 B 0.35 N F N I FUSTA ESTE NOUĂ?
84 B 0.35 N F N Im ADU DOUĂ MERE!
85 B 0.35 N F N D TRENUL VINE AICI.
86 B 0.35 N F N I PERNA ESTE RUPTĂ?
87 B 0.5 N N N I TEXTUL ESTE COMPLEX?
88 B 0.35 N F N Im SPUNE ACEL CUVÂNT!
89 B 0.35 N N Y D CANA ESTE SPARTĂ.
90 B 0.35 N N Y I CEASUL ESTE NOUĂ?
91 B 0.35 N N Y Im VINDE CARTEA VECHE!
92 B 0.35 N N Y D CABLUL ESTE IEFTIN.
93 B 0.35 N N Y I BLUZA ESTE GROASĂ?
94 B 0.35 N N Y Im SPARGE OUL ROŞU!
95 B 0.35 N N Y D SNURUL ESTE LEGAT.
96 B 0.35 N N Y I CAPA ESTE NEAGRĂ?
97 B 0.35 N N Y Im ZBOARA CĂTRE BRAŞOV!
98 B 1.0 N N N I TABLA ESTE ŞTEARSĂ?

V
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