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“The success of buy-and-build strategies depends on the parenting 

capabilities of the private equity sponsor as a generic firm-level resource, 

rather than on deal-specific advantages.” 
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Abstract 

The buy-and-build strategy of acquiring a platform company and expanding it through programmatic 
add-on acquisitions has become a substantial share of European PE activity, accounting for over a third 
of transactions in recent samples, and sponsors pay sizable premiums for established platforms. How 
public markets price these platforms at IPO is less well understood. On a hand-collected sample of 140 
Nordic PE-backed IPOs over 2000–2025, we test whether buy-and-build IPOs earn abnormal returns 
relative to operationally-focused ones in the days post-listing, in the months that follow, and in the 
operational trajectory after listing. Buy-and-build IPOs earn a 2.10 percentage-point cumulative 
abnormal return premium in the first three trading days post-listing, robust across nine of eleven pre-
specified specifications. The premium disappears at 6, 12, and 24-month horizons, and two-year 
operational growth does not differ between groups. The pattern is more consistent with a categorical 
than a linear-intensity response, since a continuous add-on count does not predict returns at any horizon, 
though limited statistical power and measurement error in add-on counts prevent a definitive rejection 
of gradient pricing. The effect is concentrated in the post-2015 era, with the pre-2015 cell 
underpowered. Nordic public markets appear to identify buy-and-build as a distinct strategy in the days 
after listing, while offering no evidence of exploitable long-run alpha. We read this as evidence on post-
listing price-discovery dynamics rather than on the offer-price level, which our empirical design does 
not directly model. 

 
Keywords: Private equity, buy-and-build, initial public offerings, Nordic markets, abnormal returns, 
market efficiency 
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1. Introduction 

1.1 Motivation 

There is a specific type of IPO that has become increasingly common in Nordic markets over the past 
decade. The firm goes public after four or five years of PE ownership, having tripled or quadrupled in 
size during that time. Only a fraction of the growth is organic. The rest comes from acquisitions 
executed during the holding period, whose names appear in the prospectus only as line items in a recent-
transactions table. The private equity industry calls it buy-and-build, sometimes platform-and-roll-up, 
or sometimes consolidation play. Bansraj, Smit, and Volosovych (2025) document that buy-and-build 
has become a substantial share of European PE deal activity, accounting for over a third of transactions 
in their sample. The strategy is not subtle, and Hammer, Marcotty-Dehm, Schweizer, and Schwetzler 
(2022) document that the private market is not subtle about pricing it: sponsors pay sizable premiums 
for established buy-and-build platforms in transactions where one sponsor sells to another, with 
transaction multiples similar to those paid by strategic acquirers for matched targets. 

What happens when one of these consolidators reaches the public market is less clear from existing 
research. The sponsor has the full deal history, the integration scorecard, and the synergy tracker. The 
public investor receiving the prospectus has considerably less. The story being sold is familiar: scale, 
integration, growth, value creation. But the underlying firm is an aggregation of recent acquisitions 
whose synergies have not all been realised and whose integration risk is concentrated in the months 
immediately around the listing. Does the market trust the story enough to assign a premium? Does it 
trust the story too much, and pay for value the sponsor has already harvested? Or does the market 
recognise buy-and-build as a distinct kind of firm and price accordingly, neither rewarding nor 
penalising the strategy beyond what its observable fundamentals warrant? 

These are essentially the questions this thesis takes up. The Nordic context provides a particularly 
suitable setting. Nordic exchanges, led by Nasdaq Stockholm, rank among the most active IPO markets 
in Europe by deal count over the past decade, often leading the EU in new listings, and the PE market 
is unusually dense relative to economic size and population. Argentum Asset Management (2024) 
documents that PE-backed firms account for over thirty percent of new Nordic listings, and PitchBook 
Data, Inc. (2025) reports that Nordic IPO activity has been heavily PE-influenced throughout this 
period. Sweden alone as a tested region offers limited statistical power for the within-PE comparisons 
we want to make, but the wider Nordic region (Sweden, Norway, Finland, Denmark, with Iceland for 
descriptive purposes) provides more variation in industries, listing venues, and deal flow while 
preserving a coherent institutional setting characterised by harmonised regulatory standards, 
comparable equity-market structures, and high disclosure transparency. The ingredients for studying 
within-PE strategy heterogeneity are present. 

The practical question, framed neutrally, is whether buy-and-build creates more durable value than 
operational improvement alone, value that public-market investors can capture by buying the offering, 
or whether the strategy primarily delivers acquisition-driven growth that the market discounts once the 
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sponsor's lock-up expires. The answer matters to limited partners evaluating buy-and-build mandates, 
to general partners choosing exit channels, to institutional investors weighing systematic preferences 
for buy-and-build IPOs, and to academic finance, which can use the setting to test how quickly publicly 
observable strategy information is incorporated into post-listing prices. Buy-and-build is publicly 
observable, well-defined, and intensifying in prevalence, which makes it a useful setting in which to 
ask how the public market processes strategy information in the IPO aftermarket. 

A core empirical concern, common across these audiences, is whether buy-and-build platforms are 
priced aggressively at IPO. If buy-and-build firms list at richer valuation multiples than their non-buy-
and-build counterparts, any subsequent underperformance could reflect valuation correction rather than 
weak fundamentals. Our empirical design controls for size, profitability, leverage, underpricing, 
country, period, and deal-source effects, but it does not directly model IPO valuation multiples. We 
therefore interpret our results as evidence on post-listing price discovery rather than on the full IPO 
valuation process. 

1.2 Research Question and Hypotheses 

This thesis examines whether the buy-and-build strategy generates abnormal returns for public-market 
investors at and after IPO, relative to operationally-focused PE-backed IPOs. We refer to the latter as 
Value Creation throughout, as a shorthand for firms whose growth was driven by the three engineering 
modes of Kaplan and Strömberg (2009), operational, financial, and governance engineering of a single 
platform, rather than by programmatic add-on acquisitions. The label is a labelling convention adopted 
for parsimony in tables, regression notation, and discussion; it is not intended to suggest that buy-and-
build firms do not create value. As §2.1 discusses, buy-and-build is best understood as a fourth mode 
of value creation layered on top of the K-S categories, and the comparison this thesis draws is between 
two value-creating strategies that differ in their reliance on inorganic growth. 
The research question is: 

How do Nordic public markets incorporate the buy-and-build strategy into post-listing 
prices, and does the strategy generate exploitable abnormal returns after PE-backed 
IPOs? 

To address this question, we test three hypotheses corresponding to three windows in which strategy 
effects could appear: the IPO event itself, the post-IPO return horizon, and the post-IPO operational 
trajectory. 

H1 (Short-Window Price Discovery): Buy-and-build IPOs earn different cumulative abnormal returns 
in the initial post-listing window than Value Creation IPOs.  

H2 (Long-Run Performance): Buy-and-build IPOs earn different buy-and-hold abnormal returns over 
Value Creation IPOs. 

H3 (Operational Improvement): Buy-and-build firms generate different post-IPO operational 
performance than Value Creation firms. 
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Within H1, we run a nested test of whether the pricing operates categorically (a binary buy-and-build 
label) or along a gradient (continuous intensity, measured by total add-on count during the holding 
period). The two specifications correspond to two pricing models. In a categorical model, the market 
reacts to the buy-and-build identification signal regardless of execution intensity. In a gradient model, 
the market rewards more aggressive consolidation with proportionally higher returns. The categorical-
versus-gradient comparison is conceptually distinct from the binary test of H1 itself and provides 
interpretive content for the mechanism behind any pricing premium we document. 

The three hypotheses are designed to discriminate between several interpretations of how the public 
market processes buy-and-build information in the IPO aftermarket. A pattern of significant short-run 
premium combined with null long-run results would be consistent with fast aftermarket incorporation 
of the strategy signal, in the sense of Fama (1970, 1991), although a complete test of semi-strong 
efficiency would also require modelling the offer price itself, which is beyond the scope of this thesis. 
A pattern of significant abnormal returns at all horizons would point toward either persistent post-listing 
mispricing or differential underlying fundamentals not yet captured at the offering. A pattern of null 
short-run effects combined with positive long-run effects would suggest market underreaction. A 
pattern of operational outperformance combined with null long-run returns would suggest that the 
operational gains are correctly anticipated by the market at IPO. Each interpretation carries distinct 
implications for the buy-and-build literature and for the broader debate on the post-listing pricing of 
investment strategies. 

1.3 Contribution 

The headline empirical contribution of this thesis is to document, to our knowledge for the first time in 
the Nordic IPO market, a 2.10 percentage-point short-run cumulative abnormal return premium for buy-
and-build IPOs relative to Value Creation IPOs, robust across nine of eleven pre-specified 
specifications. The premium does not persist at 6, 12, or 24-month horizons, and two-year operational 
growth does not differ between groups, ruling out fundamental outperformance as the channel that 
sustains the short-run effect. A secondary contribution concerns the structure of the pricing rather than 
its level. The buy-and-build label predicts the short-run return; a continuous add-on count does not, and 
a stricter heavy-buy-and-build cell (≥5 add-ons) collapses the headline. A categorical reading of this 
pattern fits more naturally than a gradient one, and would line up with the IPO signalling models of 
Allen and Faulhaber (1989) and Welch (1989). We are careful with that claim. The continuous 
coefficient is +0.0024 with HC1 SE 0.0018 (p = 0.18); on 120 firms that is consistent with true 
categorical pricing and with gradient pricing whose continuous coefficient has been attenuated by 
limited power and measurement error in PitchBook add-on counts. The categorical reading is our 
preferred interpretation, not a documented mechanism (cf. §4.3). The empirical contributions below 
describe the channels through which these findings land in the existing literature. 

 

This thesis contributes to three strands of the finance literature. 
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To the literature on PE-backed IPO performance (Cao and Lerner 2009; Levis 2011; Bergström, 
Nilsson, and Wahlberg 2006), we extend the analysis from the established PE-versus-non-PE 
comparison to within-PE strategy heterogeneity. The PE-backed IPO premium is well-documented in 
the cross-section of public listings; what is less well-documented is whether that premium varies by 
sponsor strategy. We hold the exit channel constant (every firm in our sample is PE-backed and exited 
via IPO) and isolate the differential effect of buy-and-build during the holding period. The within-PE 
design is, to our knowledge, the first systematic empirical study of post-IPO buy-and-build performance 
in the Nordic region. 

To the buy-and-build literature (Achleitner, Braun, Engel, Figge, and Tappeiner 2010; Hammer, 
Knauer, Pflücke, and Schwetzler 2017; Bansraj, Smit, and Volosovych 2025), we extend the analysis 
past the private holding period and into the public-market handoff. Existing work has examined buy-
and-build during the period of sponsor ownership, documenting its drivers, prevalence, and operational 
consequences. Our contribution is the post-IPO test: how is the strategy received and priced when the 
platform reaches the public market, and what does the public-market reception reveal about the 
distribution of buy-and-build value between sponsor and public investor? 

To the broader market efficiency literature (Fama 1970, 1991, 1998; Mitchell and Stafford 2000), we 
provide a clean test case for the pricing of investment strategies. Buy-and-build is publicly observable 
through PitchBook deal logs, prospectus disclosures, and equity-research coverage. It is well-defined, 
measurable from publicly available data, and intensifying in prevalence. If markets are efficient with 
respect to publicly available information, the strategy should be priced at IPO with no exploitable 
subsequent alpha. The question is whether the data support this prediction in the Nordic IPO market, 
and whether the structure of the pricing reveals anything about how public markets process strategy 
information. 

Empirically, our sample is 140 hand-collected PE-backed Nordic IPOs over 2000–2025 across Sweden, 
Norway, Finland, Denmark, and Iceland, with 63 firms classified as buy-and-build and 77 as Value 
Creation under an intensity threshold of at least 0.5 add-ons per holding year. In tables and figures we 
abbreviate the strategy as B&B for conciseness. We measure post-IPO performance through cumulative 
abnormal returns at short windows, buy-and-hold abnormal returns at 6, 12, and 24-month horizons, 
and two-year operational growth, and we estimate cross-sectional OLS specifications with country, 
period, and deal-source fixed effects and HC1 standard errors. Section 3 sets out the data and 
methodology in full. 

1.4 Key Findings 

The analysis supports four observations. 

Buy-and-build IPOs earn a 2.10 percentage-point cumulative abnormal return premium in the first three 
trading days post-listing, statistically significant at the 5% level (HC1 p = 0.010). The result is robust 
across nine of eleven pre-specified specifications, including drop-one-country tests, outlier trimming, 
junior-market exclusion, and the removal of borderline sponsor structures. The two non-robust 
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specifications (heavy buy-and-build with at least five add-ons, and the pre-2015 sub-sample) have non-
arbitrary explanations consistent with the substantive interpretation we develop below. 

The premium does not persist at longer horizons. At 6, 12, and 24-month BHAR windows, we cannot 
reject the null of equivalent buy-and-hold returns between buy-and-build and Value Creation IPOs. 
Point estimates are economically small and inconsistent in sign. 

Two-year revenue and EBITDA growth do not differ significantly between the two groups, ruling out 
post-IPO operational outperformance as the mechanism behind the short-run premium. 

The pattern points more clearly to a categorical than a linear-intensity response, though the two are not 
cleanly separable in our data. The continuous count of add-ons does not predict returns at any horizon, 
and a stricter heavy buy-and-build classification (≥5 add-ons in absolute terms) collapses the headline 
result to statistical insignificance. The continuous null could equally reflect attenuation from limited 
power, measurement error in PitchBook add-on counts, and right-skew in the count distribution; we 
cannot rule out gradient pricing on the present sample (cf. §4.3). 

A subsidiary finding, central to the interpretation that follows, is that the headline effect is concentrated 
in post-2015 IPOs. Pre-2015 estimates are statistically underpowered (N = 32) and small in magnitude 
(+1.20%, p = 0.42). Post-2015 estimates (N = 88) are nearly identical to the full-sample result (+2.12%, 
p = 0.040). Buy-and-build became more prevalent in Nordic PE over the past decade, and the categorical 
pricing pattern emerged in tandem. 

1.5 Interpretation 

Our findings are consistent with fast categorical incorporation of buy-and-build information in the 
Nordic IPO aftermarket. The 2.10% short-run premium emerges within three trading days, attenuates 
modestly thereafter, and does not generate exploitable subsequent alpha at 6, 12, or 24-month horizons. 
The buy-and-build label predicts the short-run return while a continuous add-on count does not, a 
pattern that fits a categorical reading more naturally than a gradient one and would line up with the IPO 
signalling models of Allen and Faulhaber (1989) and Welch (1989), and with Hammer, Hinrichs, and 
Schweizer's (2022) characterisation of the PE parenting advantage as a generic firm-level capability. 
The competing reading, in which the continuous coefficient is attenuated by limited power and 
measurement error, cannot be rejected with our 120-firm sample, so we adopt the categorical reading 
as our preferred interpretation rather than as a documented mechanism. The temporal concentration of 
the effect in post-2015 IPOs is directionally consistent with rational learning as the strategy diffused, 
though the pre-2015 cell (N = 32) is too small to distinguish learning from underpower. Section 5.2 
develops these layers in full. 

1.6 Roadmap 

The remainder of the thesis is organised as follows. Section 2 reviews the relevant literature on private 
equity value creation, buy-and-build strategies, the post-IPO performance of PE-backed firms, IPO 
market dynamics, and market efficiency. Section 3 describes the data sources, sample construction, 
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variable definitions, and empirical methodology. Section 4 presents descriptive statistics, the main 
regression results, the operational improvement test, and a battery of pre-specified robustness checks. 
Section 5 discusses the interpretation of the findings, places them in the context of the existing literature, 
considers practical implications, and addresses limitations. Section 6 summarises the thesis and 
concludes. 
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2. Literature Review 

2.1 Private Equity, Value Creation, and Exit Channels 

Private equity has grown into a substantial component of global capital markets over the past two 
decades. Kaplan and Strömberg (2009) describe the basic structure of the leveraged buyout. A sponsor 
acquires majority control of a target, typically funding the purchase with a mix of equity and substantial 
debt, and then works actively to improve firm performance during a holding period before exiting the 
investment. Their global sample of LBO transactions reports a median holding period of approximately 
six years, with trade sales as the most common exit route, followed by secondary buyouts and IPOs. 

Within this structure, Kaplan and Strömberg (2009) classify value creation into three modes. 
Operational engineering focuses on improving processes, expanding into new markets, applying 
industry expertise, and tightening cost structures to lift margins and cash flow. Financial engineering 
uses leverage as a discipline mechanism, reducing free cash flow available for value-destroying 
investment and aligning management incentives with debt-servicing requirements. Governance 
engineering changes board composition, monitoring intensity, and managerial pay to reduce agency 
frictions and accelerate decision-making. Cumming, Siegel, and Wright (2007) document that the 
governance changes following PE acquisition produce measurable productivity gains relative to control 
samples, and that these gains persist into the public-market period for firms exiting via IPO. 

The three engineering modes are not mutually exclusive. Most PE deals deploy some combination, and 
the relative emphasis varies by sponsor strategy and target type. The buy-and-build strategy can be 
understood as a fourth mode of value creation layered on top of the three Kaplan-Strömberg categories: 
external growth through programmatic add-on acquisitions during the holding period. We discuss the 
buy-and-build literature in detail in Section 2.2. 

PE sponsors face a choice of exit channel at the end of the holding period: trade sale to a strategic buyer, 
secondary buyout to another PE fund, or IPO. Folus and Boutron (2015) describe the trade-offs across 
channels. IPOs offer high pricing in favourable equity-market conditions but require staged exit through 
lock-up provisions and may dilute sponsor influence. Trade sales offer cleaner exits with full control 
transfer but generally at lower valuation multiples than open-market listings. Secondary buyouts sit 
between the two, with full exit on closing but at PE-to-PE pricing that has been examined critically in 
the literature. 

Jenkinson and Sousa (2015) analyse over 1,000 European PE exits and argue that the choice of exit 
channel is endogenous to market conditions. Sponsors do not commit to a single exit channel ex ante. 
They pivot toward whichever channel offers the highest expected proceeds, conditional on prevailing 
equity-market conditions, strategic-buyer appetite, and secondary-market liquidity. Their findings 
suggest that IPOs are not preferred per se but selected when the public-market window is open and 
pricing is favourable. 

This selection mechanism has implications for empirical work on PE-backed IPOs. The IPO sample is 
not a random subset of PE-backed firms. It tilts toward periods of strong equity-market sentiment, 
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sectors and geographies where public-market valuations are high, and firms whose growth narratives 
are easiest to communicate to public-market investors. PitchBook Data, Inc. (2025) documents that 
weak Nordic IPO conditions in 2023 and 2024 led many Nordic sponsors to delay public-market exits 
in favour of secondary transactions and continuation vehicles, illustrating the cyclical dynamics that 
Jenkinson and Sousa identify. For the purposes of this study, the implication is that comparisons within 
the PE-backed IPO universe are themselves conditional on the IPO selection. We compare buy-and-
build to Value Creation IPOs holding the exit channel constant, but both groups have passed through 
the same IPO-selection filter and therefore reflect the cohort of PE-backed firms whose sponsors chose 
to list publicly under the prevailing market conditions of their respective listing years. 

2.2 The Buy-and-Build Strategy 

Buy-and-build refers to the strategy of acquiring a platform company and pursuing a sequence of add-
on acquisitions during the PE holding period to expand the firm through external growth. Bansraj, Smit, 
and Volosovych (2025) provide the most comprehensive recent treatment of the strategy in the 
European context. They document that buy-and-build accounts for over a third of European PE 
transactions in their sample, indicating that the strategy is now a substantial component of European PE 
deal activity. Their analysis distinguishes horizontal consolidation (acquiring competitors), vertical 
integration (acquiring suppliers or customers), and broader value-chain combinations, and presents a 
decomposition methodology that compares buy-and-build platforms to artificially-replicated portfolios 
of comparable single-firm investments. They argue that the operational synergies generated through 
programmatic acquisition explain a meaningful share of the post-buyout performance gain, 
distinguishing buy-and-build from traditional financial-engineering-driven PE returns. For our analysis, 
the implication is that buy-and-build is now sufficiently prevalent in European PE that it warrants 
treatment as a distinct strategic archetype rather than a residual category, and that the operational-
synergies channel they document constitutes the value source that public-market investors might or 
might not price at IPO. 

Achleitner, Braun, Engel, Figge, and Tappeiner (2010) examine the determinants of value creation in 
European PE buyouts and find that growth-oriented strategies, including but not limited to buy-and-
build, are associated with higher returns relative to pure operational restructuring. Their analysis 
suggests that the value-creation contribution of growth strategies is strongest in mid-market deals where 
add-on acquisitions can deliver scale economies that the original platform lacks. The implication for 
our analysis is that the buy-and-build value-creation channel is conceptually distinct from operational 
restructuring; the two strategies generate returns through different mechanisms (external growth and 
synergy capture for buy-and-build; margin expansion and capital efficiency for Value Creation), which 
justifies the within-PE comparison we construct rather than treating all PE-backed IPOs as a single 
category. 

The pricing of buy-and-build platforms in private-market transactions is examined by Hammer, 
Marcotty-Dehm, Schweizer, and Schwetzler (2022). Studying a sample of 3,399 buyouts between 1997 
and 2020 with proprietary performance data, they find that PE sponsors pay sizable premiums for 
established buy-and-build platforms, with transaction multiples comparable to those paid by strategic 
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acquirers for matched targets. Despite these elevated entry prices, sponsors that successfully execute 
buy-and-build strategies still generate above-average equity returns, driven by both top-line growth and 
multiple expansion. This finding sets up an empirical ambiguity that is central to our analysis. If buy-
and-build platforms are acquired at premium multiples and exited at IPO, do public-market investors at 
the IPO recognise the residual value of the strategy, or have they already absorbed it through the 
premium pricing they observe in the prospectus? The Hammer, Marcotty-Dehm, et al. (2022) result 
implies that buy-and-build sponsors capture meaningful value beyond the entry premium during the 
holding period; whether any residual value is then transferred to public-market investors at the IPO is 
the question our hypothesis tests address directly. 

Hammer, Hinrichs, and Schweizer (2022) shift the analytical focus to acquisition execution. They 
compare PE-backed acquirers to non-PE-backed acquirers and document that the so-called PE parenting 
advantage in M&A operates as a generic firm-level capability rather than as a deal-specific 
differentiator. PE sponsors bring repeatable processes for screening, valuing, and integrating add-on 
targets that benefit every acquisition the platform makes. This finding has direct relevance to the 
categorical-versus-gradient test introduced in Section 1.2. If the parenting advantage is generic, the 
market should price it as a binary firm-level capability rather than scaling its valuation to the number 
of add-ons executed. 

Hammer, Knauer, Pflücke, and Schwetzler (2017) examine the timing of operational synergies in buy-
and-build strategies and document that integration cycles typically extend three to five years post-
acquisition. Cost synergies tend to materialise faster than revenue synergies, with cost rationalisation 
visible in the first 18 to 24 months and revenue synergies emerging more gradually. This timing has 
implications for our two-year operational outcome window in H3. A null operational result over this 
window is consistent with synergies that have not yet had time to materialise, rather than evidence that 
no synergies exist. 

The broader M&A literature provides additional context on the integration challenges of acquisition-
driven growth. Trautwein (1990) catalogues the theoretical motives for mergers, ranging from synergy 
realisation to managerial empire-building, and notes that the empirical evidence on whether acquisitions 
create value is mixed. Homburg and Bucerius (2006) examine the role of integration speed in 
determining post-acquisition performance. They find that fast integration enhances performance when 
the acquirer and target are externally related (with similar customer bases or market positions) but 
reduces performance when they are internally related (with similar resources or processes). Andrade, 
Mitchell, and Stafford (2001) review three decades of M&A evidence and document that acquirers, on 
average, earn approximately zero or modestly negative announcement returns, with target shareholders 
capturing the bulk of any synergies. The findings collectively suggest that the success of a buy-and-
build strategy depends not only on the number of add-ons executed but also on the strategic relatedness 
of the targets, the speed of post-acquisition integration, and the negotiated split of value between 
platform and target shareholders. 

Buy-and-build also exposes the platform to specific risks that the synergy-and-scale narrative tends to 
obscure. The most direct concern is overpayment: serial acquirers may create reported growth while 
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transferring much of the acquisition surplus to target shareholders. A literature on serial acquirers, 
distinct from the single-deal M&A literature, examines the systematic patterns associated with frequent 
acquisition activity. Fuller, Netter, and Stegemoller (2002) examine 3,135 acquisitions made by 539 
firms over 1990–2000 and document that serial acquirers experience declining acquisition returns over 
a programme of deals, consistent with diminishing-returns dynamics in target selection. Klasa and 
Stegemoller (2007) study 6,141 acquisition programmes between 1980 and 2002 and find that 
programmatic acquisition activity tends to cluster in periods of high market valuations, suggesting that 
some acquisition programmes reflect window-of-opportunity timing rather than persistent strategic 
logic. Aktas, de Bodt, and Roll (2009, 2011) examine how learning across a sequence of deals affects 
subsequent performance and document evidence consistent with both rational learning and 
overconfidence as alternative explanations for serial-acquirer behaviour. Harford (2005) shows that 
merger waves cluster in industries where multiple firms simultaneously pursue acquisitions in response 
to the same economic shocks, with elevated overpayment risk in late-wave transactions. 

Beyond return dynamics, programmatic acquisition introduces accounting and disclosure complexity 
that affects how the firm's financials are interpreted at exit. Hayn and Hughes (2006) document that 
goodwill recognised at acquisition is a leading indicator of subsequent impairment, with the predictive 
content concentrated in goodwill arising from acquisitions where the premium over book value was 
largest. Li and Sloan (2017) examine post-acquisition impairment patterns and find that goodwill 
impairments are timed strategically, often delayed beyond the period when the underlying economic 
deterioration first becomes apparent. For buy-and-build platforms preparing for IPO, the cumulative 
goodwill on the balance sheet is mechanically large because the platform's recent transaction history 
has built it up through repeated premium-priced acquisitions. The implication for our analysis is that 
the headline buy-and-build label conveys not only the synergy and capability signals discussed in earlier 
paragraphs but also a balance-sheet structure with elevated goodwill, accounting complexity from 
sequential acquisition integration, and revenue growth that is partly inorganic. A complete reading of 
the buy-and-build IPO premium therefore depends on whether the public market views these features 
as net positive (capability premium) or net negative (overpayment and integration risk). Our empirical 
results, which document a positive short-run premium with no exploitable long-run alpha, are consistent 
with the public market pricing these features as approximately offsetting, with the net premium 
reflecting a modest residual capability signal. 

These threads converge on a central question for empirical work on buy-and-build. Does the strategy 
generate persistent value beyond the entry premium that sponsors pay for buy-and-build platforms, and 
if so, how is that value distributed between sponsor and public-market investor at the point of exit? 
Existing work has focused predominantly on the private-market period. The post-IPO question, which 
sits at the heart of this thesis, has received less direct attention. 

2.3 PE-Backed IPOs and Post-Listing Performance 

A substantial literature compares the post-IPO performance of PE-backed firms to non-PE-backed 
firms. The findings are mixed but lean toward modest outperformance. 
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One mechanism through which sponsor backing affects post-IPO performance is certification. 
Megginson and Weiss (1991) develop and test the certification hypothesis in the context of venture-
capital-backed IPOs, arguing that financial sponsors function as third-party certifiers whose reputation 
provides credible information about firm quality at the offering. They document that VC-backed IPOs 
exhibit lower underpricing, attract higher-quality underwriters, and elicit greater institutional investor 
participation than otherwise comparable non-VC-backed IPOs. The certification mechanism is 
straightforward in their framework: the sponsor's reputational capital is at stake at every IPO, and 
sponsors that bring weak firms to market suffer credibility losses that compound across future offerings. 
The mechanism transfers naturally from venture capital to private equity, where the reputational stakes 
are arguably larger given the longer holding periods, the greater capital deployed per deal, and the 
repeated-game structure of the PE-LP relationship. For our analysis, the Megginson-Weiss certification 
effect is what would be present in any PE-backed IPO regardless of strategy. Our within-PE design 
holds this baseline certification effect constant by comparing buy-and-build to Value Creation IPOs, 
both of which carry the sponsor's reputational backing. Any premium we document is over and above 
the baseline PE certification, reflecting the strategy-specific signal rather than sponsor backing per se. 

The certification framework extends beyond the sponsor itself to other intermediaries that bond their 
reputation to the offering. Booth and Smith (1986) develop the certification hypothesis for underwriters, 
arguing that the underwriter's reputation serves as a credible signal of firm quality because the 
underwriter cannot easily recover from listing low-quality firms. Carter and Manaster (1990) 
operationalise this with an underwriter-prestige ranking and document that issues underwritten by high-
prestige banks exhibit lower underpricing and lower price uncertainty. The framework as a whole, 
sponsor certification (Megginson and Weiss 1991), underwriter certification (Booth and Smith 1986; 
Carter and Manaster 1990), and signalling models of underpricing (Allen and Faulhaber 1989; Welch 
1989), describes how the IPO event aggregates multiple credible signals into a market-clearing offer 
price. 

Strategy signal versus sponsor signal versus quality signal. Within this framework, the buy-and-
build premium we document at IPO admits three competing interpretations that our empirical design 
cannot fully separate. The first is a strategy signal reading: the market identifies the buy-and-build 
playbook as a distinct mode of value creation and prices it categorically, in line with the Hammer, 
Hinrichs, and Schweizer (2022) reading of PE parenting capability as a generic firm-level feature. The 
second is a sponsor signal reading: buy-and-build firms are systematically backed by sponsors with 
stronger M&A track records, and the public market is pricing the sponsor's demonstrated execution 
capability rather than the strategy itself. Sponsors with successful buy-and-build histories self-select 
into buy-and-build platforms, generating a sponsor-quality correlation with the strategy classification. 
The third is a quality signal reading: buy-and-build firms are systematically of higher unobservable 
quality on dimensions our controls do not capture (better management teams, stronger market positions, 
more defensible competitive advantages), and the strategy label is correlated with rather than causally 
tied to the premium. The three readings have different implications for practitioners but generate similar 
reduced-form predictions for our regressions. We discuss the limitations of distinguishing among them 
in §5.5.3, and we note that a richer dataset with sponsor identity and pre-IPO valuation multiples would 
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be required to separate strategy from sponsor and quality channels with confidence. Our headline 
finding, that the premium is robust to a range of firm-level controls and operates categorically rather 
than along a gradient, is consistent with both the strategy-signal and sponsor-signal readings, and less 
consistent with the quality-signal reading, which would more naturally generate a continuous response 
to underlying observable characteristics. 

Cao and Lerner (2009) examine reverse leveraged buyout IPOs in the United States from 1981 to 2003 
and document that reverse LBOs outperform other IPOs and broader market benchmarks over three to 
five years post-listing. They interpret this as evidence that the operational and governance 
improvements implemented during PE ownership persist into the public-market period, providing a 
tailwind to subsequent performance. Their result has been widely cited as evidence in favour of PE-
backed IPOs as an attractive investment class. The implication for our analysis is that the PE-versus-
non-PE outperformance documented in the US sample sets a baseline expectation against which our 
within-PE strategy heterogeneity should be interpreted; if PE-backed IPOs outperform on average, then 
the question of whether buy-and-build outperforms within the PE category is a refinement rather than 
a contradiction of the existing literature. 

Levis (2011) extends the analysis to European PE-backed IPOs and finds similar but more modest 
outperformance. PE-backed IPOs outperform non-PE-backed IPOs by 3 to 7 percentage points over 36-
month horizons, with the magnitude varying by size, country, and IPO year. Levis emphasises that the 
outperformance is larger for venture-capital-backed IPOs than for buyout-backed IPOs, suggesting that 
the value-creation pathway differs across PE sub-strategies. The implication for our analysis is that the 
broad PE-versus-non-PE comparison conceals meaningful heterogeneity in how value is created and 
how it transfers to public-market investors. 

Bergström, Nilsson, and Wahlberg (2006) provide one of the few studies focused specifically on the 
European PE-backed IPO universe with Nordic representation. They find that PE-backed IPOs in their 
sample exhibit higher initial returns and lower long-run abnormal returns than their non-PE-backed 
counterparts, with the long-run differential statistically weak. Their results lie between the strong 
outperformance documented by Cao and Lerner (2009) and more cautious findings in subsequent 
European studies, suggesting that institutional and market-structure differences between Europe and the 
United States may attenuate the PE premium. For our analysis, this Nordic-specific finding is the closest 
direct precedent: a PE-backed IPO premium that emerges in the short window and dissipates over longer 
horizons is precisely the temporal pattern we observe within the PE-backed-only universe, and our 
within-PE comparison can be read as a refinement of their PE-versus-non-PE result that isolates the 
strategy component of the dissipating premium. 

The Cao-Lerner and Levis premium has been challenged on methodological grounds. Phalippou and 
Gottschalg (2009) examine PE fund returns more broadly and document that headline outperformance 
claims are sensitive to fee adjustments, benchmark selection, and survivorship issues. After accounting 
for fees and using carefully matched benchmarks, they find that the average PE fund underperforms the 
S&P 500. While their analysis applies primarily to fund-level rather than firm-level returns, the 
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methodological warnings transfer to PE-backed IPO research. Results depend on benchmark choice, 
return horizon, and treatment of delisted firms. 

Phalippou (2020) extends this critique with an analysis of PE returns over the 2006–2019 period and 
concludes that PE has not outperformed public equity benchmarks, despite industry rhetoric to the 
contrary. He argues that headline PE outperformance reflects timing-of-cash-flow effects rather than 
persistent skill or strategy advantages, and that fee-adjusted PE returns are essentially indistinguishable 
from levered public-market index returns. The implication for our study is methodological caution. Any 
claimed PE-strategy premium needs to be robust to alternative benchmark specifications and inference 
choices. 

Recent work has begun to disaggregate the PE-backed IPO universe by sponsor strategy, but most 
studies still treat PE-backed as a single category and compare to the non-PE-backed IPO universe. 
Within-PE comparisons across strategy types remain rare. Our thesis contributes to this gap by holding 
the exit channel constant (all firms in our sample are PE-backed and exited via IPO) and isolating 
strategy differences during the holding period. 

2.4 IPO Market Dynamics 

Post-IPO performance is shaped by market timing, listing venue, and underpricing dynamics in addition 
to firm-level fundamentals. We summarise the key strands here. 

Helwege and Liang (2004) examine hot and cold IPO markets, defined by the volume and pricing of 
IPO activity relative to historical norms. They document that hot-market IPOs are larger, list at higher 
valuations, and experience more pronounced underperformance over three-to-five-year horizons than 
cold-market IPOs. Their interpretation is that hot markets attract opportunistic listings whose 
fundamentals have not yet justified the elevated entry valuations, leading to subsequent reversion as the 
market re-prices the offerings against more sober comparison sets. The implication for our analysis is 
that the temporal distribution of buy-and-build IPOs in our sample, concentrated post-2015, when 
Nordic IPO activity surged, could be partly capturing a hot-market timing effect rather than a strategy-
specific signal. Our period fixed effects absorb the average market-condition variation across 5-year 
cohorts, and the post-2015 sub-sample analysis (§4.5) allows us to assess whether the buy-and-build 
premium is concentrated in particular IPO-window conditions, but the within-period correlation 
between buy-and-build prevalence and broader IPO-market sentiment is something we flag as a residual 
confounder our design cannot fully resolve. 

Lin, Yu, and Lin (2021) extend the hot-versus-cold analysis with attention to earnings management. 
They find that the long-run underperformance of hot-market IPOs persists after controlling for firm-
specific characteristics and is partially attributable to aggressive earnings management at the time of 
listing. The implication is that IPO timing creates both selection effects (which firms list when) and 
behavioural effects (how those firms manage their financials around the listing), both of which influence 
subsequent performance. 
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Loughran and Ritter (2002) examine the dynamics of IPO underpricing, defined as the gap between the 
offer price and the first-day closing price. Their central question is why issuers do not appear to mind 
leaving money on the table through underpricing. They argue that underpricing reflects partial 
adjustment of offer prices to information revealed during the bookbuilding process, and that the issuers 
most likely to be underpriced are those whose value is most uncertain ex ante. For our analysis, the 
implication is that underpricing should be controlled for as a separate variable from post-listing returns, 
since underpricing reflects offer-to-Day-1 dynamics rather than the post-listing price-discovery 
dynamics our hypotheses concern. Section 3.2.3 includes underpricing as a control variable in our main 
specification. 

Ritter (2003) compares European and US IPO markets and documents that European listings tend to 
involve older, larger firms than US listings, and that European IPO underpricing is on average lower. 
This cross-border heterogeneity suggests that results from US IPO research may not transfer directly to 
European samples. Ritter (2020) provides updated IPO statistics that confirm the persistence of these 
differences and document the post-2015 surge in IPO activity across European exchanges, with PE-
backed listings featuring prominently in the recent growth. The implication for our analysis is that the 
Cao and Lerner (2009) US findings on reverse-LBO outperformance should not be transported 
wholesale to our Nordic sample, and that the Bergström, Nilsson, and Wahlberg (2006) Nordic-specific 
result is the more relevant precedent. Our findings, a positive short-window CAR with null long-run 
BHAR, are consistent with the European pattern Ritter documents, in which the PE certification effect 
appears to be more localised in time than the persistent post-IPO outperformance reported in US 
samples. 

Within the Nordic region specifically, PitchBook Data, Inc. (2025) reports that the Nordic IPO market 
is among the more active in Europe relative to economic size, with Stockholm and Oslo as the dominant 
listing venues. Argentum Asset Management (2024) further documents that PE-backed firms account 
for over 30 percent of new Nordic listings, making the Nordic context a natural setting for studying PE-
backed IPO performance. The market's heterogeneity across Sweden, Norway, Finland, and Denmark, 
combined with shared institutional features such as similar listing rules, comparable equity-market 
structures, and regional accounting harmonisation, provides useful within-region variation while 
preserving a coherent setting for cross-country comparison. 

2.5 Market Efficiency and the Pricing of Investment Strategies 

The framework most directly relevant to our research question is the efficient markets hypothesis. Fama 
(1970) classifies efficiency into three forms based on the information set incorporated into prices. 
Weak-form efficiency requires that prices incorporate past price information. Semi-strong-form 
efficiency requires that prices incorporate all publicly available information. Strong-form efficiency 
requires that prices incorporate even private information. The buy-and-build strategy is publicly 
observable through PitchBook deal logs, IPO prospectuses, and sell-side equity research. Under semi-
strong-form efficiency, publicly observable strategy information should be incorporated into prices by 
the time investors trade in the early aftermarket, leaving no subsequent abnormal returns available to 
public-market investors who buy after listing. We note an important distinction at the outset: a complete 
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test of semi-strong efficiency for the buy-and-build signal would require modelling the offer price itself 
as a function of strategy classification, which is beyond the scope of this thesis. Our empirical tests 
examine post-listing dynamics, which speak to the speed of aftermarket incorporation rather than to the 
level at which the offer price is set. Our findings are most accurately described as evidence on 
aftermarket pricing dynamics, with implications for, but not a direct test of, semi-strong efficiency at 
the offer. 

Fama (1991) refines the framework and reviews evidence on the three forms of efficiency. He 
acknowledges that the empirical literature has documented numerous anomalies suggestive of semi-
strong inefficiency, including post-earnings-announcement drift and IPO long-run underperformance. 
He also emphasises that anomalies are sensitive to methodological choices, particularly benchmark 
selection and statistical inference, and that many disappear under more careful analysis. 

Fama (1998) develops this critique further. He argues that long-run anomalies typically split roughly 
evenly between underreaction and overreaction, suggesting they reflect chance results rather than 
systematic deviations from efficiency. He further argues that the BHAR methodology widely used to 
test long-run efficiency is itself flawed. BHAR estimates suffer from skewness, cross-sectional 
dependence, and bad-model problems that bias inference toward false rejections of efficiency. He 
recommends calendar-time portfolio approaches as more conservative alternatives. 

Mitchell and Stafford (2000) provide a detailed methodological treatment of long-run BHAR 
estimation. Their central finding is that BHAR test statistics are severely biased when events cluster in 
time, since the cross-sectional dependence in returns inflates apparent significance. They show that 
many headline anomalies in the long-run literature dissipate or reverse when proper inference is applied. 
For our analysis, their findings reinforce the methodological caution Fama (1998) urges and motivate 
our reliance on HC1 inference and country-specific benchmark indices designed to minimise bad-model 
bias. 

Ritter (1991) and Loughran and Ritter (1995) document one of the most-cited long-run anomalies in 
IPO research: the long-run underperformance of IPO firms relative to broad-market benchmarks over 
three-to-five-year horizons. Their findings have been extensively debated, with proponents arguing they 
reflect persistent mispricing and critics including Fama (1998) and Mitchell and Stafford (2000) arguing 
they reflect methodological bias. The unresolved nature of this debate shapes how we interpret null 
long-run results in our analysis. A null is more consistent with efficiency than with persistent 
mispricing, but cannot be taken as conclusive evidence of efficiency given the methodological issues 
with long-run BHAR. 

A related strand examines IPO signalling. Allen and Faulhaber (1989) develop a model in which firms 
with favourable private information underprice their IPOs to credibly signal their type to investors, 
expecting to recoup the cost through higher pricing on subsequent equity issues. Welch (1989) develops 
a complementary model in which underpricing serves as an imitation-cost signal that distinguishes high-
quality from low-quality issuers. Both signalling models share the prediction that observable issuer 
choices contain credible information about firm type, which the market processes during the IPO event. 
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For buy-and-build, the relevant signal is not underpricing but the strategy itself. The deal history is 
publicly observable and serves as a credible signal of the platform's identity. The categorical pricing 
pattern documented in Section 4 is consistent with this signalling interpretation. 

2.6 Synthesis 

The literatures reviewed above converge on three main observations relevant to this thesis. 

First, buy-and-build is an increasingly prominent PE strategy in European and Nordic markets, with 
documented evidence of within-private-market value creation but limited prior analysis of public-
market consequences post-IPO. Existing work shows that buy-and-build platforms are acquired at 
premium multiples (Hammer, Marcotty-Dehm, Schweizer, and Schwetzler 2022), that the PE parenting 
advantage in acquisitions operates as a generic capability rather than a deal-specific differentiator 
(Hammer, Hinrichs, and Schweizer 2022), and that integration synergies materialise over multi-year 
horizons (Hammer, Knauer, Pflücke, and Schwetzler 2017). What happens at the public-market handoff 
is less clear from the existing literature. 

Second, the PE-backed IPO performance literature has focused predominantly on the comparison 
between PE-backed and non-PE-backed IPOs, with mixed findings on long-run outperformance (Cao 
and Lerner 2009; Levis 2011; Bergström, Nilsson, and Wahlberg 2006). The methodological cautions 
raised by Phalippou (2020), Phalippou and Gottschalg (2009), Fama (1998), and Mitchell and Stafford 
(2000) suggest that headline outperformance claims should be treated sceptically and tested under 
conservative inference. Within-PE comparisons across strategy types remain rare. Our thesis addresses 
this gap by holding the exit channel constant and comparing buy-and-build to operationally-focused 
PE-backed IPOs. 

Third, the market efficiency framework predicts that publicly observable strategies should be 
incorporated into post-listing prices quickly and with no subsequent exploitable alpha. Buy-and-build 
is observable through PitchBook deal logs, prospectus disclosures, and equity-research coverage. If 
Nordic public markets are semi-strong-form efficient with respect to PE strategy information, our 
hypothesis tests should reveal short-run post-listing pricing but no long-run alpha. This is the expected 
pattern under efficiency in the post-listing window, and a deviation in either direction would be 
informative about aftermarket pricing dynamics in the Nordic IPO market. We are careful throughout 
to distinguish post-listing pricing dynamics, which our analysis directly examines, from full-
information offer-price efficiency, which we do not directly model. 

This thesis sits at the intersection of these literatures. It introduces within-PE strategy heterogeneity into 
the PE-backed IPO literature, extends buy-and-build research into the public-market handoff, and uses 
the setting as a test of how quickly public markets incorporate observable strategy information. The 
empirical question is therefore focused: how do investors price buy-and-build after IPO, and does the 
strategy generate durable abnormal returns? 
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3. Data and Methodology 
This section describes our data sources, sample construction, variable definitions, and empirical 
methodology. Section 3.1 details the construction of the sample. Section 3.2 defines the variables used 
in the analysis. Section 3.3 explains our exclusion criteria and treatment of edge cases. Section 3.4 
describes our currency methodology, and Section 3.5 sets out the empirical specification. 

3.1 Sample Construction 

3.1.1 Population Definition 

Our sample comprises private equity-backed initial public offerings (IPOs) on Nordic stock exchanges 
over the period 2000–2025. We define a PE-backed IPO as a public listing where a financial sponsor, 
defined as a private equity fund, growth equity fund, or buyout fund with control or significant 
influence, was a substantial shareholder at the time of the offering. We include offerings on the main 
markets of Nasdaq Stockholm, Oslo Børs, Nasdaq Helsinki, and Nasdaq Copenhagen, as well as the 
junior markets Nasdaq First North (Sweden, Denmark, Finland) and Euronext Growth Oslo. Iceland is 
included in all descriptive statistics, balance tables, and figures, but is excluded from all regression 
specifications (Tables 4.3, 4.4, 4.5, 4.6) due to insufficient observations (n = 4) for stable country fixed-
effect estimation. The Iceland exclusion is therefore strictly regression-only; it does not affect any 
descriptive statistic reported in the thesis. 

3.1.2 Data Sources 

Our primary data source is PitchBook (S&P Global), from which we identify the universe of PE-backed 
transactions and IPO events, as well as add-on acquisition activity during PE holding periods. We 
supplement PitchBook with the following sources: 

•   Capital IQ (S&P Global) for daily total return indices, IPO offer prices, and pre-IPO firm financials 
including revenue, EBITDA, net debt, total assets, and post-IPO operational time series. 

•   ECB reference rates for currency conversions to EUR at the IPO date. 

•   Nasdaq exchange databases for benchmark indices: OMX Stockholm Gross Index (Sweden), OMX 
Helsinki 25 Gross Index (Finland), OMX Copenhagen 25 Gross Index (Denmark), and OMX 
Iceland Allshare Gross Index. 

•   Oslo Børs database for the Norwegian benchmark index (OSEAX Gross Index). 

•   IPO prospectuses for verification of offer prices, lock-up periods, and pre-IPO shareholder structures, 
particularly for delisted firms with incomplete Capital IQ coverage. 

Where Capital IQ coverage of pre-IPO financials was incomplete, values were extracted manually from 
prospectuses to maintain sample completeness. 

3.1.3 Sample Selection 

We construct our sample through a series of sequential filters, summarised in Table 3.1. We begin with 
a PitchBook screen for PE-backed Nordic IPOs over 2000–2025, yielding an initial pool of 168 firm-
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IPO observations. We then apply six exclusion criteria reflecting our population definition (Section 
3.1.1) and a final data-coverage filter that drops firms with insufficient pre-IPO financials or trading-
history coverage in our source databases. The exclusion criteria below were finalised before any 
regression analysis was performed; firm-level rationales appear in Appendix A. 

Table 3.1: Sample Construction 

Step Description Firms 
1 Initial PitchBook screen: PE-backed Nordic IPOs 2000–2025 168 
2 Less: false positives (firms incorrectly captured by IPO filter) (1) 
3 Less: family office and listed investment holding sponsors (8) 
4 Less: founder/employee-owned at IPO (3) 
5 Less: corporate spin-offs and distressed/workout listings (2) 
6 Less: foundation- or state-controlled entities (3) 
7 Less: US-listed firms (Amer Sports, Olink, Oatly) (3) 
8 Less: insufficient pre-IPO financials or trading-history coverage (8) 
9 Final sample (descriptive analysis) 140 
10 Less: Iceland (insufficient observations for stable fixed-effect estimation) (4) 
11 Descriptive regression sample (used in Table 4.2) 136 
12a Less: missing revenue or negative pre-IPO EBITDA (junior-market firms) (13) 
12b Sub-sample with size and profitability controls 123 
13a Less: missing underpricing data (offer price not in standard form) (3) 
13b Headline regression sample (Table 4.3, column 1) 120 

Notes: Step 9 reports the full sample used in descriptive statistics; Step 13b is the headline regression sample. Iceland (Step 
10) is excluded only from regression analyses, not from descriptive statistics; descriptive tables (Tables 4.1, A.1, B.1) and 
Figures 4.1 and B.1 use the full 140-firm sample, while Table 4.2 uses the 136-firm descriptive regression sample. Steps 12a 
and 13a are the two binding-constraint reductions explained in §3.1.4. Sub-samples used for individual long-horizon BHAR 
regressions are subsets of the 120-firm headline sample (cf. §3.3.4). Detailed firm-level exclusion rationales appear in 
Appendix A. 

From 140 to 120: a clean walk-through. After applying the screening filters in Steps 1–8 of Table 
3.1, our final descriptive sample comprises 140 firms across Sweden (79), Norway (28), Finland (18), 
Denmark (11), and Iceland (4). Of these, 63 firms are classified as buy-and-build and 77 firms as Value 
Creation under the intensity-based threshold described in Section 3.2.2. The descriptive analyses in 
Table 4.1 and Figure 4.1 (with the country-by-strategy distribution reported in Figure B.1 of Appendix 
B) all use the full 140-firm descriptive sample, while Table 4.2 uses the 136-firm descriptive regression 
sample (Iceland excluded). The headline regression sample of 120 firms is reached through three 
sequential reductions, each made for an explicit and disclosed reason: 

•   140 → 136 (drop Iceland). The four Icelandic IPOs are excluded from regression analysis because 
the country fixed-effect coefficient cannot be stably estimated with so few observations and the 
design matrix becomes rank-deficient when Iceland is interacted with period dummies. The four 
firms remain in all descriptive statistics (Tables 4.1, 4.2, A.1, B.1), and we disclose Icelandic 
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outcomes alongside the four other countries throughout. The exclusion is regression-only, not 
analysis-wide. 

•   136 → 123 (drop missing revenue or negative pre-IPO EBITDA). Thirteen firms are dropped 
because they lack pre-IPO revenue in our source databases or report negative EBITDA in the last 
completed fiscal year before listing. log(Revenue) is undefined for missing-revenue cases; firms 
with negative pre-IPO EBITDA are excluded from the headline regression because profitability and 
growth measures around zero or negative EBITDA are difficult to interpret in a linear cross-
sectional specification and are not directly comparable to positive-EBITDA PE-backed exits. These 
thirteen firms are predominantly junior-market listings (Nasdaq First North, Euronext Growth Oslo) 
where pre-IPO disclosure standards are less stringent than on the main markets. However, these 
firms are retained in descriptive sample counts where possible. 

•   123 → 120 (drop missing underpricing). Three further firms are dropped because the offer price is 
not disclosed in standard form in the prospectus (placement-style listings without a single offer 
price, or fixed-price offerings with non-standard reporting), preventing computation of the 
underpricing control variable. These three firms cluster on the smaller junior-market venues. We 
retain underpricing as a regression control rather than dropping it because it captures offer-to-first-
close return dynamics that are conceptually distinct from the post-listing CAR window we measure 
(cf. §3.5.1), and excluding it would re-introduce the offer-pop into the residual. 

All sub-samples used for the BHAR specifications in Table 4.3 are subsets of the 120-firm headline 
regression sample, with further firm-level attrition reflecting late-2025 IPOs whose post-listing trading 
history is too short for long-horizon BHAR (cf. §3.3.4). The full per-variable coverage breakdown is 
reported in Appendix E. 

3.1.4 Missingness: Is Attrition Random? 

A natural concern about the 16-firm reduction from 136 to 120 firms is that the binding constraints 
(missing revenue, negative EBITDA, missing underpricing) may not be missing-at-random with respect 
to firm characteristics. We make the underlying disclosure pattern explicit here. 

Junior-market concentration. Of the sixteen firms that fall out of the headline regression sample 
(Iceland-exclusion aside), thirteen are listed on junior markets, Nasdaq First North in Sweden, 
Denmark, and Finland, or Euronext Growth Oslo in Norway. Junior markets in the Nordic region 
operate under lighter pre-IPO disclosure standards than the main markets: pre-IPO income statements 
may be presented in summary form rather than under full IFRS, the offer-price mechanism may use 
placement-style allocations without a single quoted price, and historical financial coverage in 
PitchBook and Capital IQ thins for issuers that came to market via these venues. The three remaining 
firms are main-market listings with one-off disclosure gaps that we were unable to fill from 
prospectuses. 

Direction of bias. The relevant question is whether excluding these firms biases the headline buy-and-
build coefficient. The answer depends on two considerations. First, are dropped firms 
disproportionately buy-and-build or Value Creation? Of the sixteen exclusions, six are buy-and-build 
and ten are Value Creation, broadly matching the 63/77 split in the descriptive sample (chi-squared p = 
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0.71). The exclusions do not lopsidedly remove one strategy group, so the ratio of treatment to control 
is preserved. Second, do junior-market listings perform systematically differently from main-market 
listings on our outcome variable? In Specification (9) of Table 4.6, we re-estimate the headline 
regression on main-market-only firms (excluding First North and Euronext Growth Oslo entirely, N = 
82) and obtain a buy-and-build coefficient of +2.21%, almost identical to the headline +2.10%. This 
indicates that junior-market firms are not systematically different on the outcome of interest, and that 
excluding them reduces sample size without materially shifting the estimated treatment effect. 

Limitation. This is consistent with missing-at-random with respect to the buy-and-build coefficient 
even if the missingness is not random with respect to the firm's listing venue. The two are different 
requirements. We cannot rule out that pre-IPO disclosure quality is itself correlated with unobservable 
firm characteristics that would shift the estimated treatment effect, but the direct test (main-markets-
only robustness, Specification 9) gives no evidence of such a shift. We discuss this limitation again in 
§5.5.1 when evaluating sample-power constraints. 

3.2 Variable Definitions 

We construct three categories of variables: outcome variables measuring post-IPO performance, 
treatment variables capturing the buy-and-build strategy, and control variables capturing pre-IPO 
firm characteristics. All financial level variables denominated in local currency are converted to EUR 
at the IPO-date spot rate from ECB reference rates. Time-series variables, daily returns and operational 
growth rates, are kept in local currency to preserve scale-neutrality; full currency methodology is 
detailed in Section 3.4. 

3.2.1 Outcome Variables 

We measure post-IPO performance using two standard approaches from the IPO literature: cumulative 
abnormal returns (CAR) for short-window event analysis and buy-and-hold abnormal returns (BHAR) 
for medium-horizon analysis. Operational improvement is measured via two-year revenue and EBITDA 
growth. Formal computational definitions are given in Section 3.5.1, where we set out our window 
convention with full precision; the central choice is that CAR and BHAR measure post-listing price 
discovery from the first-day close onward, deliberately excluding the offer-price-to-first-close 
underpricing return, which is treated separately as a control variable. Conceptually, CAR captures the 
price-discovery dynamics in the days immediately following the IPO, while BHAR captures the 
cumulative performance differential against a benchmark over longer holding windows. Both are 
widely used in the IPO returns literature (Ritter, 1991; Loughran and Ritter, 1995; Mitchell and Stafford, 
2000). 

3.2.2 Treatment Variable: Intensity-Based Buy-and-Build Classification 

Our central treatment variable is a binary classification of each firm as buy-and-build or Value 
Creation, constructed using an intensity-normalised definition. Specifically, a firm is classified as 
buy-and-build if it executed at least 0.5 add-on acquisitions per year of holding period: 

BBi = 1   if   (Total Add-onsi / Hold Period in yearsi)  ≥  0.5 
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The rationale for an intensity-based definition rather than a flat add-on threshold is conceptual: buy-
and-build is fundamentally a strategy of programmatic M&A pace, not raw add-on count. A flat ≥2 
cutoff would underweight short-hold buy-and-build campaigns and over-include opportunistic single 
bolt-ons in long-held investments. By normalising add-on count by holding period, our classification 
captures the strategic intensity of inorganic growth, the conceptual essence of buy-and-build, rather 
than mere accumulated count. To illustrate: 

•   A firm held for 4 years with 2 add-ons (0.5 add-ons/year) qualifies as buy-and-build. 

•   A firm held for 8 years with 3 add-ons (0.375 add-ons/year) is classified as Value Creation, despite 
having more total add-ons. 

•   A firm held for 10 years with 5 add-ons (0.5 add-ons/year) qualifies as buy-and-build. 

Our 0.5 add-ons-per-year cutoff represents a defensible middle ground: lower thresholds (e.g. 0.25/year) 
would classify firms with one bolt-on in 4 years as buy-and-build, blurring the strategic distinction; 
higher thresholds (e.g. 1.0/year) would restrict the buy-and-build class to only the most aggressive 
consolidators, reducing statistical power. The threshold was finalised before regressions were estimated, 
in keeping with our pre-specification protocol (Section 3.5.5). We test sensitivity to a stricter threshold 
in Section 4.5, where Specification (7) of Table 4.6 redefines buy-and-build as requiring ≥5 add-ons in 
absolute terms; we discuss the implications of that comparison in the same section. The headline 
classification yields 63 buy-and-build firms and 77 Value Creation firms in our regression sample. 

We also use the underlying continuous count variable, Total Add-ons, in alternative specifications to 
test whether market reactions scale with execution intensity rather than operating purely as a categorical 
strategy classification. Section 3.5.2 lays out both specifications; the conceptual distinction between the 
binary and intensity tests is central to the interpretation we develop in Section 4.3. 

3.2.3 Control Variables 

Pre-IPO firm characteristics are constructed from the last completed fiscal year before the IPO date 
to ensure all controls reflect the firm's state at the time of public-market entry, avoiding any look-ahead 
bias. We include: 

•   log(Revenue): natural log of total revenue in EUR, controlling for firm size. 

•   EBITDA margin: EBITDA divided by revenue, controlling for profitability. 

•   Leverage: net debt divided by total assets, controlling for capital structure. 

•   Underpricing: (Day 1 closing price ÷ offer price) − 1, controlling for IPO mispricing as a separate 
channel from post-listing price discovery. 

•   Deal-source dummies: primary buyout (founder/family seller), secondary buyout (PE-to-PE), carve-
out (corporate parent seller), and take-private (delisted from another exchange). 

We also include country fixed effects (4 dummies for SE, NO, FI, DK with SE as baseline) to absorb 
cross-country differences in market structure, and 5-year period fixed effects (2000–04, 2005–09, 
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2010–14, 2015–19, 2020–24, 2025) to absorb time-varying market conditions including the global 
financial crisis, the post-2014 Nordic IPO surge, and the COVID-19 IPO boom. 

Why no industry fixed effects? We deliberately omit industry fixed effects from the headline 
specification. The reasoning is partly empirical and partly conceptual. Empirically, the omnibus chi-
squared test of strategy-by-industry independence reported in Appendix B does not reject (p = 0.430): 
the cross-sectional industry composition of buy-and-build and Value Creation IPOs is not materially 
different at conventional thresholds, so industry mix is unlikely to be a meaningful confounder of the 
estimated treatment effect. The sector composition of our sample is also broadly coherent with the sector 
composition of the Nordic benchmark indices against which we compute abnormal returns, so market-
wide sector co-movement is netted out at the benchmarking stage rather than absorbed by an explicit 
sector dummy; adding industry fixed effects on top of this would absorb variation that the abnormal-
return calculation has already differenced out. Conceptually, the Industrials concentration documented 
in our descriptive analysis (39.7% of buy-and-build firms versus 23.4% of Value Creation firms; chi-
squared p = 0.037) is itself part of the buy-and-build phenomenon, the strategy is more naturally 
executed in fragmented industrial mid-markets where consolidatable sub-segments offer cost synergies 
(Achleitner et al. 2010; Bansraj, Smit, and Volosovych 2025). Treating Industrials as a confound rather 
than as a constituent feature of the strategy would absorb part of what the buy-and-build coefficient is 
meant to identify. Finally, the headline regression already includes country, 5-year-period, and deal-
source fixed effects on a 120-firm sample; adding nine industry dummies would push the regressor 
count toward the limit at which finite-sample inference becomes unreliable. We test sensitivity to this 
choice by reporting industry-by-strategy descriptive splits in Table B.1 of Appendix B. Future work 
with larger samples could profitably add industry FE as a tier-1 robustness check; we flag this in §5.5.1. 

Two leverage measures, one regression control. We construct two leverage measures from pre-IPO 
financials: Leverage (Net debt ÷ Total assets), and Net debt / EBITDA. The headline regression and all 
robustness specifications use Leverage as the capital-structure control. We retain Net debt / EBITDA as 
a descriptive variable in Table 4.1 because it is the leverage convention practitioners typically reference 
when describing a PE-backed firm's debt position at exit, and reporting both ratios is informative about 
the cross-sectional comparability of the two strategy groups. We do not use both ratios as simultaneous 
regressors because they are mechanically correlated (both built from net debt as the numerator), and 
including both would inflate the standard errors on each. The two ratios are conceptually distinct: 
Leverage normalises by balance-sheet scale, Net debt / EBITDA by cash-flow capacity. For the cross-
sectional regression they convey overlapping information about capital structure. 

Implication for sample attrition. Because Net debt / EBITDA is not in the regression, missingness in 
this variable does not by itself drop firms from the headline sample. As walked through in Section 3.1.3, 
the 16-firm reduction from the 136-firm descriptive regression sample to the 120-firm headline 
regression sample is driven by missing revenue or negative pre-IPO EBITDA (which together affect 
log(Revenue) and EBITDA margin and remove 13 firms at Step 12a of Table 3.1) and missing offer-
price disclosure for the underpricing control (3 firms at Step 13a). Leverage itself, the regression 
control, is not the binding constraint: where firms have revenue and positive EBITDA, balance-sheet 
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disclosure tends to follow. Net debt / EBITDA is missing for 13 firms in the 140-firm descriptive sample 
(cf. Appendix E), reflecting the same underlying junior-market disclosure gaps, but its missingness is 
consequential rather than causal for sample size. 

The full set of variable definitions, including outcome, treatment, and control variables, is reported in 
Table E.2 of Appendix E. 

3.3 Exclusion Criteria and Treatment Rules 

Our sample construction relies on a series of methodological judgments regarding which firms qualify 
as "PE-backed IPOs" and how to handle edge cases. These decisions were made before regression 
analysis. 

3.3.1 Sponsor Type Exclusions 

We restrict our sample to firms with traditional PE sponsor structures at IPO. We exclude 20 firms 
(Steps 2–7 of Table 3.1) with non-traditional ownership at the time of listing, classified into the 
following archetypes: 

•   Family offices (e.g. Ferd, Canica, Goldschmidt): long-term industrial holdings rather than time-
bounded fund structures. 

•   Listed investment holdings (e.g. M2 Holding, Latour): different exit dynamics than fund-driven IPOs. 

•   Foundations (e.g. Augustinus + Obel for Scandinavian Tobacco): non-profit ownership with non-
financial objectives. 

•   Bondholder-driven workouts (e.g. Norske Skog): distressed restructuring rather than PE buyout. 

•   Employee/management-owned at IPO (e.g. ECIT): partnership structure with no PE sponsor. 

•   Corporate spin-offs (e.g. Tobii Dynavox via Lex Asea distribution): no primary capital raised, no PE 
involvement. 

•   State-controlled (e.g. GRK Infra): not a PE-backed transaction. 

These exclusions ensure that our treatment variable, buy-and-build intensity during the PE holding 
period, is not contaminated by M&A activity driven by non-PE strategic logic, such as family-office 
consolidation strategies or corporate restructuring decisions. 

3.3.2 Treatment of Re-IPOs 

Eight firms in our sample previously listed and were taken private before re-listing under PE ownership: 
EVRY, Link Mobility, AcadeMedia, Capio, Munters, Nordnet, Medicover, and Crayon Group. We treat 
each re-IPO as a standalone observation, since the PE-sponsored value-creation strategy executed 
during the (private) holding period is what our analysis measures. We test sensitivity by excluding re-
IPOs in robustness checks (Section 4.5, Specification (2) of Table 4.6). 

3.3.3 Post-IPO Take-Privates 
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Several firms in our sample were subsequently taken private within our return-measurement window. 
For these firms, BHAR is computed up to the last trading day before delisting, and we flag the 
observation with a truncation indicator. This avoids dropping non-randomly missing observations: well-
performing firms are more likely to attract take-private bids, so dropping them would bias the sample 
toward poor performers and underestimate the abnormal-return effects we seek to measure. The 
treatment retains information from delisted firms while preserving sensitivity flags for diagnostic 
checks. 

Does the last trading price reflect the acquisition premium? A sharper version of this question is 
worth engaging directly: if a firm is taken private during the BHAR window, does our truncated BHAR 
fully capture the value the public-market investor would have realised? In Nordic take-privates, the 
standard sequence is announcement of a tender offer at a stated premium to the last unaffected trading 
price, followed by a public bid period during which the share price typically converges to the offer price 
within one to three trading days. By the time the firm is delisted, the offer premium has been 
incorporated into the trading price; our last-trading-day compounding therefore captures the acquisition 
premium in the great majority of cases. Two qualifications apply. First, in cases where the bid is 
contested or where competing bids drive the final consideration above the announcement-day offer, the 
last-trading-day price may modestly under-state realised value; we do not adjust for this and the 
resulting bias is toward zero. Second, in the rare cases where a firm is delisted via a court-supervised 
squeeze-out at the offer price after the bid period, the last trading price is the squeeze-out price by 
construction. We have not identified contested or court-driven cases in our sample that would materially 
affect the headline estimates, but we acknowledge that in any individual firm-level case the last trading 
price is a slightly conservative measure of value that the public investor could have realised. 

3.3.4 Late-2025 IPOs 

Four firms in our sample listed in late 2025 (Asker Healthcare, Terranor, NOBA Bank Group, Framery), 
preventing computation of long-horizon BHAR within the data window. These observations are 
retained for short-window CAR analyses but excluded from BHAR specifications at horizons exceeding 
their available trading history; the resulting sub-sample N is reported alongside each estimate in Table 
4.3. 

3.3.5 Borderline Sponsor Classifications 

Twelve firms in our sample have sponsor structures at the boundary of our PE definition, for example, 
hybrid family-office / PE vehicles, or PE-backed firms where the sponsor's stake fell below 
conventional control thresholds before the IPO. We retain these firms in the headline sample but flag 
them with a borderline sponsor indicator. Specification (2) of Table 4.6 reports the headline result with 
both borderline firms and re-IPOs excluded as a robustness check; the resulting clean sub-sample of 
121 firms (105 in the headline regression after Iceland exclusion and missing controls) shows a stronger 
short-run premium, indicating that borderline classifications, if anything, attenuate rather than drive the 
headline result. 
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3.4 Currency Methodology 

Our sample spans five Nordic countries with four distinct currencies (SEK for Sweden, NOK for 
Norway, DKK for Denmark, EUR for Finland, and ISK for Iceland). We adopt a mixed currency 
approach that minimises FX-induced noise in returns while maintaining cross-firm comparability in 
level variables. 

The fundamental principle is that abnormal-return measures cancel currency effects by 
construction: a firm's local-currency return is compared against its country-specific local-currency 
benchmark, so any FX movement affects both sides equally. Forcing returns into a common currency 
would introduce spurious FX volatility into the dependent variable, weakening statistical power. 
Conversely, level variables used as cross-sectional controls require a common currency for coefficient 
interpretation across firms operating in different currency areas. 

Table 3.2: Currency Treatment by Variable Type 

Variable Type Currency Rationale 

CAR, BHAR, daily returns Local currency Abnormal return = firm − benchmark; same-currency 
comparison eliminates FX noise by construction 

Benchmark indices Local currency Country-specific indices (OMXSGI, OSEAX, 
OMXH25GI, OMXC25GI) matched to firm currency 

Operational growth 
(revenue, EBITDA) Local currency Growth rates are scale-neutral within currency; 

conversion would introduce spurious FX effects 
EBITDA margin, leverage 
ratios Currency-neutral Dimensionless ratios 

IPO proceeds, market 
capitalisation 

EUR @ IPO-date 
spot Cross-firm comparability requires common currency 

Pre-IPO levels (revenue, 
EBITDA, total assets) 

EUR @ IPO-date 
spot 

Common currency for cross-sectional regression 
interpretation 

Add-on transaction values EUR @ deal-date 
spot Aggregated to disclosed transaction value in EUR 

This mixed approach follows the convention in Bergström, Nilsson, and Wahlberg (2006) for European 
PE-IPO studies, where abnormal-return measurement is conducted in local currency and cross-firm 
level variables are converted to a common currency. The approach is also a logical consequence of how 
abnormal returns are constructed: if both firm return and benchmark index return are denominated in 
the same currency, the cross-currency component cancels by construction, and forcing a common 
currency on the return series would only reintroduce FX noise into the dependent variable. All foreign-
exchange conversions for level variables use ECB reference rates at the relevant date. 

3.5 Empirical Methodology 

3.5.1 Return Measurement 

We measure post-IPO abnormal returns using two standard event-study approaches from the IPO 
literature. 
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Cumulative abnormal returns (CAR) over event window [0, T] are computed as: 

CARi [0, T]  =  ∑t=1
T  ( ri,t − rm,t )                                                                                                              

(1) 

Window convention. This is the central definitional choice of the analysis, and we set it out with full 
precision because the literature uses two conflicting conventions and they differ materially in what they 
measure. We define Day 0 as the first trading day post-IPO and ri,t as the close-to-close log return of 
firm i from end of trading day t − 1 to end of trading day t. The summation runs from t = 1 (the close-
to-close return between Day 0 and Day 1) through t = T. For the [0, 2] window this means: first close-
to-close return (Day 0 close → Day 1 close) plus second close-to-close return (Day 1 close → Day 2 
close), i.e. two trading-day returns spanning three trading days. For the [0, 10] window this is ten 
trading-day returns spanning eleven trading days. 

What the window does and does not include. The offer-price-to-Day-0-close return, conventionally 
referred to as the IPO pop or first-day underpricing, is excluded from CAR by construction. Day 0 is 
the first trading day post-IPO; the close on Day 0 is the starting price for our CAR window, not its 
endpoint. Mechanically, ri,1 is the close-to-close return between the Day 0 close and the Day 1 close, 
neither of which is the offer price. This convention deviates from the original Ritter (1991) treatment, 
in which Day 0 is the first trading day and ri,0 is sometimes computed against the offer price; we adopt 
the post-listing convention because our hypothesis tests concern the public-market price-discovery 
dynamic above and beyond the offer-to-listing transition, and underpricing itself is included as a 
separate control variable rather than absorbed into the dependent variable. 

Equivalent statement. CAR[0, 2] is the cumulative abnormal return from the close of the first trading 
day to the close of the third trading day, excluding the offer-price-to-first-close return. CAR[0, 10] 
extends the same window through the close of the eleventh trading day. The bracket notation [0, T] 
refers to the indexing of the trading days, not to the count of returns: there are T returns over the [0, T] 
window because each return is associated with the trading day at its endpoint. The convention choice, 
whether to include or exclude the offer-to-first-close return in the dependent variable, is partially 
absorbed by our inclusion of underpricing as a separate control variable in every regression specification 
(cf. §3.2.3 and Tables 4.3, 4.5, 4.6). Mechanically, including the offer-to-first-close return in CAR 
would shift its mean by approximately the average underpricing in the sample, but the buy-and-build 
coefficient, the residual variation after partialling out underpricing, is invariant in expectation to this 
shift. We adopt the post-listing convention because it isolates the price-discovery dynamic that our 
hypothesis tests are designed to measure, leaving offer-to-first-close pricing dynamics to the 
underpricing control. 

Buy-and-hold abnormal returns (BHAR) at horizon h are computed as: 

BHARi [0, h]  =  ∏t=1
h (1 + ri,t)  −  ∏t=1

h (1 + rm,t)                                                                                       
(2) 
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i.e. the difference between the compounded firm return and the compounded benchmark return over the 
holding window, with the same close-to-close return convention as for CAR. The compounding starts 
from t = 1 (the Day 0 close-to-Day 1 close return), so BHAR also excludes the offer-price-to-Day-0-
close underpricing return. We compute BHAR at 6, 12, and 24-month horizons, following Ritter (1991) 
and Loughran and Ritter (1995). Both firm and benchmark return series are total-return (dividend-
reinvested) variants; using a price-only benchmark against a dividend-adjusted firm return would 
systematically inflate abnormal returns by the average dividend yield. 

We acknowledge that BHAR is not the only candidate methodology for long-horizon abnormal returns. 
Calendar-time portfolio analysis, advocated by Fama (1998) and Mitchell and Stafford (2000), 
constructs monthly portfolios of all firms within their event window and regresses portfolio excess 
returns on standard risk factors such as the Carhart (1997) four-factor model. The calendar-time 
approach has well-documented advantages: it accounts for cross-sectional dependence in returns when 
events cluster in time, it produces test statistics with better small-sample properties, and it does not 
require strong distributional assumptions about long-horizon abnormal returns. We use BHAR for two 
practical reasons. First, our headline H1 hypothesis concerns short-window CAR rather than long-
horizon performance, and BHAR pairs naturally with CAR in the same firm-level cross-sectional 
framework, allowing us to estimate the same model specification across all return horizons. Second, 
our sample of 140 firms over 25 years would produce monthly portfolios with a median size of 8 to 12 
firms, which is at the lower bound of what the calendar-time literature typically uses for stable factor-
model estimation. We treat our long-horizon BHAR results as suggestive rather than definitive: the null 
results at 6, 12, and 24-month horizons are consistent with no exploitable post-listing alpha in the buy-
and-build cell, but a calendar-time portfolio analysis with Carhart 4-factor adjustment would provide a 
more conservative confirmation of the long-run nulls. We flag this as an empirical extension in Section 
5.5. 

For firms taken private or otherwise delisted within the BHAR window, we compound returns up to the 
last available trading day and flag the observation with a truncation indicator. This treatment retains 
information from delisted firms while flagging the truncation for sensitivity analysis. 

3.5.2 Regression Specification 

Our main empirical specification is a cross-sectional OLS regression of post-IPO abnormal returns on 
the buy-and-build treatment variable and pre-IPO controls: 

Yi  =  α  +  β1 · BBi  +  γ′ · Xi  +  δc  +  δp  +  εi 

where: 

•   Yi is the outcome variable (CAR or BHAR) for firm i, 

•   BBi is the binary buy-and-build dummy ( = 1 if Total Add-ons ÷ Hold Period ≥ 0.5), 

•   Xi is a vector of pre-IPO firm controls: log(Revenue), EBITDA margin, leverage, and underpricing, 

•   δc are country fixed effects (4 dummies for SE, NO, FI, DK with SE as baseline), 
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•   δp are 5-year period fixed effects (2000–04, 2005–09, 2010–14, 2015–19, 2020–24, 2025), 

•   εi is the error term. 

The coefficient of interest, β1, captures the average abnormal-return premium for buy-and-build firms 
relative to Value Creation firms, after controlling for firm characteristics and country–time variation. 
We estimate this specification separately for each outcome variable. 

We also estimate an alternative intensity specification that replaces the binary BBi dummy with the 
continuous count of add-on acquisitions, Total Add-onsi. This specification tests whether market 
reactions scale with the intensity of buy-and-build execution, complementing the binary specification's 
test of whether buy-and-build operates as a categorical strategy classification. The two specifications 
test conceptually distinct hypotheses: Specification 1 asks whether the market prices buy-and-build as 
a strategy; Specification 2 asks whether the market rewards more aggressive execution. Section 4.3 
contrasts the two and develops the categorical-versus-gradient interpretation. 

3.5.3 Treatment of Outliers 

Following standard practice in IPO research (Ritter, 1991; Loughran and Ritter, 1995), we winsorise 
all return and growth variables at the 1st and 99th percentiles to mitigate the influence of extreme 
observations on regression coefficients. Winsorisation caps extreme values at the percentile cutoff 
rather than dropping observations, preserving sample size and avoiding selection bias toward the middle 
of the distribution. We test sensitivity to alternative outlier treatments by trimming the top and bottom 
5% of observations in Section 4.5; results are robust across these alternatives. 

3.5.4 Standard Errors and Inference 

Standard errors are computed using the HC1 heteroskedasticity-consistent estimator of White (1980) 
with the conventional finite-sample correction n / (n − k), where n is the number of observations and k 
the number of estimated coefficients including the intercept and fixed effects. The sandwich estimator 
is constructed as: 

VHC1  =  ( n / (n − k) ) · (X′X)−1 X′ diag( e2i ) X (X′X)−1 

where ei are the OLS residuals and X is the design matrix including the intercept, the buy-and-build 
indicator, controls, and country and period fixed effects. HC1 is the appropriate inferential choice in 
cross-sectional IPO data, where heteroskedasticity in residuals is plausible given the wide variation in 
firm size and underpricing across observations. We considered clustering by IPO year and by country, 
but with at most six 5-year periods and four countries with regression observations, both clustering 
approaches are subject to the small-cluster bias documented in Cameron, Gelbach, and Miller (2008). 
Including country and period fixed effects explicitly absorbs the corresponding clustered variance 
components while retaining standard inference. 

In a small number of robustness sub-samples reported in Section 4.5, the design matrix is rank-deficient 
because of country × period combinations with zero observations within the restricted sample. We 
address this via QR decomposition with column pivoting on X: linearly dependent columns are dropped 
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from the sandwich computation, and their standard errors are reported as missing, mirroring fitlm's 
default behaviour. The coefficient on the buy-and-build dummy is unaffected by this adjustment in any 
specification reported. 

3.5.5 Pre-Specification of Variables and Specifications 

All control variables, fixed effects, outcome variables, and main specifications were determined ex ante 
based on the existing IPO and private equity literature, prior to viewing regression output. Our buy-
and-build classification threshold (0.5 add-ons per holding year) was finalised before regressions were 
estimated. The robustness checks reported in Section 4.5, including drop-one-country exclusions, the 
alternative ≥5 add-on threshold, the period split at 2015, the 5/95% trimming exercise, and the main-
list-only restriction, were also pre-specified rather than chosen post-hoc based on results. The sequence 
of estimation, robustness, and write-up reflects this pre-specification: we estimated the headline 
specification first, then the pre-committed robustness battery in fixed order, with no specification 
searching after the headline. 
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4. Empirical Results 
This section presents the empirical results. Section 4.1 reports descriptive statistics by strategy. Section 
4.2 reports a univariate comparison of outcome variables. Section 4.3 presents the main regression 
results, including the categorical-versus-gradient comparison central to our interpretation. Section 4.4 
reports the operational improvement test. Section 4.5 reports the pre-specified robustness battery, and 
Section 4.6 summarises. 

4.1 Descriptive Statistics 

Table 4.1 reports descriptive statistics by strategy for the 140-firm descriptive sample (63 buy-and-
build, 77 Value Creation). The two groups are broadly balanced on country composition, pre-IPO firm 
characteristics, and holding-period length. Two descriptive differences are worth flagging. 

First, in period composition: 17.5% of buy-and-build firms listed before 2015 versus 33.8% of Value 
Creation firms (p = 0.029), reflecting the post-2015 surge in buy-and-build prevalence documented by 
Bansraj, Smit, and Volosovych (2025) for European PE more broadly. We return to this temporal 
pattern in the robustness analysis (Section 4.5) and in the discussion of strategy diffusion (Section 
5.2.3). 

Second, in industry composition: Industrials accounts for 39.7% of buy-and-build firms versus 23.4% 
of Value Creation firms (p = 0.037), the only single-cell deviation that crosses conventional significance 
under chi-squared testing. The eight remaining industries are individually balanced (p > 0.15 in each), 
and the omnibus test of strategy-by-industry independence does not reject (p = 0.430). The Industrials 
concentration is the intuitive one. Industrial mid-markets are fragmented, contain consolidatable sub-
segments, and admit cost synergies of the kind that buy-and-build platforms are designed to capture, 
which is why Achleitner, Braun, Engel, Figge, and Tappeiner (2010) and Bansraj, Smit, and 
Volosovych (2025) both identify Industrials as the prototypical buy-and-build setting in European PE. 
We treat the Industrials concentration as a feature of the buy-and-build strategy rather than as a 
confounding background factor: it is part of what "buy-and-build" means empirically. 

Beyond these two differences, the two groups are statistically indistinguishable. This balance is 
reassuring for our regression design: the headline coefficient on the buy-and-build indicator is unlikely 
to be confounded by gross differences in observable pre-IPO characteristics, and the controls in Table 
4.3 absorb the period and country dimensions explicitly. 
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Table 4.1: Descriptive Statistics by Strategy 

Variable Buy-and-build Value Creation Difference p-value 

Sample composition     

N firms 63 77 — — 

% of sample 45.0% 55.0% — — 

Country (% of strategy 
group)     

  Sweden 58.7% 54.5% +4.2pp 0.62 

  Norway 19.0% 20.8% −1.8pp 0.79 

  Finland 12.7% 13.0% −0.3pp 0.96 

  Denmark 7.9% 7.8% +0.1pp 0.98 

  Iceland 1.6% 3.9% −2.3pp 0.41 

Period (% of strategy group)     

  2000–2014 17.5% 33.8% −16.3pp 0.029** 

  2015–2019 42.9% 36.4% +6.5pp 0.435 

  2020–2025 39.7% 29.9% +9.8pp 0.220 

Industry (% of strategy 
group)     

  Industrials 39.7% 23.4% +16.3pp 0.037** 

  Consumer discretionary 27.0% 33.8% −6.8pp 0.387 

  Information technology 9.5% 13.0% −3.5pp 0.522 

  Health care 11.1% 6.5% +4.6pp 0.332 

  Financials 4.8% 7.8% −3.0pp 0.467 

  Communication services 1.6% 6.5% −4.9pp 0.154 

  Energy 1.6% 3.9% −2.3pp 0.415 

  Consumer staples 3.2% 2.6% +0.6pp 0.838 

  Materials 1.6% 2.6% −1.0pp 0.681 

  Omnibus χ² (df = 8) — — χ² = 8.04 0.430 

Pre-IPO firm 
characteristics (medians)     

  Revenue (EUR m) 182 143 +39 0.31 

  EBITDA margin 12.4% 13.1% −0.7pp 0.68 

  Leverage (Net debt / Total 
assets) 0.34 0.31 +0.03 0.42 

  Net debt / EBITDA 3.2× 2.8× +0.4× 0.27 

Holding-period and add-on 
activity     

  Hold period (years, 
median) 5.4 5.1 +0.3 0.18 

  Total add-ons (median) 4 0 — — 

  Add-ons per year (median) 0.83 0.00 — — 

Notes: Descriptive sample of 140 firms (Step 9 of Table 3.1). Pre-IPO characteristics from the last completed fiscal year before 
listing. Hold period and add-on activity drawn from PitchBook deal logs. Industry classification follows PitchBook's GICS-
mapped sector taxonomy. p-values from two-sample t-tests for continuous variables and 2×2 chi-squared tests of independence 
for categorical splits, except the final industry row, which reports the omnibus 9-category chi-squared test of strategy-by-
industry independence. *, **, *** denote significance at 10%, 5%, and 1% levels. 
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Figure 4.1: Annual Distribution of Sample IPOs by Strategy 

 
Notes: Annual count of sample IPOs by strategy. Stacked bars; Value Creation (lighter) below, buy-and-build (darker) above. 
Vertical dotted line marks the start of the 2015 cohort, after which buy-and-build prevalence rises sharply. Total N = 140 (63 
buy-and-build, 77 Value Creation). 

4.2 Univariate Comparison 

Table 4.2 reports unconditional means of the outcome variables for the 136-firm descriptive regression 
sample (excluding Iceland). At the short window, buy-and-build IPOs earn a CAR[0,2] of +2.41% 
versus +0.04% for Value Creation IPOs, a gross difference of 2.37 percentage points significant at the 
5% level. The CAR[0,10] difference attenuates and is not statistically distinguishable. At the BHAR 
horizons, the strategy difference is small in magnitude and not statistically significant at any horizon. 
Two-year operational growth is examined in regression form in §4.4 (Table 4.5) rather than as a 
univariate panel here, because the operational growth measures depend more sensitively on the size and 
profitability controls than the abnormal-return measures do, and a multivariate test is the more 
appropriate framing. 

Table 4.2: Univariate Comparison of Outcomes by Strategy 
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Outcome Buy-and-build Value 
Creation Difference p-value 

Panel A: Short-window 
cumulative abnormal 
returns (means, %) 

    

CAR [0, 2] +2.41% +0.04% +2.37pp 0.024** 
CAR [0, 10] +1.86% +0.32% +1.54pp 0.166 
Panel B: Long-horizon 
buy-and-hold abnormal 
returns (means, %) 

    

BHAR 6m +1.92% +3.18% −1.26pp 0.71 
BHAR 12m −4.35% −2.18% −2.17pp 0.62 
BHAR 24m −9.81% −7.04% −2.77pp 0.58 

Notes: Means by strategy group. Sample size N = 136 for short-window CAR; smaller for longer horizons due to the four late-
2025 IPOs (cf. §3.3.4). p-values from two-sample t-tests; *, **, *** denote significance at 10%, 5%, and 1% levels. Two-year 
operational growth (revenue, EBITDA) is reported in regression form in Table 4.5. 

4.3 Main Regression Results 

Table 4.3 reports the main regression results. Column (1) is the headline specification: a cross-sectional 
OLS regression of CAR[0,2] on the buy-and-build indicator, pre-IPO controls, and country, period, and 
deal-source fixed effects. The buy-and-build coefficient is +2.10 percentage points, statistically 
significant at the 5% level. The point estimate corresponds to roughly half the unconditional cross-
sectional standard deviation of CAR[0,2] in our sample, an economically meaningful magnitude in 
cross-sectional IPO-return terms. The remaining columns extend the same specification to longer 
horizons (CAR[0,10], BHAR 6m, 12m, 24m). The coefficient on buy-and-build attenuates moving from 
CAR[0,2] to CAR[0,10] (+1.48%, not significant at conventional thresholds) and turns negative at the 
BHAR horizons, where the point estimates are economically small and statistically insignificant in 
every column. The headline pricing premium emerges in the short window and does not persist. 

The attenuation between [0,2] and [0,10] is worth a brief comment. Mechanically, a CAR[0,2] 
coefficient of +2.10% and a CAR[0,10] coefficient of +1.48% imply that buy-and-build firms 
underperformed Value Creation firms by roughly 0.6 percentage points over the eight trading days from 
the Day-2 close to the Day-10 close, on the order of 8 basis points per trading day. This is mild reversal 
rather than stabilisation. We are careful not to over-read it: the CAR[0,10] coefficient is not statistically 
distinguishable from either zero or the [0,2] headline, so the attenuation is consistent with sampling 
variability around a true constant differential. The point estimates are nevertheless consistent with 
partial reversal between days 3 and 10, which a strict fast-incorporation reading would not predict. We 
flag the pattern here and return to its implications for the efficient-pricing interpretation in §5.2.1. 

The control coefficients have signs broadly consistent with the IPO literature. Underpricing carries a 
positive coefficient on short-window CAR (+3.16% per 100% in underpricing), consistent with 
momentum continuation through the early post-listing period. Leverage carries a small negative 
coefficient, consistent with risk-adjustment pressure on highly levered firms in the days post-listing. 
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log(Revenue) is precisely zero in economic terms, consistent with size effects being absorbed by 
country and period fixed effects rather than residing in pre-IPO scale. EBITDA margin enters positive 
but imprecisely estimated. The R² of 0.182 for the headline specification is consistent with cross-
sectional IPO-return regressions in the literature, where most of the variation in short-window CAR is 
firm-idiosyncratic. 

Table 4.3: Main Regression Results 

 (1) (2) (3) (4) (5) 
Outcome: CAR[0,2] CAR[0,10] BHAR 6m BHAR 12m BHAR 24m 
Buy-and-build 0.0210** 0.0148 −0.0125 −0.0218 −0.0277 
 (0.0083) (0.0114) (0.0339) (0.0445) (0.0498) 
log(Revenue) −0.0013 −0.0009 +0.0028 +0.0042 +0.0061 

 (0.0029) (0.0040) (0.0118) (0.0155) (0.0173) 
EBITDA margin +0.0084 +0.0136 +0.0521 +0.0689 +0.0824 
 (0.0188) (0.0258) (0.0764) (0.1003) (0.1122) 
Leverage −0.0094 −0.0142 −0.0276 −0.0408 −0.0537 

 (0.0137) (0.0188) (0.0556) (0.0731) (0.0817) 
Underpricing +0.0316* +0.0445* −0.0124 −0.0289 −0.0418 

 (0.0184) (0.0252) (0.0747) (0.0981) (0.1097) 

Country FE Yes Yes Yes Yes Yes 
Period FE Yes Yes Yes Yes Yes 
Deal-source FE Yes Yes Yes Yes Yes 
N 120 120 118 116 112 
R² 0.182 0.149 0.094 0.086 0.078 
Adj. R² 0.094 0.058 −0.005 −0.018 −0.034 

Notes: Cross-sectional OLS regressions with HC1 heteroskedasticity-consistent standard errors (in parentheses). Outcome 
variables in column headers. Buy-and-build indicator equals one if Total Add-ons ÷ Hold Period ≥ 0.5. log(Revenue), EBITDA 
margin, leverage, and underpricing are pre-IPO controls measured at the last completed fiscal year before the IPO. Country 
FE = Sweden (omitted), Norway, Finland, Denmark dummies. Period FE = 5-year period dummies (2000–04 omitted). Deal-
source FE = primary buyout (omitted), secondary buyout, carve-out, take-private; deal-source coefficients are uniformly small 
and statistically insignificant in all specifications, and are suppressed from the table for compactness (available on request). 
Sample sizes vary across columns due to data availability for long-horizon BHAR. *, **, *** denote significance at 10%, 5%, 
and 1% levels under HC1 inference. 

Categorical versus gradient pricing 
The categorical-versus-gradient comparison is the substantive heart of the paper. Table 4.4 reports four 
specifications of the headline regression with different parameterisations of the buy-and-build 
treatment: column (1) is the binary indicator (the headline), column (2) replaces it with the continuous 
count of add-ons, column (3) uses add-ons per year of holding period, and column (4) uses a stricter 
binary indicator equal to one for firms with at least five add-ons in absolute terms. 

Table 4.4: Categorical versus Gradient Specification 
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 (1) Binary (2) Continuous (3) Add-ons/yr (4) Heavy 
≥5 

Outcome: CAR[0,2] CAR[0,2] CAR[0,2] CAR[0,2] 
Buy-and-build (binary) 0.0210** — — — 

 (0.0083)    
Total Add-ons (count) — +0.0024 — — 

  (0.0018)   
Add-ons per year — — +0.0089 — 

   (0.0117)  
Heavy B&B (≥5 add-ons) — — — +0.0065 

    (0.0074) 

Controls + FE Yes Yes Yes Yes 
N 120 120 120 120 
R² 0.182 0.142 0.139 0.137 

Notes: Outcome variable is CAR[0,2] in all columns. HC1 standard errors in parentheses. All specifications include 
log(Revenue), EBITDA margin, leverage, underpricing, country FE, period FE, and deal-source FE. *, **, *** denote 
significance at 10%, 5%, and 1%. 

Three pieces of descriptive evidence point in the same direction. The continuous add-on count enters 
with coefficient +0.24 percentage points per add-on with HC1 p = 0.18, economically small and 
statistically insignificant. Add-ons per year carries a similar uninformative coefficient. The heavy buy-
and-build cell (≥5 add-ons in absolute terms) returns a coefficient one-third the size of the headline 
(+0.65%) and statistically null. The mid-range buy-and-build firms, those with two to four add-ons 
during a typical 4–6 year holding period, drive the headline result. 

How much weight does this place on a categorical reading? The pattern in Table 4.4 is more 
consistent with a categorical than a linear-intensity response, but a non-significant continuous 
coefficient is not by itself sufficient to reject gradient pricing. Several alternative explanations can 
produce the same surface pattern. First, limited statistical power: with 120 firms and a continuous 
regressor whose distribution carries a long right tail, our power to detect a true linear effect of plausible 
magnitude is modest. Second, skewness in the add-on count: the median buy-and-build firm executes 
four add-ons over the holding period while a small number execute ten or more, so a few high-count 
firms exert disproportionate leverage on the continuous specification. Third, measurement error in add-
on counts: PitchBook coverage of small bolt-on acquisitions thins for transactions that did not separately 
disclose terms or that occurred in the early years of our sample, biasing any continuous coefficient 
toward zero through classical attenuation bias. Fourth, functional-form mis-specification: the true 
relationship between execution intensity and price reaction may be non-linear rather than truly 
categorical; for instance, increasing in add-ons up to some threshold and flat or declining beyond it. 
Each of these channels would attenuate a continuous coefficient that the binary indicator absorbs 
cleanly. We therefore frame the categorical reading as the more consistent of the two interpretations 
our data can speak to, while acknowledging that limited power and measurement error in add-on counts 
prevent a definitive rejection of gradient pricing. We develop this interpretation further in Section 5. 
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What would distinguish the two readings? A larger sample with cleaner add-on coverage would let 
a continuous specification clear the conventional significance threshold even at modest effect sizes; a 
non-parametric specification (binned add-on count, or a flexible spline) would let the data express any 
non-linearity rather than imposing categorical-or-linear as the only choices; and a measurement-error 
adjustment using deal-value-weighted add-on counts (rather than raw counts) would sharpen the 
continuous coefficient if the underlying relationship is gradient. Each of these is feasible in principle 
but beyond what our 120-firm Nordic sample can support; we flag them as priorities for follow-on work 
in §5.5. 

4.4 Operational Improvement Test 

Table 4.5 tests H3 (Operational Improvement) by regressing two-year revenue growth, two-year 
EBITDA growth, and the change in EBITDA margin on the buy-and-build indicator and the headline 
control set. All three coefficients are positive but statistically indistinguishable from zero: revenue 
growth +8.5 percentage points (HC1 p = 0.18); EBITDA growth +12.4pp (p = 0.29); margin change 
+1.1pp (p = 0.54). The estimates are large but imprecise, with 95% confidence intervals of roughly 
[−4pp, +21pp] for revenue growth and [−11pp, +36pp] for EBITDA growth. We cannot reject zero on 
104–108 firms, but the data do not support a confident null either. 

Table 4.5: Operational Improvement Tests 

 (1) Revenue 
growth 

(2) EBITDA 
growth (3) Margin Δ 

Buy-and-build +0.085 +0.124 +0.011 

 (0.064) (0.118) (0.018) 
log(Revenue) −0.018 −0.024 +0.003 
 (0.022) (0.041) (0.006) 
EBITDA margin −0.142 −0.388* — 

 (0.143) (0.224)  
Leverage +0.062 +0.087 −0.014 

 (0.104) (0.175) (0.029) 

Country + Period FE Yes Yes Yes 
N 108 104 104 
R² 0.124 0.151 0.087 

Notes: Outcome variables: column (1) two-year revenue growth ((Revenue at IPO+2y)/(Revenue at last pre-IPO FYE) − 1); 
column (2) two-year EBITDA growth, defined analogously; column (3) two-year change in EBITDA margin 
(EBITDA/Revenue at IPO+2y minus EBITDA/Revenue at last pre-IPO FYE). HC1 standard errors in parentheses. All 
specifications include log(Revenue), EBITDA margin, leverage, country FE, and period FE. *, **, *** denote significance at 
10%, 5%, and 1%. 

Two readings of this null are worth distinguishing. The first is that buy-and-build does not in fact 
generate operational outperformance over the public-market period. The second is that the two-year 
window is too short to observe the operational synergies that Hammer, Knauer, Pflücke, and Schwetzler 
(2017) document materialising over three to five years post-acquisition. Both readings are consistent 
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with our short-run pricing premium combined with null long-run alpha and null operational growth. We 
discuss the implications in Section 5.5. 

It is worth flagging that revenue growth in this sample is mechanically affected by add-on activity that 
occurs immediately before or just after the IPO. If buy-and-build firms continue to acquire in the months 
following listing, the post-IPO revenue growth measured here is partly inorganic. We observe 
nominally positive coefficients but not statistically distinguishable ones, which we interpret as 
consistent with the headline efficient-pricing story rather than as evidence of operational 
outperformance. 

4.5 Robustness 

Table 4.6 presents our pre-specified robustness battery for the headline H1 result. We pre-committed to 
eleven specifications before estimating the headline (cf. Section 3.5.5): the headline itself, drop-
borderline-and-re-IPO, drop-each-country, the heavy buy-and-build threshold (≥5 add-ons), an outlier-
trimming exercise (5/95% trim), a main-list-only restriction (excluding First North and Euronext 
Growth Oslo), and the pre/post-2015 period split. The buy-and-build coefficient is statistically 
significant at the 5% level (HC1 inference) in nine of eleven specifications, with point estimates ranging 
from +1.78% to +2.46%. 

Table 4.6: Pre-Specified Robustness Battery 

Specification B&B coef. HC1 SE N 
(1)  Headline (Table 4.3, col. 1) +0.0210** (0.0083) 120 
(2)  Drop borderline + re-IPO firms +0.0234** (0.0095) 105 
(3)  Drop Sweden +0.0246** (0.0110) 47 
(4)  Drop Norway +0.0198** (0.0085) 97 
(5)  Drop Finland +0.0218** (0.0086) 104 
(6)  Drop Denmark +0.0207** (0.0084) 111 
(7)  Heavy B&B (≥5 add-ons in absolute) +0.0065 (0.0074) 120 
(8)  Outlier trim 5/95% +0.0178** (0.0078) 108 
(9)  Main markets only +0.0221** (0.0095) 82 
(10) Pre-2015 sub-sample +0.0120 (0.0149) 32 
(11) Post-2015 sub-sample +0.0212** (0.0102) 88 

Notes: Coefficient on the buy-and-build indicator with HC1 standard error in parentheses, and regression sample size N. 
Outcome is CAR[0,2] in all rows. Headline specification (row 1) replicates Table 4.3 column (1). Each subsequent 
specification re-estimates the headline with one specified change. Specifications were pre-committed before estimation as 
described in §3.5.5. Specifications (3) (drop Sweden, N = 47) and (10) (pre-2015, N = 32) have sample sizes well below the 
headline regression and should be read as exploratory rather than as standard robustness checks. *, **, *** denote significance 
at 10%, 5%, and 1% under HC1 inference. 

Two specifications fall below the 5% threshold and warrant comment. 

Heavy B&B (Specification 7). Restricting the buy-and-build indicator to firms with at least five add-
ons in absolute terms collapses the headline coefficient to +0.65% with HC1 p = 0.381. As discussed 
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in Section 4.3, this is part of the categorical-versus-gradient finding. The market does not appear to 
reward firms further along the intensity gradient, and the heavy-B&B cell drops below the buy-and-
build label that drives the result. The heavy cell falling below the headline is itself part of the 
categorical-versus-gradient evidence rather than independent grounds for confidence in the headline; 
we discuss the implications in §4.3 and §5.2.2. 

Pre-2015 (Specification 10). Restricting to pre-2015 IPOs leaves a sub-sample of 32 firms, and the 
buy-and-build coefficient falls to +1.20% with HC1 p = 0.42. The post-2015 sub-sample of 88 firms 
returns +2.12% (HC1 p = 0.040), almost identical to the full sample. The pre-2015 estimate is 
statistically underpowered, but the temporal pattern in strategy prevalence, 11 buy-and-build firms in 
2000–2014 versus 27 in 2015–2019 alone (cf. Table 4.1 and Figure 4.1), is too clean to dismiss as small-
sample noise. We interpret this as the post-2015 emergence of buy-and-build as a distinct strategic 
archetype with which Nordic public-market investors developed pattern recognition; we develop the 
interpretation in Section 5.2.3. 

Inference in subsamples 
The pre-2015 and drop-Sweden subsamples have rank-deficient design matrices in some specifications, 
because country × period combinations have zero observations within the restricted sample. Our QR-
pivoting fallback in the HC1 estimator (cf. §3.5.4) drops linearly dependent columns from the sandwich 
computation and reports their standard errors as missing, mirroring fitlm's default behaviour. The buy-
and-build coefficient is unaffected by this adjustment in any specification. Standard errors for affected 
fixed-effect dummies are not reported, but they are not the variable of interest. 

4.6 Summary of Findings 

The pattern of results is consistent across specifications and outcomes. The buy-and-build strategy earns 
a 2.10 percentage-point cumulative abnormal return premium in the first three trading days post-listing, 
statistically significant at the 5% level and robust across nine of eleven pre-specified specifications. The 
premium does not persist at 6, 12, or 24-month horizons. Two-year operational growth does not differ 
between strategies. The pattern is more consistent with a categorical than a linear-intensity response, 
since a continuous add-on count does not predict returns at any horizon, and a stricter heavy-buy-and-
build classification collapses the headline, although limited power and measurement error in add-on 
counts prevent a definitive rejection of gradient pricing. The pattern is concentrated in the post-2015 
era.  
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5. Discussion 
This section discusses the implications of our findings, places them in the context of the existing 
literature, considers practical implications for limited partners, general partners, and public-market 
investors, and addresses the principal limitations of the analysis. Section 6 synthesises and concludes. 

5.1 Synthesis of Findings 

The empirical results point to four main patterns. 

First, buy-and-build IPOs earn a 2.10 percentage-point cumulative abnormal return premium in the first 
three trading days post-listing, statistically significant at the 5% level under HC1 inference and robust 
across nine of eleven pre-specified specifications. The premium emerges within the price-discovery 
window and is not driven by any single country, sub-sample, or borderline classification. 

Second, the premium does not persist at longer horizons. At 6, 12, and 24-month BHAR windows, we 
cannot reject the null of equivalent buy-and-hold returns between buy-and-build and Value Creation 
IPOs. Point estimates are economically small and inconsistent in sign. Holding buy-and-build IPOs 
after the first few trading days yields no measurable alpha. 

Third, two-year revenue and EBITDA growth do not differ significantly between the two groups. The 
short-run premium is not associated with subsequent operational outperformance, ruling out a 
fundamentals-based mechanism through which the premium might be sustained over time. 

Fourth, the pattern is more consistent with a categorical than a linear-intensity response. The 
continuous count of add-ons does not predict returns at any horizon, and a stricter heavy-buy-and-build 
classification (≥5 add-ons in absolute terms) collapses the headline result to statistical insignificance. 
The market appears to react more sharply to the buy-and-build label than to the underlying intensity of 
execution, although limited power and measurement error in add-on counts prevent a definitive 
rejection of gradient pricing. 

Subsidiary finding: the headline effect is concentrated in post-2015 IPOs. Pre-2015 estimates are 
statistically underpowered (N = 32) and small in magnitude (+1.20%, p = 0.42). Post-2015 estimates 
(N = 88) return +2.12% (HC1 p = 0.040), nearly identical to the full-sample result. Buy-and-build 
became more prevalent in Nordic PE during this period, and the categorical pricing pattern emerged in 
tandem. 

5.2 Interpretation 

The holistic picture is one of fast categorical incorporation of buy-and-build information in the IPO 
aftermarket. The Nordic public market identifies buy-and-build as a distinct strategy in the days after 
listing, prices it modestly upward, and treats execution intensity beyond the classification threshold as 
already-incorporated information. The pattern is consistent with semi-strong efficiency in the post-
listing window, although a complete test of semi-strong efficiency would also require modelling the 
offer price itself as a function of strategy classification, which is beyond the scope of this thesis. We 
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unpack this interpretation across three layers, careful throughout to distinguish what our data directly 
support from claims about full-information offer-price efficiency that they do not. 

5.2.1 The Fast-Incorporation Layer 

The most direct reading of our results aligns with fast aftermarket incorporation of the buy-and-build 
signal in the post-listing window. The buy-and-build strategy is publicly observable through PitchBook 
deal logs, IPO prospectus disclosures, and equity-research coverage. Our 2.10% short-run premium 
emerges within three trading days, attenuates modestly between days 3 and 10 (cf. §4.3), and does not 
generate exploitable subsequent alpha at 6, 12, or 24-month horizons. The [0,2]-to-[0,10] attenuation 
sits awkwardly with a strict fast-incorporation reading, which would predict stabilisation rather than 
mild decay; the CAR[0,10] standard error is wide enough that the data cannot distinguish partial reversal 
from sampling noise, and we read the attenuation as a qualifier on the interpretation rather than a 
refutation of it. The market identifies the strategy in the days after listing, prices it modestly upward, 
and shows no systematic drift thereafter. The null long-run results are consistent with the prediction 
that publicly observable information leaves no exploitable post-listing alpha. The null operational 
results are consistent with the prediction that the operational fundamentals expected by the market at 
IPO are not systematically exceeded thereafter. 

We are careful about the inferential boundary between this evidence and stronger claims about market 
efficiency. The pattern of fast aftermarket incorporation followed by a long-run null is consistent with 
semi-strong efficiency in the IPO aftermarket, but it is not a complete test. A full test of semi-strong 
efficiency for buy-and-build would also require modelling the offer price itself as a function of strategy 
classification, testing whether the offer price already reflects the strategy or whether the 2.10pp 
aftermarket premium represents under-incorporation at the offer that the post-listing market then 
corrects. Our analysis cannot distinguish between (a) an offer price that fully prices the strategy with a 
small aftermarket adjustment dynamic, (b) a partially under-priced offer that the market promptly 
corrects in the price-discovery window, or (c) a temporarily over-pricing of one strategy group that the 
market unwinds. All three are consistent with our data. We adopt the language of fast aftermarket 
incorporation throughout to maintain this epistemic care, while noting that under any of the three 
readings the implication for public-market investors with horizons beyond a few trading days is the 
same: there is no exploitable post-listing alpha to be earned from the buy-and-build label. 

This reading is consistent with the methodological cautions raised by Mitchell and Stafford (2000) and 
Fama (1998) regarding long-horizon BHAR inference. They argue that BHAR test statistics are biased 
toward false rejections of efficiency when events cluster in time, and that calendar-time approaches 
yield more conservative inference. Our null long-run results are consistent with no exploitable post-
listing alpha rather than reflecting a methodological failure to detect a true anomaly. The 24-month 
BHAR coefficient of −2.77 percentage points with HC1 p = 0.58 is the kind of small, imprecisely-
estimated estimate that the BHAR critique would predict for a market in which the post-listing window 
contains no systematic drift. 

5.2.2 The Categorical-Signalling Layer 
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The categorical-or-gradient structure of the pricing is the analytical payoff of our paper. The data appear 
more consistent with a market that reacts to the buy-and-build label than with one that prices execution 
intensity along a continuous gradient, although as we note in §4.3 the alternative cannot be definitively 
rejected with a 120-firm sample. Conditional on the categorical reading being correct, the pattern fits 
the IPO signalling literature initiated by Allen and Faulhaber (1989) and Welch (1989), in which 
observable issuer characteristics serve as credible type signals processed by the market during the IPO 
event. For buy-and-build under that reading, the relevant signal is not the count of add-ons but the 
strategy itself: a firm has either deployed a buy-and-build playbook, in which case the signal carries 
information about the sponsor's parenting capability, or it has not, in which case it does not. 

The connection to Hammer, Hinrichs, and Schweizer (2022) is direct under the categorical reading. 
They argue that the so-called PE parenting advantage in M&A operates as a generic firm-level 
capability rather than a deal-specific differentiator. PE sponsors bring repeatable processes for 
screening, valuing, and integrating add-on targets that benefit every acquisition the platform makes. 
Our results are consistent with this interpretation: the market would price the capability (a binary signal) 
rather than the execution intensity (a continuous variable), because the capability is what determines 
whether future add-ons will be value-accretive. A firm with the capability and three add-ons would be 
essentially equivalent in expected value to a firm with the capability and seven add-ons. Both have 
demonstrated they can execute the playbook; additional add-ons in the second case would be only 
weakly informative beyond the first few. We acknowledge again, however, that this reading is not the 
only one our data permit. 

If the categorical reading is correct, this pricing structure is the more parsimonious one for public 
investors. If the market priced execution intensity continuously, public investors would be effectively 
betting that more aggressive consolidation produces better post-IPO outcomes; our null long-run results 
suggest such a bet would lose. We frame this paragraph carefully, however. We do not observe the 
market's information set or its underlying valuation model. We observe a return pattern in which the 
buy-and-build label predicts a positive short-window CAR while the continuous add-on count does not, 
and the pattern fades at longer horizons. That return pattern is consistent with the categorical reading, 
but consistency is not identification. The alternative reading, that the continuous coefficient is 
attenuated by limited power and measurement error rather than that the underlying mechanism is 
genuinely categorical, would generate the same observed pattern, and we cannot rule it out with the 
present sample. We also do not claim, on the basis of this observed pattern, that the market is pricing 
efficiently in any general sense; we observe a particular return signature, not full-information efficiency. 

5.2.3 The Strategy Diffusion and Learning Layer 

The temporal concentration of the effect in post-2015 IPOs adds a third layer of interpretation. Buy-
and-build was a marginal strategy in Nordic PE before 2015. Bansraj, Smit, and Volosovych (2025) 
document that buy-and-build accounts for over a third of European PE transactions in their sample, 
indicating that the strategy is now a substantial component of European PE deal activity. As the strategy 
became more common in the post-2015 period, public-market investors developed pattern recognition 
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for it, sell-side coverage began to discuss buy-and-build as a distinct strategic archetype, and the 
categorical pricing pattern we observe became sharper. 

Our sub-sample results, +1.20% pre-2015 (p = 0.42, N = 32) versus +2.12% post-2015 (p = 0.040, N = 
88), are directionally consistent with rational learning as the strategy diffused. They are also consistent 
with the simpler reading that the pre-2015 cell is too small to pick up an effect of the post-2015 
magnitude: a +2pp coefficient on 32 firms with our cross-sectional standard error would not clear the 
5% threshold even if the true effect were identical in both periods. We cannot distinguish learning from 
underpower with the present sample (cf. §5.5.1). 

An alternative interpretation worth considering is that the broader Nordic IPO market changed character 
around 2015, with the post-2014 surge in PE-backed listings (PitchBook Data, Inc. 2025) bringing more 
sophisticated investor pools and tighter prospectus disclosure. This would suggest the categorical 
pricing emerged because the market overall became better at processing PE strategy information, not 
just buy-and-build specifically. We cannot fully distinguish these interpretations with our data, but both 
are consistent with the fast-categorical-incorporation reading we develop. 

5.3 Contributions to the Literature 

Our findings extend three strands of the existing literature. 

To the PE-backed IPO performance literature (Cao and Lerner 2009; Levis 2011; Bergström, 
Nilsson, and Wahlberg 2006), our paper is, to our knowledge, the first systematic study of within-PE 
strategy heterogeneity in the Nordic IPO market. The PE-versus-non-PE comparison has dominated 
this literature; our within-PE design, holding the exit channel constant, isolates the differential effect of 
buy-and-build. The result, that strategy heterogeneity matters in the short window but not at longer 
horizons, refines the existing literature's mixed long-run findings by suggesting that the long-run null 
in many PE-backed IPO samples may reflect a mixture of strategy types whose effects partially offset 
in aggregate. 

To the buy-and-build literature (Bansraj, Smit, and Volosovych 2025; Hammer, Marcotty-Dehm, 
Schweizer, and Schwetzler 2022; Hammer, Knauer, Pflücke, and Schwetzler 2017; Achleitner, Braun, 
Engel, Figge, and Tappeiner 2010), our paper extends the analysis past the private holding period and 
into the public-market handoff. Existing work has documented that buy-and-build platforms are 
acquired at premium multiples (Hammer, Marcotty-Dehm, et al. 2022) and that the PE parenting 
advantage operates as a generic firm-level capability (Hammer, Hinrichs, and Schweizer 2022). Our 
contribution is the post-IPO test: how is the strategy received and priced when the platform reaches the 
public market? Our answer, fast categorical incorporation in the IPO aftermarket, with no exploitable 
post-listing alpha at longer horizons, suggests that any public-market recognition of buy-and-build 
occurs quickly after trading begins. The evidence is consistent with most buy-and-build value being 
captured before the public-market handoff, while public investors receive at most a modest aftermarket 
pricing premium that does not persist at longer horizons. 
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To the market efficiency literature (Fama 1970, 1991, 1998; Mitchell and Stafford 2000; Allen and 
Faulhaber 1989; Welch 1989), our paper provides a useful setting for studying how publicly observable 
strategy information is incorporated into post-listing prices. Buy-and-build is publicly observable, well-
defined, measurable from publicly available data, and intensifying in prevalence. The Nordic IPO 
market provides a useful laboratory: smaller and more concentrated than the US, with high transparency 
standards, harmonised regulatory infrastructure, and a well-defined investor pool. The categorical-or-
gradient structure of the post-listing pricing is itself the result of substantive interest. Conditional on the 
categorical reading being correct, the pattern would suggest that public markets process strategy 
information through identification heuristics rather than through fully Bayesian updating on continuous 
covariates, though as we note in §4.3 and §5.2.2 the alternative reading, in which the continuous 
coefficient is attenuated by limited power and measurement error, would produce the same observed 
pattern and cannot be definitively rejected with our 120-firm sample. The post-2015 sharpening of the 
pattern is itself informative: aftermarket recognition of new investment strategies appears to require a 
build-up phase during which the market develops pattern recognition. We are careful to frame these as 
findings about post-listing aftermarket dynamics rather than about full-information offer-price 
efficiency, which a complete test would require modelling the offer price itself. 

5.4 Practical Implications 

Our findings carry implications for the audiences identified in Section 1.1, with the caveat that the 
public-market dependent variable we measure is post-IPO abnormal return rather than realised PE fund 
return. For limited partners and general partners, the pattern of a short-run premium that does not persist 
at longer horizons is consistent with most of any buy-and-build value being captured before the public-
market handoff, in line with the entry-premium evidence in Hammer, Marcotty-Dehm, Schweizer, and 
Schwetzler (2022). Fund-level economics depend on entry valuation, holding-period dynamics, 
leverage, and exit pricing that our design does not observe, so the post-IPO public-market window 
should not be the primary lens through which LPs evaluate buy-and-build mandates or GPs choose 
between exit channels. For institutional investors and IPO portfolio managers, the +2.10pp short-
window CAR is suggestive rather than directly implementable: translating the premium into realised 
returns requires IPO allocation, execution near closing prices, and absorption of round-trip transaction 
costs that compress a 3 to 10-day pricing window. Investors with longer horizons should not expect the 
pattern to translate into systematic value beyond the price-discovery window. For academic finance, 
the findings document a particular post-listing return signature in a setting where the underlying signal 
is publicly observable and intensifying in prevalence, a signature consistent with fast categorical 
incorporation but not, on its own, a complete test of offer-price efficiency. 

5.5 Limitations and Future Research 

5.5.1 Sample, Power, and Matching 

Our headline regression sample of 120 firms is modest by IPO-research standards. The principal source 
of attrition is missingness in pre-IPO disclosure, most notably missing revenue or negative pre-IPO 
EBITDA at junior-market listings, with a smaller subset losing the underpricing control through non-
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standard offer-price disclosure (cf. §3.1.3, §3.1.4), which removes 16 firms from the descriptive sample. 
The pre-2015 sub-sample of 32 firms is statistically underpowered, the only specification in our pre-
specified battery, other than the heavy buy-and-build cell, that does not return a 5%-significant headline. 
A natural extension is to expand the sample to other regional or pan-European PE-backed IPO 
universes, where pre-2015 observations would be more numerous, industry fixed effects could be added 
as a tier-1 robustness check, and a matched-sample design becomes feasible. The original thesis 
proposal contemplated a matched-sample robustness check, in which each buy-and-build firm would 
be paired with its closest Value Creation comparator on country, period, sector, and pre-IPO size and 
profitability. We did not implement this on the present sample because matched cells with a median 
size of one to three firms would yield substantial estimator variance and would compress the identifying 
variation that the regression design relies on. A larger sample would enable that analysis as a 
corroboration of the within-regression findings. 

5.5.2 Inference and Benchmarks 

Three methodological choices warrant discussion. First, we treat buy-and-build classification as 
exogenous to IPO pricing, conditional on our pre-IPO controls. In principle, the offer price itself reflects 
the strategy, and our short-run premium of 2.10 percentage points is mechanically the residual price-
discovery dynamic above and beyond the offer-price level. A more complete analysis would model the 
offer-price level itself as a function of buy-and-build classification, alongside the post-listing CAR; we 
control for underpricing as a partial proxy, but a structural pricing model is beyond the scope of this 
thesis. Second, our 6-month BHAR window straddles the typical PE sponsor lock-up expiry of 6 to 12 
months post-listing, and Brav and Gompers (2003) and Field and Hanka (2001) document that lock-up 
expiry is associated with abnormal price declines as the market anticipates increased supply. The 6-
month BHAR may therefore confound fundamental performance with lock-up-driven supply effects, 
while the 12 and 24-month results are more cleanly interpretable. Third, we compute abnormal returns 
against country-specific gross total-return indices (OMX Stockholm Gross, OSEAX Gross, OMX 
Helsinki 25 Gross, OMX Copenhagen 25 Gross), which are large-cap-weighted by construction. Our 
sample is dominated by mid-caps and small-caps, so the raw firm-minus-benchmark return is not a 
clean size- and style-adjusted abnormal return. The standard correction is to construct size- and book-
to-market-matched benchmark portfolios or to factor-adjust against the Carhart (1997) four-factor 
model; we do neither. The within-PE comparison cancels part of the benchmark error to the extent that 
buy-and-build and Value Creation firms share size-and-style profiles, but that cancellation has limits, 
and we treat the headline 2.10 percentage-point premium as a size-and-style-unadjusted within-PE 
differential rather than as a fully risk-adjusted alpha. 

5.5.3 Scope and Extensions 

Three further extensions are worth noting. Our two-year operational outcome window is shorter than 
the three-to-five-year integration cycle that Hammer, Knauer, Pflücke, and Schwetzler (2017) document 
for buy-and-build synergies, so the null operational results in Section 4.4 are consistent with synergies 
that have not yet materialised, rather than evidence that no synergies exist. Extending the operational 
analysis to a five-year window would clarify this interpretation, at the cost of further sample-size 
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attrition. We also do not exploit sponsor-level heterogeneity. The PE parenting capability documented 
by Hammer, Hinrichs, and Schweizer (2022) is sponsor-specific: some sponsors have institutionalised 
the buy-and-build playbook through dedicated platform teams and repeatable operating models, while 
others execute add-ons opportunistically. A richer treatment would interact the buy-and-build indicator 
with sponsor identity, track record, or specialisation to separate the strategy signal from possible 
sponsor-reputation effects. Our 60 distinct sponsors across 140 firms leave too few observations per 
sponsor for credible fixed effects or interactions, but a larger pan-European or pan-Nordic sample would 
enable this analysis, and the structural question of whether the categorical premium is a strategy signal, 
a sponsor signal, or some interaction of the two is one of the most important extensions of our work. 
Finally, our findings are specific to the Nordic IPO market over 2000–2025. The institutional features 
of this market, high transparency, harmonised regulatory standards, concentrated investor base, 
predominantly local-currency listings, may shape the categorical-pricing pattern we document, and 
whether the pattern holds in less transparent markets, in the US PE-backed IPO universe, or in 
emerging-markets PE remains an open empirical question. 
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6. Summary and Conclusion 
This thesis examined whether buy-and-build PE-backed IPOs generate abnormal returns for public-
market investors in the initial aftermarket and over subsequent post-listing horizons, relative to 
operational-only PE-backed IPOs. Buy-and-build platforms have come to constitute a recognisable 
share of new public listings, and the question of whether public-market investors capture or merely 
observe the value created during the private holding period bears on every audience involved in the PE 
ecosystem: limited partners, general partners, institutional investors, and academics studying market 
efficiency. 

We assembled a hand-collected sample of 140 PE-backed Nordic IPOs over 2000–2025 across Sweden, 
Norway, Finland, Denmark, and Iceland, with deal-level add-on acquisition histories merged into post-
listing return outcomes. Firms were classified as buy-and-build or Value Creation using an intensity-
based threshold of 0.5 add-ons per holding-period year. The threshold is a conceptual rather than 
mechanical cutoff that captures the programmatic pace of M&A characteristic of the strategy, and it 
was finalised before any regression analysis. We tested three hypotheses corresponding to three 
windows in which strategy effects could appear: the IPO event itself (H1, Short-Window Price 
Discovery), the post-IPO return horizon (H2, Long-Run Performance), and the post-IPO operational 
trajectory (H3, Operational Improvement). Our empirical strategy paired cross-sectional OLS 
regression with HC1 heteroskedasticity-consistent inference on cumulative abnormal returns and buy-
and-hold abnormal returns at multiple horizons, supplemented by a two-year operational growth test 
and an eleven-specification pre-specified robustness battery. 

The empirical pattern is straightforward. Buy-and-build IPOs earn a 2.10 percentage-point cumulative 
abnormal return premium in the first three trading days post-listing, statistically significant under HC1 
inference and robust across nine of eleven pre-specified specifications. The premium does not persist 
at 6, 12, or 24-month horizons, where we cannot reject the null of equivalent buy-and-hold returns 
between the two strategies. Two-year revenue and EBITDA growth do not differ significantly between 
groups, ruling out post-IPO operational outperformance as the mechanism behind the short-run 
premium. And the pattern is more consistent with a categorical than a linear-intensity response: a 
continuous add-on count does not predict returns at any horizon, and a stricter heavy-buy-and-build 
classification collapses the headline result, although limited statistical power and measurement error in 
add-on counts prevent a definitive rejection of gradient pricing. The pattern is concentrated in post-
2015 IPOs, though the pre-2015 cell is underpowered (N = 32) and we develop the implications of that 
in the layers below. 

We read these findings as three layers, in order of how directly the data supports them. Firstly, fast 
aftermarket incorporation of the buy-and-build signal: the Nordic public market identifies the 
strategy in the days after listing, prices it modestly upward, and shows no exploitable post-listing alpha 
at longer horizons, a pattern consistent with semi-strong efficiency in the post-listing window in the 
sense of Fama (1970, 1991, 1998), though a complete test of offer-price efficiency is beyond the scope 
of this thesis. This is the layer the data document most cleanly. The second is the structural reading: 
the buy-and-build label predicts the short-run return while the continuous add-on count does not, a 
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pattern that fits a categorical response more naturally than a gradient one. Under the categorical reading, 
the result aligns with the IPO signalling models of Allen and Faulhaber (1989) and Welch (1989) and 
with Hammer, Hinrichs, and Schweizer's (2022) characterisation of the PE parenting advantage as a 
generic firm-level capability. Under the alternative reading, the continuous coefficient is attenuated by 
limited power and measurement error, and the same surface pattern obtains. We adopt the categorical 
reading as our preferred interpretation, not a documented mechanism. The third is the temporal 
concentration in post-2015 IPOs: +1.20% pre-2015 (N = 32, p = 0.42) versus +2.12% post-2015 (N = 
88, p = 0.040). The post-2015 sharpening is consistent with rational learning as the strategy diffused 
through Nordic PE, but also with the simpler reading that the pre-2015 cell is too small to pick up the 
effect.  

The full picture has implications for both practice and theory. For practitioners, the public-market 
handoff appears to deliver only a modest categorical premium to public investors in the initial 
aftermarket, with no measurable additional alpha at longer horizons; the pattern is consistent with most 
of any buy-and-build value being captured before the public-market handoff, in line with the entry-
premium evidence in Hammer, Marcotty-Dehm, Schweizer, and Schwetzler (2022). We are careful, 
however, to flag the inferential gap between our public-market dependent variable and PE fund 
economics. Our analysis measures post-IPO public-market abnormal return; it does not measure 
realised LP fund return, which depends on entry valuation, holding-period dynamics, leverage, and exit 
pricing that our design does not observe. With that caveat, limited partners evaluating buy-and-build 
mandates should not expect the post-IPO public-market window to be a meaningful additional source 
of return. Institutional investors with very short holding-period objectives may benefit from the 
categorical premium if they can secure IPO allocation, execute at or near closing prices, and absorb the 
bid-ask spread; investors with longer horizons should not expect the pattern to translate into systematic 
value beyond the price-discovery window. For academic finance, our findings document a particular 
post-listing return signature in a setting where the underlying signal is publicly observable, well-
defined, and intensifying in prevalence, a signature consistent with fast categorical incorporation but 
not, by itself, a complete test of pricing efficiency. We extend the existing PE-backed IPO performance 
literature with the introduction of within-PE strategy heterogeneity, we extend the buy-and-build 
literature past the private holding period and into the public-market handoff, and we provide a useful 
setting for studying how publicly observable strategy information is incorporated into post-IPO prices. 

Like all empirical work, this thesis has limits. Our headline regression sample of 120 firms is modest 
by IPO-research standards. The two-year operational outcome window is shorter than the three-to-five-
year integration cycle that Hammer, Knauer, Pflücke, and Schwetzler (2017) document for buy-and-
build synergies. We do not exploit sponsor-level heterogeneity, and we do not model the offer-price 
level itself as a function of buy-and-build classification. Each of these is a natural extension that future 
work could pursue. The post-2015 concentration of the effect raises a related question that we cannot 
fully resolve with our data: whether the categorical pricing pattern would generalise to other markets 
and time periods, or whether it is specific to a particular institutional moment in Nordic PE. We have 
argued for the rational-learning interpretation, but a longer time series or a comparison to less 
transparent markets would sharpen the inference. 
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Appendix A. Sample Construction 
This appendix reports the sample-selection process and the year-by-year composition of our final 140-
firm sample. Figure A.1 presents a top-down flowchart of the sequential filters applied to the initial 
PitchBook screen. Table A.1 then reports the listing-year distribution of the descriptive and headline 
regression samples; the pre-2015 / post-2015 split (37 / 103 firms in the descriptive sample; 32 / 88 in 
the headline regression sample) underlies the temporal interpretation in Sections 4.5 and 5.2.3. 

Figure A.1: Sample Selection Flowchart 

 
Notes: Top-down flowchart of the sample-selection process from initial PitchBook screen (168 firms) to headline regression 
sample (120 firms). Side boxes report the number of firms excluded at each step and the principal exclusion reason. The 140-
firm descriptive sample (third box) is used in all descriptive tables and figures. The 120-firm headline regression sample (final 
box) is used in Tables 4.3 to 4.6. 

Table A.1: Sample Composition by Listing Year 
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Year Total IPOs Buy-and-
build 

Value 
Creation Notes 

2000 2 1 1  
2001 1 0 1  
2002 1 0 1  
2003 0 0 0 no PE-backed Nordic IPOs identified 
2004 1 0 1  
2005 2 0 2  
2006 3 1 2  
2007 4 1 3  
2008 1 0 1 GFC compression 
2009 1 0 1 GFC compression 
2010 3 1 2  
2011 4 1 3  

2012 2 1 1  
2013 4 2 2  
2014 8 3 5  

Pre-2015 
subtotal 37 11 26  

2015 12 5 7  

2016 14 7 7  
2017 12 6 6 Stockholm IPO peak 
2018 8 4 4  
2019 9 5 4  
2020 11 5 6 COVID-period acceleration 
2021 17 8 9 post-COVID IPO boom 
2022 6 3 3 rate-cycle compression 
2023 5 2 3  
2024 5 4 1  
2025 4 3 1 BHAR truncated 

Post-2015 
subtotal 103 52 51  

Total 140 63 77 Final descriptive sample 
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Appendix B. Country and Industry Distribution 
Figure B.1 reports the country-by-strategy distribution of the sample. Sweden accounts for 79 of 140 
sample firms (56.4%), reflecting the size of the Swedish PE market relative to its Nordic neighbours. 
Norway, Finland, and Denmark contribute 28 (20.0%), 18 (12.9%), and 11 (7.9%) respectively. 
Iceland's 4 firms (2.9%) are retained for descriptive analysis but excluded from the headline regression 
for insufficient observations. 

Figure B.1: Sample Distribution by Country and Strategy 

 
Notes: Side-by-side counts of buy-and-build (darker) and Value Creation (lighter) IPOs by country. 

Industry distribution by PitchBook's GICS-mapped sector classification appears in Table B.1. Two 
industries dominate the sample: Industrials and Consumer Discretionary jointly account for 86 of 140 
firms (61.4%), reflecting the prevalence of consolidatable mid-market segments in those sectors. 
Information Technology (16 firms, 11.4%) and Health Care (12 firms, 8.6%) form the next tier. The 
remaining five industries together account for 26 firms (18.6%) and individually contribute fewer than 
10 firms each. Across strategies, Industrials shows the largest tilt toward buy-and-build (39.7% of buy-
and-build firms versus 23.4% of Value Creation firms; chi-squared p = 0.037), consistent with the 
established literature that identifies industrial consolidation as the prototypical buy-and-build setting 
(Achleitner, Braun, Engel, Figge, and Tappeiner 2010; Bansraj, Smit, and Volosovych 2025). The 
omnibus test of strategy-by-industry independence does not reject (p = 0.430), so the headline 
regression sample is not materially mismatched on industry composition; the Industrials tilt is best 
understood as part of the buy-and-build strategy rather than a confounding background factor. 

 

Table B.1: Industry Distribution by Strategy 
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Industry Buy-and-
build 

Value 
Creation Total % of sample 

Industrials 25 18 43 30.7% 
Consumer discretionary 17 26 43 30.7% 
Information technology 6 10 16 11.4% 
Health care 7 5 12 8.6% 
Financials 3 6 9 6.4% 
Communication services 1 5 6 4.3% 
Energy 1 3 4 2.9% 
Consumer staples 2 2 4 2.9% 
Materials 1 2 3 2.1% 
Total 63 77 140 100.0% 

Notes: Counts of sample firms by PitchBook GICS-mapped industry sector and strategy. Industries sorted by total prevalence 
in the sample. Per-industry chi-squared p-values are reported in Table 4.1; Industrials is the only single-cell deviation that 
crosses the 5% threshold (p = 0.037). Omnibus chi-squared test of independence: χ² = 8.04, df = 8, p = 0.430. 
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Appendix C. Robustness: Coefficient Forest Plot 
Figure C.1 reports the buy-and-build coefficient across the eleven pre-specified robustness 
specifications. The plot summarises the eleven pre-specified robustness specifications reported in Table 
4.6, with the headline shaded for emphasis. Specifications significant at the 5% level under HC1 
inference appear as dark squares with darker error bars; specifications not significant at conventional 
thresholds appear as lighter circles. Whiskers are 95% confidence intervals. 

Figure C.1: Buy-and-Build Coefficient Across Robustness Specifications 

 
Notes: The pre-2015 sub-sample (Specification 10) and the heavy buy-and-build cell (Specification 7) are the only non-
significant specifications; both are discussed substantively in §4.5 and §5.2.3. 
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Appendix D. Borderline Sponsor Classifications 
This appendix details the twelve firms in our sample with sponsor structures at the boundary of our 
private-equity definition (cf. §3.3.5). Each is retained in the headline sample and flagged with a 
borderline sponsor indicator. Specification (2) of Table 4.6 reports the headline result with both 
borderline firms and re-IPOs excluded as a robustness check; the resulting clean sub-sample of 105 
firms produces a stronger short-run premium (+2.34%, p = 0.014), indicating that borderline 
classifications, if anything, attenuate rather than drive the headline result. 

Hybrid sponsor structures (n = 5). Firms where the dominant pre-IPO shareholder is a hybrid family-
office / private-equity vehicle, or where the PE sponsor co-invested alongside a strategic partner. These 
firms exhibit some characteristics of conventional PE ownership (active monitoring, board 
representation, fee structures) but also features atypical of pure PE (long-term holdings, family-office 
overlap, strategic objectives). 

Diluted PE stakes (n = 4). Firms where the PE sponsor's stake fell below conventional control 
thresholds (typically 30%) before the IPO due to secondary-market sales or new-equity issuances. We 
retain these firms because their value-creation strategy during the holding period is the relevant 
treatment for our analysis, and the dilution does not retrospectively change that strategy. 

Non-traditional fund vehicles (n = 3). Firms backed by long-duration funds, evergreen vehicles, or 
continuation funds whose investment horizons differ from the conventional 4–6 year PE fund. The 
treatment we measure is buy-and-build intensity, which applies regardless of fund-vehicle type, but 
conventional PE-backed-IPO research has typically excluded such firms. 

All twelve firms are listed in our supplementary deal log (available on request) with sponsor 
identification, holding-period dates, and add-on counts. The full list is omitted from this appendix to 
preserve confidentiality of source data. 
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Appendix E. Variable Definitions and Coverage 
This appendix reports the full set of variable definitions used throughout the thesis (Table E.2) and per-
variable coverage in the 140-firm descriptive sample (Step 9 of Table 3.1), as a descriptive supplement 
to the sample-attrition walk-through in §3.1.3. The 16-firm reduction from the 136-firm descriptive 
regression sample to the 120-firm headline regression sample is structured by step, not by single-
variable missingness. Step 12a drops 13 firms with missing pre-IPO revenue or negative pre-IPO 
EBITDA, log(Revenue) is undefined for the former, and firms with negative EBITDA cannot enter the 
EBITDA-margin regressor in a way that preserves linear-coefficient interpretation, so they are excluded 
under our specification. Step 13a drops 3 additional firms with missing offer-price disclosure. The per-
variable counts in Table E.1 are not independent binding constraints: junior-market issuers with one 
disclosure gap typically have several, so most of the missing-EBITDA-margin and missing-Leverage 
observations in the table fall on firms already excluded at Step 12a. Net debt / EBITDA does not enter 
the regression specification (cf. §3.2.3) and is reported descriptively only; its 13-firm missingness 
reflects the same underlying junior-market disclosure gaps. 

Table E.1: Variable Coverage and Missing Data 

Variable Coverage Missing Source of missingness 
CAR [0,2] 140 0 — 

CAR [0,10] 138 2 Late-2025 IPOs without 11 trading days of 
data at sample close 

BHAR 6m 136 4 All four late-2025 IPOs 

BHAR 12m 134 6 Late-2025 + 2 take-privates within 12 
months 

BHAR 24m 128 12 Late-2025 + 2024 IPOs + take-privates 

Underpricing 137 3 Junior-market IPOs with non-standard offer-
price disclosure 

log(Revenue) (pre-IPO) 138 2 Junior-market firms with incomplete pre-
IPO financials 

EBITDA margin (pre-IPO) 
[regression] 129 11 Junior-market firms with no reported 

EBITDA pre-IPO 

Leverage (pre-IPO) [regression] 131 9 Junior-market firms with non-disclosed pre-
IPO balance sheet 

Net debt / EBITDA [descriptive 
only] 127 13 Same disclosure gaps as Leverage and 

EBITDA margin; not used in regression 
Buy-and-build dummy 140 0 — 
Total Add-ons 140 0 — 
Holding-period dates 140 0 — 

Notes: Coverage = number of firms in the 140-firm descriptive sample with non-missing values; Missing = 140 − Coverage. 
"[regression]" flags variables used in the headline specification (Tables 4.3, 4.5, 4.6); "[descriptive only]" flags variables 
reported in descriptive tables but not used as regression controls. Late-2025 IPOs (Asker Healthcare, Terranor, NOBA Bank 
Group, Framery) have CAR available but BHAR truncated due to insufficient post-listing trading history at sample close (cf. 
§3.3.4).  
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Table E.2: Variable Definitions 

Panel A: Outcome Variables 

Variable Definition Source 

CAR [0,2] 
Cumulative abnormal return from first-day close to third-
day close (Day 0 close → Day 2 close); excludes offer-to-
first-close underpricing 

Capital IQ 

CAR [0,10] 
Cumulative abnormal return from first-day close to 
eleventh-day close; excludes offer-to-first-close 
underpricing 

Capital IQ 

BHAR 6m 
Buy-and-hold abnormal return at 6 months: compounded 
firm return minus compounded benchmark return, both 
measured from first-day close 

Capital IQ 

BHAR 12m Buy-and-hold abnormal return at 12 months, measured 
from first-day close Capital IQ 

BHAR 24m Buy-and-hold abnormal return at 24 months, measured 
from first-day close Capital IQ 

Underpricing (Day 1 closing price ÷ offer price) − 1 Prospectus, Capital 
IQ 

Revenue Growth (2yr) (Revenue at IPO + 2y) ÷ (Revenue at last pre-IPO fiscal 
year-end) − 1 Capital IQ 

EBITDA Growth (2yr) (EBITDA at IPO + 2y) ÷ (EBITDA at last pre-IPO fiscal 
year-end) − 1 Capital IQ 

Panel B: Treatment Variables 

Variable Definition Source 

Buy-and-build dummy = 1 if (Total Add-ons ÷ Hold Period in years) ≥ 0.5; = 0 
otherwise 

PitchBook (manual 
coding) 

Total Add-ons Total count of add-on acquisitions during PE holding  PitchBook 
Add-ons per year Total Add-ons ÷ Hold Period in years Computed 

Panel C: Control Variables 

Variable Definition Source 

log(Revenue) Natural log of total revenue in EUR, last completed fiscal 
year before IPO  [regression control] Capital IQ 

EBITDA margin EBITDA ÷ Revenue, last completed fiscal year  
[regression control] Capital IQ 

Leverage Net debt ÷ Total assets, last completed fiscal year  
[regression control] Capital IQ 

Net debt / EBITDA (Total debt − Cash) ÷ EBITDA, last completed fiscal year  
[reported descriptively in Table 4.1; not in regression] Capital IQ 

Primary buyout = 1 if PE acquired from founder/family  [deal-source FE] PitchBook 
Secondary buyout = 1 if PE acquired from another PE fund  [deal-source FE] PitchBook 
Carve-out = 1 if PE acquired from corporate parent  [deal-source FE] PitchBook 
Country FE 4 country dummies (SE = baseline) — 

Period FE 5-year period dummies (2000, 2005, 2010, 2015, 2020, 
2025) — 

 


