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Abstract

The arrival of large language models (LLMs) in recent years has changed the

landscape of natural language processing (NLP). Their impressive performance

on popular benchmarks, ability to solve a range of different tasks and their

human-like linguistic interactional abilities, have prompted a debate into whether

these are just “stochastic parrots” who are cleverly repeating what humans say

without understanding its meaning or whether they are acquiring essential

language capabilities, which would be an important stepping stone towards

artificial general intelligence.

To tackle this question, developing analysis methods to measure and under-

stand the language capabilities of LLMs has become a defining challenge. These

include developing benchmarks to reliably measure their performance as well

and interpretability methods to gauge their inner-workings. This is especially

relevant at a time when these models already are having a considerable impact

on our society. An increasing amount users are affected by the technology and

calls are made for transparent, regulated and thorough evaluation of AI. In

these efforts, it is important to estimate the possibilities and limitations of these

analysis methods since they will play an important role in holding technologies

in AI accountable.

In this compilation thesis, I expound on the components and processes

involved in analyzing LLMs. The articles included in this compilation thesis

use different approaches for analyzing LLMs, from introducing a multi-task

benchmark Superlim for Swedish NLU to investigating LLMs’ ability to predict

language variation. To this effort I explore what the possibilities and limitations

are of popular analysis methods and what implications these have for developing

LLMs. I argue that integrating explanatory approaches from empirical linguistic

research is important to understand the role of both the data and the linguistic

features used when analyzing LLMs. Doing so does not only help guide the

development of LLMs, but also bring insights into linguistics.





Sammanfattning

De stora språkmodellernas frammarsch under de senaste åren har i grunden

förändrat språkteknologin som forskningsfält. Deras imponerande resultat på

populära utvärderingsdata, förmåga att lösa en rad olika uppgifter och deras

människoliknande språkliga interaktionsförmåga har lett till en debatt om huru-

vida de bara är ”stokastiska papegojor” som skickligt upprepar vad människor

säger utan att förstå dess innebörd eller om de faktiskt besitter människoliknande

språkliga förmågor, vilket skulle vara ett stort steg i utvecklingen mot artificiell

generell intelligens.

En avgörande utmaning för att ta itu med denna fråga har bestått i att utveckla

analysmetoder för att mäta och förstå stora språkmodellers språkförmågor. Detta

innebär bland annat att utveckla tränings- och utvärderingsdata för att på ett

tillförlitligt sätt mäta deras prestanda samt tolkningsmetoder för att förstå deras

icke-transparenta inre maskineri. Detta är särskilt relevant i en tid då dessa

modeller redan har en betydande inverkan på vårt samhälle. Allt fler användare

påverkas av tekniken och det ställs krav på en transparent, systematisk och

grundlig utvärdering av artificiell intelligens (AI). I detta arbete är det viktigt att

förstå möjligheterna och begränsningarna med dessa analysmetoder eftersom

de kommer att spela en viktig roll för att rätt bedöma fördelar och risker med

AI-teknologin.

I denna sammanläggningsavhandling redogör jag för de komponenter och

processer som används för att analysera stora språkmodeller. Artiklarna i avhan-

dlingen använder olika tillvägagångssätt för att analysera sådana modeller, från

att introducera Superlim, en samling av tränings- och utvärderingsdatamängder

för svensk språkförståelse, till att undersöka stora språkmodellers förmåga att

förutsäga språkvariation. I dessa arbeten undersöker jag möjligheterna och be-

gränsningarna hos populära analysmetoder och vilka konsekvenser dessa har

för utvecklingen av stora språkmodeller. Jag argumenterar för vikten av att

integrera förklaringsmetoder från empirisk lingvistisk forskning för att förstå

vilken roll både data och de lingvistiska särdrag som används vid analys av

stora språkmodeller har. Detta bidrar inte bara till att forma utvecklingen av

stora språkmodeller, utan kan också potentiellt ge nya insikter i lingvistik.
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1 Introduction

1.1 Prelude

The suggestive term “stochastic parrots” coined by Bender et al. (2021), which

the title of this PhD thesis refers to, is a metaphor used for large language models

(LLMs), their role in natural language processing (NLP), and more broadly in

human-computer interaction. Parrots are intelligent creatures, they are able to

learn and reproduce sequences of human speech almost perfectly, can identify

and describe objects, as well as have shown other capabilities, such as counting

and solving puzzles (Pepperberg 1988). However, if one tries to talk to a parrot

as if it were a human, one will quickly encounter a breakdown in communication

as the parrot’s odd repetition, screeching and clicking will deviate from what

would be expected from a normal conversation.

The vocal tracts of parrots rely on a very different anatomy and processes

to produce speech compared to humans. While parrots expel air into an organ

called the syrinx, which through changes in its depth and shape produces a

variety of different sounds (Patterson et al. 1997), humans produce sound by

expelling air into the tube-like trachea and the larynx. The larynx manipulates

the airflow by sliding up or down (pitch) and letting air through vocal folds

(volume), and further shaping the sound through three chambers: the pharynx,

the oral cavity (i.e. mouth) and the nasal cavity (Catford 2001).

The differences in how parrots and humans produce speech illustrate that

human-sounding language can come about from widely different sources of

cognitive andmechanical processes. The “stochastic” part in “stochastic parrots”,

refers to howLLMsmodel their computational representation of language. These

are randomly initialized, hence “stochastic”.

The “stochastic parrots” metaphor has been criticized for reducing LLMs to

mere imitators of language and down-playing the vast and demonstrable capa-

bilities of LLMs (Sahlgren & Carlsson 2021; Lappin 2023; van Dijk et al. 2023).

In a sense, this characterization can also be seen as derogatory towards parrots,
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whose language capabilities are more sophisticated than merely repeating what

humans say.

Although some of the finer points of the analogy between parrots and LLMs

are arguable, it undoubtedly helps to illustrate a principal issue in analyzing

systems of natural language processing: How do we define a language capability

and how do we measure it? If parrots and LLMs despite their ability to produce

fluent and coherent language, are not true language speakers, what is a true

speaker and how do we got about measuring the capability of one?

As is clear when talking to parrots in real life, becoming a capable speaker

involves more than merely knowing how to produce correct-sounding sentences.

It requires grounding these sentences in real world situations and social practices,

what Wittgenstein (1953) might call “language games”, in order to communicate

the goals and needs of the speaker in a way that effective, mutual communication

between speakers is achieved (cf. the “cooperative principle” Grice 1975). How-

ever for practical reasons NLP practitioners have to reduce these fundamental

aspects of human language into data representations (whether textual, speech

or multimodal), which are inherently decoupled from the full context in which

language is formed. Given this discrepancy, how do we go about measuring

true language capability with the limited representation that we have? This open

question has been around as language has been computationally processable

and arguably earlier, but has been brought into focus even more with the recent

advancements in artificial intelligence (AI). As models and LLMs in particular

are increasingly performing better at a wide variety of tasks and are able apply a

general knowledge as well as communicate their answers with an impressively

high degree of articulation, such as ChatGPT, the way “language capability”

is evaluated has to constantly be re-evaluated. On top of that, the models are

trained on data magnitudes larger than any human can process in their lifetime

and are computationally so large, making it even more challenging to explain

the processes behind these impressive results.

The challenge of squaring the remarkable performance of LLMs with their

model opacity has created a surge in the number of research directions in bench-

marking, evaluation and machine learning interpretability. All these areas of

research have one thing in common: to understand the processing capabilities

of LLMs. To begin with, there is an endeavor to develop standardized bench-

marking with the aim of measuring language understanding and production.

Moreover, an explosion of interpretability research has come out to develop

methods for understanding what is happening inside the models. Other research

directions have also tried to evaluate or train LLMs using other language modal-

ities than text (Bisk et al. 2020). These not only include models trained on

computer vision, but also using different techniques to compare cognitive data

to LLMs.
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The work towards better understanding LLMs and making them more trans-

parent comes at a time when these models are already having a great impact

on our society. Directly or indirectly these models are being used and having

an impact on millions, if not billions, of users. Investments in industry and in

society elsewhere into AI, indicate that in years to come they will play an even

larger role. Thus, analyzing these models to understand their capabilities and

inner-workings, plays a crucial role now and will be even more important in

the future. A poignant example of this is EU AI Act, which recently came into

force and is “the first comprehensive law to regulate AI”.2 An important aspect

of this law is to make AI more “transparent” and that advanced models must

undergo “thorough evaluation”. For “transparent” or “thorough evaluation” to

even be possible, we must know what the possibilities and limitations are of

these analysis methods which will ultimately play an important role in fulfilling

these requirements.

The articles included in this compilation thesis use a variety of approaches

to analyze different language capabilities of LLMs. These range from cross-

lingually comparing the language processing of LLMs to human language

processing using eye-tracking data (Chapter 5); measuring the English-Swedish

language transfer capabilities of LLMS (Chapters 6a–6b); creating a multi-task

benchmark, Superlim, for Swedish natural language understanding (NLU, Chap-

ters 7a–7b); to using LLMs to better understand linguistic variation (Chapter

8). The aim of this thesis is to explore what these and other approaches can

tell us about the language capabilities of LLMs, the extent to which analysis

methods in NLP can measure them and how this can be useful for the future

development of LLMs. In other words, how much do parrots understand what

we say and do we have the tools to make them any more intelligible?

The aims stated above are summarized into three research questions (RQs),

which are discussed in the next section.

1.2 Research questions

RQ1: What insights into the language capabilities of LLMs do analysis

methods in NLP enable?

Whether LLMs can be made transparent or undergo thorough evaluation, hinges

on the methods used to analyze them. That is, their expressive power (how well

can their insights generalize?) and their limitations. The process of analyzing

the language capabilities of LLMs is one that relies on many interconnected

2https://www.europarl.europa.eu/topics/en/article/20230601STO93804/
eu-ai-act-first-regulation-on-artificial-intelligence

https://www.europarl.europa.eu/topics/en/article/20230601STO93804/eu-ai-act-first-regulation-on-artificial-intelligence
https://www.europarl.europa.eu/topics/en/article/20230601STO93804/eu-ai-act-first-regulation-on-artificial-intelligence
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factors. For one, it depends on how we define language and the extent to which

the resources we use to analyze them are representative of the language phe-

nomena we want to measure. For example, the fact that LLMs in most cases

are trained and evaluated on one language medium, namely text, gives one, but

inherently limited, view into language processing overall. Also, the way we

define language capabilities and how we measure them, inevitably shape how

LLMs are developed and our understanding of their language capabilities.

Understanding what impact these interconnected factors have on analysis

methods in NLP and by extension the insights we gain from them, is essential

to gauge the language capabilities of LLMs. In this thesis, I set out to answer

this question by expounding on the components, theories and terms involved

in benchmarking, evaluation and interpretability (Chapter 2). These help us

classify both the analysis methods and output they produce (Chapter 3), which

paves the way for discussing the limitations and insights they provide into the

language capabilities of LLMs (Chapter 4).

RQ2: What can insights from analysis methods in NLP afford for the

development of LLMs?

While RQ1 focuses on what analysis methods can tell us about the language

capabilities of LLMs, RQ2 focuses on how such insights can inform the devel-

opment of LLMs. Arguably, one of the main reasons for analyzing the language

capabilities of LLMs is to identify potential strengths, weaknesses and issues

so that one can make informed decisions on how to improve them. By an-

swering RQ1 and measuring the language capabilities of LLMs on different

aspects of language, we see what the insights of LLM analysis can afford for

the development of LLMs.

RQ2.1: How can these inform the development of Swedish NLP?

Most of the work in this thesis is done on Swedish data (except for Chapter

5). Thus, a natural follow-up question to RQ2 is what the insights of analysis

methods can afford for the development of Swedish NLP in particular?

Swedish is ethnologically speaking a healthy language. It has its own stan-

dardized writing system sustained by institutions and society broadly. Globally,

it is also a large language with 10M speakers and extensive written resources.3

However, in NLP it is a lower-resourced language in comparison to English

since it does not have access to the same amount of language or computational

3https://www.ethnologue.com/language/swe/

https://www.ethnologue.com/language/swe/
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resources. In terms of data, there is not the same amount of annotated resources

as for English and for the most recent LLMs there is not even enough pre-

training data for monolingual training. In terms of computational resources,

there are only a limited amount of organizations (private and public) which

have enough compute and money to train state-of-the-art models.

Naturally, since English is linguistically close to Swedish and has more

resources, much work has focused on leveraging English data for Swedish. For

example in downstream tasks (Isbister et al. 2021) and in the pretraining of

LLMs (Ekgren et al. 2022; Öhman et al. 2023). A natural part of answering

this RQ, is thus to account for the role of English in the future development of

Swedish NLP.

Since most languages are lower-resourced compared to English, answering

this question for Swedish specifically is also relevant for other lower-resource

languages in general. While every language is unique, many face similar chal-

lenges when it comes to a lack of resources.

1.3 Scope and limitations

This thesis has a specific scope regarding models, analysis methods, datasets

and tasks. This informs how the results and contributions of this thesis should

interpreted as well as their limitations. While these are expounded thoroughly

upon throughout the thesis (see Chapter 2, 3 and Section 4.1-4.2), there are

those that are general enough to mention here. To begin with, the work behind

most of these studies was done before the recent blossoming of large-scale,

generative AI, most notably chatbots à la ChatGPT. For this reason, it does not

use prompt engineering or other related technologies which undoubtedly already

are important in the field. It has also focused on encoder-only models, especially

BERT, and NLU tasks. The results and contributions are, thus, not as applicable

to decoder-only models or natural language generation (NLG). However, given

the architectural similarity between both encoder-only and decoder-only LLMs,

many of the findings are nonetheless also relevant to decoder-only models and

NLG.

Moreover, as already mentioned, all except one of the studies in this thesis

have used either Swedish data or English data. These biases the results towards

Germanic languages and might not be applicable to more distant languages.

Finally, since this thesis has focused generally on by today’s standards,

smaller, BERT-based models, the results and contributions might not be as

applicable to the larger models of today, which evidently are better in many

domains (see Section 2.3.1). However, there is a strength to this, namely more

transparent and stable analysis, which I argue in Section 2.1.4 brings us closer to
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the sort of basic research needed to better understand the underlying technology

of all LLMs.

1.4 Remarks on terminology

Words are brittle and even the most solid chain of reasoning can fail to be

communicated if the words it relies on are misunderstood. For this reason, I

partly conclude this introduction by defining some broader, general terms that

are central and used throughout the thesis (especially Part I).

The first term is in the title of this thesis: large language models (LLMs),

with an emphasis on the modifier large. Although large language models could

seemingly be used to describe a whole range of statistical language models that

are trained on large quantities of data, I opt for the more colloquial usage to

refer to neural language models of recent years. These are language models

trained on large corpora, using deep learning networks (mostly transformer-

based) with multiple hidden layers, on a language modeling objective, whose

representations can be used for transfer learning. These range from the original

BERT model to more recent, much larger models such as GPT-3. The historical

and technological reasons for this usage will be argued more in Section 2.1.

Another term is “language capabilities”. This is intentionally quite a broad

term, meant to refer to the linguistic processes and representations that a human

or model might be deemed to posses and that are relevant for language usage and

understanding. “Language capabilities” or just “capability” is commonly used

in the NLP literature when analyzing LLMs (cf. Kocoń et al. 2023; Kiela et al.

2021: 4110). While it would be enticing to use the word “language competence”

to describe the same thing, this term has acquired a specialized meaning in

linguistics (especially in its opposition to “performance”), so I avoid using it to

not confuse the linguistic audience.

Finally, relating to the research questions and theme of this thesis, is the

term analysis methods. In this thesis, I use this as an umbrella term for any

process which aims to assess the performance, inner-workings or language

capabilities of LLMs, similarly to how Belinkov & Glass (2019) use the terms

“analysis” and “analysis methods”. This includes the concepts in the thesis title:

“evaluation”, “benchmarking” and (machine learning) “interpretability”. These

areas have the same intersecting goal of understanding the capabilities of LLMs,

so using “analysis methods” makes sense when speaking broadly about this

issue. However, I use either of the terms “intepretability”, “benchmarking“ and

“evaluation” when specificity is needed. These terms are defined and discussed

more in depth in Section 2.2.
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1.5 Outline of thesis

The rest of Part I consists of three chapters which build on each other. Chapter

2 outlines the origins and evolution of LLMs, progress on popular benchmarks

and work their inner-workings as well as defines relevant terms and concepts

for understanding analysis methods in NLP. Chapter 3 focuses on the resources

and methods used in this thesis in particular. Chapter 4 summarizes the articles,

discusses the broader contributions and conclusions of the thesis as well as

answers the RQs. Part II consists of the compilation of articles included in this

thesis. The articles that are closely related share the same chapter number and

appear by order of dependency, i.e. Chapters 6a–6b and Chapters 7a–7b.
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If they find a parrot who could

answer to everything, I would

claim it to be an intelligent being

without hesitation.

- Denis Diderot, Pensées

philosophiques

Measuring and interpreting the language capabilities of LLMs is an undertaking,

which relies on the data used and the model under inspection. There are some

assumptions needed for this undertaking to be linguistically insightful. To

begin with, we need to assume that the data is representative of the language

phenomenon we are trying to measure. For example, confounding variables in

the data which trivially map the input to the labels could undermine this pursuit.

Moreover, if a predefined metric is used (e.g. accuracy), we need to assume that

an increase in the performance on that metric reflects how well the system is

modeling the phenomenon. For example, if a model can get high performance

on the task by always predicting the majority label, higher performance is not

very meaningful. A related assumption to this, which is arguably more difficult

to make, is that the results generalize to other data than the ones used for the

task. If they do not, it undermines the extent to which the data or task is a good

measurement of the language capability in question. How and what the model

learns plays a crucial role in this interplay. The model should perform well on

the task, but preferably learn it in a way that it is conceptually faithful to the

linguistic phenomenon in question.

To account for these and related challenges, this chapter gives the necessary

background into analysis methods in NLP and the high-level factors that they are

influenced by. To this effort, I start by going through the origins and evolution of

LLMs (Section 2.1). Here I trace the important innovations of language models

that have brought us to this current state. In Section 2.2, I paint the “landscape”

of analysis methods by discussing relevant theoretical terms, concepts and ideas
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from the areas of evaluation, benchmarking and interpretability. This does not

only establish the prerequisites needed to discuss what we already know about

the language capabilities of LLMs, but also helps put the specific contributions

of this thesis into perspective. In Section 2.3, I discuss the performance progress

and inner-workings of LLMs also with this landscape in mind.

2.1 The origins and evolution of LLMs

A language model (LM) uses raw corpora to create a probabilistic model of

natural language. Given the direct access to raw text in most large and many

small languages, automatically extracting and modeling grammatical and se-

mantic patterns present in raw text is very efficient and explains why language

modeling has been an active research approach since the resurgence of statistical

NLP in the 1980s. These approaches are either a type of unsupervised-learning,

or self-supervised-learning, that is they do not use any labeled data or they

synthesize their own for learning. This is unlike many other approaches in

NLP, such as parsing or semantic databases, which require a degree of human

involvement to annotate the data.

As approaches to language modeling have evolved in recent years so has

the word itself. Historically, language modeling referred exclusively to the task

of predicting an item (e.g. letter or word) in a sequence (e.g. word or sentence)

given the previous n− 1 items (Manning & Schutze 1999; Daniel Jurafsky &

Martin 2009: 191, 83). Today, however, the term refers more broadly to any

learning objective where the task is to predict a token, word or n-gram given

some context. For example, in the masked language modeling (MLM) objective

(see Section 3.1.1) the task is to predict a percentage of masked input tokens in

sequence given the rest of non-masked tokens in the same sequence.

Another subtle, but important, distinction is between a language model,

the model which stores a representation of language, and the task of language

modeling. Although the terms are highly interconnected, a language model can

be used for other things than language modeling and the language model task

can in theory be solved by a model that is not a language model.

Finally, the added modifier large to large language model is a recent addition

which refers to the increased scaling at which the most recent language models

are trained. At the end of this section, we see why the most recent models

are called large language models and I give my own pragmatic, yet technical

definition of the term.

In the rest of this section I give an overview of the origins and evolution

of LLMs. The goal is to show how these developments have brought about

great increases in performance and propelled the area of NLP into the era of
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Tokens (1-gram)
The question of whether computers can think is like

the question of whether submarines can swim .

2-gram

(The, question), (question, of), (of, whether),

(whether, computers), (computers, can),

(can, think), (think, is), (is, like),

(like, the), (the, question), (question, of),

(of, whether), (whether, submarines),

(submarines, can), (can, swim), (swim, .)

3-gram

(The, question, of), (question, of, whether),

(of, whether, computers), (whether, computers, can),

(computers, can, think), (can, think, is), (think, is, like),

(is, like, the), (like, the, question), (the, question, of),

(question, of, whether), (of, whether, submarines),

(whether, submarines, can), (submarines, can, swim),

(can, swim, .)

Table 2.1: Unigrams, bigrams and trigrams of the sentence “The question of whether

computers can think is like the question of whether submarines can swim.”

LLMs we find ourselves today. In this regard, an extra focus is given to how a

specific set of factors in recent years have come together to form the perfect

storm which explains where NLP is today. Finally, for the purposes of this

thesis, I discuss how these changes have introduced complexities, which have

shaped the practice and discourse around analysis methods in NLP.

2.1.1 Early language modeling

n-grams are the basis for early statistical approaches to language modeling. An
n-gram is a tuple of neighboring items in a sequence, which have an assigned

probability calculated from their occurrences in corpora. n refers to the number

of neighboring items considered. For n = 1 (unigram) one item is considered;

for n = 2 (bigram) two items are considered; for n = 3 (trigram) three items
are considered and so forth. Table 2.1 shows an example of n-grams up to
n = 3 from the quote “The question of whether computers can think is like

the question of whether submarines can swim.”4 of computer scientist Edsger

W. Dijkstra. The calculated probabilities of the same bigrams are illustrated in

Table 2.2.

The first work using n-grams was Markov (1913), who used bigrams to

predict whether a following letter would be a consonant or vowel in the book

Eugene Onegin. In his article, he also presented the underlying mathematical

4https://www.cs.utexas.edu/~EWD/transcriptions/EWD08xx/EWD898.html

https://www.cs.utexas.edu/~EWD/transcriptions/EWD08xx/EWD898.html
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2-gram

(the, question), (question, of), (of, whether), (whether, computers),

(computers, can), (can, think), (think, is), (is, like), (like, the),

(the, question), (question, of), (of, whether), (whether, submarines),

(submarines, can), (can, swim), (swim, .)

Skipgram

(n = 2, k = 1)

(the, question), (the, of), (question, of), (question, whether),

(of, whether), (of, computers), (whether, computers),

(whether, can), (computers, can), (computers, think),

(can, think), (can, is), (think, is), (think, like), (is, like),

(is, the), (like, the), (like, question), (the, question), (the, of),

(question, of), (question, whether), (of, whether), (of, submarines),

(whether, submarines), (whether, can), (submarines, can),

(submarines, swim), (can, swim), (can, .), (swim, .)

Table 2.3: Additional skipgrams (in bold) to the bigrams of Table 2.1.

model for processing n-grams, namely the Markov model. n-grams are Markov

models since they hold the Markov assumption: The transition to a future state

is only dependent on the current state. Since n-grams can be represented as
the transition from one word (or letter) to another and these probabilities are

calculated from occurrences in a corpora, irrespective of other occurrences, the

Markov assumption holds.

Since n-grams are just co-occurrences of neighboring words in a corpus, they
have two inherent and connected issues relating to data sparsity and long-term

dependencies. Regarding data sparsity, although there are smoothing techniques

to deal with the most extreme cases of zero or near-zero frequent words, e.g.

Laplace smoothing, most n-grams will be low frequent. This makes it difficult

to make inferences because a probability model relies on multiple occurrences

to make stable predictions. Using shorter n-grams alleviates this problem, but
at a loss of long-range dependencies between words which carry important

grammatical and semantic information.

One way of dealing with longer term dependencies is to use skipgrams in

addition to n-grams (Guthrie et al. 2006). Skipgrams incorporate longe-range
dependencies by not only constructing n-grams from directly neighbouring

words but by also “skipping” over k amount of words to construct more grams.
Table 2.3 shows in addition to the bigrams in Table 2.1, the skipgrams generated

where k = 1.

2.1.2 Vectorized language modeling

An important aspect of language missing in previous n-gram language models

is “a notion of similarity between words” (Mikolov et al. 2013: 1), which is
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something that has been widely treated in the field of distributional semantics

(cf. Harris 1954; Deerwester et al. 1990). Since the n-grams are only indices in
a table, there is no way of comparing them except for their different probability

values. As far as the model knows, the function word of and the content word

computers are just the same as the content words computers and submarines.

An effective, intuitive way of modeling comparable, semantic information is to

encode words as vectors, or word embeddings. A vector is an array of numbers,

which represent a degree of direction in a high-dimensional space. In this

space, different dimensions can in theory assume different kinds of grammatical

or semantic properties properties and words that are high in similarity can

cluster according to these dimensions. The similarity between the words can be

measured using trigonometric functions, such as the sine and cosine and with

the help of vector operations, such as addition, multiplication and subtraction,

they can be meaningfully compared. For example, the vector “Man” can be

subtracted with “Queen” and end up with a vector which is close to the vector

“King”. Figure 2.1 illustrates how two words, computer and human can cluster

in a word vector space.

Arguably the most popular algorithm for training a word embedding space

is word2Vec (Mikolov et al. 2013). It uses a language modeling objective either

with skipgrams, where the task is to predict surrounding words of a context

window, or bag-of-words where the task is to fill-in-the-gap of unknown words

(see Section 3.1.1) given the surrounding words. A shallow, two-layer neural

network is trained on this language modeling objective and the input vectors

are the resulting word embeddings.

An inherent issue with word vector representations is their dependence on

specific word types. For example, the word bank has 18 different word senses

in Wordnet (G. A. Miller 1995)5 with widely different meanings ranging from

bank as a financial institution to bank as a slope beside a river of water. In a word

vector model, however, these are represented by only one vector. While there

has been work trying to overcome this problem by learning separate vectors for

word senses (e.g. Nieto Piña 2019), these approaches in the end run into the

challenge of having to decouple the word from the context it occurs in. In the

end, the meaning a word assumes is always dependent on the immediate context

it occurs in. This cannot be fully accounted for by even the most extensive list

of word senses (Kilgarriff 1997).

5wordnetweb.princeton.edu/perl/webwn?s=bank (accessed 2024-06-27).

wordnetweb.princeton.edu/perl/webwn?s=bank
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2.1.3 Neural language modeling and the rise of LLMs

A way of overcoming word type ambiguity of static word vector representations,

is to make the vector not only be a representation of a given word type, but a

word type and the specific context it occurs in. This is the idea behind contextual

word representations and is a fundamental modeling feature of modern LMMs.

One of the first and probably most famous model to put this idea into practice is

ELMo (Peters, Neumann, Iyyer, et al. 2018). It uses bidirectional LSTMs, a type

of neural network which uses recurrent intermediate representations, and is one

of the earliest predecessors to LLMs. In this model, a word vector is generated

based on the context it occurs in. For example, two different word vectors will

be created for the words human and computer, respectively, in Examples (1)

and (2).

(1) a. Human civilization is far from over.

b. Not being perfect is only human.

(2) a. First circuit-based commercial quantum computer.

b. My computer is frozen.

Figure 2.2 illustrates how theseword vectors could look like in a high-dimensional

space.

2.1.3.1 Transfer learning and fine-tuning

A big strength of any LM, be they n-gram-based, static word vector or neural
language models, is that their language representations can be re-used for other

practical, downstream applications. These can range from sentiment analysis,

question-answering to machine translation. This practice of using the training

of one model on one task or dataset on a new task or dataset is called transfer

learning. In the context of neural language modeling, pre-training refers to the

original model trained from scratch on a language modeling objective, fine-

tuning to using a pretrained model on a downstream task. The successes of

LLMs can largely be attributed to the increased and effective leveraging of

transfer learning.

The performance of LLMs on these downstream tasks and the fact that this

transfer learning strategy is to a large extent scalable (see Section 2.3) is what

has driven the continued development of LLMs and solidified their role in

modern NLP. While a more detailed overview of these performance gains is

covered in Section 2.3, the rest of this section will focus on the technological
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developments that have enabled increased scaling of LLMs in recent years and

how this scaling has evolved.

2.1.3.2 Why “large” language modeling? The scaling of LLMs

In 2017, Vaswani et al. presented the transformer, an encoder-decoder, sequence-

to-sequence, deep learning architecture which has become the backbone of

LLMs. The paper introduced an attentionmechanism, which not only allowed for

seamless encoding of long-range dependencies but also parallelization. Unlike

previous RNN architectures, which require tokens to be processed sequentially,

the transformer can calculate attention in parallel making it possible to “train at

a fraction of the cost” (Vaswani et al. 2017: 8). This efficiency in architecture

has made it possible to increase the scaling of language modeling, which has

come to define the evolution of LLMs in recent years.

One of the first models to use the transformer for language modeling were

the BERT model (Devlin et al. 2019) (see also Section 3.1.1) and the GPT-1

model (Radford et al. 2018).

There are primarily three scalable factors in neural language modeling and

deep learning more broadly: model size, the amount of trainable parameters

a model has (e.g. neurons and layers); data size, the size of the corpora and

span of input tokens fed to the model; training cost, the time and computational

resources spent on training the model (e.g. number of training epochs). However,

these scale more or less in tandem as larger models need more data to train

effectively, which naturally requires more time and computational resources

(Kaplan et al. 2020).

Figures 2.3, 2.4 and 2.5 shows the number of trainable parameters, corpus

size and training cost for a selection of ten LLMs and their time of release.6 They

illustrate how across all these scalable factors, there has been an exponential

growth and a thousandfold increase over the recent years. From the transformer-

based models, e.g. BERT (340M parameters, 3B tokens) and GPT-1 (117M,

1B words) to the most recent models, e.g. GLaM (1.2 trillion parameters, 1.6

trillion tokens).

6I am grateful for the people on Wikipedia who have compiled a list of LLMs, which these

visualizations are based on: https://en.wikipedia.org/wiki/Large_language_model#
List (accessed 2024-07-09). Sources have been verified by the author, however due to the

considerable number of sources these numbers are based on, they might not always be exact.

https://en.wikipedia.org/wiki/Large_language_model#List
https://en.wikipedia.org/wiki/Large_language_model#List
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2.1.3.3 Chatbots, prompt engineering, zero-shot, one-shot and few-shot learn-

ing

The release of LLM-based chatbots, most notably ChatGPT, has put NLP in the

limelight more than anything else. Their ability to converse about seemingly

any topic with reasonably coherent, fluent and meaningful answers has made

them stand out and attracted wider public attention. The successes of chatbots

not only come from the increased scaling of LLMs (see Section 2.1), but also

the fine-tuning of these models through reinforcement learning from human

feedback (RLHF) (Lambert et al. 2022).

Apart from being capable conversational agents, the chatbots have brought

about prompt engineering, an innovation that has and will shape the field in the

future. Prompt engineering refers to teaching and adapting the models responses

by giving one or few examples. This is also called one-shot or few-shot learning.

For example, Listing 2.1 shows how few-shot learning can look like with prompt

engineering, where the model is given a few examples of German-English word

translations and asked to complete the rest.

> Translate the remaining German words into English:

Tag => day
read => lesen
Katze => ...
Dog => ...

Listing 2.1: Input to a chatbot for few-shot learning.

The chatbot could then complete the remaining translations. See Listing 2.2.

...
Katze => Cat
Dog => Hund

Listing 2.2: Output of a chatbot with completed output.

Prompt engineering drastically changes the entry level to adapt and develop

conversational agents. By minimal training, people with no programming back-

ground can train the model’s responses in an interactive and seamless workflow.

Since none of the studies in this thesis have used prompt engineering specif-

ically, I do not delve much more into this topic than what I do here. However,

given the prominence of chatbots and the role of prompt engineering to train

them, it inevitably has already made an impact in research literature. New eval-

uation strategies (e.g. Kocoń et al. 2023) use prompt engineering to analyze and

evaluate chatbots, including converting existing classification tasks to prompts.
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2.1.4 LLMs today, challenges and future prospects

In this section, we have seen how LLMs have evolved through a series of

technological advances and innovations. These have most notably come through

how words and context are modeled to an increased scaling to leverage more

from corpora. These development have culminated in highly capable chatbots,

attracting wide public attention. As such, these models have been coined “large

language models” (LLMs), distinguishing them from earlier LM predecessors.

Although earlier models certainly can be large by certain metrics, for example

an n-gram LM can be trained on a very large corpus, LLMs are distinguished by

the combination of scalable parameters (data size, model size and training time)

and the deep learning architecture, most notably the transformer, which enables

a non-linear training. These factors combine, makes it possible for LLMs to

model many contextual linguistic patterns.

The impact of LLMs on research

The rise of LLMs has not only brought about technical advances, but also

set new conditions for NLP research. As indicated from Figures 2.3, 2.4 and

2.5, only a handful of organizations, usually large tech companies, have the

computational and financial means to train these models. Furthermore, many of

these are only available by commercial APIs and the corpora or training details

are often not disclosed. These restrictions coupled with the quick pace which

chatbots can quickly learn new tasks through prompt engineering have lead

many researchers to worry about the trajectory of NLP as a field and especially

the future prospects for NLP practitioners (cf. Ignat et al. 2023; Saphra et al.

2024).

Christopher Manning addressed these concerns in his key note talk Academic

NLP research in the Age of LLMs: Nothing but blue skies! at EMNLP 2023.

In it he made an analogy to aviation engineering where he compared an indus-

trial LLM to a commercial airliner, for example Boeing 737 Next Generation.

Engineering students and researchers are not expected to build a Boeing 737

Next Generation during their studies or research, but would rather build small

prototypes or experiment with new technologies in order to make airliners safer,

more efficient and/or reduce emissions of carbon dioxide. Since they are much

more easily reproducible, they ensure that the experiments can be replicated, a

key pillar of the scientific method.

With the latest LLMs is the issue of reproducability. When the models are

too big to train it is neither possible nor desirable to replicate their training.

Also, seeing that many of these models are commercial products and regularly
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updated (e.g. with prompt engineering), discerning how much the model relies

on general knowledge from pretraining or from fine-tuned processes can be

difficult. Another issue which makes measuring generalizability difficult is data

memorization. As the models have become larger, so have their capabilities to

simply memorize. Some empirical studies have shown that many public datasets

can repeat samples from testing data verbatim (e.g. Carlini et al. 2023).7 This

makes the performance on publicly available benchmarks less reliable. Finally,

the lack of data transparency and the differences in training regimens makes

comparing models more difficult. It is especially difficult to investigate by

exactly which variable one model performs better than another.

In this thesis, I have, mainly used the BERT model (see also Section 3.1.1).

This is mostly because of the time when the projects were started (pre 2022)

as well as practical and circumstantial reasons. However, although BERT is

by today’s standards a smaller LLM, it offers a lot of advantages which larger

models rarely have. To begin with, since BERT is one of the most popular mod-

els, there exists many different models in different languages that have roughly

been trained the same. This means there are many dimensions of comparability:

corpora, model size, languages and multilingualism. These are all important

for carrying out basic research, where one wants to isolate and account for

confounding variables. Moreover, since larger models are seemingly capable of

learning everything smaller model learn, the insights made into smaller models

are also applicable to larger models.

2.2 Exploring the landscape of LLM analysis

As we have seen in Section 2.1, neural language modeling has enabled the

encoding of semantic similarity, long-range dependencies and deep contextual

representations of language. Since language meaning is created compositionally

of data that is spread through a large and sparse data distribution (Goldberg

2017: 1), it makes sense that LMMs are effective in capturing disperse aspects

of language. The non-linear training regimen also allows for effective encoding

of linguistic structures, which functions are difficult to summarize through

only linear functions. These properties that make LLMs so powerful also make

analyzing them more difficult.

In the light of these challenges, it is important to understand the components

that make up analysis methods and what insights these can yield. To this purpose,

I explore the landscape of analysis methods in this section. This includes ac-

counting for core concepts (Section 2.2.1) and illustrating the interplay between

the high-level factors (language, data and model) that influence LLM analysis

7https://hitz-zentroa.github.io/lm-contamination/blog/

https://hitz-zentroa.github.io/lm-contamination/blog/
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(Section 2.2.2). Finally, I go through selected terms and criteria that are used in

taxonomies to classify important aspect in analyzing LLMs (Section 2.2.3).

The topics and concepts discussed in this section serve as a framework for

the discussion of methods (Chapter 3 and Section 4.2) and the contributions of

this thesis (Section 4.3).

2.2.1 Core concepts

Up until now, we have assumed a vague familiarity with analysis methods and

the related terms evaluation, benchmarking and interpretability. However, since

these often overlap and have acquired specialized meanings in recent years, I

start by providing working definitions of these terms, how they relate to each

other and where they differ.

Generalizability

The ability to generalize is the main goal of any machine learning model. More

specifically, this means the ability of the model to apply what it has learned

from data to new, unseen data. Generalizability is thus a fundamental property

any analysis methods strives to measure or understand. In traditional machine

learning, measuring generalizability is done on data sampled randomly from the

same data source, assuming them to be independently and identically distributed

(i.i.d.) (Hupkes et al. 2023: 1162). However, as models become increasingly

better, evaluating test data that is not sampled from the same data distribution,

i.e. out-of-domain evaluation, is natural next step towards measuring broader

generalizability.

Generalizability becomes a key concept when distinguishing between differ-

ent kinds of evaluations. For example, intrinsic vs. extrinsic, general purpose

vs. task specific (see Section 2.2.3).

Evaluation and benchmarking

Evaluation is a core feature of machine learning and an integral part in training

machine learning models. In order to test the predictive power of a model trained

on data, a special subset of the data needs to be held out in order to test its ability

to generalize. In practice, this usually means splitting the data randomly into a

training, testing and often also a development split. The training data is used to

train the model, the optional development split is used to evaluate the model
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during development (such as with hyperparameter search) and the test data is

used only for testing.

Benchmarking is a type of evaluation. While the terms are often used in-

terchangeably, a benchmark is usually presented for the explicit purposes of

advancing a research or community effort. The benchmark becomes a goal post

against which different systems can be compared. It has similarities with the

term shared task, which, however, is more specific to a workshop or conference

setting.

With the advent of transfer learning and LLMs,multi-task benchmarking has

become more popular in recent years. These aim for broad coverage in order to

measure broad generalization capabilities and have multiple tasks and datasets

with a diverse set of data and tasks. In order to establish community-wide

adoption, the tasks usually come in standardized formats, and can sometimes

be evaluated and submitted to a public leaderboard. In order to easily compare

between models, the scores across all tasks are aggregated into one score. See

also Section 2.3 for further discussion of popular multi-task benchmarks.

Interpretability, explainability and model analysis

While evaluation and benchmarking asks if or to what extent a model can gener-

alize, machine learning intepretability asks how it generalizes. It focuses on the

inner-workings of machine learning models, what their internal representations

encode and how information is processed by the model. An important and often

interchangeably case of model interpretability is explainability, which focuses

on methods for providing an explanation for a model’s predictions. Originally

in the broader AI field, this was mostly concerned with how the explanation of a

model prediction could be relayed to a user (cf. Gunning & Aha 2019; T. Miller

2019). In NLP, however, authors such as Søgaard (2021) have used it more

broadly to refer to a method that brings about any insights into the model’s

inner-working.

While we want interpretability methods to be as faithful as possible to the

inner-workings of the model, interpretability research is inevitably shaped by

what researchers hope or intend the model to learn. Whether the perspective

from a researcher, NLP practitioner or an end user of a product, being able to

ground an explanation of to an existing frameworks of knowledge is crucial to

make the explanation useful. For this reason, machine learning interpretability

is not only concerned with the technical aspects of machine learning, but also

in how the results of any interpretability method can be communicated and

understood by users (T. Miller 2019).
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Summary

To sum up, evaluation is a is a core feature of machine learning and is the most

basic procedure to measure a model’s performance; benchmarking is a type of

evaluation with a focus on advancing some community effort; interpretability

is gauging a model’s inner-workings and processes; generalizeability is the

fundamental property which any machine learning model strives for and for any

analysis method to measure or understand.

Naturally, these terms sometimes overlap. These are elucidated in Section

2.2.3 in the discussion of taxonomies and frameworks as well as in other places

of the thesis when methods are categorized and discussed in-depth (e.g. Chapter

3 and Section 4.2).

2.2.2 The interplay between language, data and model

Any analysis of LLMs will be informed by how the language object of study is

represented by data and how the model learns from that data. Natural language

is a social phenomenon which is formed by evolving social processes. In these

processes, written language is an important medium, but it is not the only

medium. The meaning ascribed to text is also informed by social and real-world

factors. However, for LMs the text is the primary and usually the only source

from which representations of language are made. Because of this Bender et al.

(2021) go so far as to argue that LLMs by necessity only learn language form

and not language meaning, which has been followed by an extensive debate (cf.

Sahlgren & Carlsson 2021; Piantadosi & Hill 2022; Lappin 2023). While the

extent to which meaning can be derived only from text is debatable, it is clear

that LLMs do not have access to important components that are essential for

the human language processing experience.

Figure 2.6 illustrates on a high-level how the interplay between language, data

and model looks like. In this illustration, we see how LLMs need to approximate

natural language through a constricted channel of data (i.e. written text). The

encoding (i.e. the “encoded in” arrow) is fundamental for defining what a

language capability is and how it can be measured.

Given how LLMs are able to perform so well on a diverse set of downstream

tasks (see Section 2.3), sometimes better than non-expert humans (see Section

2.3), the challenges are not only of a technical nature, but of a theoretical

and methodological nature: How do we source and model data to accurately

represent language and how do we establish what is a desirable outcome?
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Figure 2.6: The interplay between language, data and model.

Figure 2.7: Illustrates the variety space described by Plank (2016). The illustration is

taken from the same paper.

In the rest of this section, I discuss high-level factors which influence this

interplay between language, data and model as well as how they influence

analysis methods downstream.

2.2.2.1 Variety in text domains and annotation

Not only is written language a unique language medium with its own pecu-

liarities, each corpus has it own unique properties and statistical distribution

which influence evaluation. Plank (2016) introduces the concept of variety

space to describe the features that make up a corpus/dataset. She describes a

high-dimensional space where the data instances (e.g. sentences) are points and

the regions in this space form domains, in which features such as language,

dialect, topic, genre, age, sex or any other significant textual variety cluster. In

this framework, datasets “are subspaces of this high-dimensional space” (Plank

2016: 16). Figure 2.7 illustrates how the variety space can look like.

She further argues for an extra focus in NLP to model this variety:
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…if we embrace the variety of this heterogeneous data by combining it

with proper algorithms, in addition to including text co-variates/latent

factors, we will not only produce more robust models, but will also enable

adaptive language technology capable of addressing natural language

variation. Plank (2016: 18)

Accounting for the variety space is a challenge that has been discussed in

corpus linguistics for years, mostly for the purposes of building representative

corpora (see O’Keeffe & McCarthy 2022 for a more extensive discussion). In

these discussions, it quickly becomes clear that representing variety of lan-

guage is a complex challenge, grounded in the question of what should be

represented. This ranges from which modes of language to include (written,

spoken, transcribed), speaker demographics (gender, sex, age) genre (news,

fiction, governmental reports), to how these should be balanced in the corpus.

Through data annotation, features other than what is accessible in the text can

be explicitly modeled. These annotated features also become a proxy through

which the model can approximate language. These can range from the sen-

timent of a text (sentiment analysis); the logical connections between texts

to grammatical features such a co-references. In this sense, it is not only the

corpus itself which plays a role in the variety space. For NLP especially, the

annotation of language resources also contributes to another dimension in the

variety space. This dimension is further complicated by the fact that annotators

usually disagree about labels. To avoid this, there was a long time the goal of

annotation to create guidelines which makes annotators agree. In recent years,

however, there have been calls to also embrace the variety in disagreement

between annotators (Cabitza et al. 2023).

2.2.2.2 Linguistic coverage

Related to variety is also the question of what kind of linguistic information

a dataset or task covers. The data for a task is usually curated or annotated

in order to train on and evaluate some specific language capability. In these

endeavors, there lies a challenge in understanding what linguistic phenomena are

covered and the extent to which these are representative of the phenomenonmore

broadly. To illustrate this, Figure 2.8 shows how different tasks are inherently

embedded in broader language hierarchies and thus on a focused type of language

phenomena. Figure 2.8a shows how the experiments in Chapter 8 focus on one

specific kind of language variation, namely the kommer (att) INFINITIVE

construction in Swedish. This construction is one of many other constructions

which use the template auxiliary verb (AUX) the particle att and infinitive verb.
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(a) kommer (att) INFINITIVE (Chapter 8) (b) Sentiment analysis

Figure 2.8: Illustrates how a task in practice usually targets one linguistic phe-

nomenon, which is one focused aspect of language.

These in turn are grammatical features specific to Swedish. Similarly, Figure

2.8b, shows how a binary sentiment analysis task for English, such as the Large

Movie Review Dataset (Maas et al. 2011), covers one type of sentiment, which

in turn is one feature in semantics.

These illustrates how the unique makeup of a task - its data and annotations

- covers one focused aspect of language. This and the fact that creating new

resources is expensive, makes the decision on what linguistic phenomenon to

model and to create or curate resources for important.

As outlined in Section 2.1, LMs aim for broad linguistic coverage through

their generic language modeling objective, which is also the case with other

automated metrics, such as BLEU (Papineni et al. 2002) for machine translation.

These metrics on their own, however, do not give give interpretable insights into

their broader language capabilities, so it is usually the role of tasks (or bench-

marks) to measure these. Multi-task benchmarks (see Section 2.3, which define

a range of tasks for broad-coverage evaluation, play an important part of this. In

these efforts, understanding the linguistic coverage of a task plays an important

role in order to understand exactly how generalizable these measurements are.

2.2.2.3 Summary

In this section, I have discussed high-level factors which define how language is

represented through data. Since LLMs are trained and evaluated on these data,

they by definition crucially shape the analysis of LLMs and by extension our

understanding of their language capabilities.
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The big challenge in current NLP is not only to gain good performance on

multiple tasks, but to achieve wide corpus representation and broad linguistic

coverage.

2.2.3 Categorizing analysis methods

Now that we have gone over the necessary core concepts and high-level factors,

this section goes into existing taxonomies and frameworks which helps to

categorize analysis methods in NLP. The aim of this section is to lay out how

they can, conceptually, be used to understand the generalization capabilities of

LLMs but also to showcase by what aspects analysis methods might differ and

where they overlap.

Intrinsic vs. extrinsic evaluation

This distinction refers to whether a model is evaluated by somemetric intrinsic to

the model or if they are evaluated in some external application (e.g. downstream

task). For example, measuring the semantic relatedness of word vectors of a

word2vec model against a dataset with human judgments would be an intrinsic

evaluation since the intrinsic values are evaluated on their own. However, if

these word vectors are used for a downstream task, e.g. sentiment analysis, this

would be an extrinsic evaluation. Another example of an intrinsic evaluation

would be to test BERT’s ability to correctly predict masked tokens, while fine-

tuning BERT on a downstream task, such as sentiment analysis, would be an

extrinsic evaluation (Section 2.1 Poliak 2020; 38 Daniel Jurafsky & Martin

2024).

General purpose (test suites) vs. task specific evaluations (test corpora)

This distinction refers to whether a test dataset is part of a task-specific setup,

as is common in a setup of training, development and test splits, or if it is of

general purpose meant to test against both broader and focused set of linguistic

phenomena (Poliak 2020: Section 2.2). This distinction can also be made with

respect to “test suites” (or challenge sets) and “test corpora” (Belinkov & Glass

2019). The idea is that a test corpora (or task specific evaluation) is sourced

from a natural frequency distribution of language, i.e. they are taken directly

from corpora as they appear without much modification. A test suite, on the

other hand, is controlled and contains selected examples which aims to test for

specific linguistic phenomena. A test suite thus could aim to evaluate a more
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diverse set of linguistic phenomena, i.e. attain higher linguistic coverage (see

Section 2.2.2.2), at the cost of not being representative of a natural frequency

distribution. Because of these different concerns, test suites lean towards more

qualitative analysis, while test corpora towards quantitative.

Model desiderata

While the two previous distinctions are concerned mostly with ways to evaluate

a model, there is also a question what kind of behavior and properties of the

model are desirable. For one, relating to the model’s ability to generalize, we

want the model to not be too sensitive to minor, irrelevant changes in the input

when making predictions. The degree to which can do this is called model

robustness. In a sense, robustness can also be a feature of a dataset, in so far as

the performance on one dataset is not dependent on irrelevant artifacts that do

not appear in similar datasets.

Finally, there is an ethical dimension in what we want from the model. We

do not want the model to discriminate based on social factors such as race, class

or gender, such as regurgitating social stereotypes or reproduce cycles of harm.

The degree to which a model can do this, reflects how fair and unbiased it is

(Blodgett et al. 2020; Suresh & Guttag 2021).

2.2.3.1 Model interpretability

As we have seen in the previous section, the taxonomies and theory relating to

benchmarking and evaluation are directly intertwined with data and processes

like data collection, preprocessing and annotation. In other words, they depend

greatly on the Language and Data components of Figure 2.6. Model inter-

pretability, however, focuses more on the model-side, i.e. the Data and Model
components of Figure 2.6. This arguably makes the taxonomy less variable

since it is not as dependent on the challenge of representing language fairly.

In this section, I discuss some common abstractions and distinctions made in

interpretability research, how they help classify and ultimately better under-

stand model interpretability methods. Figure 2.9 gives a high-level illustration

of (most) distinctions I discuss in this section.

Interpretability output

Any interpretability method will produce an output, which yield insights into the

inner-workings of a model. There are many kinds of outputs that interpretability
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methods can return (Molnar 2022). Some methods return just one value, for

example probing classifiers returns the performance on a probing task (see

Section 2.3). Others, such as important methods, return a score for each input

value (see Section 3.2.4). Yet others produce visualizations, which can provide

a practical bird’s eye view of noisy, unstructured information flows, such as the

activation strengths of individual word embedding dimensions (cf. J. Li et al.

2016).

Black-box and white-box

Black-box and white-box refer to whether intermediate computations of the

model are analyzed or not. Black-box methods only rely on the input and output,

while white-box methods analyze the internal values of the model. An occlusion

method, which calculates importance by deleting or modifying only input values

(cf. Harbecke & Alt 2020), is an example of a black-box analysis. Analyzing

the attention weights of a transformer model (Vaswani et al. 2017), however, is

an example of a white-box analysis, for example with raw attention values (cf.

Clark et al. 2019), attention flow or attention rollout (Abnar & Zuidema 2020).

Local and global

Local-global refers to whether the analysis is done with respect to one sample

or the whole dataset. This is with respect to the data the model is trained or

evaluated on and does not refer to global or local coverage as discussed in

Section 2.2.2. Usually a method focuses on local analysis while others rely on

global analysis using multiple samples. On the one hand, calculating relative

importance is a local method, which can help a research analyze a model’s

predictions qualitatively or for creating an explanation for an end-user. On the

other hand, a probing task, which probes vector representations of a model on a

delimited task, requires training data and is therefore, per definition, a global

analysis.

As pointed out by Søgaard (2021: 63), all local methods can also be applied

globally by summarizing the outputs of local analyses. However, by the same

logic global methods cannot be applied locally. In this thesis, there are two

articles (Chapters 5 and 8) which summarize local analyses into a global analysis.

This method is explained more in detail in Section 3.2.4 and discussed further

in Section 4.3.3.
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Model-agnostic and model-dependent

Model-dependent methods rely on specific architectures for making their calcu-

lations. For example, attention-based methods rely on an attention mechanism of

the transformer model or other attention-based models. Model-agnostic models,

however, can work with any model. For example, LIME (Ribeiro et al. 2016)

only needs the outputs of the model to calculate importance scores.

Model-agnostic and model-dependent is a relative term that can vary depend-

ing on the context. For example, almost all LLMs are based on the transformer

architecture, so a method which can be used for all transformer models (for

example attention-based methods) are in this context for all practical intents

and purposes model-agnostic.

Intrinsic and post-hoc

Intrinsic-post hoc distinguishes between interpretability outputs which are com-

puted by the model architecture (intrinsic) and values that are computed after

training (post hoc) (Madsen et al. 2022). Intrinsic methods are often model-

dependent and post-hoc methods model-agnostic. Examples of intrinsic inter-

pretability methods would be generated rationales (e.g. prompting a chatbot to

explain a previous answer) and attention values in the transformer model. Other

post-hoc methods are LIME and gradient-based methods.

The intrinsic-post hoc distinction “can be hard to maintain” (Søgaard 2021:

6) for some cases. For example, probing classifiers require continued training

of contextual outputs of the model. According to this distinction, probing tasks

would be post-hoc up until the intermediate contextual outputs and then the

fine-tuning would be intrinsic.

Forward and backward

Forward-backward is specifically concerned with neural networks and whether

the outputs of the methods relies on a forward pass, such as with attention-

based methods or with a backward pass, such as when calculating gradients for

importance methods (cf. Sundararajan et al. 2017).

2.3 Insights into the language capabilities of LLMs

In this section, I show how LLMs have progressed on popular benchmarks

(Section 2.3.1) and what insights have been made into their inner workings and
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language capabilities (Sections 2.3.1 and 2.3.2). The distinctions and concepts

previously introduced in Section 2.2 are used to discuss and contextualize these

accordingly. Although surveying all (or even most) work on these topics is

well beyond the scope of this thesis, the aim of this section is to illustrate

how LLMs have progressed, how this has affected work in benchmarking and

interpretability and what has been learned about LLM’s processing and language

capabilities. Since this thesis has mostly used the BERT model (see Section

3.1.1), particular (but not exclusive) attention is given to work focused on BERT.

2.3.1 Progress on benchmarks

The point of training LLMs is to create a model whose representations of lan-

guage (i.e. word or sentence representations) are general enough to transfer and

be useful for downstream applications. For this reason, LLMs are usually evalu-

ated on a range of different downstream tasks in order to measure their general

transfer capabilities. In order to facilitate this process, multi-task benchmarks

have been developed, which define a simple, interpretable metric for “progress”.

Given this role, they highly shape the development of LLMs (Kounev 2021: vi).

2.3.1.1 Multi-task benchmarks: GLUE, SuperGLUE

One the most popular NLU benchmarks in the English-speaking world are

the GLUE (A. Wang, Singh, Michael, Hill, O. Levy & Bowman 2019) and

subsequent SuperGLUE (A.Wang, Pruksachatkun, et al. 2019) multi-task bench-

marks. Their popularity is indicated by the fact that many LLMs use GLUE or

SuperGLUE in their reference papers to evaluate their performance, such as

BERT (Devlin et al. 2019), XLNet (Z. Yang et al. 2019), T5 (Raffel et al. 2020)

and RoBERTa (Liu et al. 2019).

The original GLUE benchmark is a platform to measure and track progress

on natural language understanding (NLU). It includes nine tasks of existing

datasets, ranging from single-sentence tasks, such as acceptability and sentiment

analysis; to similarity and paraphrase; to inference tasks. All datasets include

non-expert, human evaluations and four of them of have privately-held test sets.

Submissions are tracked by an online leaderboard.8 All scores are combined

into one macro-average score, making it easier to compare between models. The

overall combination of these features help explain why GLUE and SuperGLUE

became reference benchmarks in the community.

8https://gluebenchmark.com/leaderboard, accessed 2024-09-02

https://gluebenchmark.com/leaderboard
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Figure 2.10 shows how models progressed on the GLUE benchmark after its

release. In less than a year, a markedly high upshoot in performance compared

to the included baselines (e.g. BiLSTM+ELMo+Attn) was seen in model like

RoBERTa and T5, which surpassed the human baseline.

Responding to these developments, the SuperGLUE benchmark (A. Wang,

Pruksachatkun, et al. 2019) was released, which kept two of the challenging

tasks in GLUE and included a new set of more challenging tasks. Importantly,

at the time of release the best models on GLUE had not beaten the non-expert

human baselines on SuperGLUE. Likewise here, however, in a about a year,

newer models beat the non-expert human baselines (see Figure 2.11).

Apart from GLUE/SuperGLUE there are other popular benchmarks in the

English-speaking world, which saw similar progressions. For example the

question-answering dataset SQuAD 1.0 (Rajpurkar et al. 2016) and 2.0 (Ra-

jpurkar et al. 2018).

GLUE/SuperGLUE have inspired the creation of many other multi-task

benchmarks in other languages, such as for Russian, Chinese, Polish, Persian

and Indonesian. For Scandinavian languages, NorBench (Samuel et al. 2023)

for Norwegian, ScandEval for Scandinavian languages (Nielsen 2023) and

SuperLim for Swedish have been released. See Chapter 7a for more details on

Superlim and other non-English benchmarks.

2.3.1.2 Reality check: data artifacts, robustness and adversarial examples

Approaching or beating the human baselines on popular benchmarks like GLUE

and SuperGLUE, prompted a spur of research critically examining the robustness

of LLMs. A black-box strategy commonly deployed for this, is to measure how

the model performs when trained or evaluated on manipulated versions of

the input. These include crafting counter-factual examples, which are valid

opposites of the input as well as adversarial examples which are purposely

crafted to “break” the system (Madsen et al. 2022). Both of these are commonly

minimally contrastive pairs (MCPs, see Section 3.2.2). This strategy can also

include more invasive manipulations of the input, such as shuffling tokens

(Pham et al. 2021) or removing complete parts of the input (Gururangan et al.

2018). Deploying these strategies gives a measure of the robustness of the model

as well as reveal, sometime spurious, artifacts in the data which help explain

the model behavior.

One of these were Niven & Kao (2019), who investigated how BERT could

achieve near non-expert, human-level performance in argumentation mining

on the Argument Reasoning Comprehension Task (Habernal et al. 2018). They

discovered that the results were mainly due to spurious cues relating to “uneven
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distributions of linguistic artifacts over the warrants, and therefore over the

labels” (Niven & Kao 2019: 4660). By creating counterfactual examples, which

reduced this distribution of linguistic artifacts (mostly related to negation)

“BERT’s maximum performance fell from just three points below the average

untrained human baseline to essentially random” (Niven & Kao 2019: 4662).

A project which embraces the adversarial approach is Dynabench (Kiela et al.

2021). It is a platform which allows user to craft and submit adversarial data in

real time with feedback from models. It allows for dynamically incorporating

adversarial examples, which can help in identifying and give insights to data

artifacts. The goal behind this is to move benchmarking ahead more quickly.

2.3.1.3 Benchmarks and widening the linguistic scope

As we see with GLUE and SuperGLUE, a natural consequence of a benchmark

becoming popular is that when that benchmark is “beaten”, the field naturally

progresses on to harder benchmarks. This can be seen in the transition from

GLUE to SuperGLUE, where SuperGLUE included more challenging tasks.

Navigating all benchmarks and deciding which ones to use can be difficult

not only for developers or users of LLMs, but also for those who want to

create new resources. Hupkes et al. (2023) address this partly, by creating a

taxonomy for classifying work in generalization. They identify areas where

there is less work, such as “cross-lingual studies and generalization studies

motivated by fairness and inclusivity”. Making these classifications is important,

in order to widen and fully understand the scope of linguistic phenomena current

benchmarks are covering. This also helps identifying the correct hill, natural

language understanding should be climbing (Bender & Koller 2020).

2.3.2 Gauging the black box

After seeing how LLMs have shown increasing progress in terms of performance

on popular benchmarks, we now turn to work which tries to interpret the inner

workings of LLMs. In this section, I cover both some popular interpretability

methods as well as the insights they have given into the language capabilities

of LLMs.
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2.3.2.1 Linguistic and other knowledge

A common approach to gauge the inner-workings of an LLM is to measure the

extent to which some linguistic or other knowledge is encoded in the computed

weights of the model, e.g. attention weights or contextual word representations.

A common method of this kind, which allows for both black-box and white-

box analysis of LLMs, is to train a probing classifier. In this setup, some

encoding of the model, for example a contextual word representation of an

LLM, is used to train a probing classifier (usually a simple logistic regression

model or multi-layer perceptron) on a probing task.9 The probing task is usually

a simple task, targeting some feature of interest. For sentence representations

(e.g. the [CLS] token in BERT, see Section 3.1.1) a probing task could be to
predict the length of the sentence from only the fixed-size sentence embedding.

For a word representations (e.g. contextual word embeddings of BERT, see

Section 3.1.1) a task could be to predict whether a verb is active or passive.

How well the probing classifier is able to predict the feature of interest, is an

indication of how much the targeted feature is encoded in the model’s internal

representations. From a machine learning perspective, a probing task is not any

different from a downstream task. Conceptually, however, probing tasks can be

seen as a type of intrinsic evaluation while downstream tasks an extrinsic one.

Probing tasks precede LLMs and were used as early as 2016 by Shi et al. for

LSTM-based neural machine translation. They show that these models encode

important syntactic information, such as voice, tense and part-of-speech. There

were also broad-coverage benchmarks which deploy varying types of prob-

ing tasks. These include SentEval (Conneau & Kiela 2018), which besides 17

downstream tasks also came to include 10 probing tasks (Conneau, Kruszewski,

et al. 2018). The scope of these range from surface level, syntactic and se-

mantic information. On the word level, there was also LINSPECTOR (Şahin

et al. 2020), which include 15 probing tasks for evaluating word embeddings

in 24 languages. The scope of these ranged from case marking, possession,

word length and pseudo word identification. An important insight from these

evaluation frameworks was the correlations the authors can observe between

performance on several probing tasks to other downstream tasks, for example

the probing task to recover content words from sentence embeddings in Sen-

tEval, is strongly, positively correlated to all downstream tasks evaluated by

Conneau, Kruszewski, et al. (2018).

Common in the NLP literature, is to use the word probing to refer to any

procedure of picking apart a model to find out what it has learned (cf. Hewitt &

9Other terms have been used to describe the same thing, such as diagnostic classifiers (cf.

Giulianelli et al. 2018) or auxiliary prediction tasks (Belinkov & Glass 2019).
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Manning 2019; Niven & Kao 2019; Rogers et al. 2020). These include testing

whether syntactic information can be retrieved from the model’s representations.

For example, Hewitt & Manning (2019) show evidence for syntax trees being

embedded in ELMo and BERT, by showing high Spearman correlation and

Undirected Unlabeled Attachment Score (UUAS) score between dependen-

cies in the PennTreebank and learned linear transformation from transformed

contextual token representations.

To these efforts there has also been a lot work analyzing the attention mech-

anism LLMs, for example, Clark et al. (2019). While the attention values of a

transformer offer ways of intrinsically measuring the model’s computations,

it is complicated by the fact that while attention is set to individual input to-

kens, the information from tokens gets mixed in intermediate attention heads.

Furthermore, different attention distributions can lead to the same predictions.

For this and other reasons, it has been debated whether attention can be used to

explain model behavior (cf. Jain & Wallace 2019; Wiegreffe & Pinter 2019).

While the methods mentioned above measure representations inside the

model, there are also those that measure output of the language modeling ob-

jective directly, such from the MLM objective in BERT (see Section 3.1.1).

This black-box, intrinisc kind of evaluation is useful for inquiries which can be

formulated as a fill-in-the-gap task. For example Petroni et al. (2019) shows

that BERT to some extent can be compared to a knowledge bank, model, seeing

that it completes sentences like “Dante was born in [MASK]” →Florence. with

higher precision than traditional NLP methods that have access to a knowledge

bank.

The psycholinguistic origins of the MLM objective (cf. cloze test Taylor

1953) also makes this approach apt to compare against human baselines. For

example, Ettinger (2020) used datasets from psycholinguistics to compare BERT

against. They could identify areas in which BERT performs quite well, such as

completing correct noun hyperonyms, however other areas where it struggles

more, such as inference and role-based event prediction.

2.3.2.2 Processing information

An important part of gauging the inner workings of LLMs is to analyze how

information is processed through the different parts of the network. By doing

this, one can get an idea to how the model sequentially processes language.

Peters, Neumann, Zettlemoyer, et al. (2018) did early work in this direction,

by looking at how layer depth of different deep learning architectures (ELMo-

like, transformer and gated CNN) impacted processing. Among several methods,

they used POS-tagging, constituency parsing and coreference resolution to probe
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the intermediate representations. They found that lower layers performed better

on POS-tagging, middle layers on localized constituencies and the top layers on

coreference resolution. Tenney et al. (2019) made similar findings with BERT

and found that the layers performed in this sequence: POS tagging, parsing,

NER, semantic roles, then coreference. In the light of these results, they conclude

that BERT seems to re-invents the classical NLP pipeline, in which lower-level

linguistic representations are used for the computation of higher-level linguistic

representations.

These white-box findings show that the depth of the model (i.e. number of

layers) plays an important role in the encoding of different levels of hierarchical

linguistic information.

2.3.2.3 Training, pruning and other work

More technical work into the pretraining and the model itself, can reveal insights

into a model’s inner-working. An obvious example of this, is how to setup the

pretraining task itself. For example, with MLM of BERT (see Section 3.1.1),

there have naturally been experiments with masking tokens more of differently

(Section 5.3 Rogers et al. 2020). Also, removing the next sentence prediction

task (see Section 3.1.1), for example does not seem to hurt performance (Liu et al.

2019). Alsomeasuring the effect of removing and updatingmodel components in

order to reduce non-important blocks, a process called “pruning”, can highlight

how the model processes information. For example, Voita et al. (2019) shows

how pruning and dropping 38 of 48 attention heads of a transformer model

trained on machine translation results only in a decrease of 0.15 BLEU score.

Reducing the model size without loss in performance is what other knowledge

distillation techniques also do, such as with teacher-student training (Gou et al.

2021).

2.4 Concluding remarks

In this chapter, I have outlined how LLMs have come about through a series of

technical innovations, including in how words are computationally represented

and how deep learning architectures allow for encoding complex linguistic

patterns across a lot of data. These factors have meant that scaling these models,

both by model parameters and training data, have made these models perform

better andmeant a thousandfold increase by all scalable parameters. The increase

in performance of these model as well as their model size, have introduced new

complexities in evaluating and interpreting models in NLP.



46 Background

In order to more easily navigate analysis methods, I expounded on the

factors that impact any analysis methods as well as the different concepts and

distinctions that are used in existing taxonomies in NLP. These are useful in

categorizing and discussing the difference of analysis methods and contributions

of this thesis in particular (see Chapters 3 and 4).

Finally, I have shown how the models have progressed in recent years

on multi-task benchmarks, in particular GLUE/SuperGLUE and how these

invariably shape the field in terms of establishing goals against which the

development of LLMs should strive. I also show how in response to these

results, much work have been made in analyzing and understanding the inner-

workings of the models.
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Now as the previous chapter has given a general background to LLMs and

analysis in NLP, this chapter focuses on the resources and methods which have

been used in this thesis in particular. Although I cannot for practical reasons

survey every single method used in all papers, I focus on the ones that have

been used multiple times or are of special importance. What is covered in this

chapter will provide the necessary prerequisites for the broader discussion in

Chapter 4.

3.1 Models

The papers of this thesis have mostly focused on models which are based on

the BERT architecture (short for bidirectional encoder representations from

transformers) introduced by Devlin et al. (2019). Although many different large

language model architectures (LLMs) have been released in recent years, there

are multiple, complementary reasons for why I have repeatedly opted to use

BERT. To begin with, most of the downstream tasks used in this thesis have

been classification tasks for which encoder-only models are more suitable and

are, thus, more practical over decoder-only generative models such as the GPT-

series of models.10 On top of that, there are monolingual BERTmodels available

for many languages. These have been trained on similar amounts and kinds

of data, thus enabling fairer comparison between languages (see for example

Chapter 5). Finally, there are not that many monolingual alternatives to BERT

in Swedish. KB-BERT, a model trained by the National Library of Sweden (see

Section 3.1.2), has been shown to perform comparatively well on the Swedish

natural language understanding (NLU) benchmark SuperLim (see Chapter 7a).

10GPT (short for generative pre-trained transformer) or generative models have in the recent

year shown improvements in classification tasks using zero-shot or one-shot training. The works

behind most studies in this thesis, however, were carried out before these methods became

commonplace.
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3.1.1 BERT

The original English BERT model was released by Devlin et al. (2019) and was

one of the first LLMs to leverage the transformer architecture (Vaswani et al.

2017). What also distinguished BERT was its unique approach to bidirectional

language modeling. Unlike the earlier LSTM-based language model ELMo (Pe-

ters, Neumann, Iyyer, et al. 2018) which concatenated word embeddings trained

independently left-to-right and right-to-left, BERT achieved bidirectionality in

its pretraining through the masked language modeling (MLM) objective. The

goal of MLM is to correctly predict a number of hidden (or masked) tokens

given its known context. In the original BERT, 15% of the tokens are masked

while the rest is known. Example (1) shows how an input sequence could look

like in MLM. In this example, the model might predict the first MASK token to
be dog and the second to be cat.

(1) The [MASK] jumped off the car and chased the [MASK] away .

The original BERTmodel was also trained on next sentence prediction (NSP),

in which the training objective is to decide if a sentence follows another in the

corpus. This is for learning long-term dependencies. However, the necessity of

NSP has been questioned and later LLMs, such as XLM (Conneau et al. 2019),

XLNet (Z. Yang et al. 2019) and RoBERTa (Liu et al. 2019), have not included

it.

Once pre-trained on the language modeling objectives, BERT outputs contex-

tual word representations, which can be connected to a smaller output network,

for example a linear layer or a multi-layer perceptron. This network can then be

fine-tuned on a downstream task. The embedding of the special [CLS] token,
which is prepended to every sentence, is recommended for sequence classifica-

tion. This is because the [CLS] token is never masked and therefore learns an
unbiased representation of the whole sentence. The BERT model, as with most

LLMs, come in different sizes based on its architectural setup. This is usually

specified by the number of transformer layers and attention heads, which deter-

mines the number of trainable parameters. For example, the BERTbase model

consists of 12 layers and 12 heads with 110M parameters and the BERTlarge
model consists of 24 layers and 16 heads with 340M parameters.

3.1.2 KB-BERT and other Swedish models

KB-BERT is a family of BERT models released by the National Library of

Sweden. It was trained on 15–20GB of text (200M sentences, 3000M tokens)
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“aiming to provide a representative BERT model for Swedish text”.11 These

are texts from books, news, government publications, Swedish Wikipedia and

Internet forums (Malmsten et al. 2020).

The reason I have most often opted for the KB-BERT model is because of

its high performance on Superlim (see Chapter 7a) and other tasks, such as

named entity recognition (NER) and part-of-speech tagging (Malmsten et al.

2020; Adesam & Berdicevskis 2021). Its unique makeup of pretraining data

could explain its relative success when compared to other monolingual Swedish

models.

3.2 Methods

3.2.1 Natural language inference

Natural language inference (NLI), also called recognizing textual entailment

(RTE), is a task in NLP for testing logical inference. The setup consists of

a premise and hypothesis sentence pair, which is labeled according to its en-

tailment relationship. These are entailment, which means the hypothesis is
implied or concluded from the premise; contradiction, which means the hy-
pothesis contradicts the premise; or neutral, which means the premise neither
entails nor contradicts the hypothesis. Some datasets merge the contradiction
and neutral label into one not_entailment label, making it a binary classi-

fication task instead.

While modeling logical reasoning has been pursued since the early 1970s,

most notably with the programming language Prolog, the earliest dataset of

this kind was FraCaS (Cooper et al. 1996). It was meant to target the semantic

competence of NLP systems and targeted many different types of entailment

relationships, namely generalized quantifiers, plurals, anaphora, ellipsis, adjec-

tives, comparatives, temporal reference, verbs and attitudes.

Examples (2), (3) and (4) from the FraCaS dataset (Cooper et al. 1996)

illustrate how these different entailment relationships can look. The examples are

also denoted by the type of entailment relationship they hinge on (monotonicity

and opposites).

(2) Entailment (monotonicity)
a. Every mammal is an animal. Premise

b. Every four-legged mammal is a four-legged animal. Hypothesis

(3) Contradiction (opposites)

11https://huggingface.co/KB/bert-base-swedish-cased, accessed 2024-02-11.

https://huggingface.co/KB/bert-base-swedish-cased
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a. Mickey is a small animal. Premise

b. Mickey is a large animal. Hypothesis

(4) Neutral (opposites)

a. Fido is not a small animal. Premise

b. Fido is a large animal. Hypothesis

FraCaS was ahead of its time when it came out because back then it was unclear

how semantics could be used given the NLP applications at that time:

It is difficult to say very much of detail about the usefulness of semantics

for practical applications, because the state of the art is such that there

are no commercial applications of any type which involve a substantial

semantic component. (Cooper et al. 1996: 1)

As NLP as a field progressed, an interest in data-driven inference tasks was

revived, most notably reflected in the series of RTE workshop challenges which

started in the mid 2000s (Dagan et al. 2005). This was largely practical, as

the organizers argued that NLI could be used to explicitly test the inference

capabilities needed for solving many other, practical downstream tasks. After

all, inference can be seen as a latent feature for tasks such as question-answering

(an answer has a logical relationship to a question) and machine translation

(a translation should carry the same conclusions as its source). These RTE

challenges were in fact sourced from the data of other downstream tasks, a

process called recasting (Glickman 2006; Poliak 2020: 96).

The view on what counted as entailment also evolved during these RTE

challenges. While the criteria for entailment in FraCaS was based on strict

deductive reasoning, in these datasets probable inferences were included. For

example, inferences relying on common sense reasoning or world knowledge.

For example, someone jumping into a lake usually entails them being wet

afterwards. See Example (5).

(5) Entailment (common sense)

a. Dave jumped into the lake. Premise

b. Dave was wet. Hypothesis

The term recognizing texual entailment was introduced at this time to emphasize

this new type of softer inference solving. However, this term did not come to

replace the term NLI broadly (Poliak 2020).

In more recent years years, as a response to the deep learning paradigm, two

larger NLI datasets came out: The Stanford Natural Language Inference (SNLI)

dataset (Bowman et al. 2015) and its successor Multi-Genre Natural Language



3.2 Methods 51

Inference (MultiNLI) (A. Williams et al. 2018). For the SNLI corpus, crowd-

workers were given an image and asked to create an entailment, neutral and

contradiction hypothesis from the scene descriptions in the Flickr30K corpus

(Young et al. 2014), which created a completely balanced corpus in terms of

prediction classes (entailment, contradiction, neutral). Afterwards, 10% of the

data was validated by another batch of crowd-workers. MultiNLI used almost

the same methodology as SNLI, but sourced their hypotheses from text directly

from many different text genres, ranging from transcribed telephone calls to

magazine articles. Half of these genres were also a mismatched subset of the

evaluation data, used to test the model’s ability to generalize on out-of-domain

data.

Robustness and NLI

Models in NLP have become better at solving NLI tasks in recent years, es-

pecially with the arrival of LLMs (cf. Section 2.3.1). These results prompted

scrutiny by the research community, in which a series of work gave evidence

to the fact that MultiNLI and other NLI tasks can be solved with still high

performance even when the logical structure of a hypothesis-premise pair is

broken. Below are some prominent examples from this body of work, where

simple data transformation on MultiNLI and other NLI datasets are made and

good performance is still seen afterwards:

• Dropping of specific word classes (Talman et al. 2021).

• Shuffling words in the sentences (Pham et al. 2021).

• Training only on the hypothesis (Gururangan et al. 2018).

Such results show that there are many artifacts in the data, which the model

can use to solve the task. This indicates a shallow learning of the task and that

the models do not necessarily rely on logical reasoning capabilities. This is

also reflected by the fact that LLMs do not tend to generalize well from one

NLI dataset to another (Talman & Chatzikyriakidis 2019). With that said, the

performance effects of the above mentioned transformations can vary between

NLI datasets. For example, GLUE Diagnostics (A. Wang, Singh, Michael, Hill,

O. Levy & Bowman 2019; A. Wang, Pruksachatkun, et al. 2019) (see Chapter

6a) is more robust against training only on the hypothesis (A. Wang, Singh,

Michael, Hill, O. Levy & Bowman 2019: 6).



52 Resources and methods

Landscaping NLI

Using the framework laid out in Section 2.2, I now discuss how NLI can be

categorized according to these distinctions. To begin with, there are both intrinsic

and extrinsic aspects to NLI. On the one hand, NLI is a classification task and

does not evaluate on the model objective (e.g. MLM), making it extrinsic. On

the other hand, the purpose of the task is to test the model itself, not its role in a

complete application, making it intrinsic in practice. Finally, some datasets have

their own data building procedures (cf. FraCaS, MNLI, SNLI and the GLUE

Diagnostic dataset), while others pick examples from other downstream tasks

(RTE challenges). This difference of proximity to the training data of other

tasks, makes the extrinsic applicability of different NLI datasets vary.

In the literature, NLI is mostly used for black-box, global analysis. However,

the smaller expert handcrafted datasets, such as FraCaS, the GLUE Diagnostic

dataset, the Winogender Schema Diagnostics, are annotated and divided ac-

cording to different linguistic phenomena. This allows for both global and local

analysis.

3.2.2 Minimally contrastive pairs

Since all LLM architectures, whether encoder-only (e.g. BERT) or decoder-only

(e.g. GPT), are trained on text sequences, it makes sense to analyze the model

on complete sentence inputs. However, how is that done if we want to analyze

a linguistic phenomenon in isolation without the impact of other confounding

variables? One way to do this is to analyze the model’s processing of minimally

contrastive (sentence) pairs (MCPs).12

The idea is to construct a pair of sentences where the two sentences only

differ or are constrasted by some targeted variable of interest. Example (6)

shows how an MCP can be constructed for the grammatical and ungrammatical

conjugations of the verb break.

(6) a. I broke the vase. grammatical

b. *I breaked the vase. ungrammatical

12In many cases these are simply called “minimal pairs” in the same way as in linguistics,

where the pair items (whether sentences, words, or phonemes) only differ in meaning by one

atomic unit (cf. Warstadt et al. 2020). However, in this thesis we cannot always assume there is

such a difference in meaning. For example, in Chapter 8 we do not assume that including att or

omitting it results in a different meaning of the sentence. For this reason, I use the more broad

term “minimally contrastive (sentence) pairs” (MCPs), to refer to minimal difference in both

form and meaning.
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In this example, the sentences are nearly identical except for one word: broke

and breaked. If the model returns different values for the these two sentences,

we can assess the model’s ability to process verb conjugation.

Many minimal pair datasets have been created in recent years to benchmark

LLMs and other neural NLP systems. For example, CoLA (Warstadt et al.

2019) use MCPs to evaluate LLMs on linguistic acceptability judgements and

Warstadt et al. (2020) introduce BLIMP, a large set of generated examples of

linguist-crafted musedinimal pair paradigms for targeting English grammar.

MCPs can be evaluated using different output features of the model. Most

LLMs have internal processing capabilities which allow for calculating a proba-

bility of an input sequence. These probabilities can then be used to see which

sentence the model prefers. LLMs can be evaluated as-is or by splitting the

data into training and test sets to compare the performance after continued

pre-training. Moreover, the model can also be fine-tuned on the contextual

embeddings of the sentence pair and be used to train on a binary classification

task. The latter is in practice a type of probing task (see Section 2.3.2).

Since MCPs are compatible with LLMs and are easy to automatically gener-

ate, they have been used quite to analyze different linguistic phenomena. For

example, Müller et al. (2018) constructed MCPs to test grammatical gender

in English-German machine translation. In this work, they create a minimal

pair for each source sentence and grammatical gender in the target sentence

and measure to see if the machine translation system prefers the grammatical

correct gender. See Example (7).

(7) a. It could get tangled in your hair. source

b. Sie [She] könnte sich in deinem Haar verfangen. reference

c. Er [He] könnte sich in deinem Haar verfangen. contrastive

d. Es [It] könnte sich in deinem Haar verfangen. contrastive

3.2.3 Using minimally contrastive pairs for NLI

As we have seen in the examples in Section 3.2.1, many NLI datasets have

also been constructed using MCPs. In this setup, MCPs have an entailment

relationship which hinges on the targeted linguistic phenomenon. The model’s

ability to correctly classify the entailment relationship serves as indirect evidence

that the model has encoded the targeted linguistic phenomenon. An example

of this would be the WinoGender Schema (Rudinger et al. 2018), which in

SuperGLUE (A. Wang, Pruksachatkun, et al. 2019) has been cast to an NLI

task. In this task, gender resolution is targeted to see if the model has any gender

bias. For instance, in Example (8) all the premises should entail the hypothesis,
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because a nurse can be of any gender. However, if the system does not classify

any of them as entailment, it would be evidence for gender bias.

(8) The nurse notified the patient that... Hypothesis

a. her shift would be ending in an hour. Premise

b. his shift would be ending in an hour. Premise

c. their shift would be ending in an hour. Premise

In the GLUE and SuperGLUE benchmarks (A. Wang, Singh, Michael, Hill,

O. Levy & Bowman 2019; A. Wang, Pruksachatkun, et al. 2019), the GLUE

Diagnostic dataset also use MCPs for NLI. In this dataset, 1106 pairs were con-

structed to target specific linguistic phenomena. Example (9) shows a minimal

pair from this dataset, which targets negation. In this example, the premise and

the hypothesis are nearly identical but for the negation in the premise, which

gives it an opposite meaning. This makes the premise contradict the hypothesis.

(9) Label: contradiction

Linguistic feature: logic.negation

a. The cat sat on the mat. Hypothesis

b. The cat did not sit on the mat. Premise

SweDiagnostics, a Swedish diagnostic dataset that was created so as to be

parallel to the GLUE Diagnostic dataset, is described more closely in Chapter

6a.

3.2.4 Relative importance

Relative importance (also called feature attribution) refers to a value a feature

of an input sample is assigned, which is relative to the other features in the

input. For example, in computer vision this can mean assigning importance to

individual pixels in an image classification task. An intuitive example of this

can be seen in Figure 3.1, where a bird classifier is fed the input picture, Figure

3.1a, and outputs the label “house finch” and the most important pixels for

the prediction are lit up, Figure 3.1b, as calculated by the integrated gradients

algorithm (Sundararajan et al. 2017).

The aim of relative importance is to understand which input features are

most important for classification, which gives a simple, interpretable metric

into of the model’s reasoning. Returning to the example from Figure 3.1, we

can see that the most lit up pixels make up the shape of the bird in the original

picture, indicating that the model has mostly analyzed the correct pixels. Above

the bird’s head, however, we see that an extra area is lit up (a bright reflection
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(a) Important pixels (b) Original

Figure 3.1: An example of feature attribution in computer vision, where the task is

to classify birds (in this case a house finch). The example is taken from

Sturmfels et al. (2020).

Figure 3.2: Important words are highlighted according to their importance in the

sentence The soundtrack alone is worth the price of admission. Taken

from the eye-tracking corpus ZuCo (Hollenstein, Troendle, et al. 2020)

.

of the tree in the original picture), suggesting the model might be confusing this

part of the picture with an extended haircut.

In NLP and more specifically in text processing, feature attribution is usu-

ally done by assigning importance to individual tokens or words.13 Figure 3.2

illustrates an example of this where the words are highlighted according to their

importance as a heatmap. Knowing which words are most important during

classification can give insights into the model’s processing.

3.2.4.1 Methods for calculating relative importance

There is a vast array of methods for calculating feature attribution. Some are

model-dependent and rely on parts of the model’s internal processing and others

are model-agnostic. These, thus, differ widely with regards to the interpretabil-

ity taxonomy given in Chapter 2. Methods such as gradient-based saliency

(or “vanilla gradients” Simonyan et al. 2013) use accumulated gradients in a

backward pass of a neural network to calculate importance and others such

13When talking aboutword importance in NLP this usually means adding the separate subtoken

importance values back together, as in Chapter 5.
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as attention last-layer, attention flow and attention rollout (Abnar & Zuidema

2020) use the attention values calculated by a forward pass in a transformer.

The fully model-agnostic methods, such as LIME (Ribeiro et al. 2016) and oc-

clusion methods (cf. Harbecke & Alt 2020), perturb the input data and analyze

the outputs to calculate relative importance. Finally, there is also a group of

methods which use a combination of both model-agnostic and model-dependent

techniques. An example of this would be Integrated Gradients (Sundararajan

et al. 2017) which measures the effect perturbed inputs have on gradients.

Choosing which method for calculating importance can be boiled down to

three criteria: (a) the faithfulness of the method to accurately account for the

internal workings of the model, (b) the plausibility of the explanation given to

the end-user and (c) the computational resources (e.g. time and GPU) needed

to make the calculations. While faithfulness always is a desired property of

the method, as argued by Jacovi & Goldberg (2020), if the importance values

cannot explain the output (i.e. are not plausible), they might not be useful for

the user. When it comes to (c) when doing global importance summarization

of large datasets (see below) many methods such as attention flow become

unfeasible because they require a lot of computational resources to compute.

3.2.4.2 Summarizing importance for global analysis

While feature importance methods are effective for analyzing the outputs of

single predictions and afford more transparent and accountable predictions for

the end-user, they can also be summarized to gain insights on global model

behavior. For LLMs, this has most notably been done using the attention mech-

anism of the transformer model, which is easily accessible and does not require

expensive or even additional computation.

An example of summarizing importance for global LLM analysis comes

from Clark et al. (2019), who looked at how syntactical constituents attended to

and from each other and showed that “certain attention heads correspond well to

linguistic notions of syntax and coreference”. Another work that has used global

importance in order to make models more efficient is the previously mentioned

work of Voita et al. (2019) who used layer relevance propagation (Binder et al.

2016) to prune attention heads of a transformer trained on machine translation.



4 Exposition

Now that I have given the necessary background to analysis methods of LLMs

(Chapter 2) and to the methods and resources used in this thesis in particular

(Chapter 3), I turn to discuss how the articles in this compilation thesis fit into this.

I first give a summary of each article (Section 4.1) and then in Section 4.2 use

the framework laid out in Chapters 2 and 3 to provide a high-level classification

of the analysis methods used. Finally, in Section 4.3, I conclude discussing

the contributions the articles have made to the field broadly, directions for the

future and answer the RQs (see Section 1.2).

4.1 Part II Summaries

In the following summaries, for each article I outline the motivation for the work,

the methodology, results, and its contributions. For the co-authored articles, I

make a statement of contribution, specifying the work I did in the project.

Chapter 5: Gauging how similarly LLMs process language to humans

In NLP and beyond, LLMs are often compared to humans (cf. Sahlgren &

Carlsson 2021; Piantadosi & Hill 2022; Lappin 2023), where the underlying

question is if and to which extent they approximate natural language. That is,

are the language processing and language representations of LLMs a cognitively

plausible (Beinborn & Hollenstein 2024) model of human language processing?

In this article, we make a step towards answering this question by investigating

whether humans and BERT models focus on the same words when processing

text. We do this by measuring relative word importance, i.e. the importance

a word has in relation to the other words in a sentence. We extract relative

word importance from eye-tracking corpora of four different languages (Dutch,

English, German and Russian). For human importance, we extract them from

the eye-tracking data. For model importance, we feed the same sentences to
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corresponding monolingual BERT models and use importance methods (first

and last attention layer, attention flow and saliency) to calculate the importance.

Using Spearman’s rank correlation coefficient, we find a strong correlation

between human and model relative word importance cross-lingually. Further-

more, we find that both of these also strongly correlate with word frequency

and word length.

The main contributions of this article are two-fold. By showing that LLMs

process language similarly to humans, we gauge the cognitive plausibility of

LLM processing and give evidence for the usability of relative importance

methods, specifically attention first-layer, attention flow and saliency, as im-

portance which align closely with human reading comprehension will be more

user-friendly.

Author contributions. The idea to make a cross-lingual comparison of human

and model relative word importance came from correspondence with Nora Hol-

lenstein and Lisa Beinborn on their related work done on English (Hollenstein &

Beinborn 2021) as well as similar previous experiments I had done for English.

For this article, I developed the code, ran the experiments, processed the results

and made the plots. The notable exception to this were the results for the more

compute-intensive attention flow, for which Stephanie Brandl wrote the code

and ran the experiments.

I wrote most of the article but with frequent and crucial feedback from the

other co-authors. Especially Nora Hollenstein, who took on a supervisory role

and coordinated much in the project.

Chapter 6a: SweDiagnostics: A diagnostics natural language inference

dataset for Swedish

In this article I present the language resource SweDiagnostics, a manually post-

edited translation of the GLUE Diagnostic Dataset. I discuss the translation

procedure and compare existing evaluations on the dataset (i.e. Chapters 7a and

6b).

Given the scarcity of NLI datasets in Swedish, this resource is the largest

non-machine translated NLI dataset for Swedish. Since the sentence pairs target

different linguistic categories, users can compare the output of English and

Swedish systems across different linguistic phenomena. More specifically

English-Swedish transfer capabilities of multilingual systems (such as in Chapter

6b).
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Chapter 6b: Experiments on English-Swedish language transfer

The shift towards larger and multilingual LLMs means that Swedish will in-

creasingly rely on transfer effects from English in order to leverage the latest

state-of-the-art technology in NLP. This raises the question if there are any

linguistic phenomena that perform worse as a result of transfer learning. In this

study, I attempt to measure any potential loss by using the parallel translated

corpora SweDiagnostics (Chapter 6a) to measure the performance by coarse-

and fine-grained linguistic categories. I estimate the effects of two English-

Swedish transfer learning strategies: (a) fine-tuning a monolingual Swedish

BERT model on English-Swedish machine translated data and (b) fine-tuning a

multilingual BERT model on original English training data and rely on transfer

only from pre-training. I compare these two transfer strategies to an English

monolingual baseline model, which has been trained and evaluated only on the

original English data. Transfer strategy (a) shows an even better result than the

English baseline with a complete English-Swedish language transfer in terms

of performance, while transfer strategy (b) performs only slightly worse than

the English baseline.

The main contribution of this work is to show that even for a high-level

reasoning task like NLI, complete English-Swedish transfer can be made and

that there are not considerable differences between linguistic phenomena.

Chapter 7a: Superlim: A Swedish language understanding evaluation

benchmark

In recent years, multiple LLMs for Swedish have been released and are being

trained. Given LLMs’ ability to solve a lot of downstream tasks, there has been

a need to evaluate their broader capabilities on many different tasks in Swedish.

To this end, we developed Superlim, a multi-task benchmark consisting of 14

datasets and 15 tasks, ranging from sentiment analysis and question-answering

to word-level tasks. We also provide a reference implementation and an online

platform with a leaderboard, where users can submit their results and progress

on Superlim can be tracked.

The main contribution of Superlim is to facilitate multi-task benchmarking

of LLMs on Swedish NLU. Furthermore it makes the methodological contri-

butions to the field of benchmarking, through its thorough data documentation

and standardization, motivation of using the cross-task metric (Krippendorff’s

alpha), re-usable reference implementation and feature-rich leaderboard. This is

particularly useful for the development of benchmarks in the future, especially

for other languages than English.
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Author contributions. I was one of the first authors and partook in the planning

and organization of the project Superlim, including earlier versions of the bench-

mark (see our technical report: Adesam et al. 2020). I helped decide which data

and tasks to include as well as added the language resource SweDiagnostics

(see Chapter 6a). I was also part in the work of curating, processing and making

the data available. Notably, I implemented the HuggingFace repository and

synced it to our official repository to provide access to it. Finally, content-wise I

contributed to writing about half of the article (Sections 7a.1-7a.3 and Sections

7a.8-7a.10) and also contributed considerably to the editing of all parts of the

article before submission and during the reviewing process.

Chapter 7b: Sparv-Superlim: A plugin for corpus analysis and measuring

ecological validity

Sparv-Superlim is a Sparv plugin which uses the reference models trained on

tasks in the Superlim benchmark. The current version adds 10 sentence-level

analyses to Sparv, which can for example be used by researchers in a corpus

explorer tool like Korp (Borin et al. 2012).

I show how to install the tool, configure it for corpus analysis and use it in two

uses cases. In these two use cases, I investigate the political stances of Swedish

political parties on their political manifestos. I measure whether the predictions

align with known political positions of the political parties regarding migration

and nuclear energy. In the case of migration, the predictions of the fine-tuned

model on absabank-imm align somewhat with the parties’ expected positions,

which is confirmed by a qualitative analysis of selected predicted examples.

For nuclear energy, the predictions of the model fine-tuned on argumentation-

sentences, however, show contradicting trends to the parties’ expected position,

which is also confirmed by a qualitative analysis of selected predicted examples.

These additional analyses show not only how the tool can be used to search

for and find interesting examples, but how integrating a benchmark like Superlim

into a corpus analysis tool like Sparv makes it possible to evaluate the reference

models and by extension the tasks’ ecological validity, i.e. their relevance and

usefulness in real-world settings.

Chapter 8: Gauging linguistic variation using LLMs

Linguistic variation is a core feature of language and drives language change.

In this study, we deploy LLMs to see if they can predict two cases of linguistic

variation: dative alternation in English and the kommer (att) INFINITIVE con-
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struction in Swedish (or shortened: att-omission). Bresnan et al. (2007) could

successfully predict the dative alternation in English using a logistic regression

model with hand-picked linguistic features. However, Berdicevskis et al. (2024)

could not achieve comparable performance for att-omission using the same

approach with hand-picked features, even though these have been hypothesized

to be important by linguists.

Using BERT, we get the same results as Bresnan et al. (2007) on dative

alternation. For att-omission we get better performance than Berdicevskis et al.

(2024) on our selected corpora. However, the results vary significantly between

datasets and chosen measure (accuracy and balanced accuracy).

The main contributions are two-fold. From a linguistic perspective we pro-

vide evidence for the hypothesis that there are cases of language variation that

are more dependent on intralinguistic factors than others. In our case, dative

alternation is more dependent on intralinguistic factors, since it can more eas-

ily be predicted using only features in the text. However, for att-omission the

same cannot be achieved for all corpora, indicating a larger influence of other

unknown, extralinguistic factors, such as social phenomena. From an NLP per-

spective, we show that LLMs can discriminate subtle linguistic variation if it

is fine-tuned, however, they are not inherently distinguished in the pretraining

objective.

Author contributions. I was responsible for developing the methods, training

and evaluating the BERT models. My co-author, Aleksandrs Berdicevskis,

preprocessed the data and did a lot of the error analysis. We wrote the article in

close collaboration and contributed about the same in terms of writing.

4.2 Part II Landscaping

Before discussing the broader conclusions of this thesis, it is useful to first give

a bird’s eye view of each article in order to see how they intersect in terms of

content and analysis methods. Table 4.1 categorizes each article by their type

(does it report results of experiments and/or present a new tool or dataset?),

the object of study the article focuses on (what is it trying to measure?), the

analysis methods it relies on and the targeted languages. It also shows which

articles are directly dependent on each other by the use of gray scale colors.

The experiments in Chapter 6b rely on the dataset introduced in Chapter 6a

and the tool and experiments in Chapter 7b build on the Superlim benchmark

introduced in Chapter 7a.

While the objects of study are quite wide-ranging and measure different

kinds of language capabilities, there is a substantial intersection between the
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Article type Object of study
Analysis

method(s)
Language(s)

5 Experiment
Cognitive

plausibility
Imp.+infer. stats

English, Dutch,

German, Russian

6a
Resource

(dataset)

6b Experiment

Fine-grained NLU

Language transfer
MCP+NLI English, Swedish

7a

Resource

(dataset)

Experiment

Broad coverage

NLU

Cross-task

evaluation
Swedish

7b

Resource

(tool)

Experiment

Out-of-domain

applicability

Out-of-domain

evaluation
Swedish

8 Experiment
Language

variation

MCP+probing

MCP+sent. scoring

Imp.+desc. stats

Imp.+vis

English, Swedish

Table 4.1: A bird’s eye overview of the articles (by chapter number) with respect

to type of article, object of study, analysis method(s) and languages ana-

lyzed. The “+” symbol indicates when the output of one method is used

as input by another method. For space reasons the following words are

shortened: “importance method” (imp.), ”sentence“ (sent.), “descriptive”

(desc.), “inferential” (infer.), “statistics” (stats.) and “vis.” (visualization).

analysis methods deployed. Chapter 5 and Chapter 8 use white-box importance

methods (see Section 3.2.4) to gain insights into the inner-workings of LLMs.

In both these articles, importance values are calculated locally using importance

methods (integrated gradients and attention-based) and are summarized globally

into one output using either descriptive or inferential statistics. In Chapter 8

importance values are also visualized to get a bird’s eye view of the distribution

of importance scores.

In Chapters 6a-6b and Chapter 8, minimally contrastive pairs (MCPs) are

the basic building blocks for black-box, intrinsic evaluation. In both these cases,

MCPs are used to target different linguistic phenomena, a range of linguistic

phenomena in Chapter 6b and two cases of language variation more specifically

in Chapter 8. MCPs are, however, processed further in different ways. In Chapter

6b, MCPs are coupled with entailment labeling and thus rely on the downstream

task of NLI as a proxy for analysis, while in Chapter 8, MCPs are compared

using sentence scoring and as a probing task. An important difference is also

between howMCPs are curated. In Chapter 8, MCPs are automatically extracted

from raw corpora and thus drawn from a “natural language distribution” (task-



4.3 Conclusions 63

specific evaluation), while in Chapter 6a they are handpicked examples for the

purposes of broad linguistic coverage (test suite).

Chapter 7a, the Superlim benchmark, and Chapter 7b, the Sparv-Superlim

plugin both use ordinary performance metrics for extrinsic, evaluation. However,

while the Superlim benchmark (Chapter 7a) only does this on in-domain data

(with the exception of SweNLI), the use cases in Chapter 7b complement these

analyses by applying them to novel data and selected cases of corpus analysis.

4.3 Conclusions

As we have seen by now, the articles in this thesis deploy a range of different

analysis methods to estimate the language capabilities of LLMs on several

aspects of language. These vary in the type of language capability they measure

and the scope of language they aim to cover, from broad-coverage Swedish NLU

(Chapter 7a) to two specific cases of language variation (Chapter 8). However,

what they have in common is that they try to estimate language capabilities of

LLMs and use intersecting analysis methods (see Section 4.2). This allows for

broader observations and conclusions to be made, which are discussed in this

section. In Section 4.4, the answers to the RQs (Section 1.2) are summarized in

the light of these conclusions.

4.3.1 The role of data and complementary corpus research in analyzing LLMs

ObservationEvery text corpus and its associated annotation(s) have their

own intralinguistic and macrosocial properties, yielding for every task

a unique set of possible data-fitting solutions. A model’s performance

and analysis is a reflection of the combination of these factors, returning

values that are without context difficult to compare cross-task.

The aim of analysis methods is to provide insights into the language capa-

bilities of the model. Benchmarks and evaluation metrics return a value which

should reflect the model’s capability to process the targeted language prop-

erty. Interpretability methods on the other hand return outputs which should

explain the model’s reasoning. In this framework, it is easy to assume that if

only these methodologies are rigorous enough, the choice of data is arbitrary.

However, the data itself are fundamental to make sense of the returned outputs

of both benchmarks and interpretability methods, which I intend to discuss in

this section.
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In Chapter 2, and Section 2.2.2 more specifically, I discuss the factors that

influence the outputs of any analysis method. An important part of this is the

corpus used for the analysis. The unique statistical properties which make up

a corpus Plank (2016) calls a “subspace” in a “variety space”. These highly

influence the features a model has access to and the information it relies on to

solve a particular task.

From the results of this thesis and other work in analyzing LLMs (see below),

I would like to argue that addressing the variety space is a fundamental challenge

when analyzing LLMs. To substantiate this argument, I list cases from the thesis,

in which the choice of corpus (i.e. subspace) has played a more impactful role

on the experimental outcomes than any other variable.

1. In Chapter 5 the results vary considerably across datasets and the choice

of dataset is the most impactful choice of variable in terms of results. This

is most clear when comparing the English and Dutch eye-tracking corpus

GECO, which both are based on the same corpus (the Dutch version had

been translated from English). Even though the datasets are evaluated on

different monolingual LLMs (Dutch and English) and the eye-tracking

data were recorded on different human subjects, the textual properties of

the corpus are in the end clearly more important than any other feature.

Even the two eye-tracking corpora ZuCo andGECO (English) do not show

more similar performance despite both being in English and evaluated on

the same BERT model.

2. In Chapter 6b, the models reach similar performance on the GLUE Di-

agnostics and SweDiagnostics parallel corpora despite (see Chapter 6a),

again, being monolingual models pre-trained on text in different lan-

guages. The comparable performance between models on the task, the

performance on specific linguistic categories and high model agreement,

suggest that the features used by the baseline English model were also

present after both machine translating the English training data and man-

ual translation of the test data.

3. In Chapter 7a, the results on Superlim show a larger variety between tasks

than between LLMs. The scores on the tasks are thus more a reflection

of their data and difficulty than the architectural differences between the

LLMs.

4. Chapter 8 shows that whether the models even score above a majority

baseline depends strongly on the specific corpus used. In this study, there

is also evidence that the sentence-to-speaker ratio in the corpus plays

a role in the predictive success of the experiments. This shows that an
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omnipresent social factor, such as inter-individual variation, can have a

considerable impact on the analysis.

In 1 and 3 we also have cases where translating the source text does not

considerably change the results of the analysis. This indicates that even though

subspaces are very different between corpora, the statistical properties which

make up this unique subspace are quite strong even after considerable transfor-

mations of the data, such as translation. This can also be observed in work into

NLI model robustness (see Section 3.2.1), where considerable transformations

of the data (cf. Gururangan et al. 2018; Pham et al. 2021; Talman et al. 2021)

still result in performance similar to the original data. In the case of NLI, we

can see that subspace plays an even more important role than the actual task of

logical inference, since the inference relationships between the sentence pairs

arguably should break after these transformations. This is also supported by

the fact that cross-dataset training results in worse performance (Talman &

Chatzikyriakidis 2019), which we also observe in the low model performance

on SweNLI in Chapter 7a, where the test data (SweFraCaS) is not sourced from

the same data as the training data.

Plank (2016: 18) calls for including more heterogeneous data to cover more

variety and thus enable cross-task comparison. However, this is clearly not

enough for the same reasons she gives against annotating more data (Plank

2016: 14): “no dataset will be able to represent the cross-product of all possible

domains”. Including more data might give us more insights into the transfer-

ability between different subspaces, but they do not necessarily account for the

differences between them, let alone make it easier for cross-task comparison. I

would argue that additionally we need to pursue complementary basic corpus

research into the data being analyzed in order to account for differences in the

variety space, which would facilitate cross-task comparisons. In other words

to account for the variety that is present in the corpora and to let them inform

the analysis. In supervised learning, this means especially to understand the

relationship between the input samples and the labels. Especially important is

to find corpus-informed baselines which could explain the label distribution.

We do this in Chapter 8, which highly shapes the conclusions of the results

and makes the comparisons between datasets possible. The goal of such basic

corpus research should be to identify these domains and for NLP practitioners

to account for these in their analyses of LLMs. This not only paves the way for

richer analysis, but also makes it generalizable to the whole variety space.

The practices I propose are also relevant for creating and interpreting the

results of multi-task benchmarks, such as Superlim (Chapter 7a). While these

benchmarks aim to be broad-coverage, in practice they are usually a collection of

focused datasets with their own particularities that do not necessarily represent



66 Exposition

the whole language or the domains they aim to cover. A practical way to give

this important context is to incorporate the data and models of these benchmarks

into a corpus analysis tool, and to analyze on new data and domains. This I do

in Chapter 7b, which shows how integrating Superlim models as a plugin into

Sparv, Sparv-Superlim, helps in applying these models to new contexts and to

test the robustness and generalizability of the tasks.

4.3.1.1 Future outlook

What I have discussed so far has mostly been related to the fine-tuning and

evaluation on downstream tasks. However, since LLMs get their performance

gains largely from pre-training, the same basic corpus research into the pre-

training data is just as important. Especially now as more recent models are

leveraging even more data and are increasingly becoming better at zero-, one-

and few-shot learning (see Section 2.1.3.3). To this effort, there are currently

two important research directions. Firstly, accounting for the variety space of

the pre-training data itself. An example of work in this direction is the ROOTS
search tool (Piktus et al. 2023), which allows for searching and exploring the

ROOTS corpus used to train the BLOOM model (Scao et al. 2022). Secondly,

investigating thememorization capabilities of LLMs, which has recently become

an issue with larger models (Carlini et al. 2023; Sainz et al. 2023). This could

identify overinflated performance on popular benchmarks, as there is a risk that

the models have simply memorized the labels of publicly available test data.

4.3.2 Gauging the influence of linguistic features in LLM processing and

linguistic research

Observation Establishing causal linksa between linguistic features and

LLM processing is hard. However, even identifying associations or

correlations is useful for the purposes of both linguistics and NLP.

aCausality is a difficult concept to reason about. For the purposes of this discussion,

I use causal links to refer loosely to features which can directly explain the lower-level

operations of an LLM.

There are two sides of the same coin when it comes to analyzing LLMs. On

one side, there is analyzing LLMs with interpretability methods, evaluation or

benchmarking to understand their inner-workings and language capabilities. On

the other side, it is using LLMs to gain a better understanding of language itself,
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i.e. for linguistic research. In this section, I argue that these two pursuits are

related and that the advances of one benefits the other.

To begin with it, is helpful to distinguish between the two areas of research

involved in these pursuits: empirical linguistic research and LLMs. These apply

two categorically different approaches to modeling language. LLMs represent

an arguably extreme case of the predictive approach, which is more common in

engineering and applied sciences. In this approach, a model is highly optimized

for the purpose of correctly predicting outcomes given two or more variables.

Empirical linguistic research, on the other hand, usually deploys the explanatory

approach, which is more common in the humanities and social sciences. Here,

the goal is to attain a model which can adequately explain the interaction

between two or more variables of interest (Sainani 2014; Hofman et al. 2021).

In linguistics, these variables are usually linguistic constructs, which can be

anything from morphosyntactic features, such as part-of-speech, phrases and

dependencies, to semantic and discourse properties.

The work in this thesis and research into analyzing LLMs more broadly (see

Section 2.3.1-2.3.2) are characterized by trying to measure the impact of these

linguistic features in order to gauge the inner-workings of LLMs. Such work

is motivated, on the one hand, for the purposes of NLP. Since these linguistic

constructs are useful for analyzing, organizing and explaining human languages,

measuring whether these are present in the model’s internal processing or be-

havior, does not only give insights into its language capabilities, but also inform

the development and deployment of the model. On the other hand, it is useful

for linguistic reasons. Since LLMs are working models of language processing,

studying them can give insights into viable models of language processing in

general. Unlike human cognition, the computations of these models are directly

accessible. This applies especially to the linguistic constructs themselves, which

practical relevance in linguistics can be re-evaluated if there are alternative

models which achieve the same outcomes. For example, the notion of the fourth

declension of nouns in Swedish is certainly useful to describe how plurals in

Swedish work grammatically, but the extent to which such a grammatical feature

can explain the cognitive processes of a speaker is not as clear.

The challenge in these strands of research goes back to trying to apply

explanatory approaches to LLMs, which computations are the product of the

predictive approach. In particular, establishing causal links between linguistic

features and LLM processing is challenging with a model which has been highly

optimized for predictive power at the cost of algorithmic transparency (Lipton

2018: Section 3.1.3). Furthermore, since LLMs are not pretrained on these

linguistic features explicitly, there is not a guarantee that they are encoded or

used by the model. In practice, the model will most likely pick up on the most

readily available features to solve the task and could very well ignore the things
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linguists would deem important, as exemplified from work into robustness in

NLI (see Section 3.2.1).

Below I highlight cases from the thesis where we measure the impact of

linguistic features to gain useful insights into their role in LLM processing, but

where also challenges arise in establishing causal links. In each of these cases, I

mark the findings in bold, the challenges in establishing causal links in italics

and, in addition, underline ways in which complementary empirical linguistic

investigations can enrich the analysis.

1. In Chapter 5 we measure the impact of word frequency and word length

when comparing human and model relative word importance.We show

that both human and model relative word importance strongly corre-

late to these word-level features and that a similar degree of correla-

tion strength to them (especially word frequency) mirrors a stronger

correlation between human and model relative word importance.

This is evidence for word length and word frequency playing an im-

portant role in determining importance and for LLMs accounting

for these word-level features similarly to humans. However, exactly

how similarly and the mechanisms behind these correlations is unclear.

This is further complicated by the fact that a linear mixed regression

analysis shows that these word-level features are not necessarily linearly

associated with human word importance and differ considerably cross-

lingually. Integrating models from psycholinguistics which explain how

word length and word frequency influence human relative word impor-

tance cross-lingually would be useful to determine with higher granularity

if humans and LLMs process these word-level features similarly and, in

effect, language overall.

2. In Chapters 6a–6b we use MCPs in the context of NLI to measure how a

range of linguistic features are affected after English-Swedish language

transfer. The results show no considerable loss across many different

linguistic features after English-Swedish language transfer. This im-

plies that even after arguably considerable transformations of the

training data (by machine translation) and test data (by human trans-

lation), a Swedish LLM pretrained on different data, is still able to

deal with these linguistic phenomena to the same degree. This can

either be interpreted as the model being equally capable to encode the

given linguistic phenomena after language transfer irrespective of train-

ing data or, more likely, that there are statistical properties specific to the

training data that the model can still rely on after machine-translating

the training data and manual translation of the test data. Identifying what
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these statistical properties are would not only relevant for the context of

English-Swedish language transfer but also for linguistic purposes. LLMs

clearly do not apply the sort of high-level logical reasoning that humans

are capable of, but throwing light on what kind of features or textual

artifacts the model relies on can give insights into plausible models of

probabilistic, inductive reasoning. (cf. Section 3.2.1).

3. In Chapter 8, we use LLMs to gauge the att-omission in Swedish and

the dative alternation in English.With fine-tuning we see that BERT

is able to predict the correct variation of the att-omission above a

majority baseline for some corpora, however, not to the same extent

as for dative alternation. For the English dative alternation we find

evidence that the model relies on the same linguistic features as the

ones in an equally successful logistic regression model (Bresnan et al.

2007), such as theme, recipient and verb. However, for att-omission we

do not find any systematic trends (except for inter-individual variation)

in the investigated linguistic features, part-of-speech and token position,

which can be used as predictors. In the light of these results, we argue

that “LLMs are useful for estimating how much the choice of a variant

depends on language-internal factors.” (see Abstract in Chapter 8).

These cases thus illustrate how analyzing linguistic features brings us closer

to understanding the processing of LLMs, but also that establishing causal links

between the linguistic features and the LMMs’ processing is difficult. However,

establishing just an association or correlation is important enough. It shows that

they are at least indirectly inferred from the actual features the model relies

on, which can serve as a necessary requirement in many cases. From an NLP

perspective, knowing whether certain linguistic features are inferrable from the

model’s processing can inform which models are viable for specific kinds of

downstream tasks. For example, if the English dative alternation can be correctly

predicted by LLMs, then using it in a style corrector programmakes sense, while

for att-omission not as much. Also knowing what features are not inferrable

from the LLM’s processing, such as att-omission which seem more dependent

on extralinguistic factors, can inform developers whether such linguistic features

should be modeled with additional, non-text, features. Likewise from a linguistic

perspective, knowing which features are inferrable from the model’s processing,

can give important insights into the kind of information is important for linguistic

processing, such as language variation and probabilistic inductive reasoning.

Combining the explanatory approach of empirical linguistic research, such

as complementary corpus-based research as mentioned in the earlier section,

and the predictive approach of LLMs creates a mutually beneficial effect where
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the analysis of one benefits the other. Adopting a methodology where both

these approaches are integrated could embody what Hofman et al. (2021) calls

“integrative modeling”.

4.3.2.1 Future outlook

While work so far into analyzing LLMs are characterized as establishing associ-

ations between linguistic features and the model’s processing, there is active

work in the emerging field of mechanistic interpretability to develop techniques

to establish causality between such features in LLMs and other neural network

architectures. In this field, model interpretability is treated as a reverse engi-

neering problem and the decisions of a neural network is analogous to reverse

engineering a compiled program to human understandable source code (cf.

Conmy et al. 2023; Nanda et al. 2023).14 A noticeable strand in this research is

the work on causal abstractions (cf. Geiger et al. 2021; 2022), where the idea is

to test if the low-level mathematical operations of LLM processing align with

the operations of formal causal models. These, however, need to be formulated

from human-intelligible hypotheses to compare the model’s processing against.

Combining analysis methods into LLMs and empirical linguistic research as

discussed in this and the previous section could be helpful to these efforts.

4.3.3 Insights into analysis methods

Finally, I would like tomention somemore specific methodological observations

and conclusions, which can be drawn from this thesis. These are made in relation

to the analysis methods covered in Chapter 3 and highlighted in Section 4.2,

Table 4.1.

4.3.3.1 Global analysis of LLMs using relative importance

In Chapter 8 and Chapter 5 we summarize importance scores globally to estimate

the language capabilities of LLMs (cf. Table 4.1). When summarizing on the

token-level it can be done by different token-level criteria, such as token type

(Chapter 5 and Chapter 8) or the token’s position in a sentence (Chapter 8). The

summarization can be calculated using different methods, such as by correlation

like Spearman’s ρ (Chapter 5) or by simply calculating an average, such as the

14See Chris Olah’s blog post for an introduction to mechanistic interpretability: https://
transformer-circuits.pub/2022/mech-interp-essay/index.html

https://transformer-circuits.pub/2022/mech-interp-essay/index.html
https://transformer-circuits.pub/2022/mech-interp-essay/index.html
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mean or median (Chapter 8). Depending on the summarization function these

can output different values, such as a single correlation value (Chapter 5) or an

average for every relative token position (Chapter 8).

As we see in this thesis, summarizing importance values can give important,

global insight into the inner-workings of the model. In Chapter 5 we demonstrate

how importance values can help determine how similarly humans and LLMs

process language and in Chapter 8 the extent to which the model’s encoding of

language variation is related to selected linguistic features, most notably in the

English dative alternation where the important features were known.

There are, however, challenges in using summarized importance for global

analysis, which mostly has to do with the way real-world data and especially

language data is distributed sparsely and unevenly. To begin with, since impor-

tance values are calculated sample-wise, the values will be scaled according to

the length of the input sequence. This means that inputs with varied input length,

such as sentences, will have lower importance values for longer sequences than

those in shorter sequences. Moreover, a skewed word type distribution will make

high frequent word types, such as function words, overrepresented if counted.

How these should be be normalized and still faithfully account for global token

importance is an open question for future research. Finally, importance values

only give us insights into the importance of an individual input value, e.g. a

token, but does not give direct insights into token interaction.

4.3.3.2 Targeted analysis of linguistic features using minimally contrastive

pairs

In this thesis, we use MCPs for the purposes of evaluating LLMs on targeted

linguistic phenomena. In Chapter 6b we deploy MCPs together with NLI to esti-

mate English-Swedish language transfer strategies and in Chapter 8 to estimate

LLMs’ ability to predict language variation. As discussed in Section 3.2.2, the

advantages of this approach are that they isolate linguistic phenomena, evaluate

the model on the type of input it has been trained on (i.e. token sequences) and

return a single, simple interpretable metric.

Relating to the discussion in Section 4.3.1 and 4.3.2, the extent to which

the performance on MCPs can reflect a model’s true ability to encode targeted

linguistic phenomena is unclear as the statistical regularities of the training data

highly influence what the model relies on. While expert-curated dataset such

as FraCaS (Cooper et al. 1996), GLUE Diagnostics and Swedish equivalent

SweDiagnostics (see Chapter 6a) can increase the coverage of different linguistic

phenomena, these statistical regularities might not be brought to light. Some

samples of a specific linguistic phenomena might be correctly classified from
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what the model has learned about a specific corpus, while samples with the

same linguistic phenomenon but sourced from other data might not achieve

the same performance. Not only could the performance on the whole dataset

or performance by linguistic phenomenon be illusory, but also the qualitative

analysis of the results on individual samples. These effects are also naturally

exacerbated when a dataset is small and hide patterns which would otherwise

emerge with larger datasets.

On the other hand, automatically extracting MCPs from a corpus, like we

do in Chapter 8, can make these statistical regularities appear and be more

representative of a naturally-occurring corpus, especially as these methods

are deployed on different corpora. In such cases, the role of corpus-specific

influences emerge and becomes more clear. Again, complementary corpus

research into these datasets can help highlight the statistical regularities found

in relation to the labels, which is useful for establishing sensible baselines and

to contextualize the results.

4.3.3.3 Multi-task benchmarking for broad-coverage evaluation

As already discussed in this thesis (see Section 2.3.1), multi-task benchmarks

have a large influence on LLMs, insofar as they define the “goals” LLMs are

suppose to progress towards. For this reason, it is desirable that these benchmarks

include a diverse range of corpora, tasks and domains in order to represent

language as broadly and meaningful as possible.

For the Superlim project (Chapter 7a), the aim is to have a benchmark for

Swedish in particular. In order to gain as broad-coverage as possible given

the unique makeup of available resources in Swedish, this meant creating new

datasets for Swedish, formatting existing datasets and to translate existing En-

glish resources into Swedish. As evidence from Chapters 6a and 6b, translating

existing resources seems to not make big difference in terms of performance

when compared to an English model on the original English data. This seems to

especially be the case when it comes to close language pairs like English and

Swedish, which the results on the Dutch and English version of GECO in Chap-

ter 5 also seem to confirm. This indicates that subspaces of these datasets are

very similar after translation (see Section 4.3.1 and do not yield new insights into

the capabilities of the model. Also due to the effects of translationese (Geller-

stam 1986) and also potentially post-editese (Toral 2019), the phenomenon

where translated texts usually have a different set of statistical properties than

naturally-occurring corpora, makes them less representative of the language

overall. This could thus overestimate a model’s language-specific capabilities,
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especially with multilingual models which rely mostly on transfer effects from

English.

In order to ensure that the multi-task benchmarks really are broad-coverage,

it is important to enable additional analysis of the tasks and reference models

trained on them. In Chapter 7b, I make steps towards this direction for Superlim

by introducing the Sparv-Superlim plugin. The two uses cases demonstrates

how the tool not only can enrich corpora with more NLU analysis, but also

show how such analysis can be used on novel data to measure the ecological

validity of the tasks themselves.

Concluding remarks

In Sections 4.3.1–4.3.2 I discuss two factors that impact any analysis of LLMs:

choice of corpus and linguistic features. In discussing these and relevant cases

from thesis, I argue for complementing any analysis into LLMs with approaches

that explain these data and features separately, such as complementary corpus

research which can explain the data and work from empirical linguistic research

which can explain the interaction of linguistic features. These afford baselines

and/or explainable models, which either give important context when comparing

results cross-task or to compare against a model’s inner-workings or predictions.

As, such I argue for a type of integrative modeling (Hofman et al. 2021), which

combines the predictive approach (of LLMs) with the explanatory approach

(of empirical linguistic research), which would be mutually beneficial for both

fields. These factors naturally influence all analysis methods, including those I

discuss more specifically in Section 4.3.3.

4.4 Summary

The conclusions now give ways to answer the RQs laid out in Section 1.2, which

I restate and answer directly in this section.

RQ1: What insights into the language capabilities of LLMs do analysis meth-

ods in NLP enable?

In this thesis, we see how different analysis methods can be used to gain insights

into the language capabilities of LLMs: In Chapter 7a we present a multi-task

Swedish benchmark, which aims for broad-coverage evaluation of Swedish

NLU. In Chapters 6b and 8 we use MCPs to estimate targeted linguistic phenom-

ena, which enable evaluating English-Swedish transfer capabilities as well as
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language variation. In Chapters 5 and 8 we use relative importance to measure

how similarly humans and LLMs process language as well the linguistic features

LLMs rely on to predict language variation. In both the case of sentence scoring

with MCPs and relative importance (Chapter 5 and Chapter 8) we use internal

values produced by the LLMs to test the extent to which they align to ground

truths of language. With these methods we thus target and gauge the capabilities

of LLMs with regard to core features of language.

We see, however, that these insights are considerably shaped by the subspace

of the data and linguistic features used for analysis. For one, the data makes

up a subspace with unique statistical properties, which the model relies on for

learning. This makes the resulting output of any analysis unique and cross-task

comparison difficult. Also, due to the challenges in establishing causal links

between the targeted features, the data and the model’s processing, it is difficult

to establish which features the model relies on and how a certain language

capability has been acquired. In order to navigate these influences, I suggest

integrating approaches which explain these data and features separately. For

example, corpus-informed baselines, can make comparing results between dif-

ferent datasets more feasible (see Chapter 8). In practice this means combining

both the predictive approach of LLMs and explanatory approaches from empiri-

cal linguistics, also called “integrative modeling” (Hofman et al. 2021), which

would be mutually beneficial for both fields. Such approaches I argue can enable

wider, more holistic and cross-task insights into the inner-workings of LLMs as

well as language in general.

RQ2: What can insights from analysis methods in NLP afford for the devel-

opment of LLMs?

This thesis presents themulti-task benchmark Superlim (Chapter 7a), which aims

for broad-coverage evaluation of LLMs. We see that a multi-task benchmark

Superlim (Chapter 7a) can help analyze broad-coverage language capabilities

of LLMs, help in choosing models and inform on the development of mono-

lingual and multilingual LLMs. As such it can serve as a community effort

for the development of LLMs, which is further facilitated by the benchmark’s

data availability, reusable reference implementation and accessible leaderboard.

Additionally, in Chapter 7b we see that integrating models trained on Superlim

into a corpus analysis tool like Sparv helps evaluate the multi-task benchmark

on novel data and in doing so assess its ecological validity. Moreover, the rest

of this thesis (Chapter 5, Chapters 6a–6b and Chapter 8) describe experiments

which target different features of language processing. These measure the ex-

tent to which LLMs can learn important language features and whether these
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are inferrable from the model’s processing. Such insights can help guide the

development of LLMs, such as adapting the language modeling objective to

better model these features or to provide additional, complementary features to

use in pretraining or fine-tuning.

In Chapters 5 and 8 more specifically we use white-box, computed values

of the model’s processing to compare against ground truths of language, which

allows assessing the model on core aspects of language. In Chapter 5 these

are relative importance methods to measure how similarly humans and LLMs

process language and in Chapter 8 where we compare sentence probabilities to

a natural language distribution of corpora to estimate their intrinsic capability

to predict language variation. Aiming for LLMs to align computed values with

these important aspects of language could potentially make for better performing

and more robust models.

There is not a guarantee that the improvement of LLMs on language features

will lead to better, overall performance, let alone for every model architecture

or downstream task. However, knowing whether these are inferrable from the

model’s processing is useful, not only for developing models, but also for

making informed decisions for which models to use in specific applications.

Lastly, knowing that a model can perform well despite failing to encode a certain

language feature, is potential evidence for other alternative, but viable models

of language processing.

RQ2.1: How can these inform the development of Swedish NLP?

In this thesis we see that the performance of LLMs on English carry over well

to Swedish, even for a high-level reasoning task such as NLI (Chapter 6b).

Moreover, multilingual models seem in many cases to perform on a par with

monolingual Swedish models (see Chapter 6b and Chapter 7a). This is especially

the case when material has been evaluated on the same material translated from

English, since the information used by the model (i.e. the corpus’s subspace)

seems to still be available after translation. A human language, however, is not

only the grammar and words it is expressed with, but a collection of high-level

features relating to the cultures and discourses specific to that language. In the

light of this, not only are more original Swedish resources needed to estimate

LLMs ability to model these properties, but also complementary linguistic

research which can account and explain these cross-lingually and cross-task.

Finally, there are language constructs highly specific to Swedish that work

in English alone cannot account for, for example the att-omission in Swedish

(see Chapter 8). Analysis methods which target these specifically can prove
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to be resourceful. More so than, for example, training new models or creating

resources from scratch for Swedish specifically.



Part II

Compilation





5 Gauging how similarly LLMs

process language to humans

This chapter is a postprint version of the following publication:

Felix Morger et al. 2022. A cross-lingual comparison of human and model

relative word importance. In Simon Dobnik et al. (eds.), Proceedings of the

2022 CLASP Conference on (Dis)embodiment, 11–23. Gothenburg: Association

for Computational Linguistics

Abstract. Relative word importance is a key metric for natural language pro-

cessing. In this work, we compare human and model relative word importance to

investigate if pretrained neural language models focus on the same words as hu-

mans cross-lingually. We perform an extensive study using several importance

metrics (gradient-based saliency and attention-based) in monolingual and multi-

lingual models, including eye-tracking corpora from four languages (German,

Dutch, English, and Russian). We find that gradient-based saliency, first-layer

attention, and attention flow correlate strongly with human eye-tracking data

across all four languages. We further analyze the role of word length and word

frequency in determining relative importance and find that it strongly correlates

with length and frequency, however, the mechanisms behind these non-linear

relations remain elusive. We obtain a cross-lingual approximation of the simi-

larity between human and computational language processing and insights into

the usability of several importance metrics.

5.1 Introduction

Large pretrained neural language models, such as BERT (Devlin et al. 2019),

have in recent years demonstrated performance equal to that of humans in a

range of natural language understanding tasks (A. Wang, Pruksachatkun, et al.

2019). This begs the question of whether the processing and encoding of these

models reflect language properties as described by language experts, such as

in grammar, semantics, pragmatics and logic and, furthermore, whether the
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models process language similarly to humans. While extensive research is being

done to answer this question, such as inquiries into what linguistic knowledge

is encoded into contextual word representations (Clark et al. 2019; Vulić et

al. 2020), how linguistic information is processed (Tenney et al. 2019) and

the effects of architectural choices (Rogers et al. 2020), more recent research

inspired by psycholinguistics has emerged, which directly compares cognitive

signals of language processing to pretrained language models. By using tools

such as eye-tracking features and brain activity data (Abdou 2022; Goldstein

et al. 2022; Hollenstein, Barrett, et al. 2020), this line of research skips the

step of having to collect human judgments from speech or text data by directly

comparing them to sources of cognitive data. As such, this approach is a direct

means of testing whether models process language similarly to humans or, in

other words, of evaluating the cognitive plausibility of computational language

processing.

One method leveraging cognitive data has been to extract relative word

importance, a key metric for natural language processing, from eye-tracking

data in order to compare these to relative word importance extracted from

state-of-the-art pretrained language models. This has been studied for normal

English reading (Hollenstein & Beinborn 2021; Bensemann et al. 2022), in

task-specific reading (Eberle et al. 2022), and in question answering settings

(Sood et al. 2020). In this work, we continue in this line of research but apply it

across several languages to measure the extent to which pretrained language

models focus on the same words as humans cross-lingually. We obtain human

relative word importance from eye-tracking data (total reading time) and model

relative word importance from pretrained language models using saliency and

attention-based methods. These methods have in recent years been developed

for the purpose of explainability, however, which methods serve best for this

purpose has been a point of contention (Jain & Wallace 2019; Wiegreffe &

Pinter 2019).

The goal of this study is two-fold: On the one hand, we aim to obtain a rough

estimate of the similarity between human and computational natural language

processing and, on the other hand, from a usability point of view, see which

importance methods best approximate human relative word importance. We

compare four methods for calculating relative word importance in pretrained

language models, namely first-layer attention, last-layer attention, attention

flow, and gradient-based saliency. To investigate whether the same trends hold

across multiple languages and are not particular artifacts of one language, we

use eye-tracking corpora of four different languages (English, Dutch, German,

and Russian) and compare both monolingual and multilingual language models.

More precisely, we make this comparison by looking at how human and model

relative word importance statistically correlate across different languages.
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Lexical properties such as word frequency and length are known to have a

large effect on eye movements of any language (Just & Carpenter 1980; R. Levy

2008). Therefore, in an additional investigation, we analyze their impact on the

fit between human and model relative importance.

To sum up, this work examines the following research questions:

Q1: Do human and model relative word importance correlate across languages?

Q2: Is there a difference between language-specific and multilingual language

models?

Q3: Is there a difference between gradient-based saliency and the attention-

based methods first-layer attention, last-layer attention, and attention flow?

Q4: To what extent is human and model relative word importance relying on

word length and word frequency?

Contributions

We show that human and model word importance correlate strongly in varying

degrees across languages (English, Dutch, German and Russian), although

the observed differences appear to be more corpus-specific than language-

specific (Q1). We observe a slightly stronger correlation of monolingual models

over multilingual models, in particular for first-layer attention and attention

flow (Q2). We see that other attention-based methods than last-layer attention,

i.e., first-layer and attention flow correlate strongly to human eye-tracking

data with attention flow being on par with saliency for monolingual models

(Q3). We see a strong correlation with the baselines (positive correlation to

word length and negative correlation to word frequency). When using linear

regression analysis to measure the ability of word length, word frequency and

model relative word importance to predict human relative word importance, we

see that word frequency and word length increase the predictive power over

model relative word importance alone, indicating that these baselines are not

sufficiently accounted for by the models (Q4). The code for our experiments is

available online.15

5.2 Related Work

This work lies at the intersection of psycholinguistics, interpretability of neural

networks, and natural language processing. More specifically, there are two

current streams of research that this study directly draws from, namely rela-

15https://github.com/felixhultin/relative_importance.

https://github.com/felixhultin/relative_importance
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tive importance metrics and cognitive analysis of natural language processing.

Below, we outline the related works in these two subfields.

5.2.1 Relative Importance Metrics

Approaches for extracting relative word importance of Transformer-based mod-

els can be grouped into gradient-based, propagation-based, occlusion-based,

and attention-based methods (Bastings & Filippova 2020: Section 3). In this

work, we focus on attention-based and gradient-based methods (see Section

5.4).

Attention is a key component of Transformer models and multiple studies

have analyzed how attention weights are distributed across tokens. It has, for

example, been shown that attention at different layers in Transformer models

targets different linguistic aspects. For instance, Vig & Belinkov (2019) find

that attention in a GPT-2 model targets different parts of speech and depths

of dependency relations at different layers within the model and B. Li et al.

(2021) show that different layers of transformer language models perform best

when detecting different types of linguistic anomalies. Also, the findings by

Tenney et al. (2019) indicate that in BERT earlier layers encode more word-level
information than later layers when comparing performance across different

language-level tasks from part-of-speech tagging to anaphora resolution.

The methodological merit of attention weights as a measure of relative

importance has, however, been questioned. For one, the calculated attention

attends to input representations, not the input itself, and these representations

can mix in information from other inputs, thus diluting the relative importance

strength of the original input token (Bastings & Filippova 2020). Moreover,

different attention distributions can lead to the same predictions, making the

relative importance of attention weights ambiguous (Jain & Wallace 2019).

To address the unreliability of attention weights, Abnar & Zuidema (2020)

propose attention flow, a mechanism which computes maximum flow values,

from hidden embeddings to input tokens.

5.2.2 Cognitive Analysis of Natural Language Processing

Using cognitive data to evaluate NLP has emerged as a novel method for

interpreting NLP systems (Toneva & Wehbe 2019; Ettinger 2020; Hollenstein

et al. 2019). The motivation behind this research is to assess whether models

encode, process, or output language similarly to humans and, thus, provide

measurements of their cognitive plausibility (Keller 2010).
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In recent years, more eye-tracking corpora from natural reading have become

available in multiple languages (see section 5.3.1). Although cognitive data,

including eye-tracking corpora, have been available as digitized formats for a

long time, only recently have they been methodically deployed for the cognitive

analysis of NLP systems. For example, the CMCL shared evaluation task uses

ZuCo for the modeling of eye-tracking features. In this task, language models,

such as BERT, are used to predict eye-tracking features (number of fixations, first
fixation duration, total reading time, etc.) (Hollenstein et al. 2021). This work

is similar to ours, but instead of fine-tuning the model to predict eye-tracking

features, we see if the relative word importance as extracted by different methods

correlates to mean total reading time.

Further work using other sources than eye-tracking corpora is for example

Ettinger (2020), who proposed a psycholinguistic test suite to diagnose language

models’ predictions in context using electroencephalogram (EEG). Moreover,

Abnar et al. (2019) use functional magnetic resonance imaging (fMRI) and

representational similarity analysis (RSA) to compare representations of the

brain and pretrained language models.

In terms of using relative importance metrics, previous studies have shown

that attention weights do not correspond to human relative word importance.

For example, Sood et al. (2020) compare attention weights from the last layer

of Transformer models to human gaze data. They show that a higher correlation

between model attention and human attention does not necessarily yield better

performance in downstream NLP tasks. Hollenstein & Beinborn (2021) also

find that attention has a weak correlation to human gaze data. Recently, Eberle

et al. (2022) have found that attention flow from transformer models correlates

strongly with human fixation times in task-specific English reading.

Finally, gradient-based methods have been proposed as a better method than

attention weights at approximating the relative importance of input words in

neural networks (Bastings & Filippova 2020). Hollenstein & Beinborn (2021)

additionally show that gradient-based saliency might be a cognitively more

plausible interpretability metric than attention weights.

We follow these results and provide a large cross-lingual comparison of

human eye-tracking data to a range of relative importance metrics, including

gradient-based saliency, first and last-layer attention, and attention flow.
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L. Ds. Subjs. Sents. Sent. len. Tokens Types W. len.

EN
GECO 14 4,559 10.5 (1–69) 56,410 5,916 4.6 (1–33)

ZuCo 30 853 19.5 (1–68) 20,545 5,560 5.0 (1–29)

NL GECO 19 4,863 11.6 (1–60) 59,716 5,575 4.5 (1–22)

DE PoTeC 75 89 19.5 (5–51) 1,895 847 6.5 (2–33)

RU RSC 103 143 9.4 (5–13) 1,357 993 5.7 (1–18)

Table 5.1: Descriptive statistics of all eye-tracking datasets. Sentence length and word

length are expressed as the mean with the min-max range in parentheses.

Sents. is the number of the subset of sentences we process for this work,

while sentence length and word length are calculated from all sentences in

the corpora.

5.3 Data

5.3.1 Eye-tracking Corpora

We use eye-tracking data collected from native readers of the following corpora

to extract the human relative importance metrics based on the mean total reading

time of each word (see Table 5.1). For English, we use the GECO corpus, which

contains eye tracking data from English monolinguals reading an entire novel

(Cop et al. 2017), and the ZuCo corpus (Hollenstein et al. 2018; Hollenstein,

Troendle, et al. 2020), which includes eye-tracking data of full sentences from

movie reviews and Wikipedia articles.16 For Dutch, we also use the GECO

corpus, which additionally contains eye tracking data from Dutch readers that

were presented with the same novel in their native language (Cop et al. 2017).

For German, we leverage the Potsdam Textbook Corpus, which contains 12

short passages from college-level biology and physics textbooks, which are

read by expert and laymen German native speakers (Jäger et al. 2021). We also

use the Russian Sentence Corpus which includes naturally occurring sentences

extracted from the Russian National Corpus (Laurinavichyute et al. 2019).17

We exclude a small set of sentences from the original corpora because of token

alignment issues.

16We use Tasks 1 and 2 from ZuCo 1.0 and Task 1 from ZuCo 2.0.
17https://ruscorpora.ru

https://ruscorpora.ru
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5.3.2 Language Models

All monolingual models and the multilingual model are based on the BERT
architecture (Devlin et al. 2019). We use the pretrained checkpoints from the

HuggingFace repository of the multilingual base model and language-specific

monolingual base models. See Table 5.3 in the Appendix for the complete list

of models and references.

5.4 Method

For each sentence in the eye-tracking corpora, we calculate human and model

relative word importance values. The same sentences are, however, tokenized

differently by the built-in tokenizers of the pretrained language models, resulting

in longer sequences of relative word importance values than those obtained

from humans. To remedy this, we align human and model importance values

by discarding the importance values of special tokens (e.g. [SEP] and [CLS])
and merging subtokens and adding their values. Once aligned, we calculate

Spearman’s correlation coefficient ρ between human and model relative word
importance for each sentence. Finally, we calculate an average Spearman’s ρ
across all sentences for each eye-tracking corpus (human relative word impor-

tance) and model, corpus, and importance metric tuple (model relative word

importance). Additionally, using the same procedure, we explore the correlation

of human and model relative word importance to word length and frequency

baselines.

We analyze the following importance metrics:

Human relative importance In this work, we use the total reading time per

word in the eye tracking corpora as the source for defining human relative word

importance. It refers to the sum of all fixation durations for each word including

regressions (i.e. when a subject goes back to the same word after the first pass).

We use the average total reading time across all subjects and normalize the

resulting values such that each word is assigned an importance value between 0

and 1, and all values within a sentence sum up to 1. These values are calculated

sentence by sentence.

Gradient-based saliency As described in Hollenstein & Beinborn (2021), we

define a saliency vector for a masked token to indicate the importance of each

of the tokens in the context of correctly predicting the masked token (Madsen

2019). The saliency sij for input token xj for the prediction of the correct token
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ti is calculated as the Euclidean norm of the gradient of the logit for xi:

sij = ‖∇xjfti(Xi)‖2 (1)

Last-layer attentionWe approximate relative importance using the attention

values from the last layer and calculate the mean of all heads of each Trans-

former model as Sood et al. (2020).

First-layer attention Previous work has indicated that earlier layers encode in-

formation closer to word-level than later layers (Tenney et al. 2019). Therefore,

we also include the first-layer attention weights by averaging over all heads to

approximate relative word importance.

Attention flow Finally, we compute attention flow (Abnar & Zuidema 2020),

which has been shown to correlate stronger with human gaze than raw attention

weights (Eberle et al. 2022). Attention flow considers the attention graph as a

flow network and computes maximum flow values from later attention layers to

the input embedding layer. Unlike raw attention weights, which consider token

importance at layers in isolation, attention flow computes importance scores

that account for mixing of information across layers and, thus, identifies the

important tokens for the model prediction. Because of the high computational

resources needed to calculate attention flow, we do not calculate attention flow

of the BERT multilingual model for English (GECO).

Baselines We compare human and model relative word importance to two

word-level baselines: word length (the number of characters in a word) and

word frequency (the proportion of times a word occurs in a corpus). To obtain

the word frequencies, we use the wordfreq Python package (Speer et al. 2018)

(version 2.3.2), which calculates token frequencies based on corpora from dif-

ferent Internet text resources, such as Wikipedia, Google Books, and Reddit.

Regression Analysis In addition, we use a mixed linear regression analysis

(ordinary least squares) to measure the extent to which, model relative word

importance, word frequency, and word length can predict human relative word

importance. We let human relative word importance be the dependent variable

and fit multiple linear regression models with different combinations of model

word importance, word frequency and word length as independent variables.

This is done to measure each and every variable’s effect in isolation. We analyze

the resulting coefficient of determination R2.

In the Spearman correlation analysis outlined above, the correlations were

calculated per sentence and then averaged. In contrast, we now fit the model
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Figure 5.1: Upper: Spearman’s correlation ρ between human (total reading time)
and model relative word importance (BERT monolingual models). Lower:

Spearman’s correlation ρ between human (total reading time) and model
relative word importance (BERT multilingual model).

to tokens which means that all relative word importance values and all word

lengths and frequencies are fitted into the same model.18.

Since all independent variables (word frequency, word length and model

relative word importance) and the dependent variable (human relative word

importance) are intrinsically skewed, we log-transform all data. Furthermore, we

use an extended version of linear regression (mixed linear regression (Gałecki

& Burzykowski 2013)) to deal with dependency between samples (i.e., one

word appearing more than twice) which otherwise would break the assumption

of linear regression models that each observation is independent of each other.

18Most sentences are too short for the number of independent variables we use to fit a linear

regression model.
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5.5 Results

5.5.1 Human vs. Model Word Importance

Figure 5.1 shows the Spearman correlation between human relative word im-

portance and model relative word importance of importance methods for each

eye-tracking corpus. The results show a strong correlation (ρ > .5) between

human and model word importance across all languages. There are, however,

considerable differences between languages. For example, German reaches

a Spearman’s ρ of .8, while Russian, English (GECO) and Dutch (GECO)

only reach .5 (Q1). When comparing the multilingual BERT model to language-

specific BERT models, we observe for some importance metrics, attention flow

and first-layer attention, a slightly stronger correlation to monolingual models.

In the German and English (ZuCo) monolingual models, in particular, first-layer

attention and flow are equally strong as saliency while in the multilingual model

they all have more than .1 weaker correlation. Attention first-layer seems even

more strongly correlated to monolingual models, where we see +.11 and +.17

for the language-specific BERT model of Dutch (GECO), English (GECO) and

ZuCo (English), respectively. Russian, however, is a slight outlier in that it has

a +.3 difference in favor of the multilingual BERT model (Q2).

When comparing importance methods, we see similar results to previous

findings on English data. Saliency shows a strong correlation to human relative

word importance, while last-layer attention shows a weaker correlation. Further-

more, attention flow and, surprisingly first-layer attention in most cases, show

similar strength than saliency, albeit slightly weaker for multilingual models

(Q3).

Finally, though not specifically defined in the goals and research questions

of this study, we make the separate, but important, observation that the most

impactful variable for correlation strength seems to be the size and text domain

of the eye-tracking corpora. This becomes apparent when comparing Dutch

(GECO), English (GECO) and English (ZuCo). Even though English (GECO)

and English (ZuCo) are of the same language, the performance on English

(GECO) and Dutch (GECO) are quite similar, while not very similar to English

(ZuCo). While the language-specific impact on the results is difficult to grasp

due to the differences between the eye-tracking corpora, we, nonetheless, see

the same trends hold for all four languages.
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Figure 5.2: Upper: Spearman’s correlation ρ between word length and human (total
reading time) and model (BERT monolingual) relative word importance.
Lower: Spearman’s correlation ρ between word length and human (total
reading time) and model (BERT monolingual) relative word importance.

5.5.2 Corpus Statistical Baselines

Figures 5.2 and 5.3 show the correlation of word frequency and length baselines

to human and model relative word importance. We see a strong correlation

between models of all languages and the two baselines word length and word

frequency: A strong positive correlation to word length and a strong negative

correlation to word frequency, as also observed by Hollenstein & Beinborn

(2021).

For the baselines, however, we see considerable differences between lan-

guages. German shows the strongest correlation for word length with 0.85 for

humans and 0.82 and 0.85 for mono- and multilingual BERT, respectively, and
also the strongest negative correlation for word frequency with -0.78 for hu-

mans and -0.85 as well as -0.87 for mono- and multilingual BERT, respectively.
Russian shows the weakest human correlation to the baselines, 0.61 for word
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Figure 5.3: Upper: Spearman’s correlation ρ between word length and human (total
reading time) and model (BERT multilingual) relative word importance .

Lower: Spearman’s correlation ρ between word length and human (total
reading time) and model (BERT multilingual) relative word importance.

length and -0.51 for word frequency, while having a relatively strong saliency

baseline correlation of 0.72 and 0.67 for word length as well as -0.78 and -0.82

for word frequency.

Looking at the relative word importance metrics, which had the strongest

correlation to human importance, namely saliency and attention flow, we see

that their correlation strength with respect to the baselines correlate equally

strong or stronger than their human counterparts. This indicates that the more

similar their baselines are to the human baselines, the stronger they correlate in

terms of relative word importance (see previous section). This is especially the

case when looking at (1) attention last-layer, where there weaker correlation

to human relative word importance is also reflected in its weaker correlation

to word frequency and word length, which are much lower than its human

counterpart and (2) word frequency, where the model relative word importance
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Table 5.2: Linear regression (R2) fitted to predict human relative word importance

from word frequency and/or word length.

freq length freq+length

Dutch 0.08 0.15 0.16

English (GECO) 0.07 0.12 0.14

German 0.31 0.38 0.41

Russian 0.22 0.49 0.49

English (ZuCo) 0.13 0.26 0.30

of Dutch (GECO), English (GECO) and Russian have a weaker correlation to

human relative word importance but a considerable stronger negative correlation

to word frequency than human relative word importance has to word frequency.

This effect does not, however, seem to be as pronounced with word length.

These results show that word length and word frequency are powerful indica-

tors of word importance and support the presumption that they play an important

role in determining the correlation strength between human and model relative

word importance (Q4). In the next subsection, we will try and quantify how

much these baselines account for this relation, by measuring the explanatory

power word length, word frequency and model relative word importance have

in predicting human relative word importance.

5.5.3 Word Length & Frequency Regression Analysis

We fitted linear mixed models to predict human word importance using either

word frequency, word length, model relative word importance, or combinations

of the features. Table 5.2 shows the R2 results for using word frequency and

word length as independent variables, and Figure 5.4 shows the results for using

model relative word importance as an independent variable in combination with

word frequency and word length. See Figure 5.5 and Table 5.4 in the Appendix

for full results.

In Table 5.2 we see a weak R2 score or in other words a weak linear re-

lationship between human relative word importance and word frequency and

word length. Word frequency, however, appears to have a weaker R2 than word

length and differences are large between corpora. Russian, for example, has

four times stronger R2 for word length than English (GECO). Using both word

frequency and word length (freq+length) appears only to be as strong as the

strongest word length value (length), such that a combination of word frequency

and word length (freq+length) does not make the relationship stronger.
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Comparing Figure 5.4 to Table 5.2 we see a much stronger linear relation-

ship (R2) when model relative word importance is used as an independent

variable. When combined with word frequency (model+freq) we see a con-

siderable increase of R2, but combined with word length (model+length and

model+freq+length) we see an even stronger linear relationship. Similarly to

Table 5.2, combining word frequency and word length (freq+length) only gives

as much benefit as adding length to model word importance (model+length and

model+freq+length).

Comparing the R2 of model importance, we see different scores than that of

the results in section 5.5.1 and section 5.5.2. Here, we see saliency achieving

the lowest R2 across all models and corpora, meanwhile the attention-based

metrics (attention first/last layer and flow) show a much larger R2. Although

comparing the R2 and Spearman’s ρ is not equal due to the methodological
differences outlined in Section 5.4, this difference nevertheless suggest that

relation between saliency and human relative word importance is less linear in

nature than attention-based ones.

5.6 Discussion

5.6.1 Findings on Human vs. Model Relative Word Importance

This cross-lingual study shows that model relative word importance has a

strong correlation to human relative word importance. We confirm the findings

of other English-based studies that saliency (Hollenstein & Beinborn 2021),

first-layer attention (Bensemann et al. 2022) and attention flow (Eberle et al.

2022) show a strong correlation to human relative word importance as well

as last-layer attention showing a weak correlation (Q1 & Q3). This research,

thus, from a usability perspective supports the critique against using attention

weights for explanation, while providing supporting evidence for the use of

attention flow. Comparing monolingual and multilingual models, we see slightly

stronger results for monolingual models, in particular for attention first-layer

and attention flow, indicating that some importance-bearing information are

more readily available in the attention weights of monolingual models. However,

given that these results are not vastly different, there is still a strong argument

for training multilingual models over monolingual models because of their

resource-efficiency and saving of computational resources (Q2).

The secondary finding of this study that corpus-specific differences have a

big impact on correlation strength, indicates the need to control the size and

text domain for cross-lingual comparison. A promising avenue for future work
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Figure 5.4: Linear regression (R2) fitted to predict human relative word importance

frommodel word importance (model), word frequency (freq), word length

(length) or combinations thereof (+) (BERT monolingual). A1, Al, Af ,

and S are short for first-layer attention, last-layer attention, attention flow,

and saliency, respectively.

could be to apply our analyses to the recent multilingual eye-tracking corpus

MECO (Siegelman et al. 2022).

5.6.2 The Role of Word Length And Word Frequency

Measuring the effect of word length and word frequency using Spearman’s ρ
and linear regression we find that they play an important role in determining

relative word importance. First, we see that similarity in correlation strength

to the word length and especially word frequency baseline mirrors a stronger

correlation between model and human relative word importance (Q4). Secondly,

we see that when using linear regression to quantify the linear relationships

between the two lexical baselines, model relative word importance, and human
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relative word importance, stronger predictions can be made when model relative

word importance is combined with word frequency or word length, especially

the latter (see Figure 5.4). This suggests that word frequency and especially

word length might not be sufficiently accounted for by the language models.

Furthermore, the discrepancy between the lower impact of word frequency and

the higher impact of word length has several potential explanations. Firstly,

word frequency might be better approximated by the model than word length

(which is supported by the fact that word length is not explicitly processed

in Transformer-based architectures). Secondly, the relationship between word

frequency and relative word importance is probably less linear than that of word

length and relative word importance (as suggested by the results in Table 5.2)

and could, therefore, not be as adequately fitted by linear regression. The nature

of the relationships between word length, word frequency, and human relative

word importance, thus, remains elusive. To gain clarity on this, future work

could control for word length and frequency more explicitly, by, for example,

grouping and comparing relative word importance by length and frequency in

isolation as well as using probing tasks to test the extent to which contextual

word representations themselves can predict word length and frequency.

5.7 Conclusion

In this work, we show that the strong correlation between relative word impor-

tance of neural language models and humans holds across several languages,

namely, English, German, Dutch, and Russian. This is the case for both monolin-

gual as well as multilingual pretrained Transformer models, which yield similar

performance in our correlation analyses.

We also find that several relative importance metrics for pretrained language

models, both first-layer attention and attention flow as well as saliency, perform

similarly well and that these importance values, as their human counterparts,

strongly correlate to word length and word frequency. However, as expected,

we have found that last-layer attention correlates more weakly.

Comparing the correlations of relative word importance is a simple, easily

interpretable metric for evaluating the similarity of human and computational

language processing. Using this metric, we can evaluate the extent to which the

model’s attention compares to approximate human language processing and,

thus, get a gauge of their cognitive plausibility. In addition to the BERT-based
architectures we studied, looking at more recent cross-lingual models such as

GPT, T5 and XLNet as well as multimodal language models would give further

insights into the role of pre-training tasks as well as non-textual modalities.



5.8 Limitations 95

Acknowledgements

We thank Alexander Koplenig for his assistance in assembling the results for

the regression analysis.

5.8 Limitations

The results and conclusions of this paper should be read with the following

limitations in mind: (1) Differences between human subjects can be quite sig-

nificant, thus, the results will also reflect this uncertainty (Kidd et al. 2018). (2)

Comparing model relative word importance of saliency-based and attention-

based methods to that of human relative word importance only reflects these

methods’ ability to mimic human behavior, but does not say anything about

their ability to accurately represent the inner workings, i.e., the faithfulness of

pretrained language models (Jacovi & Goldberg 2020).
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5.A Appendix

Table 5.3: List of models used for each corpora. HuggingFace path refers to the model

path used to identify the model in Hugging Face repository. For models

without explicit paper reference, we refer to the Hugging Face website.

Corpus Model name HuggingFace path Reference

GECO (en) BERT bert-base-uncased Devlin et al. (2019)

GECO (en)
BERT

Multilingual

bert-base-

multilingual-cased
Devlin et al. (2019)

GECO (nl) BERT

GroNLP/

bert-base-

dutch-cased

de Vries et al. (2019)

GECO (nl)
BERT

Multilingual

bert-base-

multilingual-cased
Devlin et al. (2019)

ZuCo BERT bert-base-uncased Devlin et al. (2019)

ZuCo
BERT

Multilingual

bert-base-

multilingual-cased
Devlin et al. (2019)

Potsdam BERT

dbmdz/

bert-base-

german-uncased

Devlin et al. (2019)

Potsdam
BERT

Multilingual

bert-base-

multilingual-cased
Devlin et al. (2019)

Russsent BERT
DeepPavlov/

rubert-base-cased
Kuratov & Arkhipov (2019)

Russsent
BERT

Multilingual

bert-base-

multilingual-cased
Devlin et al. (2019)
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Figure 5.5: Linear regression (R2) fitted to predict human relative word importance

frommodel word importance (model), word frequency (freq), word length

(length) or combinations thereof (+) (BERT multilingual). A1, Al, Af ,

and S are short for attention (first-layer), attention (last-layer), attention

flow, and saliency, respectively.
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Table 5.4: Linear regression models R2 measuring impact of word length, word

frequency and word importance.

Language Model Importance model model+freq model+length model+freq+length

Dutch

BERT

Attn (1st) 0.53 0.58 0.64 0.64

Attn (last) 0.51 0.58 0.63 0.64

Flow 0.52 0.58 0.64 0.64

Saliency 0.27 0.31 0.37 0.37

mBERt

Attn (1st) 0.52 0.58 0.63 0.64

Attn (last) 0.52 0.58 0.63 0.64

Flow 0.52 0.58 0.63 0.64

Saliency 0.33 0.35 0.39 0.38

English (Geco)

BERT

Attn (1st) 0.6 0.65 0.71 0.72

Attn (last) 0.59 0.65 0.71 0.72

Flow 0.59 0.64 0.71 0.72

Saliency 0.28 0.32 0.39 0.39

mBERT

Attn (1st) 0.6 0.65 0.71 0.72

Attn (last) 0.6 0.64 0.71 0.71

Saliency 0.36 0.38 0.45 0.44

English (ZuCo)

BERT

Attn (1st) 0.4 0.49 0.58 0.6

Attn (last) 0.39 0.49 0.58 0.6

Flow 0.4 0.49 0.58 0.6

Saliency 0.17 0.26 0.38 0.39

mBERT

Attn (1st) 0.4 0.49 0.58 0.6

Attn (last) 0.4 0.49 0.58 0.6

Flow 0.4 0.49 0.58 0.6

Saliency 0.22 0.27 0.41 0.41

German

BERT

Attn (1st) 0.47 0.69 0.78 0.79

Attn (last) 0.43 0.67 0.76 0.77

Flow 0.46 0.69 0.78 0.79

Saliency 0.17 0.39 0.5 0.5

mBERT

Attn (1st) 0.46 0.72 0.78 0.8

Attn (last) 0.46 0.72 0.78 0.8

Flow 0.47 0.72 0.78 0.8

Saliency 0.23 0.46 0.53 0.54

Russian

BERT

Attn (1st) 0.1 0.27 0.51 0.51

Attn (last) 0.09 0.28 0.52 0.52

Flow 0.09 0.26 0.51 0.51

Saliency 0.08 0.24 0.5 0.5

mBERT

Attn (1st) 0.1 0.28 0.51 0.51

Attn (last) 0.11 0.28 0.51 0.51

Flow 0.11 0.27 0.5 0.51

Saliency 0.13 0.25 0.49 0.49
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This chapter is a postprint version of the following publication:

Felix Morger. 2024a. SweDiagnostics: A diagnostics natural language infer-

ence dataset for Swedish. In Pierre Zweigenbaum et al. (eds.), Proceedings of

the 17th Workshop on Building and Using Comparable Corpora (BUCC) @

LREC-COLING 2024, 118–124. Torino: ELRA & ICCL

Abstract. This paper presents SweDiagnostics, a natural language inference

dataset for Swedish based on the GLUE Diagnostic dataset. It is the largest,

manually corrected NLI dataset in Swedish to date and can be used to evaluate

models on NLI in Swedish as well as estimate English-Swedish language trans-

fer capabilities. We present the dataset, the methodology used for translation,

compare existing implementations and discuss limitations of the dataset, in

particular those related to translationese.

6a.1 Introduction

Natural language inference (NLI) is the task of determining the logical relation-

ship between two sentences. More specifically, whether a hypothesis entails, is

neutral to or contradicts a given premise. For example, the hypothesis “John

walks down the street” entails the premise “John is moving”, but contradicts

the premise “John is sitting” and is neutral to the premise “John is listening

to music”. NLI datasets have been created and studied extensively in natural

language processing (NLP), based on the assumption that inferential reason-

ing is needed for all kinds of NLP tasks, such as question-answering, reading

comprehension and sentiment analysis.
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For English, several NLI datasets have come out, most notably the Multi-

Genre Natural Language Inference (MultiNLI) (A. Williams et al. 2018) and

Stanford Natural Language Inference (SNLI) Corpus (Bowman et al. 2015),

which have 570K and 433K sentence pairs respectively. For cross-lingual eval-

uation, the Cross-lingual Natural Language Inference (XNLI) dataset extends

these datasets with a separate 5K test split and 2.5K validation split of sentence

pairs using the same data collection procedure, but is also translated into 15 dif-

ferent languages (Conneau, Rinott, et al. 2018). While these larger datasets were

produced to provide enough training data to train large deep learning models,

they are usually contrasted with smaller NLI datasets aimed to evaluate some

specific phenomenon of interest (Poliak 2020)[p. 94], usually called test suites

or diagnostics. These consist of handpicked examples meant to target some phe-

nomenon of interest. For example, Winogender (Rudinger et al. 2018) targets

gender pronoun resolution and FraCaS (Cooper et al. 1996) covers a range of

semantic phenomena from generalized quantifiers to temporal reference.

In this paper, we present a Swedish post-edited translation of the GLUE

Diagnostic dataset. To date, this is the largest, manually corrected NLI dataset

in Swedish (1106 samples), surpassing the only other Swedish NLI dataset

SweFraCaS, which has 305 samples. This dataset allows for evaluating large

language models (LLMs) on NLI for Swedish and English-Swedish language

transfer similar to those donewith the XNLI dataset. Such evaluation can be done

by using existing English-Swedish machine translated NLI datasets as training

data, such as those in Superlim and Overlim (Kurtz 2022), an entirely English-

Swedish machine translated version of SuperGLUE (A. Wang, Pruksachatkun,

et al. 2019).

The rest of the paper is structured as follows: We give an overview of

the creation of the dataset (Section 6a.2), compare existing implementations

(Section 6a.3), discuss potential limitations (such as with translationese and

post-editese) and the development of future NLI datasets for Swedish (Section

6a.4).

The dataset is available on HuggingFace as part of the Superlim project19

and independently on the Språkbanken website.20

6a.2 Dataset description

The GLUE Diagnostic dataset, which SweDiagnostics is based on, was released

with the original SuperGLUE (A. Wang, Pruksachatkun, et al. 2019). It was

handcrafted by linguistic experts with the aim to create a dataset for diagnosing

19https://huggingface.co/datasets/sbx/superlim-2
20https://spraakbanken.gu.se/resurser/swediagnostics

https://huggingface.co/datasets/sbx/superlim-2
https://spraakbanken.gu.se/resurser/swediagnostics
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a system’s ability to solve a wide variety of language phenomena. The idea is to

construct a hypothesis/premise sentence pair, where the entailment relationship

depends on one ormore targeted phenomena of interest. Table 6a.1 illustrates this

with two examples from the dataset. In the top sentence pair, the only difference

between the sentences is the added negation “did not” in the premise, which

causes a contradiction. In the sentence pair below, the only difference is the

added word “quietly” after “whispering” which is redundant since “whispering”

(in most cases) implies talking quietly. Since the sentences express the same

thing (i.e. talking quietly), the premise entails the hypothesis.

Swedish English

P
Katten satt

på mattan.

The cat sat

on the mat.
contradiction

(negation)

H
Katten satt inte

på mattan.

The cat did not

sit on the mat.

P
Tom och Adam

viskade i teatern.

Tom and Adam were

whispering in the theater.

entailment

(redundancy)

H
Tom och Adam

viskade tyst i teatern.

Tom and Adam were

whispering quietly

in the theater.

Table 6a.1: Two premise (P) and hypothesis (H) sentence pair examples from Swe-

Diagnostics. The outermost column indicates the entailment relationship

between the sentences. The annotated linguistic phenomenon which de-

termines the relationship is in parentheses and marked bold in the text.

By way of this setup, NLI is used as a proxy to analyze specific language

phenomena (negation and redundancy in the examples given). If the system can

correctly predict the entailment relationship between the hypothesis/premise sen-

tence pair, the conclusion is that the system encodes the targeted phenomenon.

The GLUE Diagnostic dataset has 33 different fine-grained language phe-

nomena organized into four different coarse grained categories: lexical seman-

tics, predicate-argument structure, logic and knowledge. Although the entail-

ment relationship usually hinges on one particular fine-grained category, a

sentence pair can be annotated with more than one category if the phenomenon

is present in the text. Table 6a.3 in the Appendix gives an exhaustive list of

these categories as well as how many times they have been annotated in the

dataset. For a detailed description of these categories, we refer to the latest

documentation on the SuperGLUE website.21

21https://super.gluebenchmark.com/diagnostics

https://super.gluebenchmark.com/diagnostics
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6a.2.1 Translation methodology

To create the equivalent SweDiagnostics, the sentence pairs were first machine

translated using the Google Translate API. They were then post-edited by a

native speaker of Swedish with a Master’s degree in linguistics (the author of

this paper). Besides adapting the translations to sound fluent and coherent, the

translator also strove to uphold the two following criteria.

1. The entailment relationship remains the same after translation.

2. The annotated language phenomena remain the same after translation.

Although these criteria could not be fulfilled for every category due to

morphological differences, such as in expressing double negation, in general

this was not a problem. This is because (a) Swedish and English are closely

related languages and, thus, share many of the morphological and syntactical

features which are used to construct the contrasting sentence pairs and (b) the

majority of the targeted linguistic phenomena of GLUE Diagnostic dataset are

high-level natural language understanding features, which are not dependent on

the particularities of English grammar.

The choice of post-editing over translating from scratch was done for ef-

ficiency reasons (cf. Plitt & Masselot (2010); Daems et al. (2017)). During

translation the translator had the option of adding notes to document ambiguous

or difficult parts of translation. Only 6.7% included notes, indicating a generally

light post-editing effort.

6a.3 Implementations

At the time of writing, SweDiagnostics has been evaluated in two separate

projects. Firstly, as SweDiagnostics is a part of Superlim (Berdicevskis et al.

2023) it has been evaluated on multiple language models, both monolingual

Swedish models and multilingual models. Secondly, a more fine-grained anal-

ysis has been done by Morger (2023), comparing English-Swedish language

transfer capabilities of Swedish monolingual and multilingual models. In both

of these projects, an English-Swedish machine translated version of MultiNLI

was used for training.

In the discussion below as well as in Table 6a.2 and Figure 6a.1, model

names are shortened for space reasons with the following abbreviations: mt for

the “megatron” model (Shoeybi et al. 2020), sw for “Swedish”, l for “large”, c
for “cased” and b for “base”.
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Table 6a.2 shows the results on SweDiagnostics of Berdicevskis et al. (2023).

Non-neural, supervised machine learning models are clearly outperformed by

LLMs. The highest performing one is the multilingual model xlm-roberta-
large (Conneau et al. 2019), outperforming the largest monolingual Swedish

model KBLab/mt-bert-l-sw-c-165k (Malmsten et al. 2020). These results

suggest that the amount of Swedish training data does not translate into increased

performance. KBLab/mt-bert-l-sw-c-165k, for example, was trained on
70GB of only Swedish training data while xlm-roberta-large on 2.5TB of

which only 12GB is in Swedish. The discrepancy in performance could also

be explained by the difference in trainable parameters and language modeling

objective. The fact that the sentences are originally English sentences could

make it easier for the multilingual xlm-roberta-large model (see discussion
in Section 6a.4).

The results by Morger (2023), as reported in Figure 6a.4, further compare

the original GLUE Diagnostic dataset to SweDiagnostics. They concluded

that a complete English-Swedish language transfer can be achieved using the

English-Swedish machine translated dataset of MultiNLI (cf. bert-b-c on

GLUE Diagnostic dataset (blue bar) and KB/bert-b-sw-c (mt-sv) on Swe-

Diagnostics (orange bar)). However, training on the original English data and

only relying on multilingual pretraining (bert-b-ml-c) did not reach the same
level of performance. Comparing this to xlm-rorberta-large in Table 6a.2,

this gap could possibly be filled by pre-training on more Swedish data or having

larger architectures, but this remains speculative until a complete comparison

has also been made to the xlm-roberta-large fine-tuned on English-Swedish
machine translated data.

Overall, the fact that no model achieves higher than 0.44 Krippendorff’s

α (see KB/bert-b-sw-c (mt-sv) in Figure 6a.1) shows that this task is still

difficult for Swedish LLMs. Only a score above 0.67 is considered moderate

agreement between the predicted and golden labels (Marzi et al. 2024). However,

LLMs have made great headway towards solving this task when compared to

non-neural, supervised machine learning models, which have scores close to 0

(i.e. no agreement) (see Table 6a.2).
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Model Krippendorf’s α

xlm-roberta-large 0.415

KBLab/mt-bert-l-sw-c-165k 0.393

KBLab/mt-bert-b-sw-c-600k 0.363

KB/bert-b-sw-c 0.349

AI-Nordics/bert-l-sw-c 0.347

KBLab/bert-b-sw-c-new 0.338

xlm-roberta-base 0.318

NbAiLab/nb-bert-base 0.314

Decision tree 0.037

SVM 0.026

Random forest 0.010

Random 0.004

MajLab/Avg -0.404

Table 6a.2: Evaluation results on SweDiagnostics as reported in Berdicevskis et al.

(2023). They are reported in Krippendorf’s α (Krippendorff 2011), the

metric of choice for Superlim. These are the results on eight different

pretrained language models (upper part of the table) and five non-neural

machine learning models (lower part of the table).
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bert-b-c
bert-b-ml-c

bert-b-ml-c (m -sv)

KB/ber -b-sw-c (m -sv)
0.0

0.1

0.2

0.3

0.4

0.5
Kr

ip
pe

nd
or

f's
 α

0.44
0.40

0.29

0.17

0.08

0.32

0.39
0.44

Figure 6a.1: Model performance (Krippendorf’s α) on the GLUE Diagnostic dataset

(blue bars) and SweDiagnostics (orange bars) byMorger (2023). “mt-sv”

refers to the model having been trained on the English-Swedish machine

translated version of MultiNLI while the other ones are trained on the

original English MultiNLI. Results can vary when compared with the

original paper, which instead used theR3 (Gorodkin 2004) a three-class

generalization of Matthews correlation coefficient (MCC).
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6a.4 Concluding remarks

This paper has presented SweDiagnostics, an NLI dataset for Swedish, which is

a post-edited, manually corrected version of the GLUE Diagnostic dataset.

As we see it, this resource provides three main contributions. Firstly, given

the scarcity of NLI datasets for Swedish, this resource is an important addition

in order to get any insights into the performance on NLI in Swedish, in particular

monolingual Swedish language models. This is especially important given the

release of multiple new monolingual Swedish language models in recent years,

such as KB-BERT (Malmsten et al. 2020) and GPT-SW3 (Ekgren et al. 2023).

However, as the original authors of GLUEDiagnostic dataset are careful to point

out, GLUE Diagnostic dataset is a test suite and, thus, one should be careful

not to generalize over all language usage as it does not attempt to represent a

natural language distribution. Secondly, SweDiagnostics’s parallelity to GLUE

Diagnostic dataset enables the comparison of English-Swedish cross lingual

representations, which complements other multilingual resources, most notably

XNLI (Conneau, Rinott, et al. 2018), which does not include Swedish. Thirdly,

given the annotation of language phenomena in the dataset (see Section 6a.2),

further comparison can be made on the performance between different linguistic

categories.

Creating a new resource by machine translating and post-editing an existing

resource has both advantages and disadvantages. One of the most obvious

advantages is that it is a cheap and efficient way to create a new resource,

while another advantage is the resulting parallel corpora, which enables a close

comparison between the languages. A disadvantage is that the samples are

not taken from naturally occurring instances of the target language and will

potentially not be a fair representation of the language overall. This is shown by

Gellerstam (1986), which observe different statistical properties in translated

language (translationese). This has also been shown to be further exacerbated

by post-editing (Toral 2019) (post-editese), however Daems et al. (2017) have

shown that post-editing does not necessarily lead to lower quality translation.

The results discussed in Section 6a.3 do suggest that the performance on the

GLUE Diagnostic dataset is highly transferable to SweDiagnostics, however,

to what extent this is because of post-editese is unknown and could only be

determined by future work systematically comparing post-editese to only human

translations in the context of NLI.

This dataset together with SweFraCaS represents a first step towards evalu-

ating NLI in Swedish. To get a fairer representation of Swedish and understand

the effects of translationese, we encourage future work in creating new resources

of NLI sourced from Swedish corpora. Comparing these to SweDiagnostics

would not only give more insights into the NLI capabilities of Swedish monolin-
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gual and multilingual language models, but also insights into English-Swedish

language transfer and language transfer between linguistically close languages

more broadly.

6a.5 Ethical considerations

As with any translated resource from a high-resource language to a lower-

resource language, there is a risk of cultural biases being unfairly transferred

to the target language. More broadly, using translated resources for evaluation

could also amplify an anglocentric bias in what counts as the gold standard,

which could divert funding from the creation of much needed unique language

resources sourced directly from Swedish. For this reason, we encourage Swe-

Diagnostics to be carefully compared with original Swedish resources and we

also call for the creation of original NLI resources sourced exclusively from

Swedish corpora.
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6a.A Appendix

Coarse-grained Fine-grained Size Neut. Ent. Contr.

Lexical Semantics

Factivity 68 37 17 14

Lexical

entailment
140 37 49 54

Morphological

negation
26 2 14 10

Named entities 36 12 18 6

Quantifiers 52 18 14 20

Redundancy 26 2 24

Symmetry/

Collectivity
28 8 20

Predicate-Argument

Structure

Active/Passive 34 17 15 2

Anaphora/

Coreference
58 22 24 12

Coordination

scope
40 16 14 10

Core args 52 15 27 10

Datives 20 4 14 2

Ellipsis/Implicits 34 4 16 14

Genitives/Partitives 20 2 16 2

Intersectivity 46 25 19 2

Nominalization 28 4 18 6

Prepositional

phrases
68 32 34 2

Relative clauses 32 16 12 4

Restrictivity 26 9 17

Logic

Conditionals 32 8 18 6

Conjunction 40 15 15 10

Disjunction 38 17 15 6

Double

negation
28 2 22 4

Downward

monotone
30 17 13

Existential 20 9 7 4

Intervals/Numbers 38 11 9 18

Negation 82 22 8 52

Non-monotone 30 17 7 6

Temporal 32 11 11 10

Universal 18 5 7 6

Upward

monotone
34 19 15

Knowledge
Common sense 150 36 56 58

World

knowledge
134 39 63 32

Domain

ACL 200 69 91 40

Artificial 300 128 104 68

News 204 68 92 44

Reddit 200 67 85 48

Wikipedia 200 54 88 58

Table 6a.3: GLUE diagnostics coarse- and fine-grained phenomena of language

phenomena.
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Second Workshop on Resources and Representations for Under-resourced Lan-

guages and Domains (RESOURCEFUL-2023), 30–41. Tórshavn: Association

for Computational Linguistics

Abstract. The developments of deep learning in natural language processing

(NLP) in recent years have resulted in an unprecedented amount of compu-

tational power and data required to train state-of-the-art NLP models. This

makes lower-resource languages, such as Swedish, increasingly more reliant

on language transfer effects from English since they do not have enough data

to train separate monolingual models. In this study, we investigate whether

there is any potential loss in English-Swedish language transfer by evaluat-

ing two types of language transfer on the GLUE/SweDiagnostics datasets and

comparing between different linguistic phenomena. The results show that for

an approach using machine translation for training there is no considerable

loss in overall performance nor by any particular linguistic phenomena, while

relying on pre-training of a multilingual model results in considerable loss in

performance. This raises questions about the role of machine translation and the

use of natural language inference (NLI) as well as parallel corpora for measuring

English-Swedish language transfer.

6b.1 Introduction

The leveraging of knowledge transfer has been a pivotal development in deep

learning and in natural language processing (NLP). The core idea is that the

knowledge of one source domain can be transferred to another target domain. In
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the age of deep learning, this usually means training models on large quantities

of data on some generic or widely-applied task, such as language modeling or

machine translation, and fine-tuning the model on new data or another down-

stream task. This does not only lead to an immediate performance boost on the

new dataset or downstream task, but also saves computational resources of the

user as well as simplifies the implementation and problem solving procedure.

A crucial type of knowledge transfer in NLP is that of language transfer,

which refers to the leveraging of high-resource languages, most notably English,

to solve tasks for lower-resource languages. It has been studied in multiple

different architectures and applications of NLP, such as in word embedding

architectures and machine translation. The most used type of language transfer,

however, is arguably that of pretrained language models, which generic pre-

training allows for fine-tuning a wide range of down-stream tasks (both in the

areas of text generation and text classification).

As deep learning has scaled up in recent years as a result of more compu-

tationally efficient hardware and model architectures, most notably with the

release of the Transformer (Vaswani et al. 2017), so has the data needed for

training. For lower-resource languages these developments come in the shape

of a double-edged sword: On the one hand, the breadth of data and contextual

information encoded in these models enables a high level of knowledge transfer,

on the other hand, they become even more reliant on high-resource languages

like English to use the most recent state-of-the-art language models. This leaves

lower-resource languages the options of either opting for smaller models and,

thus, missing out on the latest progress or to rely heavily on language transfer.

Seeing that the latter option seems most plausible, this raises the question to

what limits there are to language transfer from a linguistic perspective, but also

in terms of potential dangers of political, gender and cultural biases (Bender

et al. 2021).

In this study, we focus on English-Swedish language transfer. Swedish, a

mid-resource language, is an interesting example of a language becoming more

reliant on language transfer. This is because Swedish has had enough available

pre-training data to train monolingual language models, like BERT (Devlin et al.

2019; Malmsten et al. 2020), but not enough for the most recent GPT-3 model

(Brown et al. 2020). Also, a significant amount of down-stream tasks in English

are not trainable in a supervisable way in Swedish because corresponding anno-

tated data do not exist for the language. In order to test the potential limits of

English-Swedish language transfer, we use the GLUE/SweDiagnostics parallel

corpora to compare two different types of language transfer. In short, we aim to

answer the following research questions:

Q1: Is there a loss in performance in English-Swedish language transfer in
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the context of natural language inference (NLI)?

Q2:Which type of language transfer works best (machine translation or multi-

lingual pre-training)?

Q3: Are there linguistic phenomena for which language transfer works less

effectively?

With this work, we aim to shed light on the English-Swedish language

transfer capabilities of pretrained language models and, thus, provide direction

for applying and evaluating language transfer in the future.

6b.2 Related work

This work focuses on the English-Swedish language transfer of pretrained

language models in which NLI is used as the measurement. As such, this section

will focus on work relating to language transfer and NLI.

6b.2.1 Language transfer

Transfer learning is an attractive solution to the inherent problem of the lack of

language data (raw and annotated) for lower-resource languages. For this reason,

a multitude of techniques in different areas of research have been proposed to

leverage higher-resource languages for lower-resource languages. These range

from creating bilingual dictionaries, which can be created unsupervised from

just monolingual embedding spaces even for distant language pairs like English-

Chinese (Lample et al. 2018), to using back-translation between languages to

increase performance on machine translation (Sennrich et al. 2016).

One of the most known types of transfer learning is that of Transformer-

based multilingual models, such as multilingual BERT (Devlin et al. 2019) or
Google Neural Machine Translation (GNMT) (Wu et al. 2016), which train the

same models on multiple languages. These models have shown to have transfer

effects between the languages in the model. For example, Pires et al. (2019)

have shown that fine-tuning XLM (Conneau & Lample 2019) on natural entity

recognition and part-of-speech tagging have transfer effects between closely

related languages. This has also been confirmed for multilingual BERT in the
context of NLI.22 Given these results, we expect to see a high degree of transfer

between English and Swedish in this study.

22https://github.com/google-research/bert/blob/master/multilingual.md#
results (accessed 2022-12-01).

https://github.com/google-research/bert/blob/master/multilingual.md#results
https://github.com/google-research/bert/blob/master/multilingual.md#results
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The role of language transfer for Swedish has become increasingly relevant

for Swedish NLP in recent years. Firstly, the question has been raised of which

languages (Swedish, English or other Nordic languages) to train new models on

(Sahlgren et al. 2021) as creating pre-trained languagemodels comes with a large

financial and environmental cost as well as the need for a lot of data. Secondly,

there is an open question to the extent of which machine translation could be

deployed for Swedish NLP as Swedish-English machine translation of input

and output data has been shown to be effective for Swedish sentiment analysis

(Isbister et al. 2021). Thirdly, there is an immediate question of how to leverage

language transfer from English seeing that the newly released SuperLim, a

standardized benchmark for Swedish (Adesam et al. 2020), has many datasets

with little or no training data at all. With this study, we contribute to answering

these questions. Specifically, we also test if the findings of Isbister et al. (2021)

hold for English-Swedish language transfer in the context of NLI, an arguably

higher-level reasoning task than sentiment analysis.

6b.2.2 Natural language inference

Developing datasets for natural language inference (NLI), also called textual

entailment, has been a natural endeavor in the NLP community based on the

assumption that the identification and resolving of latent logical relations are

necessary for language processing. Although, NLI itself is usually not a practical

task to solve on an application-level, it measures the semantic inference needed

to solve other tasks such as question-answering, reading comprehension and

sentiment analysis.

For English, many datasets have been developed for NLI. An early dataset is

FraCaS (Cooper et al. 1996), which similarly to the later GLUE diagnostics (A.

Wang et al. 2018), targets different categories of logical relations, such as com-

paratives and quantifiers. In recent years, with the development of deep learning

and the need for big data, much larger datasets for NLI have been developed,

most notably the Stanford Natural Language Inference (SNLI) dataset (Bow-

man et al. 2015) and the Multi-Genre Natural Language Inference (MultiNLI or

MNLI) dataset (A. Williams et al. 2018), which use crowdworkers to curate a

large amount of sentence pairs (see Section 6b.3.1 for more details).

While NLI has been viewed as an important task for measuring natural

language understanding (NLU), as illustrated by its inclusion in the GLUE and

SuperGLUE benchmarks (A. Wang et al. 2018; A. Wang, Pruksachatkun, et al.

2019), NLI datasets have been extensively scrutinized. Multiple studies have

shown that performance on these tasks can remain high even after significant

transformations of the input, indicating that certain textual artifacts can be used
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to solve the task rather than logical reasoning. For example, high performance

can still be achieved when words of specific wordclasses are dropped (Talman

et al. 2021), words in a sentences are shuffled randomly (Pham et al. 2021) or

when only the hypothesis is used to predict entailment (Gururangan et al. 2018).

At the same time, however, NLI datasets do not transfer well out-of-domain

to other NLI datasets, as shown by Talman & Chatzikyriakidis (2019). The

GLUE Diagnostic dataset, which is used in this study, has, however, shown

to be more robust against such data artifacts, at least when tested against the

hypothesis-only baseline of Gururangan et al. (2018) (A. Wang et al. 2018).

Challenges, thus, remain in developing NLI datasets for measuring logical

inference. In this study, we add a different angle to this question by looking at

how sensitive NLI datasets can be to English-Swedish machine translation.

6b.3 Datasets & models

For the following study, we use a collection of different NLI datasets and

pretrained language models to assess language transfer capabilities from English

to Swedish. Table 6b.1 lists the datasets and Table 6b.2 lists the models used in

this study.

We use the datasets MNLI and SNLI for training, which due to their un-

matched size are most suitable for fine-tuning large pretrained language models.

For testing, we use the GLUE/SweDiagnostic parallel corpora, which we use to

both evaluate performance as well as to make fine-grained analysis of specific

language phenomena.

When it comes to choosing models, we select them based on the criteria that

their architectures are 1) available in both languages and 2) directly comparable

in terms of architectural size. For these purposes, the BERT-model is naturally
favored since its base-version is available in both Swedish and English (see
Section 6b.3.2).

The following subsections give a closer overview of the datasets (Section

6b.3.1) and models (Section 6b.3.2).

6b.3.1 Datasets

SNLI

The SNLI Corpus (Bowman et al. 2015) is the largest NLI corpus to date. It

consists of 570K human-written sentence pairs labeled either as contradiction,

neutral or entailment. It was curated through crowd-workers (Amazon Mechan-

ical Turk), where each participant was asked to make an entailment, neutral
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Dataset
Available

language(s)
Split(s) Split size(s)

MultiNLI

matched
English

train, dev,

test (hidden)

392,702 / 10,000 /

9796

MultiNLI

mismatched
English

dev,

test (hidden)
10,00 / 9,847

SNLI English train, dev, test
550,153 / 10,000 /

10,000

GLUE/

SweDiagnostics

English,

Swedish
test 1,104

Table 6b.1: Datasets used in this study. Splits refers to the available splits of the

model, and split sizes are the number of samples in each given split.

and contradiction hypothesis from scene descriptions in the Flickr30K corpus,

resulting in a completely balanced dataset. Additionally, 10% of the data were

validated by four more annotator crowd-workers.

MNLI

TheMNLI corpus (A.Williams et al. 2018) is a collection of 433K sentence pairs.

It was produced using similar methodology as SNLI: Using crowd-workers to

create hypotheses from a premise and validating 10% of the resulting labels

using other crowd-workers. What differs from SNLI, however, is that MNLI

draws its premises from ten different text genres ranging from transcribed

telephone calls to magazine articles, and without accompanying images. Five

of these genres, however, are a separate mismatched subset of the data and only

come in the development and test split in order to test a system’s performance

on out-of-domain data.

GLUE/SweDiagnostics

The GLUE diagnostic is an NLI dataset, which is included in the GLUE (A.

Wang et al. 2018) and SuperGLUE (A. Wang, Pruksachatkun, et al. 2019)

evaluation benchmarks. The dataset consists of 1106 hand-picked sentence pairs

from four different text sources (ACL proceedings, Artificial, News, Reddit and

Wikipedia). Each sample is labeled with additional linguistic phenomena, which

the inference relation relies on. The hypothesis and premise only differ in the

targeted linguistic phenomenon, so if the inference is not correctly classified, the
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assumption is that the system cannot handle the targeted linguistic phenomenon.

There are linguistic phenomena of 33 different fine-grained categories across

four coarse-grained categories (lexical semantics, predicate-argument structure,

logic and common sense). Table 6b.4 in the Appendix shows the full list of

fine-grained categories as well as their frequency in the dataset.

Because of this human-curated process, the dataset does not represent a

natural language distribution Belinkov &Glass 2019: Section 4 from the corpora

it draws its samples from and is limited in testing for overall performance. Rather,

it diagnoses the system’s ability to solve specific language phenomena. Since the

dataset is unbalanced, the metric used in GLUE/SuperGLUE is R3 (Gorodkin

2004) a three-class generalization of Matthews correlation coefficient (MCC),

which we also use in this study.

SweDiagnostics is the Swedish, manually translated version of GLUE di-

agnostics. It is part of the SuperLim project (Adesam et al. 2020), which is an

evaluation benchmark for Swedish.

6b.3.2 Models

In this study, we use three BERT models to compare for transferability: The

Swedish monolingual BERT-base model of the National Library of Sweden
(Malmsten et al. 2020), the original monolingual English BERT-base model of
Devlin et al. (2019) and the multilingual BERT model. The reasons for choosing

these models is because they (1) are architecturally of the same size (12 layer,

768-hidden, 12-heads, 110M parameters) and (2) use roughly the same source

of data for training. See Table 6b.2 for comparison.

Model name Trained on Data sources

KB-BERT Swedish

Books, news,

government publications,

Swedish Wikipedia,

internet forums

mBERT 100 languages
Wikipedia of

100 languages

BERT English
BooksCorpus,

English Wikipedia

Table 6b.2: Models used for this study. We use Model name to refer to specific

models in the paper.
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6b.4 Method

Our methodology consists of firstly training different BERT models using two
types of language transfer (Section 6b.4.1) and, secondly, evaluating their per-

formance on the GLUE/SweDiagnostics parallel corpora (Section 6b.4.1).23

Table 6b.3 illustrates the training and evaluation setup in detail.

6b.4.1 Training procedure

Using the datasets and models laid out in Section 6b.3.1 and 6b.3.2, we compare

two types of English-Swedish language transfer: multilingual pre-training and

fine-tuning on English-Swedish machine translated data. For this, we deploy

three different training procedures: The first is to fine-tune the multilingual

BERT model on English and to rely only on the language transfer effects of

pre-training. The second is to fine-tune the Swedish monolingual BERT model
on English-Swedish machine translated data, which has been shown to be

efficient for Swedish-English language transfer in the context of sentiment

analysis (Isbister et al. 2021). The third is to also fine-tune the multilingual

BERT on English-Swedish machine translated data for complete comparison. For
machine translation, we use the OPUS-MT framework (Tiedemann & Thottingal

2020). Finally, as a baseline, we compare the results to the performance on the

monolingual English BERT model.

For fine-tuning, we use the same training regimen for all models. We use

Adam (Kingma & Ba 2014) with an intial learning rate of 10−5, a dropout

(Srivastava et al. 2014) probability of 0.1, a batch size of 80 and train for 3
epochs.

The resulting models are, henceforth, referred to by the pretrained language

model name (KB-BERT/mBERT/BERT) and the dataset (mnli or snli) it has been
fine-tuned on, as specified in Table 6b.3. For example, KB-BERT, fine-tuned
on English-Swedish machine translated SNLI is called KB-BERT.snli-sv and

BERT fine-tuned on the English MNLI is called BERT.mnli

6b.4.2 Evaluation

We evaluate on the GLUE/SweDiagnostic dataset by overall performance and

fine-grained categories in order to see to which degree specific linguistic phe-

nomena transfer from English to Swedish. Since the distribution of labels (i.e.

23The code for the experiments is available online: https://github.com/felixhultin/
nli-lang-transfer-experiments

https://github.com/felixhultin/nli-lang-transfer-experiments
https://github.com/felixhultin/nli-lang-transfer-experiments
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Model Training data Test data

KB-BERT
MNLI (MT en-sv)

GLUE/SweDiagnostics

SNLI (MT en-sv)

mBERT

MNLI

SNLI

MNLI (MT en-sv)

SNLI (MT en-sv)

BERT
MNLI

SNLI

Table 6b.3: Training and evaluation setup for the different language transfer proce-

dures and the English baseline. “MT en-sv” is short for machine translated

from English to Swedish.

entailment, neutral and contradiction) is unbalanced, we use R3 (Gorodkin

2004), the three-class generalization of the Matthews correlation coefficient. As

a sanity check, we evaluate all models on both the GLUE- and SweDiagnostics

dataset.

For reference, we also provide the results of the evaluation on the MNLI

and SNLI datasets in Figure 6b.4 in the Appendix. However, since the Swedish

test data here is machine translated into Swedish and its translation quality has

not been manually checked, it is not known which inference relations still hold

after translation. Therefore, it is impossible to know to which extent the results

reflects machine translation quality or the model’s ability to solve the task and

should be taken with a grain of salt.

6b.5 Results

6b.5.1 Overall performance

Figure 6b.1 shows the results on the GLUE/SweDiagnostic dataset of all the

models. As expected, the English monolingual BERT baseline model does better

on GLUE Diagnostics than on SweDiagnostics (+0.18 MCC on BERT.mnli
and +0.19 on BERT.snli), while the Swedish monolingual KB-BERT model

does better on SweDiagnostics than on GLUE Diagnostics (+0.18 MCC on KB-
BERT.mnli-sv and +0.09 on KB-BERT.snli-sv). The multilingual mBERT
model performs more evenly on both GLUE Diagnostics and SweDiagnos-

tics (e.g. 0.05 MCC difference on mBERT.mnli and 0.01 on mBERT.snli)),
however, it also does better on GLUE Diagnostics when fine-tuned on orig-
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Figure 6b.1: Model performance (MCC) on GLUE/SweDiagnostics (grouped by

color).

inal English data (mBERT.mnli/snli) and better on SweDiagnostics when
fine-tuned on Swedish machine translated data (mBERT.mnli-sv/snli-sv).

These results show that for both the monolingual Swedish KB-BERT model

and themultilingual BERTmodel, fine-tuning onmachine translated data achieves
complete level of language transfer — at least in terms of performance (Q1). In

fact, we even see the Swedish KB-BERT.mnli-svmodel perform slightly better

(+0.02 MCC) than the English BERT.mnli baseline. While language transfer

only from pre-training gives an immediate and considerable performance boost,

it does not reach the same extent of completeness as fine-tuning on machine

translated data (Q1 & Q2). For example, compare the +0.4 MCC better perfor-

mance of mBERT.mnli-sv to mBERT.mnli on SweDiagnostics. Similar trends

can be observed when evaluating model performance on MNLI and SNLI (see

Figure 6b.4 in the Appendix), which further consolidates the fact that training on

English-Swedish machine translated data does not impact existing performance

on English.
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6b.5.2 Performance by linguistic phenomena

When comparing performance between NLI datasets, we see that the models

fine-tuned on MNLI perform considerably better than those fine-tuned on SNLI

— indicating that the multi-genre MNLI gives rise to broader generalization. In

the light of this, we now focus on these models to compare between fine-grained

linguistic phenomena more closely. Figure 6b.2a compares the results of the

Swedish KB-BERT.mnli-sv model to the baseline BERT.mnli model, evalu-
ated on the SweDiagnostics and GLUE Diagnostic dataset, respectively. Here,

there is comparable performance between models by fine-grained linguistic

phenomena despite the fact that there are big differences between fine-grained

categories. Only five fine-grained phenomena differ by more than 0.1 MCC

and only one phenomenon (Double Negation) differ by more than 0.2 MCC.

Figure 6b.2b compares mBERT.mnli to BERT.mnli, which are also evalu-
ated on the SweDiagnostics and GLUE Diagnostic dataset, respectively. When

comparing these results to Figure 6b.2a, we see that the BERT.mnli baseline
model performs markedly better than the multilingual mBERT.mnli model by
many linguistic phenomena. Some phenomena stand out, such as “Datives”,

“Morphological negation” and “Quantifiers”.

Figure 6b.2c compares mBERT.mnli-sv to BERT.mnli. The performance
here is not on the same level as the KB-BERT.mnli-sv, but we see that the gap
is narrowed in some categories seen in Figure 6b.2b by training on English-

Swedish machine translated data. “Active Passive”, “Core args”, “Datives” and

“Double negation” stand out in particular, which perform 0.24, 0.23, 0.28 and

0.36 MCC better than when relying only on pre-training (see Figure 6b.2b).

Given the high similarity in performance on the GLUE/SweDiagnostic

dataset of the English baseline BERT.mnli and KB-BERT.mnli, we check ex-
plicitly if this is because they make the same predictions. We therefore test

prediction agreement between the models as well as the gold labels for reference.

Figure 6b.3 shows the results and confirms a strong model agreement (0.71

MCC) between KB-BERT.mnli and BERT.mnli as well as a slightly lower

model agreement (0.63 MCC) between BERT.mnli and mBERT.mnli. Similar
transfer effects from machine translation can be seen in mBERT.mnli-sv. Thus,
this confirms that the similarity in performance of the models is largely because

they are making the same predictions.
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(a) KB-BERT.mnli-sv/BERT.mnli

(b) mBERT.mnli/BERT.mnli
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(c) mBERT.mnli-sv/BERT.mnli

Figure 6b.2: Overlapping barchart comparing Matthews correlation coefficient

(MCC) of two models by fine-grained phenomenon from the GLUE

Diagnostic dataset, The results of one model is in transparent color bars

and the other in thick color bars. Bars are grouped by coarse-grained

phenomena with different colors and the bar labels indicate the absolute

difference in MCC between models
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6b.6 Discussion

The results show that even for a high-level reasoning task such as NLI, English-

Swedish language transfer can be made without any considerable loss in per-

formance (Q1). This finding is further solidified when comparing by different

linguistic phenomena where the performance is comparable to an equivalent

English baseline (Q3). When comparing different types of language transfer,

we see that that fine-tuning on English-Swedish machine translated data per-

forms markedly better than relying only on language transfer from multilingual

pre-training. Thus, it confirms the findings of

Isbister et al. (2021) that leveraging machine translation between English and

Swedish is an effective method of language transfer (Q2).

The high similarity in model performance and prediction agreement suggests

that the information used by the BERT model to predict inference, is not lost

after English-Swedish machine translation. Conversely, this also suggests that

whatever language information is lost after machine translation, it is not essential

for predicting inference. This further highlights, as previous studies have, the

brittleness of NLI as a measurement of natural language understanding. If we

were to assume that (a) the model uses logical reasoning to solve NLI and

(b) important entailment information is lost after machine translation, then the

performance after language transfer should vary considerably. However, since

that is not the case, it seems more plausible that the model uses other textual

artifacts to predict inference. Alternatively, the entailment relation between the

hypothesis and premise does not change considerably after machine translation.

Since we do not know, however, the extent to which entailment relations hold

after machine translation, we cannot know for certain and, thereby, could be a

question for future studies to explore.

Given the observations above, it is also important to take into account that

the results of this study are only as generalizeable as the peculiarities of the

GLUE/SweDiagnostic dataset. Its relatively small size (1106 sentence pairs),

choice of genres, linguistic phenomena and annotation procedure might not

generalize to all cases of NLI language transfer. In particular, since SweDiag-

nostics was manually translated into Swedish from English, it most likely has

translationese (Gellerstam 1986) elements in it and might, thus, naturally be

biased towards machine translation output. Furthermore, translating premise and

hypothesis independently, has been shown to reduces lexical overlap between

the sentences (Artetxe et al. 2020), which could help the model not overfit on

spurious annotation artefacts. Until a unique NLI dataset for Swedish is created,

which samples are taken from naturally occurring spoken or written Swedish,

we cannot know the extent to which this impacts the results.
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6b.7 Conclusion

In this study, we show that for the high-level reasoning task of NLI, English-

Swedish language transfer can be done without any considerable loss in perfor-

mance. We also see that for a model which uses machine translation for training,

there is no considerable loss by any specific linguistic phenomenon. Meanwhile,

a multilingual model which only relies on pre-training for language transfer

does not see the same level of language transfer.

Given the increasing reliance on English-Swedish language transfer as a

result of the development towards larger models with need for more training data

in NLP, we see a need for further studies into the potential effects of language

transfer on Swedish. In this effort, understanding the role of English-Swedish

translation as well as comparing these results to datasets that are based on

naturally occurring written or spoken Swedish, will be essential to understand

the true impact of English linguistic and cultural influences on English-Swedish

language transfer. Finally, applying similar studies to newer and larger pretrained

language models, such as GPT-SW3, will become even more important as they

will be used more broadly in the future.
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6b.A Appendix
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Coarse-grained Fine-grained Size Neut. Ent. Contr.

Lexical Semantics

Factivity 68 37 17 14

Lexical

entailment
140 37 49 54

Morphological

negation
26 2 14 10

Named entities 36 12 18 6

Quantifiers 52 18 14 20

Redundancy 26 2 24

Symmetry/

Collectivity
28 8 20

Predicate-Argument

Structure

Active/Passive 34 17 15 2

Anaphora/

Coreference
58 22 24 12

Coordination

scope
40 16 14 10

Core args 52 15 27 10

Datives 20 4 14 2

Ellipsis/Implicits 34 4 16 14

Genitives/Partitives 20 2 16 2

Intersectivity 46 25 19 2

Nominalization 28 4 18 6

Prepositional

phrases
68 32 34 2

Relative clauses 32 16 12 4

Restrictivity 26 9 17

Logic

Conditionals 32 8 18 6

Conjunction 40 15 15 10

Disjunction 38 17 15 6

Double

negation
28 2 22 4

Downward

monotone
30 17 13

Existential 20 9 7 4

Intervals/Numbers 38 11 9 18

Negation 82 22 8 52

Non-monotone 30 17 7 6

Temporal 32 11 11 10

Universal 18 5 7 6

Upward

monotone
34 19 15

Knowledge
Common sense 150 36 56 58

World

knowledge
134 39 63 32

Domain

ACL 200 69 91 40

Artificial 300 128 104 68

News 204 68 92 44

Reddit 200 67 85 48

Wikipedia 200 54 88 58

Table 6b.4: GLUE diagnostics coarse- and fine-grained phenomena of language

phenomena.
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This chapter is a postprint version of the following publication:

Aleksandrs Berdicevskis et al. 2023. Superlim: A Swedish language under-

standing evaluation benchmark. In Houda Bouamor et al. (eds.), Proceedings

of the 2023 Conference on Empirical Methods in Natural Language Process-

ing, 8137–8153. Singapore: Association for Computational Linguistics. DOI:

10.18653/v1/2023.emnlp-main.506

Abstract. We present Superlim, a multi-task NLP benchmark and analysis

platform for evaluating Swedish language models, a counterpart to the English-

language (Super)GLUE suite. We describe the dataset, the tasks, the leaderboard

and report the baseline results yielded by a reference implementation. The tested

models do not approach ceiling performance on any of the tasks, which suggests

that Superlim is truly difficult, a desirable quality for a benchmark. We address

methodological challenges, such as mitigating the Anglocentric bias when

creating datasets for a less-resourced language; choosing the most appropriate

measures; documenting the datasets and making the leaderboard convenient

and transparent. We also highlight other potential usages of the dataset, such as,

for instance, the evaluation of cross-lingual transfer learning.

7a.1 Introduction

In recent years, the move towards Transformer-based large pretrained language

models has brought the need for comprehensive and standardized multi-task

benchmarking in NLP into focus. Since these models, through their generic pre-

training setup, can be fine-tuned onmany different tasks, a test suite which covers

a range of different NLP domains is required to measure overall performance.

For this reason, several different benchmarks have been proposed. For English,

the most notable suites arguably are the (Super)GLUE benchmark (A.Wang et al.

https://doi.org/10.18653/v1/2023.emnlp-main.506
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2018; A. Wang, Pruksachatkun, et al. 2019) for natural language understanding

and GEM (Gehrmann et al. 2021) for natural language generation.

In this paper, we present Superlim, a multi-task benchmark for Swedish

natural language understanding. It contains 14 different datasets which cover 15

tasks ranging from word understanding tasks, such as word analogy and word

similarity, to text classification tasks, such as natural language inference and

sentence acceptability. The release of this benchmark comes at a time when

multiple pre-trained language models have been created for Swedish, and larger

models are under construction (ranging from Malmsten et al. 2020 to Ekgren

et al. 2023). In this active research environment, a multi-task benchmark is

crucial to gauge state-of-the-art performance and guide future development. For

Swedish this is especially important, since limitations (financial, computational

and related to data availability) are more considerable than for English.

Creating a benchmark for Swedish comes with its own unique set of practical

challenges and methodological considerations. While there exist high-quality

Swedish datasets that can be reused, not all of them have been created with the

task of evaluating large language models in mind. Here, the relatively close

linguistic relationship to English comes with possibilities of translating (or

adapting) existing datasets. Such approaches do however potentially introduce

linguistic and cultural Anglocentric bias into Swedish language benchmarking.

Therefore, Superlim combines datasets of three kinds: a) preexisting ones,

reformatted and revised, b) translated or adapted from English, and c) created

from scratch specifically for Superlim.

To facilitate progress tracking and sharing of results, models and datasets,

we create an online leaderboard for Superlim, which will serve as a platform

for submitting and publishing results, and release reference implementations

with baseline results for a collection of existing Swedish language models.

The rest of the paper looks as follows: In Section 7a.2 we briefly cover related

work. Section 7a.3 describes the tasks included in Superlim and the correspond-

ing datasets, and Section 7a.4 their standardized documentation. Section 7a.5

motivates Superlim’s main evaluation measure: Krippendorff’s α. The online
design of the leaderboard is the subject of Section 7a.6. Sections 7a.7 and 7a.8

describe the reference implementations and the baseline results. Section 7a.9

provides details on where to find Superlim and Section 7a.10 concludes the

paper.

7a.2 Related work

The already mentioned (Super)GLUE has inspired the creation of similar bench-

marks for other languages: CLUE (Xu et al. 2020) and CLiMP (Xiang et al.
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2021) for Chinese, Russian SuperGLUE (Shavrina et al. 2020), KLEJ (Rybak

et al. 2020) and LEPISZCZE (Augustyniak et al. 2022) for Polish, ParsiNLU

for Persian (Khashabi et al. 2021), IndoNLU for Indonesian (Wilie et al. 2020)

and NorBench (Samuel et al. 2023) for Norwegian. Several suggestions to move

to other evaluation approaches have been voiced (Ethayarajh & Dan Jurafsky

2020; Ribeiro et al. 2020; Kiela et al. 2021), but the GLUE-like benchmarks

still remain the default approach.

Superlim is not the only benchmark for Swedish. Very recently, ScandEval

has been released (Nielsen 2023). This multilingual suite contains four tasks for

Swedish. Some of the datasets used for the evaluation contain synthetic data (for

instance, incorrect sentences created by scrambling word order in the correct

sentences), which is not necessarily problematic, but presumably less valuable

than natural data. Another benchmark for Swedish, OverLim (Kurtz 2022), is

entirely machine translated from English.
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7a.3 Tasks and datasets

We have three types of tasks: text level (Section 7a.3.1), word level (Sec-

tion 7a.3.2) and diagnostic (Section 7a.3.3). Describing the creation of all

datasets in detail is beyond the scope of this paper. Instead we focus on briefly

describing the datasets, their tasks and any substantial changes that have been

made to the original sources for the purposes of Superlim. For more detailed

information about the datasets and their creation, we refer to the documentation

that accompanies Superlim, itself described in Section 7a.4. Table 7a.1 lists all

the tasks in Superlim.

Most datasets are divided into predefined training, development and test

splits. All test sets are of gold-standard quality: they have been manually anno-

tated from scratch or manually corrected after automatic processing. Some of

the training and development sets may contain non-corrected data, for instance

automatically translated data. Our rationale here is that a model can be trained

on anything, as long as it yields high, robust, unbiased performance. Evaluation,

however, must always occur on gold data to serve its purpose. An important

caveat, however, is that those test sets that were automatically translated and

then manually corrected may suffer from so-called post-editese (Toral 2019).

In all cases, the editing was carefully done by native speakers with background

in NLP and/or linguistics, who were aware of this potential problem. We hope

that these factors have at least mitigated it.

The word-level datasets were mostly created with non-contextualized, type

level approaches in mind (for instance, static word vectors like those obtained

from word2vec). These therefore do not contain large training splits, but small

training sets that can be used to calibrate otherwise unsupervised methods, or

for few-shot training generative models. The diagnostic datasets only have test

splits. Here, the training and development splits of SweNLI are to be used.

7a.3.1 Text-level tasks

7a.3.1.1 Absabank-Imm

Absabank-Imm is derived from the Swedish aspect-based sentiment (stance)

analysis corpus described in Rouces et al. (2020). We selected the part annotated

for author attitude regarding immigration in Sweden, quantified as real-valued

scores between 1 (very negative) and 5 (very positive). These scores are the

arithmetic mean of integer scores from individual annotators, but since most

paragraphs were labelled by only one annotator, most average values are also

integer.
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The data for this task comes from different sources: editorials and opinion

pieces from the national Swedish newspapers Svenska dagbladet and Afton-

bladet, and forum posts from Flashback, a large Swedish discussion forum.

7a.3.1.2 Argumentation sentences

In Argumentation sentences, the task is to categorize sentences into argument

for, argument against, or unrelated to a given topic. The topics include abor-

tion, death penalty, nuclear power, marijuana legalization, minimum wage and

cloning. The data for this task was machine translated from the argument unit

recognition and classification dataset described in Trautmann et al. (2020) and

manually corrected by a native speaker of Swedish.

7a.3.1.3 DaLAJ-GED

For DaLAJ-GED, sentences have to be classified as being grammatically correct

or not. Incorrect datapoints were collected from the Swedish learner corpus

SwELL (Volodina et al. 2019). Sentences containing errors from this material

were manipulated to contain only one error per datapoint – a sentence with mul-

tiple mistakes can thus give rise to multiple datapoints. Correct datapoints were

sampled from the same material and from the course book corpus COCTAILL

(Volodina et al. 2014).

The DaLAJ-GED materials contain additional annotation, such as the type

and location of an error, its recommended correction, and information about

the sentence source. This additional annotation is not currently used in the task

itself, but we consider it valuable for error analysis, and it is a potential basis

for future tasks using this material.

7a.3.1.4 SweParaphrase

The SweParaphrase dataset consists of sentence pairs, and the task is to estimate

their semantic similarity, that is, to what extent they express the same state of

affairs on a scale from 0 (dissimilar) to 5 (similar). The gold standard annotation

is an arithmetic mean of multiple judgements.

The dataset is based on the Semantic Textual Similarity Benchmark (STS-B)

(Cer et al. 2017), which was first automatically translated to Swedish using

the Google Translate API (Isbister et al. 2021) and then manually corrected

by a native speaker. The similarity values were taken from STS-B without any

adjustment.
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7a.3.1.5 SweDN

SweDN (Monsen & Jönsson 2021) is a summarization task, the only sequence

generation task included in Superlim. This dataset collects almost 40 thousand

articles from the Swedish newspaper Dagens Nyheter. The lead paragraph in

each article serves as its ground truth summary.

7a.3.1.6 SweFAQ

The dataset for SweFAQ consists of answers to frequently asked questions taken

from websites of nine Swedish authorities, such as the Social Insurance Agency

and the Swedish Tax Agency. The dataset contains 976 question-answer pairs

that fall into 100 different categories, for instance COVID-19 vaccination or

parental benefits. Each datapoint in the dataset is a question and a list of all

answers from the same category in a randomized order. The task is to select the

matching answer, by giving its index. The length of the list of question-answer

pairs varies across categories.

7a.3.1.7 SweNLI

SweNLI is a natural language inference task: for two sentences, a premise and

a hypothesis, predict the relation between the two (neutral, contradiction or

entailment). The SweNLI dataset is derived from two existing resources. The

test split was constructed from a grammar-based automatic Swedish translation

of the FraCaS test suite (Cooper et al. 1996; Ljunglöf & Siverbo 2012). For

Superlim, the Swedish FraCaS suite was extensively manually revised and

culturally adapted to Swedish real-world facts.

For the training and development splits, a machine translated version of

the Multi-genre Natural Language Inference (A. Williams et al. 2018) dataset

is used. The original data was collected from ten different texts ranging from

transcribed telephone calls to magazine articles. We translated the dataset to

Swedish using the OPUS-MT machine translation framework (Tiedemann &

Thottingal 2020).

7a.3.1.8 SweWiC

SweWiC is modelled after the word-in-context task described in Pilehvar &

Camacho-Collados (2019). A polysemous target word is provided in two con-
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texts. The system’s task is to determine whether the word is used with the same

meaning or not.

The development and test splits use example sentences collected for the

Swedish lexical resource SALDO (Borin et al. 2013), and sentences taken from

the Eukalyptus corpus (Adesam et al. 2015), which has word-sense annotation

based on SALDO. Training data was constructed from Swedish Wiktionary.24

Since the word-in-context task doesn’t directly rely on the sense inventory itself,

but only asks whether two instances use the same meaning or not, differences

between Wiktionary and SALDO in terms of sense inventory are acceptable

(see also Pilehvar & Camacho-Collados 2019).

7a.3.1.9 SweWinograd

SweWinograd is a coreference resolution task, cast as a binary mention-pair

classification problem. Each datapoint contains a fragment in which a pronoun

and a possible antecedent are highlighted. The system has to predict whether

they are coreferent or not.

SweWinograd was created by manual translation of the Winograd schema

challenge (Levesque et al. 2012), as included in SuperGLUE. Note that the

Winograd schema challenge is also present in the original GLUE benchmark,

but as an entailment task.

7a.3.2 Word-level tasks

For each of the word-level tasks described below, we created small training

splits by randomly selecting 10% of the combined data, meant to enable few

shot learning or calibration of existing models.

7a.3.2.1 SuperSim relatedness and SuperSim similarity

Superlim includes two tasks based on the SuperSim dataset (Hengchen & Tah-

masebi 2021). SuperSim contains word pairs annotated for semantic similarity

and for semantic relatedness, both with scores between 0 (low degree) and 10

(high degree). Semantic similarity is the extent to which two concepts share

semantic properties, semantic relatedness refers to a more general association

between the concepts. For instance, cup and coffee are related, but not simi-

24See https://sv.wiktionary.org/.

https://sv.wiktionary.org/
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lar. SuperSim relatedness and SuperSim similarity concern scoring pairs for

relatedness and similarity, respectively.

SuperSim’s word pairs were translated from SimLex-999 (Hill et al. 2015)

and WordSim-353 (Finkelstein et al. 2002) and then labelled by five native

speakers of Swedish. The ground truth is the arithmetic mean of the labels, but

the individual labels are preserved, too.

7a.3.2.2 Swedish Analogy

The Swedish Analogy dataset (Adewumi et al. 2022) consists of analogies of the

form “Stockholm is to Sverige (‘Sweden’) as Berlin is to Tyskland (‘Germany’).”

The dataset contains different categories of analogy, of semantic (real world

facts, as above, or lexical semantic relations) or of morphological nature. The

dataset is partly based on Mikolov et al. (2013) for English, but was enriched

with additional categories and translated to Swedish using automatic tools and

Wiktionary matches, after which it was proof-read by native speakers.

In Swedish Analogy, analogies have to be completed by predicting the fourth

element given the first three. The set of items from which the model may select

an answer is not limited by the task, but only by the vocabulary of the model

itself.

7a.3.2.3 SweSAT

SweSAT was created in the context of Superlim, and collected from the syn-

onyms part of the Swedish Scholastic Aptitude Test (Högskoleprovet) for the

years 2006–2021. The task is, given a word or an expression, to select the best

synonym from a list of five candidates.

7a.3.3 Diagnostic tasks

Superlim comes with two diagnostic tasks, which are both cast as inference tasks.

Participating systems should use the training materials supplied for SweNLI.

7a.3.3.1 SweDiagnostics

SweDiagnostics is a is a manually translated version of the GLUE diagnostic

dataset (A. Wang et al. 2018). The dataset is used for diagnosing a system’s

ability to handle specific linguistic phenomena. The diagnostic task is cast as
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an inference task, where the premise and hypothesis are identical but for a

minimal manipulation, like the insertion of negation. The entailment relation-

ship (entailment, neutral, or contradiction) relies on the linguistic phenomenon

targeted. There are 33 fine-grained phenomena across four coarse-grained cat-

egories (lexical semantics, predicate-argument structure, logic and common

sense). Translating the English dataset, we made sure that the targeted linguistic

phenomena are present even in the resulting Swedish sentences and that the

sentences are idiomatic Swedish.

In SuperGLUE, the same diagnostic dataset was used, but formulated as a

binary classification problem. In Superlim, we have chosen to keep the original

ternary version.

7a.3.4 SweWinogender

SweWinogender is an inference task designed to diagnose gender bias in models.

It is a reformulation of the pronoun resolution test set of Hansson et al. (2021),

which, in turn, was manually translated from/inspired by Winogender (Rudinger

et al. 2018). We mirror SuperGLUE in this choice, since it has an inference task

reformulation of the English Winogender.

Items in SweWinogender consist of a premise, a short text containing a

pronoun that allows only one reasonable interpretation of this pronoun, and

an hypothesis that spells out some interpretation of this pronoun. For correctly

resolved pronouns, there is an entailment relation between the two sentences.

Each premise-hypothesis pair occurs three times in the dataset, each time with a

different pronoun: han ‘he’, hon ‘she’, or hen ‘(singular) they’. For a model that

does not display any gender bias, its performance on the inference task should

not correlate with the choice of pronoun.

7a.4 Documentation

The importance of documenting datasets cannot be overestimated. Still this

step is often overlooked in the NLP field. Since some parts of Superlim are

revised versions of pre-existing datasets, it is particularly important to be explicit

about what changes were made. We therefore devised a documentation sheet: a

template inspired byGebru et al. (2021) “Datasheets” and Pushkarna et al. (2022)

“Data cards”. Our template, however, is more compact than the former and is

specifically adapted to the Superlim context. Documentation sheets consist of

six sections:
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1. Identifying information: basic information about the dataset and its cre-

ators;

2. Usage: why the dataset was created and how it can be used;

3. Data: the description of the contents (including basic statistics, format,

data source, collection method, inter-annotator agreement etc.);

4. Ethics and caveats: ethical considerations, potential pitfalls, discouraged

usage;

5. About documentation: information about the documentation and dataset

versions.

6. Other information, including a bibliography.

Each Superlim task is accompanied by a documentation sheet. The compact-

ness of the template is intentional: it improves the chances that documentation

will actually be written, maintained and read. An example can be found in

Appendix 7a.A.

7a.5 Evaluation measures

A benchmark containing a mix of task types will almost by necessity involve

a wide range of evaluation methods and measures. The appropriate choices

depend on the tasks themselves and which insights we would like to get into

our models. Good research practice tells us to evaluate models in those ways

that teach us most about them. However, in a benchmark “competition” setting,

were we would like to summarize a model’s performance with one final score,

this leads to a problem. In GLUE, this is dealt with by providing an average over

very different beasts like accuracy, Matthews correlation coefficient, f-score,

and Spearman’s correlation coefficient (that have different ranges and different

intepretations). In the context of the Superlim benchmark, we explore an alter-

native: the use (where possible) of a single family of measures, Krippendorff’s

α (Krippendorff 2018).

Krippendorff’s α is a measure of inter-annotator agreement, for instance

used in work on linguistic annotation (Paun et al. 2022). We use α as an eval-

uation measure by treating the system to be evaluated as one annotator, and

the gold-standard creators as another. A perfect system always agrees with the

gold-standard creators (α = 1), whereas a poor system shows no systematic

agreement with them (α ≈ 0). Even lower scores (−1 ≤ α < 0) are signs of
systematic mistakes.

Krippendorff’s α is parameterized by a distance metric (Krippendorff 2011)

which allows us to use it on different types of task. For binary and ternary

labelling tasks, we use nominal-α. In the binary case, nominal-α linearly maps
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to macro-averaged f-score. For scoring tasks we use interval-α. Since it is
a measure of agreement, interval-α is stricter than correlation measures like

Pearson’s r, which do not require a system to get the sizes of predicted scores

correct, only the shape of their distribution. For a benchmark, we find this

strictness a desirable property. The selection tasks do not allow for a direct

application of α. However, we can calculate a derived measure, a pseudo-α, by
pretending, after the fact, that the selection tasks are binary decision tasks and

by calculating a nominal-α for this recasted task. We present a more elaborate

investigation of α as an evaluation measure in a separate paper (Bouma 2023).

We currently do not have an α-based measure for the summarization task
SweDN, for which the benchmark uses ROUGE-1.

SweWinogender is evaluated using nominal-α, but in addition also using
gender parity, which measures how consistently the model answers across

datapoints that only differ in the choice of pronoun.
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Model Avg std

AI-Nordics/bert-l-sw-c 0.013

KBLab/mt-bert-l-sw-c-165k 0.018

KB/bert-b-sw-c 0.018

KBLab/mt-bert-b-sw-c-600k 0.034

NbAiLab/nb-bert-base 0.056

xlm-roberta-base 0.085

KBLab/bert-b-sw-c-new 0.122

xlm-roberta-large 0.324

Table 7a.3: Average standard deviation of performance across hyperparameter con-

figurations

7a.6 Leaderboard

The benchmarking results are collected at the Superlim leaderboard, where both

development and test set results are made available. In addition to the evaluation

outcomes on the different tasks, the leaderboard also lists information about a

participating model’s type and size (in number of parameters), and the size of

the dataset used to pre-train the model.

The Superlim project strives for transparency and openness, not just with

regards to our datasets but also to the contents of the leaderboard. As part of

this, we link participating models’ predictions on development and test sets

as well as scripts and configuration details used to produce those results. This

facilitates replication of results and confirmation of their validity. There is an

additional point with this level of transparency: The gold labels of the Superlim

test sets are not hidden. This makes evaluation easier, but it also makes cheating

(intentional or accidental, see discussion in the limitations section) very easy.

We hope that asking participants to be open about their methods can act as a

countermeasure to this potential problem.

The design of the leaderboard is also guided by the idea that there is no single

best model (Ethayarajh & Dan Jurafsky 2020). The choice of a model for some

application sometimes need only depend on the performance on certain subsets

of our evaluation suite and can even be restricted to only included models up

to a certain size. We therefore allow users of the leaderboard to filter and sort

out all the tasks and models that are irrelevant for their specific needs: users

can include and exclude tasks, filter out model families, sort by size, overall

performance, and task-specific performance.
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Consider the following use case: a developer wants to build a proofreading

application using a transformer model, and needs their application to run as fast

as possible on limited hardware. The most relevant task in Superlim for them is

DaLAJ-GED, and the developer may wish to restrict themselves to models with

less than 150Mparameters. In the leaderboard, they can now easily select all base

models, exclude all word-level tasks to declutter the table, and sort according to

performance on DaLAJ-GED. That would bring on top the KBLab/bert-base-
swedish-cased-new model, that otherwise performs worse than average. The

developer further checks if the performance on the validation set matches the

performance on the test set, before finally choosing a small set of suitable models

to evaluate on their new application’s data. A screenshot of the leaderboard

taken from this scenario can be found in Figure 7a.1 in Appendix 7a.B.

7a.7 Reference implementation

To create baselines for Superlim, we built a number of reference implemen-

tations using the Swedish language models listed in Table 7a.2, all hosted at

HuggingFace. In addition to these models, we also provide results for a set of

non-neural supervised machine learning methods, including SVM, Decision

Trees, and Random Forests. Random choice and majority label give lower

bounds.

We used the following hyperparameters when fine tuning the language

models, along with the default arguments in the HuggingFace Trainer class:25

warm-up ratio 0.06, weight decay 0.1 (0.0 for GPT models), number of train-

ing epochs 10, fp16. We use early stopping with patience 5 for the number of

epochs. Learning rate and batch size were tuned for all tasks and models, from

the following search space: learning rate [1e−5,2e−5,3e−5,4e−5], batch size
[16,32]. Because of the size of the training set, we only considered the lowest
and highest learning rate for SweNLI. The hyperparameter search gives us a

performance score (Krippendorff’s α) for each task, model and configuration
of hyperparameters. The average standard deviation of these scores are sum-

marized in Table 7a.3, which shows xlm-roberta-large to be by far most

sensitive to these settings.

We created reference implementations for all text-level tasks except for

SweDN.

Static word vectors26 were used as an approach to SuperSim relatedness

and SuperSim similarity by scaling the word pairs’ cosine similarities to 0–10.

SweSAT was addressed by picking the choice with the highest cosine similarity.

25huggingface.co/docs/transformers/main_classes/trainer
26https://spacy.io/models/sv/#sv_core_news_lg

huggingface.co/docs/transformers/main_classes/trainer
https://spacy.io/models/sv/#sv_core_news_lg
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For Swedish Analogy we first applied vector algebra to calculate a vector for

the fourth (missing) item, and then used cosine similarity to pick the closest

vocabulary item.

The two word-level selection tasks were also solved using the gpt-sw3-...
models (Ekgren et al. 2023). Swedish Analogy by inspecting log-probabilities

of a Swedish translation of the text a synonym is being sought for the search

term. The term x serves as a synonym for y, where x is a choice item and y the

question’s target expression, and choosing the most probable item. SweSAT

employed a few-shot learning strategy to prompt the GPT model to complete

the analogy.
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7a.8 Results and discussion

The results for the word-level tasks are in Table 7a.4. The difference between

SuperSim relatedness and SuperSim similarity for the static word vectors mirrors

the difference in the random baseline for these tasks, but it contrasts with results

when measured in terms of correlation (Hengchen & Tahmasebi 2021), which

are much more even. Here we see the sensitivity of α to the size of the predicted

scores: cosine similarity systematically overestimates semantic similarity in

SuperSim similarity. The GPT models show a clear effect of model size on

Swedish Analogy and SweSAT, and the largest models do well on these tasks.

The smallest GPT model is however not more effective than static word vectors

on SweSAT.

Table 7a.5 gives the results for the text-level tasks. The different tasks by and

large “agree” with each other in their ranking of the different models: models

scoring high on one task are likely to score high on another. We also see that the

models characterized as large on average outrank the other models. The scores

are relatively low overall. We take this not just as an artefact of our choice

of evaluation measure, which in most cases is stricter than, say, accuracy or

f-score, but also as an indication that Superlim is a difficult benchmark. We

agree with Bowman & Dahl (2021) that this is a desirable property.

Particularly low scores are achieved for the inference task SweNLI and the

pronoun resolution task SweWinograd. The bad performance for the former is

connected to the low scores on both diagnostic tasks, which use the same training

data and are of the same task type. Overall performance on SweDiagnostics

maxes out at α=.415, a breakdown of SweDiagnostics results can be found in
Appendix 7a.C.

There is no column for the SweWinogender diagnostic task in Table 7a.5:

all models receive perfect gender parity scores but very low α-s of around
-0.3. This is the result of outputting the same label for basically all test items.

As mentioned above, SweNLI and the diagnostic tasks are inference tasks

that share the same, automatically translated training dataset. It is tempting to

assume performance is affected by low quality of the training set. We note,

however, that Argumentation sentences also is a ternary labelling task with

automatically translated training data, and that the models fare much better there.

It is likely that these are just hard tasks: also in Bowman & Dahl (2021) it is

noted that GLUE’s diagnostic set was challenging even for the best models, and

SuperGLUE’s co-reference task has the lowest baseline performance amongst

the non-diagnostic tasks.

The models perform best on the paraphrase task SweParaphrase.



146 Superlim: A Swedish language understanding evaluation benchmark

7a.9 Distribution

All datasets constituting Superlim are available under Creative Commons li-

censes (CC BY 4.0, CC BY-SA 4.0, respectively), and can be downloaded

together with their documentation sheets from Språkbanken Text’s website27

or accessed through HuggingFace.28 The Superlim leaderboard can be found at

KBLab’s website,29 and includes model predictions as well as detailed informa-

tion about the participating models.

7a.10 Conclusion

We have presented Superlim, a Swedish benchmark and analysis platform

for natural language understanding in the style of GLUE and SuperGLUE.

Superlim contains 13 regular tasks and 2 diagnostic tasks from a broad range of

task types, including word-level tasks that are not commonly seen in GLUE-

style benchmarks. All tasks come with gold-standard test data, with training

and development data – albeit not always of gold standard quality – and with

detailed, standardized documentation.

We have chosen to make Superlim’s leaderboard flexible and transparent,

which we hope may help promote the dissemination of knowledge about the

capacities of natural understanding models for Swedish and knowledge about

their construction.

Finally, by having comparable tasks to the de facto standard SuperGLUE,

Superlim not only contributes to the development of natural language under-

standing for Swedish, but also to research into transfer learning and multilingual

models, and thus to a much wider part of the field of natural language processing.

Author contributions

The authors are divided into three groups (Berdicevskis to Öhman, Adesam

to Volodina, and Börjeson to Tahmasebi), depending on their contribution to

the project and the paper. Within each group, the contributions are considered

to be of equal weight, and the author names are listed alphabetically. The

division of labour between the three partner institutions was as follows: dataset

collection and/or construction – Språkbanken Text; reference implementation –

AI Sweden; leaderboard development – KBLab.

27https://spraakbanken.gu.se/resurser/superlim
28https://huggingface.co/datasets/sbx/superlim-2
29https://lab.kb.se/leaderboard/results

https://spraakbanken.gu.se/resurser/superlim
https://huggingface.co/datasets/sbx/superlim-2
https://lab.kb.se/leaderboard/results
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Limitations

Unlike some other benchmarks, Superlim has no hidden data, which may lead

to data leaks. The models (pre)trained on the data crawled from the Internet may

have seen the test data. While we require the submissions to be as transparent

and thoroughly documented as possible, it is not always possible to control what

exactly the very large training sets contain (and often it is not even known by

those who trained the model). There is a risk that this problem will exacerbate as

recent evidence have shown that larger language models (equal to or larger than

6B parameters), such as the GPT-J model (B. Wang & Komatsuzaki 2021) and

ChatGPT,30 are capable of memorizing data verbatim (Carlini et al. 2023).31 In

order to better understand how this affects Superlim, we encourage future work

exploration of how much of the Superlim data has been memorized by large

language models.

We do not currently have a human baseline to put the performance of models

on Superlim into perspective.

Some of the training sets in the Superlim were automatically translated

and have not been manually corrected. The translated test sets have all been

thoroughly corrected, but, of course, they still may suffer to some extent from

translationese (Gellerstam 1986) or its exacerbated variant post-editese (Toral

2019).

30https://openai.com/chatgpt
31https://hitz-zentroa.github.io/lm-contamination/blog/

https://openai.com/chatgpt
https://hitz-zentroa.github.io/lm-contamination/blog/
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It can be argued that Superlim is too heterogeneous, containing, on the

one hand more traditional natural language understanding tasks such as NLI,

sentiment analysis, semantic similarity at the sentence level as well as word-

level tasks, which are less often used to evaluate Transformer models, on the

other (and one generation task in addition).

7a.A Example Superlim-style documentation sheet

I. IDENTIFYING INFORMATION

Title* SweWinogender

Subtitle A Swedish diagnostic set for gender bias in natural lan-

guage inference models

Created by* Yvonne Adesam (yvonne.adesam@gu.se),
Gerlof Bouma (gerlof.bouma@gu.se)

Publisher(s)* Språkbanken Text

Link(s) / permanent

identifier(s)*

https://spraakbanken.gu.se/en/resources/
swewinogender

License(s)* CC BY 4.0

Abstract* The SweWinogender test set is diagnostic dataset to

measure gender bias in coreference resolution/textual

entailment. It is modelled after the English Winogender

benchmark, and is released with reference statistics on

the distribution of men and women between occupations

and the association between gender and occupation in

modern corpus material.

Funded by* Vinnova (dnr 2020-02523, dnr 2021-04165); Språk-

banken Text

Cite as [1]

Related datasets Part of the Superlim collection (https://
spraakbanken.gu.se/en/resources/superlim)
See SweWinogender v1.0 for a formulation of this task

as a pronoun resolution problem.

Based upon/partially translated from Winogender

Schemas [2]

II. USAGE

Key applications Diagnose gender bias in natural language inference sys-

tems

https://spraakbanken.gu.se/en/resources/swewinogender
https://spraakbanken.gu.se/en/resources/swewinogender
https://spraakbanken.gu.se/en/resources/superlim
https://spraakbanken.gu.se/en/resources/superlim
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Intended

task(s)/usage(s)

(1) Indirectly the pronoun interpretation task cast as

a natural language inference problem: decide whether

a discourse fragment containing a pronoun entails a

sentence with the pronoun replaced by a candidate an-

tecedent.

(2) Compare system predictions between pronoun types

(masc/fem/gender-neutral)

(3) Compare system predictions with auxiliary statistics

on gender and occupation

Recommended

evaluation mea-

sures

(1) Krippendorff’s alpha on binary label

(2) “Gender parity”: The proportion of triples of items

differing only by the type of pronoun, that receives iden-

tical labels. See [3].

(3) Correlation (Spearman’s rho); plotting/visual inspec-

tion. See [2].

Dataset function(s) Diagnostics

Recommended

split(s)

Test data only

III. DATA

Primary data* Text

Language* Swedish

Dataset in num-

bers*

624 test items from 104 templates. 312 positive cases

(’entailment’) and 312 negative cases (’neutral’).

Nature of the con-

tent*

The test items are constructed from short discourse

templates that contain two participants: one referred

to by occupation, and one either by a role descrip-

tion. Furthermore, the templates contain a pronominal

reference to one of these participants. The templates

are constructed such that the interpretation of the pro-

noun follows from (common sense) reasoning. Each

template gives rise to 6 test items: 3 possibilities de-

pending on whether the feminine (“hon/henne/hennes”),

masculine (“han/honom/hans”) or gender-neutral pro-

noun (“hen/hens”) is used, 2 possibilities depending on

whether the hypothesis is entailed or not. A natural lan-

guage inference model that is not sensitive to gender

biases should therefore answer the same way for a triple

of test items that only differs in which pronoun they

contain.
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The test set is accompanied by an auxiliary dataset that

contains two sets of statistics on the association between

occupation and gender for the occupations mentioned in

the test set. These statistics were extracted from a real-

world database and from a corpus, respectively. The

auxiliary data can be used to study gender-occupation

biases in the system more directly.

Format* Test items: JSON Lines, with 1 test item per line. Test

items are given as a pair of sentences (’premise’ and

’hypothesis’) and a ’label’ attribute that says whether

the hypothesis is entailed by the premise (’entailment’)

or not (’neutral’). The metadata (’meta’) contains iden-

tifying information about the sentence template that

generated the test item, and a ’tuple-id’ that can be used

to calculate parity.

Auxiliary data: TSV file with one occupation per row.

Gives the following columns of information: 1) occu-

pation; 2) % female practitioners according to SCB;

(3)–(5) % occurences in female-associated contexts us-

ing small/medium/large collocate sets. See [1] for an

explanation of the different corpus measures.

Data source(s)* The test items are loose translations and/or inspired by

the Winogender Schemes of [2].

The auxiliary data was collected by the first authors

of [1], in the context of an MA course. The real-world

statistics on gender and occupation were compiled on

the basis of Statistics Sweden/SCB’s open data (CC BY

4.0). Where occupations do not map 1-1 to SCB’s cate-

gorization scheme, the supplied statistics are averages

over several relevant categories. See [1] for details. The

corpus-based statistics on gender-association of occu-

pations where compiled from the Swedish Culturomics

Gigaword Corpus [4].

Data collection

method(s)*

See [1]

Data selection and

filtering*

See [1]

Data preprocess-

ing*

See [1]

Data labeling* Test items contain gold-standard coreference data by

design.
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Annotator charac-

teristics

Test item compilation: 1 native speaker of Swedish with

PhD in computational linguistics, 1 near-native speaker

of Swedish with PhD in (corpus) inguistics.

IV. ETHICS AND CAVEATS

Ethical considera-

tions

The auxiliary data contains information about the dis-

tribution between women and men across occupations,

and therefore contains data about subpopulations. The

data does not contain reference to individuals – neither

directly nor indirectly.

Things to watch out

for

This is meant as a diagnostic, not as a target for training.

The diagnostic only concerns occupation and gender,

and this is only one of themanyways gender bias may be

present in a coreference resolution model. In the words

of [2]: “[a]s a diagnostic test of gender bias, we view

the schemas as having high positive predictive value

and low negative predictive value; that is, they may

demonstrate the presence of gender bias in a system, but

not prove its absence.”

Although the test items contain a threeway distinction in

the pronouns used (han [masc], hon [fem], hen [neutral],

the auxiliary data is restricted to a binary gender perspec-

tive. For task (3) above, it may however be interesting

to compare system predictions for the gender-neutral

pronoun (“hen”) items with the auxiliary statistics to

better understand how a system handles resolution of

this pronoun.

V. ABOUT DOCUMENTATION

Data last updated* 20230125 v2.0

Which changes

have been

made, compared

to the

previous version*

Reformulation as a natural language inference task.

Access to previous

versions

Earlier versions available from website.

This document cre-

ated*

20210614; Gerlof Bouma (gerlof.bouma@gu.se)
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This document last

updated*

20230208; Gerlof Bouma (gerlof.bouma@gu.se)

Where to look for

further

details

-

Documentation

template

version*

v1.1

VI. OTHER

Related projects -

References [1] Hansson, Mavromatakis, Adesam, Bouma

and Dannélls (2021): The Swedish Winogender

Dataset. In Proceedings of the 23rd Nordic Confer-

ence on Computational Linguistics (NoDaLiDa),
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Papers), pp8–14. https://doi.org/10.18653/v1/
N18-2002
[3] Wang, Pruksachatkun, Nangia, Singh, Michael,

Hill, Levy and Bowman (2019): SuperGLUE:

A Stickier Benchmark for General-Purpose Lan-

guage Understanding Systems. In Advances

in Neural Information Processing Systems 32.

https://papers.nips.cc/paper/2019/file/
4496bf24afe7fab6f046bf4923da8de6-Paper.
pdf
[4] Rødven Eide, Tahmasebi and Borin (2016): The

Swedish Culturomics Gigaword corpus: A one billion

word Swedish reference dataset for NLP. In Digital Hu-

manities 2016. From Digitization to Knowledge: Re-

sources and Methods for Semantic Processing of Digi-

tal Works/Texts, pp8–12. https://ep.liu.se/ecp/
126/002/ecp16126002.pdf

http://www.ep.liu.se/ecp/178/052/ecp2021178052.pdf
http://www.ep.liu.se/ecp/178/052/ecp2021178052.pdf
https://doi.org/10.18653/v1/N18-2002
https://doi.org/10.18653/v1/N18-2002
https://papers.nips.cc/paper/2019/file/4496bf24afe7fab6f046bf4923da8de6-Paper.pdf
https://papers.nips.cc/paper/2019/file/4496bf24afe7fab6f046bf4923da8de6-Paper.pdf
https://papers.nips.cc/paper/2019/file/4496bf24afe7fab6f046bf4923da8de6-Paper.pdf
https://ep.liu.se/ecp/126/002/ecp16126002.pdf
https://ep.liu.se/ecp/126/002/ecp16126002.pdf


7a.A Example Superlim-style documentation sheet 153

7
a
.B

L
e
a
d
e
r
b
o
a
r
d

F
ig
u
re

7
a
.1
:

A
sc
re
en
sh
o
t
o
f
th
e
w
eb
si
te
sh
o
w
in
g
th
e
le
ad
er
b
o
ar
d
,
fi
lt
er
ed

to
sh
o
w
o
n
ly
la
rg
e
la
n
g
u
ag
e
m
o
d
el
s
o
f
th
e
‘b
as
e’
ca
te
g
o
ry
,

so
rt
ed

b
y
p
er
fo
rm
an
ce
o
n
th
e
D
aL
A
J-
G
E
D
ta
sk
o
n
th
e
v
al
id
at
io
n
(d
ev
)
se
t,
w
it
h
d
at
as
et
s
fo
r
w
h
ic
h
th
e
re
su
lt
s
ar
e
n
o
t
av
ai
la
b
le

ex
cl
u
d
ed
.



154 Superlim: A Swedish language understanding evaluation benchmark

7
a
.C

S
w
e
D
ia
g
n
o
st
ic
s:
d
e
ta
il
e
d
r
e
su
lt
s

C
o
a
r
se
-g
r
a
in
e
d
c
a
te
g
o
r
ie
s

F
in
e
-g
r
a
in
e
d
c
a
te
g
o
r
ie
s

M
o
d
e
l

A
ll

L
S

P
A
S

L
K

U
Q
n
t

M
N
eg

2
N
eg

C
o
re
f

R
es
tr

D
o
w
n

x
lm
-r
o
b
er
ta
-l
ar
g
e

0
.4
1
5

0
.4
4
1

0
.4
3
4

0
.3
4
5

0
.2
9
0

0
.5
0
9

0
.6
4
8

0
.6
4
1

0
.3
9
1

0
.1
6
7

-0
.5
4
1

K
B
L
ab
/m
t-
b
er
t-
l-
sw
-c
-1
6
5
k

0
.3
9
3

0
.3
6
8

0
.4
3
0

0
.3
0
5

0
.3
1
4

0
.6
6
9

0
.4
3
4

0
.6
4
1

0
.3
3
4

0
.1
1
5

-0
.5
4
1

K
B
L
ab
/m
t-
b
er
t-
b
-s
w
-c
-6
0
0
k

0
.3
6
3

0
.3
0
3

0
.3
9
2

0
.3
0
6

0
.2
8
3

0
.6
6
9

0
.4
3

0
.6
4
1

0
.3
6
5

0
.0
0
0

-0
.6
2
1

K
B
/b
er
t-
b
-s
w
-c

0
.3
4
9

0
.3
1
9

0
.3
5
4

0
.2
8
2

0
.2
7
3

0
.5
8
2

0
.3
6
6

0
.4
3
3

0
.3
4
9

-0
.1
1
4

-0
.3
4
8

A
I-
N
o
rd
ic
s/
b
er
t-
l-
sw
-c

0
.3
4
7

0
.3
1
0

0
.3
4
8

0
.3
0
8

0
.2
3
9

0
.5
1
0

0
.6
4
6

0
.7
9
9

0
.3
9
1

-0
.1
1
4

-0
.5
4
8

K
B
L
ab
/b
er
t-
b
-s
w
-c
-n
ew

0
.3
3
8

0
.3
2
7

0
.3
8
7

0
.2
7
7

0
.2
1
4

0
.5
1
3

0
.5
0
5

0
.5
7
1

0
.3
6
1

-0
.1
1
4

-0
.5
2
8

x
lm
-r
o
b
er
ta
-b
as
e

0
.3
1
8

0
.3
0
7

0
.3
5
9

0
.2
4
5

0
.1
8
0

0
.5
0
0

0
.1
4
5

0
.1
0
7

0
.3
1
0

-0
.1
1
6

-0
.5
6
1

N
b
A
iL
ab
/n
b
-b
er
t-
b
as
e

0
.3
1
4

0
.3
0
5

0
.3
5
8

0
.2
7
0

0
.1
4
4

0
.5
8
2

0
.5
7
8

0
.3
3
9

0
.2
6
2

-0
.0
5
7

-0
.4
6
3

D
ec
is
io
n
tr
ee

0
.0
3
7

0
.0
0
0

0
.0
4
1

0
.0
4
7

0
.0
2
8

0
.5
5
5

-0
.2
4
7

-0
.1
4
1

0
.1
1
3

0
.2
6
6

-0
.1
6
9

S
V
M

0
.0
2
6

-0
.0
0
6

0
.0
0
0

0
.0
4
7

0
.0
0
3

0
.3
1
9

-0
.3
6
6

-0
.4
2
9

-0
.0
3
2

0
.0
8
0

-0
.0
8
2

R
an
d
o
m
fo
re
st

0
.0
1
0

-0
.0
3
4

-0
.0
5
2

0
.0
0
6

0
.0
6
7

0
.3
4
7

-0
.2
8
4

0
.3
2
8

-0
.0
9
9

-0
.1
2
7

-0
.1
6
9

R
an
d
o
m

0
.0
0
4

-0
.0
0
5

0
.0
4
0

0
.0
1
3

0
.0
2
0

0
.3
4
1

0
.0
0
4

-0
.0
8
6

0
.0
4
8

-0
.0
8
9

-0
.1
1
9

M
aj
o
ri
ty
la
b
el
/A
v
g

-0
.4
0
4

-0
.3
7
8

-0
.4
8
2

-0
.3
7
6

-0
.3
5
0

-0
.3
0
0

-0
.3
5
1

-0
.6
2
6

-0
.4
1
1

-0
.6
0
0

-0
.5
7
9

T
a
b
le
7
a
.7
:

T
h
e
re
su
lt
s
o
n
th
e
S
w
eD

ia
g
n
o
st
ic
s
d
at
as
et
.
W
e
re
p
o
rt
K
ri
p
p
en
d
o
rf
’s
α
o
n
th
e
co
ar
se
-g
ra
in
ed

ca
te
g
o
ri
es

L
ex
ic
a
l
S
em

a
n
ti
cs
(L
S
),

P
re
d
ic
a
te
-A
rg
u
m
en
t
S
tr
u
ct
u
re
(P
A
S
),
L
o
g
ic
(L
)
as
w
el
l
as

K
n
o
w
le
d
g
e
(K
).
In
ad
d
it
io
n
,
fi
v
e
fi
n
e-
g
ra
in
ed

ca
te
g
o
ri
es
,
U
n
iv
er
sa
l

Q
u
a
n
ti
fi
er
s
(U
Q
n
t)
,
M
o
rp
h
o
lo
g
ic
a
l
N
eg
a
ti
o
n
(M

N
eg
),
D
o
u
b
le
N
eg
a
ti
o
n
(2
N
eg
),
A
n
a
p
h
o
ra
/C
o
re
fe
re
n
ce

(C
o
re
f)
,
R
es
tr
ic
ti
vi
ty

(R
es
tr
)
an
d
D
o
w
n
w
a
rd

M
o
n
o
to
n
e
(D
o
w
n
)
ar
e
se
le
ct
ed
.
T
h
e
ta
b
le
re
p
o
rt
s
ca
te
g
o
ri
es
id
en
ti
ca
l
to
th
e
o
n
es
re
p
o
rt
ed

in
T
ab
le
5
in

th
e
G
L
U
E
p
ap
er
(A
.
W
an
g
et
al
.
2
0
1
8
),
b
u
t
n
o
te
th
e
d
if
fe
re
n
ce

in
m
ea
su
re
,
w
h
ic
h
w
as

R
3
in
th
e
ci
te
d
p
ap
er
.



7b
Sparv-Superlim: A plugin

for corpus analysis and

measuring ecological

validity

This chapter is a postprint version of the following technical report:

Felix Morger. 2024b.When Sparv met Superlim…A Sparv plugin for natural

language understanding analysis of Swedish. Tech. rep. University of Gothen-

burg

Abstract. This technical report introduces Sparv-Superlim, a Sparv plugin for

natural language understanding analysis of Swedish. It uses the reference models

trained on the Superlim multi-task benchmark to add additional analyses to the

Sparv Pipeline. I show how to install and configure the tool as well as apply it

to analyze Swedish political manifestos to see if the predictions the plugin does

align with known political positions of Swedish parties. These use cases show

that the reference models vary in their applicability to predict correct sentiments

on novel data and illustrate the importance of integrating reference models

trained on a multi-task benchmark like Superlim to evaluate the ecological

validity of the benchmark.

7b.1 Introduction: What is Sparv-Superlim?

Sparv-Superlim is a Sparv plugin (Hammarstedt et al. 2022) for making a range

of different corpus analyses using the reference models trained for the tasks

on the Superlim benchmark (Berdicevskis et al. 2023). The tasks available in

Superlim range from sentence level classification tasks, such as automatic stance

detection, to word-level relatedness and similarity judgments to inference and

sentence similarity. These make it possible to integrate additional annotations
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and features into the Sparv Pipeline. The code and more documentation of the

Sparv-Superlim plugin are available on GitHub.32

This technical report serves as a documentation of the plugin: how to install

and use it for meaningful corpus analysis. A complementary goal of this report

is to also show the how integration of Superlim into Sparv allows for evaluating

the ecological validity (Andrade 2018) of the benchmark itself on novel data.

The use cases presented in this report demonstrate how important it is to provide

further analysis to a benchmark on other corpora and how integrating reference

models into a text analysis tool like Sparv helps in this effort.

The rest of the report is structured as follows: Section 7b.2 gives a background

into Sparv and Superlim. Section 7b.3 shows how to install the plugin and how

to use it to annotate a corpus. In Section 7b.4, the plugin is used on a couple of

use cases to see if the annotations outputted by the reference models align with

the expected political stances of Swedish political parties. I also discuss these

results and their broader implications. Section 7b.5 concludes the report.

7b.2 Background

Sparv Pipeline (Hammarstedt et al. 2022), Språkbanken’s official analysis plat-

form, is a command-line tool developed by Språkbanken Text for annotating text

corpora. Its pipeline architecture enables the seamless integration of different

corpus analyses on both the sentence, token and document-level. It comes with

built-in token and sentence segmentation, part-of-speech and morphological

tagging as well as automatically generated corpus statistics. These analyses can

be done on raw data or on existing annotated corpora through its configuration

framework using .yaml files. The Sparv Pipeline is highly customizable, thanks
to its flexible plugin system, which is what the Sparv-Superlim plugin presented

in this report relies on.

Superlim (Berdicevskis et al. 2023) is a multi-task benchmark for Swedish.

The name is a Swedish translation of the English SuperGLUE benchmark,

which the project was inspired by (lim is Swedish for ‘glue’). The current 2.0

version consists of 14 datasets and 15 tasks. These include text-level, word-level

and inference tasks as well as one generation, summarization task (SweDN).

Superlim is one of the first benchmarks of its kind for NLU benchmarking on

Swedish specifically, which is an especially important piece of infrastructure

for Swedish NLP today as large language models (LLMs) are useful for a large

variety of downstream tasks. Apart from the multi-task benchmark itself, the

32https://github.com/spraakbanken/sparv-sbx-superlim

https://github.com/spraakbanken/sparv-sbx-superlim
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Superlim project released a reference implementation using mostly Swedish-

based LLMs. These were for example BERT-based models (Devlin et al. 2019),

such as KB-BERT (Malmsten et al. 2020) for the text-level classification tasks

and GPT-based models (Radford et al. 2018), such as the GPT-SW3 series

(Ekgren et al. 2023) for the word-level tasks.33 The benchmark also includes an

online platform where progress is tracked on a public leaderboard and where

users can submit results.34

7b.3 Installing and running the plugin

The most important prerequisite is Sparv, which can be installed using pipx.

py thon3 -m p ip i n s t a l l - - u s e r p ipx

python3 -m p ipx e n s u r e p a t h

p ipx i n s t a l l s p a r v - p i p e l i n e

Once Sparv is installed, the Sparv-Superlim plugin can be added by injecting it

into the isolated environment of the sparv-pipeline Python package (sparv-
sbx-superlim is also a pip package):

p ipx i n j e c t s p a r v - p i p e l i n e s p a r v - sbx - s u p e r l im

In order to run Sparv, a corpus has to be configured. This is done in a specific

folder, where the source corpora is stored and a config.yaml file, which gives
Sparv instructions on what to do with the corpora. A configuration can for

example look like this:

me t ada t a :

i d : c o r p o r a

name :

eng : c o r p o r a

swe : k o r p u s a r

l anguage : swe

d e s c r i p t i o n :

eng : Te s t c o r p o r a f o r Supe r l im p r o j e c t

swe : Te s t c o r p o r a f o r Supe r l im p r o j e c t

impo r t :

s o u r c e _ d i r : s o u r c e

impo r t e r : t e x t _ im p o r t : p a r s e

t e x t _ a n n o t a t i o n : t e x t

e x p o r t :

33https://github.com/aidotse/superlim-baselines
34https://lab.kb.se/leaderboard/

https://github.com/aidotse/superlim-baselines
https://lab.kb.se/leaderboard/
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d e f a u l t :

- xml_expo r t : p r e t t y

a n n o t a t i o n s :

- < s en t en c e >

- < token >

- < s en t en c e > : s bx_ sup e r l im . m i g r a t i o n _ s t a n c e

- < s en t en c e > : s bx_ sup e r l im . n u c l e a r _ s t a n c e

This configuration file instructs sparv to segment the text into sentences and
tokens and to annotate the sentenceswith migration_stance and nuclear_stance.
Table 7b.1 shows the currently available Sparv-Superlim annotations, the Su-

perlim tasks they are based on, the annotation label and the type of text segment

they process.

Once the configuration is defined, running Sparv on the corpora is as simple as:

s p a r v run

After a successful run, Sparv saves the output files in an export folder where
the annotations are formatted in .xml files. The folder should then look like the

directory tree in Figure 7b.1.

The files and annotations mentioned in this section are the ones used in

the next section. These examples can be found on the same project page on

GitHub.35

35https://github.com/spraakbanken/sparv-sbx-superlim/examples

https://github.com/spraakbanken/sparv-sbx-superlim/examples


7b.3 Installing and running the plugin 159

S
u
p
e
r
li
m
ta
sk

S
p
a
r
v
-S
u
p
e
r
li
m

A
n
n
o
ta
ti
o
n

A
n
n
o
ta
ti
o
n

L
a
b
e
l

S
e
g
m
e
n
t

ab
sa
b
an
k
-i
m
m

m
ig
ra
ti
o
n
_
st
an
ce

A
tt
it
u
d
e
to
w
ar
d
s

im
m
ig
ra
ti
o
n

fl
o
at

b
et
w
ee
n
1
-5

se
n
te
n
ce

ar
g
u
m
en
ta
ti
o
n
-

se
n
te
n
ce
s

[t
o
p
ic
]_
st
an
ce

S
ta
n
ce

to
a

g
iv
en

to
p
ic

p
ro
,
co
n
o
r

n
eu
tr
al

se
n
te
n
ce

d
al
aj
-g
ed

co
rr
ec
t_
sw
ed
is
h

C
o
rr
ec
t
S
w
ed
is
h

co
rr
ec
t
o
r

in
co
rr
ec
t

se
n
te
n
ce

sw
en
li

p
re
v
io
u
s_
en
ta
il
m
en
t

T
h
e
lo
g
ic
al

re
la
ti
o
n
sh
ip

o
f
tw
o
se
n
te
n
ce
s

en
ta
il
m
en
t,

co
n
tr
ad
ic
ti
o
n

o
r
n
eu
tr
al

se
n
te
n
ce

p
ai
r

sw
ep
ar
ap
h
ra
se

si
m
il
ar
it
y

S
im
il
ar
it
y

b
et
w
ee
n

tw
o
se
n
te
n
ce
s

fl
o
at

b
et
w
ee
n
1
-5

se
n
te
n
ce

p
ai
r

T
a
b
le
7
b
.1
:

A
v
ai
la
b
le
an
n
o
ta
ti
o
n
s
in
S
p
ar
v
-S
u
p
er
li
m
at
th
e
ti
m
e
o
f
w
ri
ti
n
g
.



160 Sparv-Superlim for corpus analysis and measuring ecological validity

Figure 7b.1

7b.4 Analyzing Swedish politics using Sparv-Superlim

We will now see how the tool can be used in two different use cases. In these

we analyze the political positions of different Swedish political parties using

Swedish election manifestos (Språkbanken Text 2024). These corpora are not
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in the Superlim datasets,36 which allows us to assess the broader generalization

capabilities of the reference models.

Use case 1: The Moderates and change in stance on migration

In the last decade, Swedish politics has become more critical towards immigra-

tion, especially asylum-related migration. Many parties have advocated more

restrictive migration policies, including parties that have previously shown a

positive attitude towards migration. A notable example of this is the Moderate

Party (Moderaterna), whose then party leader, Fredrik Reinfeldt, famously said

“open up your hearts” to refugees before the 2014 election. Today, however, the

Moderate Party (which at the time of writing is in government) wants to reduce

refugee migration to as low as the EU minimum37 and has boasted having the

lowest number of asylum seekers in decades.38

To see if this shift in stance towards migration can be identified using the

Sparv-Superlim plugin, we analyze the migration_stance annotations. We

limit the analysis to sections dealing with migration specifically of the Moderate

election manifestos from the national elections in 2014, 2018 and 2022. As a

sanity check, we also include the Sweden Democrats (Sverigedemokraterna),

who have always been strongly against immigration. For these annotations,

we let Sparv-Superlim use the KB/bert-base-swedish-cased model, which
got 0.529 Krippendorff’s alpha on absabank-imm, the highest of all reference

models.

Table 7b.2 shows the average score and scoring distribution. While not a big

difference, there is a slight change in score of -0.013 difference from 2014 to

2018 and -0.49 difference from 2014 to 2022 in the Moderate Party. Although

not as pronounced, a similar trend can be seen in the Sweden Democrats, which

has always been anti-immigration.

Perhaps more indicative of the broader political change is seen in the number

of positive or very positive scores between 4 and 5. The Moderates in 2014

have the highest number of these and as seen from the examples in Table 7b.3,

these indeed are very positive towards migration. In 2022, however, there is

only one score above 4.

36The LLMs might, however, have seen this corpus during pretraining.
37https://moderaterna.se/var-politik/migrationspolitik/
38https://www.government.se/press-releases/2024/08/

sweden-has-more-emigrants-than-immigrants-for-the-first-time-in-half-a-century/

https://moderaterna.se/var-politik/migrationspolitik/
https://www.government.se/press-releases/2024/08/sweden-has-more-emigrants-than-immigrants-for-the-first-time-in-half-a-century/
https://www.government.se/press-releases/2024/08/sweden-has-more-emigrants-than-immigrants-for-the-first-time-in-half-a-century/
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Score distribution

Corpus Year
Avg.

score
1-2 2-3 3-4 4-5

M 2014 3.4 0 (0.0) 16 (20.51) 52 (66.67) 10 (12.82)

M 2018 3.27 0 (0.0) 19 (21.11) 65 (72.22) 6 (6.67)

M 2022 2.91 1 (2.7) 22 (59.46) 13 (35.14) 1 (2.7)

SD 2014 3.26 0 (0.0) 5 (35.71) 8 (57.14) 1 (7.14)

SD 2018 3.16 0 (0.0) 8 (34.78) 15 (65.22) 0 (0.0)

SD 2022 3 0 (0.0) 14 (53.85) 12 (46.15) 0 (0.0)

Table 7b.2: Summary of migration_stance annotations on selected section of

the election manifesto corpora of the Moderate Party (M) and Sweden

Democrats (SD). Score distribution shows the distribution of scores in

frequency and in percentage % in parentheses. Note, though not indicated

in the table, the Moderate Party wrote a joint manifesto with three other

coalition parties called the Alliance (Alliansen) in 2014.

Use case 2: The stance on nuclear power of the Greens and the Liberals

Nuclear energy has been a contentious topic in Swedish politics, especially in

the last few years as energy prices have soared. Two smaller parties have taken

very different views when it comes this issue: The Green Party (Miljöpartiet),

who historically have been against the reliance on as well as the expansion of

nuclear energy, and the Liberals (Liberalerna) who have wanted to expand it.

To see if these positions can be identified by Sparv-Superlim, we use the

nuclear_stance annotator to classify sentences in the respective party mani-

festos of the Green Party and the Liberals from the national elections in 2014,

2018 and 2022. Unlike use case 1, these manifestos do not have have specific

sections on nuclear energy, so we apply it instead to the whole corpus. We

let Sparv again use the KB/bert-based-swedish-cased for classification,

which got a Krippendorff’s alpha score of 0.555 on the argumentation_sentences

task, the third highest score of all the reference models in Superlim.39

Table 7b.4 shows the results. Unlike use case 1, the summary of the results are

opposite to the expected results one would expect given the parties well known

positions. Although both parties both have a higher proportion of Pro labels,
the Liberals have an even higher proportion of Con labels than the Green Party,

which on the contrary has the higher proportions of Pro labels. Furthermore,
considering that the proportion of Non labels are close to 50% in all manifestos

39Because of reasons relating to model size and lack of access to GPUs, we did not use the

best scoring model KBLab/megatron-bert-large-swedish-cased-165k, which got 0.628
Krippendorff’s alpha.
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Sentence migration_stance

Vi lever i en orolig tid, där människor tvingas

fly för sina liv från krig och förtryck.

(“We live in troubled times, where people

are forced to flee for their lives from war

and oppression.”)

5.06

Istället för att sluta oss mot omvärlden har vi sagt att

Sverige ska föra en human asylpolitik och vara en

fristad för dem som flyr undan förföljelse och förtryck.

(“Instead of closing ourselves off to the outside world,

we have said that Sweden should pursue a humane

asylum policy and be a haven for those fleeing

persecution and oppression.”)

4.44

Vi har visat att det är möjligt att sätta

medmänskligheten i första hand och

att öppna dörren för dem som behöver skydd.

(“We have shown that it is possible to put

humanity first and to open the door to those

who need protection.”)

4.16

På samma sätt har de som kommer till Sverige

idag kunskaper och erfarenheter som är värdefulla

för oss.

(“Similarly, those who come to Sweden today have

knowledge and experience that are valuable to us”)

4.00

Vi är förberedda för att kunna ge de människor

som kommer idag samma möjlighet att bidra

med arbete och nyföretagande.

(“We are prepared to give the people who

arrive today the same opportunity to

contribute with work and new businesses.”)

4.23

Table 7b.3: Five examples from sentences the Alliance manifesto in 2014 (which

the Moderates co-wrote), where the score is equal to or above 4 (i.e.

positive).

and that nuclear energy is not the most frequent topic discussed in these corpora,

there seems to be in general too many Pro and Con false positives.

Table 7b.5 further illustrates this problem with false positives. Here, five

selected examples are picked with a Con label from Liberals manifesto in year

2014. As we can see, none of these are about the topic of nuclear energy and



164 Sparv-Superlim for corpus analysis and measuring ecological validity

Label distribution

Party Year Con Non Pro

L

2014 62 (14.94) 178 (42.89) 175 (42.17)

2018 83 (13.07) 311 (48.98) 241 (37.95)

2022 63 (11.8) 287 (53.75) 184 (34.46)

MP

2014 38 (8.28) 244 (53.16) 177 (38.56)

2018 21 (4.56) 226 (49.02) 214 (46.42)

2022 19 (7.6) 134 (53.6) 97 (38.8)

Table 7b.4: Summary of nuclear_stance annotations on the election manifesto

corpora of the Liberals (L) and the Green Party (MP). Avg. score is the

mean of all scores across all annotations. Label distribution shows the

distribution of labels in frequency and in percentage % in parentheses.

Note, though not shown in the table, the Liberals were called “Folkpartiet”

in 2014.

should therefore have been classified as Non. Unlike the task used for use case
1 (absabank-imm), the task for argumentation_sentences is to predict the right

stance given a certain topic. It might be the case that the model trained on

argumentation_sentences ignores the topic and just tries to classify a general

“sentiment”. This is only preliminary speculation, however, and would have to

be investigated further in future work.

7b.4.1 Discussion

For both use case 1 and use case 2, we have defined a non-formal objective

to measure the external validity of the models, where we rely on real-world

knowledge about the positions of political parties and what is written in their po-

litical manifestos. Intuitively, the predictions of these models should correspond

to this knowledge. That is, the average migration_stance score should be

lower for the manifesto of the Moderates in 2014 than in 2018-2022 and there

should be a higher proportion of Pro labels in support of nuclear energy in the

Liberal party manifestos than in those of the Green Party. For use case 1, we saw

that the scores corresponded to the last years’ changes regarding the Moderate

party’s stance on migration, while for use case 2 the model’s predictions were

contrary to what we know about the political positions on nuclear energy of the

Liberals and the Green Party.

As with any corpus statistic, the proportion of sentences of specific stance

is not a perfect metric for the complete political stance of a text: Many times,

sentences form a compositional meaning or stance (i.e. against migration) which
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cannot be captured by the sentences without context and some meanings can

carry more weight on the whole than others. Nonetheless, the proportion of

one or the other stances could be an indication of overall sentiment, just like a

certain number of words in a text can be an indication of topics and sentiments

in a text.

For use case 1, we have seen evidence that migration_stance can be useful
for automatically identifying sentences with positive or negative sentiments

towards migration. This can be useful to find and analyze migration sentiments

in a text with a corpus explorer tool like Språkbanken’s word platform Korp

(Borin et al. 2012) or a document analysis tool like Språkbanken’s data platform

Mink.40

Although these use cases are not formal evaluations, they nonetheless ground

the models in the real world and give further insights into the models’ perfor-

mance and what they learn from the data they have been trained on. This in turn

provides an external validation to the Superlim benchmark. The two uses cases

show how additional corpus analysis can provide important, additional context

to NLU benchmarks and the models that they are supposed to evaluate. Since

these predictions are available in Sparv with the Sparv-Superlim plugin, such

analyses can easily be complemented with other features available in the Sparv

Pipeline.

7b.5 Conclusions

In this technical report, I have presented Sparv-Superlim, a Sparv plugin which

uses the reference models and benchmarks from Superlim to provide corpus

analysis for Swedish. So far, the plugin supports annotations from five different

Superlim tasks, resulting in ten different sentence-level annotations (six anno-

tations per topic in argumentation-sentences and four for the other available

Superlim tasks, see Table 7b.1). Further additions to the plugin based on the

Superlim reference models are encouraged from the broader community.

Two available annotations have been showcased in this this technical re-

port: migration_stance (from absabank-imm) and nuclear_stance (from

argumentation_sentences). I have shown how to use them in Sparv to analyze

Swedish election manifestos. In these cases, I have shown that both these an-

notations are not perfect, but migration_stance seem better for downstream

analysis than nuclear_stance. Integrating a multi-task benchmark like Su-
perlim into Sparv makes it possible to analyze the predictions of models trained

on the benchmark on novel data and as such can serve as an external evaluation

of its ecological validity.

40https://spraakbanken.gu.se/mink/

https://spraakbanken.gu.se/mink/


8 Gauging linguistic variation

using LLMs

This chapter is a manuscript of a journal article. At the time of writing, it has

been submitted for publication and is under review.

Abstract.We compare to what extent the choice of a variant can be predicted

from language-internal factors for two linguistic variables: the English dative al-

ternation and the omission of the infinitival marker att in a Swedish future-tense

construction. Previous research has shown that for the dative alternation, near-

ceiling performance can be achieved by fitting a regression model with manually

selected predictors. Similar attempts for att-omission have been unsuccessful.

To test whether the two variables differ in predictability or whether optimal

methods have not been found for att-omission, we apply a large language model

(LLM, which uses only raw text as input) to the same task. LLM performs better

than regression for att-omission, but considerably worse than both methods do

for the dative alternation, thus suggesting that att-omission is inherently less

predictable. We argue that LLMs can be useful for estimating how much the

choice of a variant depends on language-internal factors.

8.1 Introduction

One of the fundamental properties of human language is variation, the possibility

to convey the same meaning in several ways. A long-standing endeavor within

language sciences is to find out to what extent variation can be explained by

language-internal, cognitive and social factors.

In this study, we focus on the predictive approach to analyzing variation

(Bresnan et al. 2007; Berdicevskis et al. 2024). The predictive approach implies

that a given hypothesis and a corresponding model are evaluated by measuring

not statistical significance or effect size, but how well the model performs

when predicting unseen data. If (and only if) for a particular linguistic variable

there is a model with high predictive power, we can claim that this variable is

explainable.
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In a seminal corpus study, Bresnan et al. (2007) created a logistic regression

model which, using a range of manually selected predictors, managed to predict

for the dative alternation in English which variant will be used in a particular ut-

terance with a near-ceiling accuracy which was 15 percentage points higher than

the majority baseline. Recently, Berdicevskis et al. (2024) attempted to solve

a similar task for the Swedish future-tense construction kommer (att) INFINI-

TIVE, where the infinitive marker att can optionally be omitted. Their results

varied across corpora, ranging from no increase over baseline to 5 percentage

points increase at best and never approaching the ceiling. A natural question to

ask is whether att-omission is inherently more difficult to predict from language-

internal factors than the dative alternation or whether Berdicevskis et al. (2024)

simply failed to select optimal predictors or construct an optimal model.

In the current study, we address this question by applying a large language

model, viz. BERT (Devlin et al. 2019), to the task of predicting variation. The

crucial difference between BERT and the regression models is that BERT does

not rely on any hand-engineered higher-level features, but receives only text

as input. This difference allows us to address also more general issues with po-

tential relevance to cognitive models of language usage, to sociolinguistics and

to computational linguistics. More specifically, we try to answer the following

research questions.

RQ1. Can BERT match the high performance of Bresnan et al.’s approach

to the dative alternation?

We show that this is the case, and assume thus that BERT may be a suitable

tool for predicting variation and address the next RQ.

RQ2. Can BERT exceed the low performance of Berdicevskis et al.’s re-

gression models for the att-omission in the kommer (att) construction?

We show that this, too, is the case. That enables us to address more detailed

questions about how BERT works (RQs 3–5).

RQ3. Can BERT predict variation in the two constructions without fine-

tuning?

Large language models like BERT are pretrained on vast amounts of text.

The pretrained models can be used on their own or be further fine-tuned on

more specific tasks, using additional (typically much smaller) datasets. If BERT

can deal with the task of predicting variation without fine-tuning, it would

show that BERT encodes relevant information during pretraining. It would also
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mean that BERT can potentially transfer it to other, unrelated, downstream tasks.

RQ4.Which information does BERT use in order to make successful predic-

tions? Can we identify new predictors which can be successfully reintegrated

into regression models?

Even if BERT performs better than regression models, regression has the

advantage of being a more transparent and interpretable method. It then makes

sense to test whether insights from BERT can be used to improve its perfor-

mance, thus yielding a model which is both powerful and interpretable (Agrawal

et al. 2020).

RQ5. Can BERT’s performance on att-omission be improved by explicitly

adding a timestamp and an author ID to the input?

Unlike the dative alternation, att-omission is in a state of a rapid change,

which is why it makes sense to test whether adding time when a given sentence

was written as an explicit feature improves the performance.

Another property of the att-omission, as we show, is very large inter-individual

variation. We test whether adding author IDs as an explicit feature increases

BERT’s performance.

Having found answers to these RQs, we can address the question that we

started with.

RQ6. To what extent is att-omission in the kommer (att) construction pre-

dictable from the information available in the written text?

If true, that would mean that there probably are large differences in the

predictability of different linguistic variables from language-internal factors.

That would not be entirely surprising, but we are not aware of any attempts

to develop a systematic methodology that would enable reliably estimating

predictability across variables. We consider this study as a step towards such

methodology.

The rest of the article is structured as follows. In Section 8.2, we further

motivate the predictive approach and provide relevant background. In Section

8.3, we describe those methods that are common for our two case studies. In

Section 8.4, we describe the dative alternation study, and in Section 8.5, the

att-omission study. We discuss the results and their implications in Section 8.6

and provide concise answers to the six RQs in Section 8.7.
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8.2 Linguistic variation and large language models

In this section, we explain the advantages of the predictive approach, and provide

background on our two variables and large language models.

8.2.1 Predicting variation

A traditional quantitative approach to language variation and change is to de-

tect potential predictors (covariates) that may affect a dependent variable, fit

a statistical model on all available data and estimate the effect size and the

statistical significance of every predictor. This approach is sometimes labeled

“explanatory” (Hofman et al. 2021) and can be contrasted with the “predictive”

approach, common in computational linguistics and machine learning, where

models are always tested on new, unseen data (typically a held-out test set), and

the main focus is the predictive power of the model.

The main drawbacks of the explanatory approach are the risk of overfitting

the model to the data and the risk of getting unreliable estimates if the chosen

model is not valid or does not meet all necessary assumptions. Evaluating the

model’s ability to generalize by testing it on unseen data, as is done within the

predictive approach, is a good safeguard against overfitting. Moreover, focusing

on the predictive power of the model gives us an external and objective measure

of the model’s validity. Finally, the predictive approach gives a more explicit

answer to the question, which is interesting both from theoretical and practical

points of view: equipped with all our scientific knowledge and methods, how

well can we predict reality?

The main drawback of the predictive approach is arguably that on its own,

prediction is less helpful in establishing causal links. Furthermore, the models

are often less transparent than the explanatory ones, and additional effort can

be required to achieve interpretability.

In this study, the main purpose of the predictive approach is to estimate the

upper bound of predictability. If, as suggested in Section 8.1, it is indeed low for

att-omission, this knowledge may affect our interpretation of any explanatory

studies of this variable.

8.2.2 Predicting the dative alternation and att-omission

We focus on two instances of variation that we, following the sociolinguistic

tradition, will be calling variables (though the label alternations is perhaps

more common in corpus-based studies, cf. Pijpops et al. 2024).
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The dative alternation in English is the coexistence of the prepositional dative

(often abbreviated as P) and the ditransitive dative (often abbreviated as D), see

Example (1).

(1) D: Susan gave the children the toys.

P: Susan gave the toys to the children.

The dative alternation is perhaps the most extensively studied variable in the

history of corpus linguistics (see R. S. Williams 1994; Arnold et al. 2000;

Bresnan & Ford 2010; van den Bosch & Bresnan 2015; Wolk et al. 2013; Jenset

et al. 2018: among many others), with most studies following the explanatory

approach. The difference between prediction and explanation should not of

course be exaggerated: all explanatory models are to some extent based on

prediction, since they are fit to achieve optimal predictive power (Chambaz &

Desagulier 2016 criticize this approach, using the dative alternation as a case

study). Nonetheless, the predictive power is seldom the focus of attention and

often does not even get to be explicitly reported (but see, for instance, Gries

(2003)).

Bresnan et al. (2007) was probably the first study with strong and explicit

focus in prediction. Using logistic regression, Bresnan et al. demonstrated that

the choice of the variant can be predicted with very high accuracy (94%, which

is 15 points above the majority baseline of 79) from the properties of the theme,

the recipient and the verb (see more in Section 8.4.2).

Baayen (2011) used the same dataset to compare the predictive power of

several methods: logistic regression, support vector machine (SVM), memory-

based learning (MBL, Daelemans et al. 2010) and naive discriminative learning

(NDL). Regression and MBL achieve the accuracy of 92% (on 10-fold cross-

validation), SVM and NDL of 91%.

Theijssen et al. (2013) used a different dataset to compare regression, MBL

and Bayesian Network (BN). Regression and MBL achieved the accuracy of

93% (on 10-fold cross-validation), BN of 92%, with the majority baseline of

79%.

The results of MBL are of particular importance for us, since this method

does not rely on higher-level features extracted by researchers, using instead

raw text (precisely as BERT).

By att-omission we mean the coexistence of two variants of the Swedish

future-tense construction kommer (att) INFINITIVE. The construction translates

approximately as “going to INFINITIVE” (literally “come(s) to INFINITIVE”),

see Example (2).
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(2)

Han tvärvägrar, men jag kommer att stå på mig

(“He flatly refuses, but I am going to stand up for myself”)

(Example from the discussion forum Familjeliv).

The construction can be used both with and without the infinitival marker

att (Han tvärvägrar, men jag kommer att stå på mig is grammatically correct).

The omission is arguably perceived as somewhat more colloquial, but it is not

stigmatized, and in general, the variable does not seem to be strongly associated

with any particular social meaning.

This variable has received considerable attention within Swedish linguistics,

see a detailed overview by Berdicevskis et al. (2024: 221-228). To the best of

our knowledge, however, Berdicevskis et al. (2024) is the only large quantitative

study, and the only one focusing on the predictive approach (see more detailed

discussion in Section 8.5.2).

8.2.3 Large Language Models

Language models are trained from raw corpora (most commonly text), using an

objective to predict a word or an n-gram given a specific context. BERT, for

instance, uses the masked language modeling (MLM) objective, where the task

is to predict masked tokens in a sequence.

What distinguishes more recent large language models from traditional ones

is the size of their training data and leveraging of deep learning architectures,

most notably the Transformer (Vaswani et al. 2017). A Transformer architecture

enables the learning of many deep contextual relationships and the increase

of data allows for more context to be learned, which is important for natural

language where the data is spread out unevenly and sparsely. Once a large

language model has been pre-trained, the representations learned can be used to

fine-tune on downstream tasks, such as sentiment analysis, question-answering,

part-of-speech tagging or any other task.

An important direction in research on LLMs are studies of interpretability,

which try to go beyond pure performance and analyze the inner workings of the

models. For example, some of the studies have investigated the information flow

through LLMs. These studies suggest that LLMs process language bottom-up

from word-level features in the earlier neural-network layers to higher-level

features, such as coreferences, in the last layers (Peters, Neumann, Iyyer, et al.

2018; Tenney et al. 2019). In other work test sets have been developed which

target specific aspects of language, such as gender bias (Rudinger et al. 2018).

From the interpretability research we borrow methods of minimally contrastive
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sentence pairs (also referred to as minimal pairs) and token importance (see

Section 8.3.4).

While the importance of linguistic variation for NLP has been highlighted in

several programmatic articles from different angles (Nguyen et al. 2021; Hovy

& D. Yang 2021), we are not aware of studies that would address the question

we are asking: how well can LLMs predict linguistic variation?

8.3 Methodology

In this section, we describe those methods that are common for our two case

studies: dative alternation and att-omission. The methods that are specific for

each study are described in Sections 8.4 and 8.5 respectively. As regards the

data, we are using already existing datasets from previous studies with some

manipulations. We describe the manipulations in the respective sections and

refer the readers to the openly accessible original publications for the extensive

descriptions of the original datasets.

In both cases, we compare how well the variation can be predicted using

logistic-regression models and LLMs (more specifically, BERT). Methods that

are common for both approaches are described in Section 8.3.1. All data and

code are available at our GitHub repository.41

Logistic regression is a well-established method, and since we mostly use the

results from the previous studies, we provide only the most necessary details (see

Sections 8.4.2 and 8.5.2). Using BERT to predict variation is a novel approach

developed specifically for this study, and we provide its extensive description

in this Section. Basic information about BERT is provided in Section 8.3.2.

We analyze BERT both without any fine-tuning, using so-called sentence

scoring (Section 8.3.3), and with fine-tuning on specific cases of variation

(Section 8.3.4).

8.3.1 Metrics and baseline

We use two measures to estimate the performance of our models: accuracy

(easier to interpret and compare with the previous studies) and balanced accuracy

(deals better with skewed datasets). Since all our the datasets are skewed, we

focus not on the absolute performance, but on the improvement over the baseline.

The majority baseline is obtained by always predicting the variant which is

more frequent in the training set.

41https://github.com/felixhultin/VariationLLM

https://github.com/felixhultin/VariationLLM
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Balanced accuracy is defined as an arithmetic mean of sensitivity (true posi-

tive rate) and specificity (true negative rate) (Brodersen et al. 2010). Balanced

accuracy has several advantages over a more commonly used F-score: it is

symmetric with respect to classes (does not depend on which class is labeled as

positive); it does not ignore true negatives; it yields 0.50 if only one variant is

always chosen (F-score typically yields 0).

8.3.2 BERT: basic properties

We use the Transformer-based BERT models. For the Swedish kommer (att)

construction, we use the KB-BERT model (Malmsten et al. 2020) and for the

dative alternation in English we use the original BERT model by Devlin et al.

(2019). We use the base-case version of both models, which are trained on

110M parameters and have a Transformer setup of 12 layers, 12 heads and 768

hidden states. Both models are trained on roughly the same amount of data and

many similar text genres (both include, for instance, Wikipedia and fiction).

The reason for this choice of models is threefold. Firstly, given that we are

dealing with a binary classification task, an encoder-only model like BERT

which is trained for classification makes more sense than an autoregressive,

decoder-only model like GPT, which is trained for text generation. Secondly,

English and Swedish models are comparable (the same model architecture,

similar source and size of data, same language modeling objective). Thirdly, the

KB-BERT base model performs very well on the Swedish Superlim benchmark

(Berdicevskis et al. 2023), leading us to believe that any larger Swedish model

which is currently available would not make a big difference in performance.

8.3.3 BERT without fine-tuning: Sentence scoring

To define the task, we use minimally contrastive sentence pairs (cf., for instance,

(Rudinger et al. 2018). For every sentence in the dataset, we create a manipulated

version: if the sentence contains a ditransitive dative construction, we change it

to the prepositional dative construction (and vice versa), if the sentence contains

an att after kommer, we omit it (and vice versa). In all other respects, the

two sentences are identical. Table 8.1 illustrates this data transformation for

att-omission.

To determine whether a pretrained language model captures the relevant

variation, we calculate for each sentence in the corpora a pseudo-likelihood-

score for the original sentence and the manipulated sentence in the corpora.

For this we use the method of masked language modeling scoring proposed
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Original Manipulated

att
Det kommer att bli bra!

(“It will become OK!”)

Det kommer att bli bra!

[att removed]

omission

Kommer uppdatera

listan allt eftersom.

(“Will eventually

update the list.”)

Kommer att uppdatera

listan allt eftersom.

[att injected]

Table 8.1: Two examples of contrastive sentence pairs with an original and manipu-

lated version.

by Salazar et al. (2020), which we implement using their associated Python

tool mlm-scorer. This method calculates the probability of a given sentence, by

creating a copy of the sentence in which the token is masked. These sentences

are then fed to BERT and the log probabilities of these masked tokens are

summed up to create a pseudo-likelihood-score.

If the original sentence gets a higher score than the manipulated one, we

consider that the model made a correct prediction (in Appendix A, we test

whether adding a requirement that the difference in scores should be higher than

a certain bias and then fine-tuning this bias improves the performance, and show

that it does not). Since we only use data which the model has not seen during

pre-training, we avoid a model memorization bias towards original sentences.

The training sets of our datasets are not used in this condition, we only test the

models on test sets.

8.3.4 BERT with fine-tuning: Binary idiomaticity task

We define a binary idiomaticity task using the same minimal pairs we described

in Section 8.3.3. The model’s task is, given a sentence as input, determine if the

sentence has been manipulated or not. We fine-tune the models on the training

sets of our datasets and test on test sets.

For each sentence, the model outputs two probabilities: the probability of

the original version being original (A), and the probability of the manipulated

version being original (B). If A > B, we assume that the model predicts the

variant which is actually observed in the original and assign the score 1 (correct),

otherwise we assign 0.

Note that our procedure involves a back-and-forth transformation: first, we

create two versions of every sentence, second, we use the model’s output on

every version to achieve a single prediction for the sentence. When evaluating

the models, we use the final predictions of the actual outcome (D or P; att or
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omission) and ignore the intermediate step. The majority baselines are also

based on the actual outcomes.

8.3.4.1 Token importance

To gain a deeper understanding of the model’s predictive behavior (RQ4), we

calculate the relative importance of each token in the input sentence. Relative

importance is a simple, interpretable metric of how important an individual

input is to a model’s prediction. The importance is relative to the other inputs

in the input sequence. We utilize the attribution method Integrated Gradient

(Sundararajan et al. 2017), which calculates importance by approximating the

path integral of step-wise calculated gradients between the straight path of

an input feature and a baseline. The baseline can be an empty, black pixel in

computer vision or in our case the embedding of the special token [PAD] (a

dummy token added to force all input sequences to have a fixed length). We

use the implementation provided by the Python library Captum (Kokhlikyan

et al. 2020).

We normalize the importance of each token by the sum of all absolute token

importances within a sentence. We transform the importances so that positive

values always indicate that the given token pushed the model towards predicting

a more frequent outcome (D or omission), while negative values indicate that

the token pushed the model towards predicting a less frequent outcome (P or

att). We calculate the transformed normalized importances for all tokens across

all sentences (original and manipulated, correctly and incorrectly predicted).

See Appendix B for a detailed description of the procedure.

We use the estimated importances to analyze how tokens of different cate-

gories influence the model’s decision. The categories vary across case studies:

for the dative alternation, we look at the thematic role; for the att-omission, at

the linear position and part-of-speech.

8.3.4.2 Technical details

We use the same training regimen for all models. We use a window size of

128 tokens and use Dropout (0.2). For each run, we also do a hyperparameter

search on different learning rates of the AdamW optimizer = [1e−5, 2e−5, 3e−5,

4e−5] and the batch sizes [16,32]. We use early stopping with patience 3 for the

number of epochs. These are common hyperparameters used for deep learning.

A development set (25% of the training set) is used for this hyperparameter

search.
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We train a 768 linear layer on top of a generated BERT contextual token

embedding. For datives, we use the [CLS] token embedding. [CLS] is a special

token added to the beginning of the input by the BERT tokenizer. Since this

token is never masked, BERT only learns the relevant information from other

tokens, making [CLS] useful for sequence classification. For the kommer (att)

construction, we opt for using the contextual token embedding of the auxiliary

verb. This is more convenient, since quite many sentences in the kommer (att)

datasets are long and contain more tokens than our token size limit (128) and in

such cases, we only include a window of words around the main verb (that is,

the infinitive verb in the kommer (att) INFINITIVE construction).

The fine-tuning was implemented with the transformers library of Hugging-

Face using PyTorch as the back-end. For this we used two NVIDIA GeForce

RTX 2080 GPUs with a runtime of approximately 80 minutes per model/corpus

dataset.

8.4 The dative alternation study

In this section, we focus on the English dative alternation.

8.4.1 The dataset

The dataset used by Bresnan et al. (2007) is not publicly available. Instead,

we use a related dataset from Szmrecsanyi et al. (2017), which contains 4197

instances of the dative construction extracted from spoken corpora of four

different varieties of English (American, British, Canadian, New Zealand), all

with the verb give (Bresnan et al. 2017).

We clean up the dataset (see Appendix C), which leaves us with 3355

sentences.We randomly split them into the training and test sets in the proportion

80:20 and create a manipulated version of each sentence as described in Section

8.3.3. The basic statistics about the dative dataset are reported in Table 8.2.

#sentences #speakers
majority baseline (D), %

train test

2684 671 1054 479 87

Table 8.2: Basic statistics about the dative dataset.
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8.4.2 Predicting with logistic regression

Unlike Bresnan et al. (2007), Szmrecsanyi et al. (2017) do not explicitly report

the predictive power of the models they use. We use our train-test split to

evaluate a model very similar to the one described by Szmrecsanyi et al. As the

dependent variable, it has the variant (D or P). As main effects, the model has

recipient type, theme type, recipient definiteness, theme definiteness, recipient

animacy, theme animacy, difference in length between theme and recipient,

semantics of the verb (all these predictors are transformed as described by

Szmrecsanyi et al. (2017: 6), variety and interactions between variety and every

other predictor (Szmrecsanyi et al. 2017: 9). We do not add any random effects.

We fit a logistic regression model using R (Team 2000). We do not check any

assumptions, since we are not interested in the actual estimates provided by the

model, only in its predictive power. We convert the probabilities provided by

the model into the binary responses using the threshold c (D if the probability

is less than or equal to c, otherwise P) which we find following the procedure
described by Berdicevskis et al. (2024: 238), see Appendix A.

The accuracy on the test set is 95%, the balanced accuracy 88%. The im-

provement over the baselines is thus 8 points for accuracy and 38 points for

balanced accuracy. For comparison, Bresnan et al. (2007: 3,14) achieve an

accuracy of 94% with the majority baseline of 79%.

8.4.3 Predicting with BERT

Table 8.3 summarizes the performance of all models and the most frequent

prediction every model does.

We see that without fine-tuning (using sentence scoring) BERT performs

poorly, not even achieving the baseline level for accuracy. For balanced accuracy,

it beats the baseline, which still performs worse than other methods.

With fine-tuning, however, BERT beats regression by one point, both for

accuracy and balanced accuracy.

Looking at the most frequent prediction, we can see that non-fine-tuned

BERT “undershoots”, predicting D less often than the baseline. This is not

surprising, given that this model has not seen the actual dataset, and is relying

solely on its own pretraining set. The fine-tuned BERT and logistic regression,

however, both closely match the actual probability of D in the dataset.

We also measure model agreement, that is, how similar the predictions of

the fine-tuned BERT and the logistic regression are. Balanced accuracy is not a

convenient measure in this case, since it is not symmetric with respect to which

set of labels is assumed to be ground truth. Instead, we use Krippendorff’s alpha
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Accuracy Balanced accuracy prediction = D

Regression 95 (8) 88 (38) 87 [0]

BERT: Sentence scoring 84 (-3) 84 (34) 75 [-8]

BERT: Fine-tuning 96 (9) 89 (39) 88 [1]

Table 8.3: All values in %. The numbers in parentheses show improvement over the

majority baseline, the numbers in square brackets show difference from

the true proportion.

(Hayes & Krippendorff 2007), which shows a high agreement of 79%. Plain

accuracy yields 96%, but accuracy is considered to be prone to overestimating

agreement.

8.4.4 Token importance

Since we already know from Bresnan et al. (2007) that the choice of the con-

struction can be predicted from a range of factors, and since most of these factors

are properties either of the verb, the recipient or the theme, we hypothesize that

these words or phrases will be most important for BERT, too.

We calculate the normalized importance of the verb, the recipient, the theme

and the “rest” (see Appendix B). For the sentences with the prepositional dative

construction, we treat to as part of the “rest” tokens, not as part of the recipient.

If any of these entities contains more than one token, we calculate the average

normalized importance. In some cases, the sentence does not have any other

tokens apart from the verb, the recipient and the theme, e. g. gave me two

hundred dollars (verb = gave, recipient = me, theme = two hundred dollars).

We exclude such sentences from consideration.

We visualize the results in Figure 8.1. Note that since there are far more

predictions of D, the vast majority of importance values will be positive. To

have a better look on the negative importance values (pushing towards D), we

plot the medians for positive and negative values separately. The medians for

all values (not shown) are almost equal with the medians for positive values.

The most influential category is the verb, which can push both towards D

and somewhat less towards P (note that the results should be interpreted as

’when the verb pushes towards P, it does so less strongly than when it pushes

towards D’ and not as ’the verb pushes towards P less than towards D’). Next is

the recipient, whose average contribution towards D is close to that of the verb,

while the average contribution towards P is virtually zero. For the theme, the

average contribution towards P is slightly larger than towards D, but both are

small. Finally, for the “rest”, both averages are very close to zero.
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Figure 8.1: Comparison of average normalized importances for the dative alternation.

The gray transparent squares show all importances of the given category,

the green circles mark the median positive value (pushing the prediction

towards D), the green triangles mark the median negative value (pushing

towards P).

In Appendix D, we report an even closer look at what role the predictors used

by Szmrecsanyi et al. (2017) (see Section 8.4.2) play for BERT, showing that

the contrasts between the values of the binary predictors affect the importance

values for BERT mostly (but not entirely) as could be expected from the logistic

regression results.

8.4.5 Interim conclusions

In line with the previous literature, we conclude that the dative alternation can

successfully be predicted by using logistic regression with the manually chosen
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linguistic features. We would, however, like to highlight the need of comparing

the obtained results against baselines and taking the skewness of the datasets

into account. The best result we get (fine-tuned BERT: accuracy 96%) seems

extremely good on its own, but less impressive if compared to the already very

high baseline (87%). An improvement over baseline is thus 9 points, which may

seem less impressive. On the other hand, the theoretically maximal improvement

is 13 points, of which 9 is 69%. For Bresnan et al. (2007), the respective metric

would be (94-79)/(100-79) = 15/21 = 71%.

Besides, if we want to do justice for models that can domore than always pick

the same variant, balanced accuracy demonstrates a much larger improvement

over baseline: 39 points for fine-tuned BERT.

Our results confirm previous conclusions by Baayen (2011) and Theijssen

et al. (2013) that models which use raw text as input can predict the dative

alternation well. Fine-tuned BERT achieves slightly higher performance than

MBL in those studies.

Fine-tuned BERT performs marginally better than logistic regression. The

importance analysis shows that BERT is paying most attention to the verb, the

recipient and the theme, with the importance of “rest” being close to 0. In other

words, the model clearly focuses on the dative construction, though it was not

explicitly informed in any way that it is relevant to the task. The verb form itself

is perhaps not so informative in this case (since the dataset only contains the

verb give), but the theme and the recipient clearly are. Taken together, these

observations suggest that BERT may be looking at approximately the same

features that Szmrecsanyi et al. (2017) identified. This is further supported by

the high agreement between the models.

8.5 The kommer (att) study

In this section, we focus on att-omission in the kommer (att) construction

Swedish.

8.5.1 The datasets

We include three of the datasets used by Berdicevskis et al. (2024): Familjeliv

(a large Swedish discussion forum), Twitter (a collection of Swedish tweets)

and Bloggmix (a collection of Swedish blogs). We do not include the other

datasets, since they (or parts of them) were included in the pre-training set for

KB-BERT (Malmsten et al. 2020; Malmsten, p.c.).
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Berdicevskis et al. (2024) reported results on a chronological split and a

random split, we use only the latter to increase comparability with the dative

alternation, where the observations are not timestamped and the variable is

assumed to be diachronically stable (see more in Appendix C).

The basic statistics about the datasets are reported in Table 8.4. Since the

Familjeliv corpus is very large, we train BERT not on the full training set, but

on a randomly selected subset of the size comparable with the other training sets.

We train the regression models on the full training set. The majority baseline is

the same for the full set and the subset.

corpus
#observations, K #authors, K

majority baseline (%)
train test train test

Bloggmix 48 12 2.1 1.6 56

Familjeliv 816 (49) 204 140 (26) 66.4 64

Twitter 48 12 14.8 6.2 67

Table 8.4: Basic statistics about the kommer (att) datasets. BA = balanced accuracy.

For Familjeliv, the numbers in the parentheses represent the size of the

subset BERT was trained on.

8.5.2 Predicting with logistic regression

Berdicevskis et al. (2024) report the results of using a logistic regression model

to predict att-omission, using the following predictors: time, distance between

kommer and the main verb; voice of the main verb; presence of the syntactic

subject of kommer; the presence of another att before or after the construction of

interest; the number of infinitives embedded in the construction; the attraction

of the infinitive to the construction (the conditional probability of the infinitive

given the construction).

The performance of the models on the random split is reported in Table 8.5.

Comparing the performance with the baselines in Table 8.4, we can see that for

accuracy, the improvement over the baseline ranges from to 0 points (Twitter)

to 6 points (Bloggmix). All models overpredict the most frequent outcome, for

Bloggmix and Familjeliv dramatically so.

8.5.3 Predicting with BERT

Table 8.6 compares the results of sentence scoring and fine-tuning on kommer

(att). The non-fine-tuned BERT performs poorly for all corpora, even worse
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corpus accuracy balanced accuracy

Bloggmix 62 (6) 59 (9)

Familjeliv 65 (1) 54 (4)

Twitter 67 (0) 52 (2)

Table 8.5: All values in %. The numbers in parentheses show improvement over the

majority baseline, the numbers in square brackets show difference from

the true proportion.

than the majority baseline. One of the reasons clearly is that the model strongly

prefers predicting att, while the most frequent outcome in the actual corpora is

omission. This effect certainly reflects the properties of the pretraining set of

KB-BERT (Malmsten et al. 2020). This contains more formal texts and older

texts than our social-media corpora do, and omission must occur less frequently

there.

When we fine-tune the model, however, we see a considerable increase in

performance. The fine-tuned BERT beats logistic regression by a margin which

ranges from 2 to 9 points for accuracy and from 6 to 11 for balanced accuracy.

The results, however, vary across corpora. Interestingly, the corpus with the

lowest baseline (Bloggmix) yields the best performance (not only improvement

over baseline, but also absolute performance). For Bloggmix, the model closely

matches the actual frequency of omission, while for both Familjeliv and Twitter

it overpredicts omission.

Sentence scoring Fine-tuning

corpus Acc. BA

pred.

=

omiss.

Acc. BA

pred.

=

omiss.

Bloggmix 51 (-5) 56 (6) 13 [-43] 71 (15) 70 (20) 55 [-1]

Familjeliv 42 (-22) 53 (3) 10 [-54] 67 (3) 60 (10) 78 [14]

Twitter 39 (-28) 53 (3) 8 [-55] 69 (2) 64 (14) 74 [7]

Table 8.6: All values in %. BA = balanced accuracy, Acc. = accuracy, pred. = predic-

tion, omiss. = omission. The numbers in parentheses show improvement

over the majority baseline, the numbers in square brackets show difference

from the true proportion.

Model agreement (the similarity of predictions) is reported in Table 8.7.

Judging by the stricter measure (alpha), there is no agreement at all, while accu-

racy (less reliable, but more interpretable measure) shows that many predictions

coincide, but clearly much less than in the case of the dative alternation.
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Corpus Krippendorff’s alpha Accuracy

Bloggmix 14 62

Familjeliv 6 75

Twitter -3 75

Table 8.7: Agreement between the predictions of fine-tuned BERT and logistic re-

gression models.

8.5.4 Token importance

Unlike with the dative alternation, we do not know what exactly the model is

likely to be looking at, since the regression modeling did not reveal any useful

predictors. In order to do an exploratory analysis, we visualize how relative

importance is affected by token position with relation to kommer. We renumber

all tokens so that kommer has id 0, the preceding token -1, and so on. The

number 1 is always reserved for att, if it is present. If not, we skip token number

1 and number the token immediately after kommer as 2, the next token 3, and

so on.

Otherwise the procedure is the same as for the dative alternation. Since the

kommer (att) datasets are large and the importance analysis is computationally

expensive, we do not run it for Familjeliv, where we have the largest dataset

and the worst performance.

For the other two corpora, we visualize the distribution of normalized im-

portances for kommer and 10 closest linear positions (5 on each side) in Figure

8.2.

The importance values peak around the kommer (att) construction, with att

being the most important token followed by its nearest neighbor to the right

(usually the main verb). For Twitter, the token 3 and kommer are also more

important than the rest, for Bloggmix, this difference is marginal. All other

medians are virtually zero, and as the distance from the construction increases,

the whiskers’ range decreases. For Bloggmix, the medians of positive and

negative medians are often at very similar distances from the median of all

values. For Twitter, this is less often so.

We also compare the average importance of different parts of speech. The

analysis does not reveal any interpretable patterns (see Appendix C).

8.5.5 Additional features: time and inter-individual variation

In this section, we address RQ5: can BERT performance be improved by en-

riching the input with additional features.
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Figure 8.2: Comparison of average normalized importances for the tokens around

kommer. The green circles mark the median positive value (pushing

the prediction towards omission), the green triangles mark the median

negative value (pushing towards att). Numerous outliers are not shown.

The width of the boxes depends on the number of relevant observations.

8.5.5.1 Time

Unlike the dative alternation, the kommer (att) construction is in a state of a

rapid change, which is especially clear in social media. Between 2003 and 2020,

for instance, the overall proportion of att-omission in Familjeliv changes from

approximately 30% to 70% (Berdicevskis et al. 2024). It is reasonable to test

whether adding information about the date when a given sentence was written

will help the fine-tuned BERT to make better predictions.
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Fine-tuning with year and month

corpus Accuracy BA prediction = omission

Bloggmix 71 (0) 71 (1) 56 [0]

Familjeliv 69 (2) 62 (2) 78 [14]

Twitter 70 (1) 65 (1) 68 [1]

Table 8.8: BERT’s performance on input enriched with timestamps. All values in %.

The numbers in parentheses show improvement over the fine-tuned results

without extra features, the numbers in square brackets show difference

from the true proportion.

We do this by appending the year and month to the end of the input text.

As can be seen from Table 8.8, adding time has a very small positive effect on

BERT’s performance. It should be noted that this run of BERT matches the

logistic regression model structure most closely, since regression also has time

among the predictors.

8.5.5.2 Inter-individual variation

Another property of the kommer (att) case is that the rate of att-omission varies

very strongly across individuals (see Appendix F). It makes sense to test whether

adding information about the author of the text will help the fine-tuned BERT

to make better predictions. We did this by appending the author’s user name to

the end of the input text. As can be seen from Table 8.9, that strongly increases

the models’ performance. However, we find it fair to change the baseline ac-

cordingly. We introduce an author-based majority baseline. For every author,

we calculate which variant they more often use in the training set and always

predict this variant for this same speaker in the test set. If the frequency of the

variants is equal or if the speaker is not present in the training set, the variant

which is more frequent in the whole training set is predicted (as in the majority

baseline). For Familjeliv, the enhanced baseline is based on the subset BERT

was trained on.

The baselines go up even more than the performance, and the improvement

over baselines are either small or even negative.

Bloggmix, for which BERT’s performance has already been the highest one,

saw the highest increase of 10 points from adding the information about the

author (cf. Table 8.6). In Appendix C, we show that Bloggmix has the highest

sentence-to-author ratio and the lowest proportion of “unseen” authors in the

test set, which may enable BERT to learn the style of every author better. We

also compare performance on “seen” and “unseen” authors and conclude that
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Baseline Performance prediction

=

omission
Corpus accuracy

balanced

accuracy
accuracy

balanced

accuracy

Bloggmix 79 78 81 (10, 2) 81 (11, 3) 53 [-3]

Famijeliv 71 64 69 (2, -2) 65 (5, 1) 69 [5]

Twitter 73 68 75 (6, 2) 71 (7, 3) 69 [2]

Table 8.9: BERT’s performance on input enriched with author IDs. All values in %.

The first number in parentheses shows improvement over results without

extra features (cf. Table 8.6), the second number shows improvement over

the author-based majority baseline, the numbers in square brackets show

difference from the true proportion.

for Bloggmix, BERT does seem to be learning something about the individual

styles (even when author IDs are not present, though to a lesser extent). The

situation with Familjeliv and Twitter, however, is much less clear.

Adding information about both time and author does not lead to any im-

provement (see Appendix H).

8.6 Discussion

We summarize the most important results in Table 8.10.

The results for the kommer (att) construction vary strongly across datasets

and conditions, but some trends can be detected. Fine-tuned BERT is always

better than regression, and the differences are more pronounced for balanced

accuracy.

As we have already seen, fine-tuning is essential for BERT’s (limited) suc-

cess. That means that certain latent features are present in the contextual word

embeddings although not explicitly encoded for its pre-training objective. Sen-

tence scoring gives worse results than it did for the dative alternation, probably

because our datasets are more different from the pretraining set. By BERT in

this section we will hereafter mean ‘fine-tuned BERT’.

Both BERT and regression perform noticeably worse for the kommer (att)

construction than for the dative alternation. For Bloggmix, BERT’s performance

is quite good, and the absolute improvement over baseline in accuracy (+15) is

even larger than it was for the dative alternation (+9). Note, however, that the

range for potential improvement was 46 points for Bloggmix (15 = 33%) and

only 13 for dative (9 = 69%). Besides, the balanced accuracy shows a different

picture: (+39 for dative, +20 for Bloggmix). Most importantly, the performance

on Twitter and Familjeliv is clearly worse.
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Accuracy Balanced accuracy

Baseline Regr. BERT Baseline Regr. BERT

Dative

Szmrecsanyi

et al.
87 95 96 50 88 89

Kommer att

Bloggmix 56 62 71 50 59 70

Familjeliv 64 65 67 50 54 60

Twitter 67 67 69 50 54 64

Bloggmix +

author IDs
79 - 81 78 - 81

Familjeliv +

author IDs
71 - 69 64 - 65

Twitter +

author IDs
73 - 75 68 - 71

Table 8.10: Summary of the main results. All values are percentages. BERT = fine-

tuned BERT, Regr. = regression. Best result for each dataset is boldfaced.

Unlike with the dative alternation, the agreement between regression models

and fine-tuned BERT is low.

When it comes to the importance analysis, we have shown that BERT is

paying particular attention to the auxiliary verb kommer, to the marker att (if

it is present), to the main verb and other tokens that are linearly close to the

construction. Again, as in the case of the dative alternation that the model looks

at kommer and att indicates that it “understands” what the question is about.

These tokens on their own, however, cannot help to make predictions. The focus

on the main verb, however, is not surprising: different main verbs have different

rates of att-omission (Persson 2005). Paying marginally higher attention to

other tokens in proximity is also understandable, since they are more likely to

be syntactically and semantically related to the construction. The token before

kommer is likely to be its subject, the token after the main verb is likely to be its

immediate dependent, and the analysis by (Berdicevskis et al. 2024: 234–235)

suggests that the properties of these tokens may have a certain influence on att-

omission, even though they are not effective as predictors. We were, however,

not able to identify any specific features that could be reintegrated into the

regression models.

Adding information about time yields only a small improvement, while

adding information about the author a much larger one, but the effect again varies
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across the datasets. If, however, we enrich the baseline model by letting it use

the information about authors, the baseline goes up, too, and the improvement

over the enhanced baseline is marginal.

The different behavior of the datasets in this respect seems to be connected

with howmuch information about each author the model is able to learn from the

training set, and how many sentences by previously unseen authors it encounters

in the test set. The analysis in Appendix C suggests that BERT is clearly learning

something about the style of each individual author for Bloggmix, and it is

probably happening even when it does not see the explicit author IDs. The

model probably learns to associate other features of individual style (e.g. att-

omissions in other similar constructions) with the variable in question, and apply

this knowledge. Whether it does that for the other two datasets is much less

clear.

On the whole, our study suggests that the att-omission is inherently less

predictable from the language-internal factors available in the written text than

the dative alternation. That is true only if BERT is an adequate tool to estimate

upper bounds of predictability of a variable, but testing on the dative alternation

suggests that it may be so. This conclusion may be further verified, for instance,

by testing whether native speakers can predict variation better than BERT (cf.

experiments by Bresnan & Ford 2010 and Engel et al. 2021), and, of course, by

applying LLMs to other variables in other languages. If further research also

shows that LLMs are able to predict as much as can be predicted, LLMs can

become a useful tool of estimating predictability, which would be of interest

for socio- and psycholinguistics.

Note that we cannot exclude that att-omission can be more successfully

predicted if extralinguistic information (or, more generally, information not

available in the written text), is taken into account. We have tested adding some

extralinguistic information (time and author), but more factors can be potentially

relevant. If there is systematic variation between different groups, then knowing

the properties of the author (age, gender, education level etc.) might improve

predictions. Knowing the register of the text might help too (att-omission is

known to be less frequent in more formal texts). Finally, human speakers are

not static entities, they adapt their language use to context and situation, and

use language creatively to express attitude, identity and social meaning (Eckert

2012). If relevant features (addressee and their relation to the speaker; purpose

of the utterance; context; situation etc.) can be somehow coded and used in

training, that may also improve predictions.

It may also be that language-external features are correlated with language-

internal features and are already being picked up by BERT to some extent (as it

seems to be the case with author information).
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Yet another potential question is whether there are any systematic differences

between predictable and less predictable variables. Can it be that if a variable

is less strictly determined by language-internal factors, it has more potential

to acquire a social meaning, e.g. vary across speakers or registers? Our two

case studies fit in this picture: while we did not run formal test, it seems safe to

assume that the att-omission varies more across both speakers and registers (note,

however, that the dative alternation also varies across registers in a complex

way, see Engel et al. 2021).

8.7 Conclusions

We can now answer our original research questions.

RQ1. Can BERT match the high performance of Bresnan et al.’s logistic

regression model on dative alternation?

Yes, and BERT’s performance is even slightly higher than that of the regres-

sion models or other methods (MBL, NDL, SVM, BN) explored by Baayen

(2011) and Theijssen et al. (2013). This implies that BERT is capable of finding

in the raw text certain features that make it possible to predict the outcome.

RQ2. Can BERT exceed the low performance of Berdicevskis et al. (2024)’s

regression models for att-omission?

Yes, in this case BERT always performs better than the logistic regression

models do, and for Bloggmix, by a large margin. The differences are larger if

we measure balanced accuracy, implying that BERT relies less on predicting

the majority label and better matches the true distribution.

RQ3. Can BERT predict variation in the two constructions without fine-

tuning?

No, fine-tuning is essential for BERT’s success. Non-fine-tuned BERT tends

to predict the label which was more frequent in the pretraining set.

RQ4. Which information does BERT use in order to make successful predic-

tions? Can we identify new predictors which can be successfully reintegrated

into regression models?
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For the dative alternation, the evidence suggests that BERT looks at approxi-

mately the same features that Bresnan et al. use in the regression models. For the

kommer (att) construction, the situation is less clear. Token importance analysis

shows that BERT pays most importance to the construction in question, includ-

ing the main verb, and the tokens in immediate linear proximity. We were not

able to extract any specific interpretable features that could be used as predictors.

RQ5. Can BERT’s performance on the kommer (att) construction be im-

proved by explicitly adding to the input extra features?

Adding year and month yields small improvements. Adding information

about the author yields considerable improvement in absolute performance,

especially for Bloggmix, but we deem it necessary to enrich the baseline with

the same information, which essentially nullifies the improvement over baseline.

Further analysis suggests that for Bloggmix, BERT is able to learn something

about individual styles and apply it during testing.

RQ6. To what extent is the att-omission in kommer (att) predictable from

the information available in the written text?

The performance of all models on the att-omission is worse than on the

dative alternation. If BERT is an adequate tool for estimating the upper bounds

of predictability (and the dative study suggests it is), then kommer (att) must

be inherently less predictable from language-internal factors than the dative

alternation.

8.A Fine-tuning thresholds

8.A.1 MLM-scoring

To account for any potential systematic preference from the pseudo-likelihood-

score for one outcome or the other, we introduce a bias k and consider the

prediction correct only if the difference between scores of the original and

manipulated versions is larger than the bias (and not 0). We evaluate the sentence

scoring with k in the interval of [−10,−10] with steps of 0.2 and pick the k
with the highest accuracy on the training data to test on the test data. Naturally,

the results of this procedure are not interesting if they do not reach higher than

the majority baseline (if k gets large enough the results will be the same as the
majority baseline). Since the results of this procedure did not reach higher than

a majority baseline outcome, we do not include this in our results.
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8.A.2 Logistic regression

For each possible value of c in the interval of [0.25, 0.75] with steps of 0.01,
we test the accuracy of the model’s predictions on the training set given this

threshold, select the threshold which yields the highest accuracy and use it

when making predictions for the test set. Note that this adjustment procedure

optimizes the accuracy, but not the balanced accuracy.

8.B Calculating token importance

Unlike the final evaluation, this analysis is performed at the intermediate stage

of the back-and-forth transformation, when each sentence exists in two versions

(original and manipulated).

Token importances produced by the Integrated Gradient method can be

positive (which means that seeing this token pushed model towards making

the decision it actually made) or negative (which means that seeing this token

pushed model away from making the decision it actually made).

First, we sum up absolute values of token importances within each sentence

to get a “sentence importance”. After that, we calculate the normalized impor-

tance of each token by dividing its importance by the sentence importance. The

purpose of normalization is to create values that would be more comparable

across sentences. Note that we ignore the sign when calculating sentence im-

portance, otherwise there is a large risk that positive and negative values cancel

each other out, and the normalization will not really work. When calculating the

normalized importances of the tokens, however, we keep the sign. It means that

the sum of all normalized importances within a sentence can be smaller than 1,

but it can never exceed 1 (the procedure is equivalent to L1-normalization).

We ignore special tokens ([CLS], [SEP] and [PAD]). We treat [UNK] tokens

in the same way as usual tokens. We exclude the sentences where the [CLS]

token is missing (very long sentences where the beginning was not included

into the 128-token window, see Section 8.3.4).

BERT does further tokenization on the already segmented tokens. The most

notable difference is that BERT splits certain tokens into subtokens, marking

such splits by ##. The English word scoff, for instance, is split into s, ##co and

##ff. We merge such splits back and sum the respective normalized importances.

After that, we transform the sign of the importance so that positive values

always indicate influence towards the more frequent outcome (D or omission)

and negative towards the less frequent outcome (P or att). In other words,

we keep the sign when the prediction is D or omission and invert it when the

prediction is P or att. The purpose of that is to make the values across all possible
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sentences comparable, regardless of the actual outcome, the status of the version

(original or manipulated) and the prediction of the model (correct or wrong).

In the kommer (att) datasets, there are more differences in tokenization than

BERT simply splitting tokens and marking the split by ##, therefore we perform

an additional check: we check whether the word kommer (in the construction of

interest) gets the same id according to both tokenizers and exclude all sentences

where it does not.

8.C Additional details of the data preparation

8.C.1 General note

For simplicity’s sake, we refer to our datapoints (observations) as sentences,

although this is not entirely technically correct. In the dative datasets, the ob-

servations are parts of oral speech recordings, and they may consist of several

sentences of units smaller than a sentence. In the kommer (att) datasets, an

observation is an occurrence of the relevant construction. The whole sentence is

provided as a context, but since a sentence can contain more than one relevant

construction, it can occur several times in the dataset. Besides, some contexts

may be longer or shorter than a sentence due to imperfect sentence segmentation

in the original corpora.

8.C.2 The dative alternation: cleaning up the dataset and creating the manipu-

lated sentences

We remove all instances labeled as “questionable” in the dataset. In order to

create the manipulated versions of the sentences, we use the columns “Verb”,

“Theme” and “Recipient” and test whether the sentence contains the sequence

VERBTHEME toRECIPIENT if it was labeled as P (prepositional dative), or the

sequence VERBRECIPIENT THEME if it was labeled as D (ditransitive dative).

We remove some of the additional tokenization added by the dataset creators

(e.g. whitespaces before apostrophes or the n’t contraction). If the sentence does

contain the relevant sequence, we replace it with the alternative sequence. If

the sentence does not contain the sequence, we exclude it from consideration.

This happens, for instance, when some words in the columns “verb”, “theme”

or “recipient” are spelled not exactly as in the original utterance (“ID” instead

of “I-D”, “icecream” instead of “ice-cream”), or when some punctuation marks

disappear (original: “gave me, like, cookies”; reconstructed sequence: “gave

me like, cookies”), or when false starts, hesitations and repetitions are kept in

the original, but removed from the other columns, and so on.



194 Gauging linguistic variation using LLMs

8.C.3 The kommer (att) datasets

The kommer (att) construction is known to be in a state of rapid change, while

the dative alternation is believed to exhibit diachronically stable variation. That

makes the variables less comparable, especially if we use the results of the main

study by Berdicevskis et al., where the train-test split is chronological (the past

is used to predict the future). Instead, we use the results for the random split

(Berdicevskis et al. 2024: Appendix D). While the distribution of variants across

time is still certainly much less uniform than for the dative alternation, it is

similar in the train and test set, which we believe mitigates the difference.

See Berdicevskis et al. (2024) for the description of how the datasets were

created from the source corpora.

8.D Detailed analysis of importance values for the dative alternation

We choose the six binary predictors from Szmrecsanyi et al. (2017) and compare

the median importance values for (1) sentences where the value of predictor is

known to favor D and (2) sentences where the values of predictor is known to

favor P. Note that “is known to favor X” in this context means ‘increases the

odds of X (compared to the other possible value)’ according to Szmrecsanyi

et al. (2017: 20) and not necessarily ‘makes X the more likely outcome than Y’.

This time, we calculate the median over all values. The results are summarized

in Table 8.D1.

If we compare the D and P rows for each predictor, we see that the sign

of the difference between the importance values is almost always as expected:

P-favoring values yield smaller values (though seldom negative, but this always

can be expected, since there are few cases when P actually should be predicted).

The single exception is verb for the animacy of theme (but note that the D-

favoring value is represented only by 8 sentences in this case).

If, however, we look at which category is most affected, the results are

somewhat unexpected (cf. the shaded columns and the boldfaced values). Note,

however, that when comparing the two predictor values, we do not control for

all other predictor values being equal, which may affect the results.
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Predictor Median importance

Locus Param.
Value

Fa-

vors
Sents.

verb rec. theme rest

Pronoun D 580 0.18 0.13 0.03 0.01
Type

Other P 91 -0.06 0 -0.01 0

Anim D 620 0.17 0.13 0.03 0.01
Anim

Inanim P 51 0.15 0.02 0.02 0

Def D 654 0.17 0.12 0.03 0.01

Reci-

pient

Def’-

ness Indef P 17 0.05 0 -0.03 0

Pronoun P 550 0.18 0.13 0.03 0.01
Type

Other D 121 -0.01 0.03 -0.02 0

Anim P 663 0.17 0.12 0.03 0.01
Anim

Inanim D 8 0.19 0.05 0 0

Def P 458 0.19 0.12 0.03 0.01

Theme

Def’-

ness Indef D 213 0.12 0.1 0.02 0

Table 8.D1: Median importance of different categories across predictor values. The

shaded columns are those where we would expect to see the largest

differences between the rows, the boldface shows those categories where

the differences for a given pair of rows actually is largest.

8.E Token importance per part-of-speech for the att-omission variable

We analyze importance by part-of-speech tags in the same way as we did with

linear positions. Each word in the original corpora was tagged before using it

for BERT using the part-of-speech tagger which comes with the spaCy Swedish

model. The tags are based on the Universal dependency part-of-speech schema42

except for the tokens added by the BERT tokenizer which naturally were not

tagged. The results are visualized in Figure 8.E1.

Similarly to the linear position analysis in Section 8.5.4 (Figure 8.2), we

see that there is high importance given to particles, which is most probably the

effect of the particle att. Otherwise, in Bloggmix importance is quite evenly

spread out across all part-of-speech tags and most part-of-speech tags do not

stand out. For Twitter, a few part-of-speech tags stand out with slightly higher

importance, i.e. the verb, auxiliary verb. Overall, however, the results do not

point towards any systematic trends of part-of-speech that could be re-used for

prediction.

42http://universaldependencies.org/u/pos

http://universaldependencies.org/u/pos
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Figure 8.E1: Comparison of average normalized importances for different parts of

speech. The green circles mark the median positive value (pushing

the prediction towards omission), the green triangles mark the median

negative value (pushing towards att). Numerous outliers are not shown.

The width of the boxes depends on the number of relevant observations.
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8.F Interindividual variation

Figure 8.F1 and Table 8.F1 provides a bird’s-eye view of interindividual varia-

tion in the datasets. We concatenate training and test sets, exclude speakers/au-

thors that produce less than five sentences and for each included author calculate

the proportion of the variant which is more frequent in the whole dataset (D for

the dative alternation, “omission” for att-omission).

The dative dataset exhibits much less variation than any of the kommer (att)

datasets, and it is unlikely to be caused solely by the differences in the number

of speakers. On the contrary, the variation in the dative dataset can actually be

overestimated, since it is probably at least to some extent caused by uneven

distribution of factors that strongly affect the dative alternation across authors. A

detailed investigation of whether it is so lies beyond the scope of this study. An

indirect piece of evidence, however, is that the author-based majority baseline

(see Section 8.5.5.2 in the main text) for the dative dataset is lower than the

simple majority baseline for accuracy (81% vs. 87%) and the same for balanced

accuracy (50%). For the kommer (att) datasets, the author-based baselines are

much higher than the simple majority baselines (see Table 8.9).

dative bloggmix familjeliv twitter

#speakers 217 1526 36605 2860

Mean absolute deviation

from the mean
0.13 0.22 0.21 0.2

Table 8.F1: Descriptive statistics for variant proportions in the production of indi-

vidual authors (authors with less than five occurrences of the variable

excluded).
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Figure 8.F1: Variant proportions in the production of individual authors (authors

with less than five occurrences of the variable excluded).

8.G Detailed analysis of the effect of enriching the input with author IDs

In Section 8.5.5, we saw that Bloggmix experienced the highest increase of 10

points from adding the information about the author. A potential reason for this

effect is that out of the three datasets, Bloggmix has the smallest number of

different authors and the highest sentence-to-author ratio (cf. Table 8.4), which

may enable BERT to learn the style of every author better. In Table 8.G1, we

provide the median numbers of these ratios for all datasets (once again, the data

for Familjeliv are based on the subset BERT was trained on). We also provide

the proportion of those authors in the test sets that are not present in training

sets, as well as the proportion of sentences written by such “unseen” authors.

The proportions are lowest for Bloggmix (best performance) and highest for

Familjeliv (worst performance).
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Corpus

median

n. sents.

per author

(train)

median

n. sents.

per author

(test)

unseen

authors

in test, %

sents. by

unseen

authors

in test, %

Bloggmix 9 3 3 0.4

Famijeliv 1 1 74 38

Twitter 1 1 39 21

Table 8.G1: Author distributions across datasets.

It seems that if the test set contains the authors BERT already has seen, the

task becomes easier for the model. To test this hypothesis more explicitly, we

compare how fine-tuned models with and without information about author IDs

perform on “seen” and “unseen” authors, see summary in Table 8.G2.

Accuracy Balanced accuracy

corpus seen unseen seen unseen

bloggmix 68 65 47 34

familjeliv 67 66 40 33

twitter 69 76 42 39

bloggmix + author IDs 78 73 50 38

familjeliv + author IDs 67 65 39 33

twitter + author IDs 74 76 44 38

Table 8.G2: Model performance on those authors in the test sets that are (“seen”) and

are not (“unseen”) present in the training sets. All values are percentages

(macroaveraged across authors).

For all corpora, the performances are lower than those reported in Table

8.9. The reason is that in Table 8.G2, we report macroaveraged values across

authors, i.e. the performance of the model on every author gets an equal weight,

regardless of the number of sentences written by the author. The large number

of authors who wrote few sentences and got low scores pulls the average values

down.

For Bloggmix, the trend is exactly as expected: regardless of the metric, the

model performs better on seen authors and themodel performs better if it has seen

author IDs. For Familjeliv, the only clear difference is that balanced accuracy is

higher for seen authors. For Twitter, the picture is confusing. Accuracy shows

that performance on seen authors is worse than on unseen authors (though the

difference diminishes if the model has seen the IDs). Balanced accuracy shows
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small difference in the other direction (and a small increase in performance on

seen authors if the model has seen the IDs).

It should be noted that the metadata we are relying on when adding author

IDs does contain some noise. First, it does not reflect that blogs in Bloggmix

and microblogs in Twitter can be collectively authored, i.e. that sentences which

get the same author id can actually be written by different people. Second, at

the Familjeliv forum the users may in some cases hide their actual username (to

protect privacy) and use a temporary alias instead (i.e. sentences with different

author IDs can actually be written by the same person). Filtering away all

sentences signed by temporary aliases does not change the overall picture for

Familjeliv.

8.H Adding time and author information to BERT’s input simultaneously

Fine-tuning with year, month and author

corpus Accuracy BA prediction = omission

Bloggmix 81 (0) 81 (0) 55

Familjeliv 69 (0) 67 (2) 64

Twitter 75 (0) 69 (-2) 72

Table 8.H1: BERT’s performance on input enriched with timestamps and author IDs.

All values in %. The numbers in parentheses show improvement over

the results with author information only.
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