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Abstract—Assessing the safety and reliability of automotive
software systems is challenging, along with knowing which
metrics to use to verify intended functional and non-functional
requirements. Additionally, the lack of context definitions and
ambiguities in metrics, are further issues found in the automotive
supply chain. This study presents findings on exploring and
comparing common safety and reliability metrics in literature
and their applications in an automotive perception system under
implementation. It also investigates how targets set in safety and
reliability metrics are adapted in the development of percep-
tion systems in a practical multi-party development scenario.
Facilitating Multi-Party Engineering of Requirements (FAMER),
is a collective research group of automotive companies and
research institutes in Sweden. A multi-methodological approach
was applied in this research study, involving a literature review,
followed by a case study on the SMIRK prototype, and a focus
group with representatives from a Research Institute, Original
Equipment Manufacturer (OEM), Tier 1, and Tier 2 automotive
companies in FAMER.

Index Terms - requirements, safety, reliability, metrics, pedes-
trian emergency braking system, automotive supply chain

I. INTRODUCTION

For many perception systems used in production in today’s
automotive industry, there are concerns regarding their
safety and reliability. In automotive software development, a
process framework named Software Process Improvement and
Capability Determination (SPICE), specifically the variant
"Automotive SPICE", incorporates activities to assess the
software and hardware modules implemented, comparing
to a defined collection of standards or requirements [1].
While it consists of assessment methods and guidelines for
software, it does not succeed in being tailored for automotive
perception systems following Data-Driven Development in the
automotive domain and demands more improved performance
indicators for their assessment [1]. Particular processes from
SPICE, such as SWE.5 (Software Integration and Integration
Verification), are especially ranked low in addressability to
Data-Driven Development, as per Falcini et al. [1].

For assessing the intended functionality of software
systems, metrics are used, which are recorded and analyzed
during the assessment of software, in order to test whether the
system performs in accordance with pre-defined requirements.
This investigation aims to identify and report safety and
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reliability-based metrics by studying academic literature, as
well as a specific case of an ML-driven pedestrian emergency
braking system, "SMIRK", under development by RISE
Research Institutes of Sweden. The research particularly
focuses on the non-functional requirements of reliability and
safety in an ML-based automotive perception system.

Developing conventional and ML-based automotive
perception systems is challenging and requires extensive
focus on Functional Requirements (FRs) and Non-Functional
Requirements (NFRs). They are assessed to ensure that
the systems function according to the expectations of their
intended functionality, such as avoiding a hazardous collision
with pedestrians in the surrounding regions of the vehicle.
Recently, more emphasis has been placed on identifying
and evaluating NFRs and performance indicators that are
significant to systems that rely on ML. In the context
of NFR measurement and verification for ML systems,
a paper has been written by Hamid et al. [2], focusing
mainly on investigating i) the perspectives of industrial
and academic professionals on NFRs, ii) the significance of
NFRs on ML-driven systems, iii) measurement tactics and
collection process across all NFRs in industry, and iv) NFR
measurement related difficulties and setbacks.

Using ML-based techniques contributes to creating
advanced automotive systems that interact based on their
surroundings and learn from perceived data. Therefore,
questions are associated with choosing the right metrics
in safety and reliability assessment while assessing
conventional automotive perception systems, and those
with ML components. This limits the extent to which intricate
safety scenarios and metrics can be defined for them, as
a result, slowing down their widespread adoption in the
automotive industry [3].

ML-based perception systems are developed, and are part
of Advanced Driver-Assistance Systems (ADAS) in a vehicle,
which perceive their environment and produce warnings or
alerts to the driver regarding their direct surroundings if a
hazard is detected. Technologies such as Front/Back Collision
Detection, Adaptive Cruise Control, Lane Change Warnings,



and Pedestrian Detection [4] are examples of such perception
systems, that include ML components. As per data and
research by Yue et al. [4], the crucial role of metrics, as well
as defined safety assessment strategies along the automotive
development process, was revealed. On top of the choice of
metrics and measurement targets, the safety- and reliability-
assessment methodology itself is also a driving factor for an
effective assessment of an ADAS [4]. Additionally, the goal
of such safety-critical perception systems is to perform as
per their intended functionality, while prioritizing safety and
minimizing the likelihood of fatal failures. Currently, in the
domain of automotive development, a variety of metrics are
used for the assessment of automotive perception systems,
such as Time-To-Collision (TTC) with an obstacle, as well as
measuring the failure rate for different event scenarios, like
Near-Crash Rate, or detecting a risk of failure, and providing
an alert (Alert Rate) [4].

However, despite NFRs such as safety and reliability
playing a crucial role in the development of ML systems,
much of the work carried out on showcasing metrics
used in the assessment of automotive perception systems
predominantly focuses on conventional software systems
rather than ML-enabled systems. Therefore, defining clear
measurement targets and a more practical and pragmatic
verification process, all from requirement identification and
elicitation to procedural adjustments along the development
process, can aid in better evaluating reliability and safety, and
help assess whether such systems are safe and reliable.

In particular, Habibullah [5] raises the issue of validating
NFRs with corresponding target metrics that hold special
significance for ML systems. Therefore, the development
of an ML-based automotive perception system should be
investigated since designing and assessing conventional, and
ML-integrated software can follow different processes [6].
Hence, it should be investigated how the measurement targets
for safety and reliability truly provide an accurate assessment
of the quality attributes in an automotive perception system.

Machine Learning (ML): ML is a part of Artificial Intelli-
gence, and it allows systems to train on a pre-defined collection
of training examples, derive relationships, and generate predic-
tions for new cases. The progressive refinement/improvement
of ML models relies on its capability to identify patterns in the
features of the training data to be able to predict new scenarios
based on learned associations from training [5].

Non-Functional Requirements (NFRs): NFRs can be de-
fined as a set of requirements that specify the capabilities and
limitations based on the quality of a system [7]. In the same
context, an attribute (such as accuracy, performance, etc.) or
system constraint is termed an NFR [8].

Safety: As described by Bell [9], safety is the “freedom
from unacceptable risk of physical injury or of damage to
people’s health".

Reliability: It can be defined as the capability of the system

to carry out particular predefined tasks adequately within a set
amount of time and under specific conditions [10].

II. RELATED WORK

A. Current NFR Measurement Techniques in ML-based Sys-
tems

According to the research survey findings by Hamid et
al. [2] among professionals from different sectors within
industrial and academic backgrounds, quantifiable NFRs are
evaluated through statistical assessment of, e.g., F1 score,
Precision, and Recall. Moreover, the findings also state that the
factors that impact the NFR measurement are i) system context,
i) alternative NFRs and measurement methods specified for
either individual components or the entire system, and iii) data.
Several evaluation setbacks and difficulties have also been
mentioned in their research findings, particularly the absence
of NFR measurement standards [2].

B. Role of NFRs in Multi-Party Automotive Development

Obstacles still exist related to the integration and assessment
of ML components, in systems with safety and reliability
being important, e.g., self-driving cars. One such obstacle is to
verify ML-system compliance with the required NFR specifi-
cations [11] (e.g., reliability, safety, performance, etc.) [S] and
have communication within different organizations involved
in the development of such automotive perception systems.
The automotive industry consists of a collection of suppliers
that are involved in the development, from Original Equip-
ment Manufacturers, followed by Tier 1 suppliers involved in
manufacturing and integration of vehicle systems, and Tier 2
suppliers, responsible for the physical components and/or data
suppliers [12]. It raises questions regarding whether safety and
reliability metrics and targets can differ based on different
automotive supply chain organizations, which is also to be
investigated.

C. Reliability and Safety Measurement Approaches

A similar investigation to this research topic was conducted
by Willers et al. [3], covering concerns and mitigation prac-
tices to evaluate the safety of automotive perception systems.
It was pointed out that despite choosing metrics carefully,
the model’s true safety may be judged differently, and the
quality can be underestimated or overestimated. Additionally,
in perception systems, measuring their capability to perform
based on the particular safety case or requirement instead of
a generalized assessment can aid in giving a more realistic
measurement of the system’s safety.

Another related work is from Yue et al. [4], encouraging
a modified approach and laying a framework for conducting
more effective crash avoidance tests for automotive perception
systems. Properties such as driver bias, planning of testing
strategies in a test case, estimation techniques, and test con-
ditions played a role in the assessment quality. However, the
research did not extensively cover the role of choosing metrics
for assessing system qualities such as safety and reliability,
which is investigated further in this paper.



D. The Need for Safety and Reliability in ADAS Technologies

Additionally, Perez-Cerrolaza et al. [13] also presented
the importance of safety and reliability in Advanced Driver
Assistance Systems (ADAS) in their work. It was brought
forward that an ADAS is developed to identify potential
road hazards using a machine learning algorithm trained on
specific data types. However, if the system comes across an
unusual situation it was not trained for, or has not seen before,
it might fail to perform its safety function correctly. This
failure could occur despite the electronic components working
adequately. So, due to the lack of reliability of the ML-based
automotive perception system and its incapability to adapt
and perform well in untrained situations, the system failed,
which rendered it unsafe to use in production. Therefore,
it is crucial to investigate safety and reliability metrics to
intricately develop and improve an ML-based automotive
perception system.

FAMER: Facilitating Multi-Party  Engineering  of
Requirements (FAMER) is a research group that is explored
for this thesis. The group aims to define models, and
strategies for building requirements for safe-perception
systems, involving multi-party collaboration in the automotive
industry. The researchers in this project investigate methods
and representations being used for specifying measurement
targets for NFRs, and for the scope of this study, the NFRs
of safety and reliability are selected. In addition, our paper
aims to address the aspects of NFR breakdowns, aimed at
identifying differences between the different involved parties,
in the automotive industry.

SMIRK: SMIRK is a pedestrian emergency braking
prototype based on the findings of a larger collaborative
project SMILE III, established to develop conformity between
the Deep Machine Learning (DML) based automotive
systems and the ongoing safety standard developments [14].
The project was conducted under the leadership of RISE
Research Institutes of Sweden, who also joined as partner in
the FAMER project. SMIRK was established to facilitate the
SMILE III project by creating a real-world ADAS system
representation. SMIRK is a automatic pedestrian detection
system prototype that uses the Assurance of Machine
Learning in the Autonomous Systems (AMLAS) framework
as part of its safety assurance strategy [15], as a pedestrian
emergency braking system prototype. Furthermore, SMIRK
uses several metrics to assess safety, and robustness as a type
of reliability, and employs various measurement strategies
and metrics to test its intended functionality, thus making
SMIRK an ideal case to explore.

III. RESEARCH METHODOLOGY

Problem Statement: The goal of this research is to
investigate the use of safety and reliability metrics in the
SMIRK system prototype and compare them with other
usages of metrics discovered through analyzing literature.

Furthermore, we investigate how such metrics for safety and
reliability assessment are used and adapted in a multi-party
environment, reported based on the varying needs and
requirements of organizations in different automotive supply
chain tiers.

The following research questions guided this study:

RQ1 Which metrics are used in the SMIRK project
and its related literature to measure reliability
and safety in ML-enabled automotive perception
systems?

This research question aims to gather insights about

current metrics and measurement practices used to assess
the safety and reliability of conventional and ML-based
automotive perception systems from analyzed literature, and
explore a specific case scenario of a pedestrian emergency
braking system prototype SMIRK, developed by the Research
Institutes of Sweden (RISE), a member in the FAMER project.

RQ2 How can the identified metrics be applied in a
multi-party development of ML-enabled automo-
tive perception systems?

The second research question aims to identify which
challenges occur while choosing suitable metrics for the
NFRs of safety and reliability in building perception systems
in an automotive engineering environment where multiple
organizations in the automotive supply chain collaborate.

A. Mixed-Methodology Approach

This investigation was an embedded, explanatory case study
within the FAMER research group, involving stages in relation
to the guidelines brought forward by Runeson et al. [16],

TABLE I
PICO ANALYSIS CONDUCTED FOR LITERATURE REVIEW.
Population Intervention Context Outcome
"automotive", "metrics", "re- "perception "safety",
"machine learning", quirements" systems", "reliability",
"ML systems" "advanced "measure-
driver ment",
assistance "assessment”
systems"
TABLE II

GENERATED SEARCH STRING FROM KEYWORDS, POST-PICO ANALYSIS
FOR LITERATURE REVIEW.

(automotive OR "machine learning")

AND

("metrics” OR "requirements")

AND

("perception systems" OR "ADAS" OR "advanced driver assistance systems")
AND

("safety” OR "reliability" OR "measurement” OR "assessment")




preceded by a literature review using forward- and backward-
snowballing approach. Our study contributes to FAMER’s goal
by bringing forward metrics for assessing automotive safe
perception systems in the domain of multi-party engineering.
This differs from a holistic case study, as particular intrinsic
properties of an automotive perception system, safety, and
reliability, are covered in depth for the scope of this research.

B. Literature Review

Firstly, a literature review using elements from a Systematic
Literature Review was conducted. These elements included
forward- & backward-snowballing and filtering literature
based on pre-defined inclusion and exclusion criteria. To
begin with, the literature review was carried out using a
seed paper from the SMIRK project to start the searching
process [15]. Relevant literature was found and collected
using ConnectedPapers, a tool to find interrelated publications
to the seed paper, via forward- and backward-snowballing.
The list received thus far consisted of papers that have been
referenced by the initial paper and similar works, as well
as papers that have referenced the initial papers and related
publications. From the list of papers received, the search
string in Table II was used, derived from conducting PICO
analysis [17] for grouping characteristics that are of interest
to the research goal and domain, in Table I. The inclusion
criteria for the literature review are selecting papers published
later than 2015, papers written in English, and papers from a
scientific journal. The step-wise process that was followed in
this stage is illustrated in Figure 1.

Before qualitatively analyzing the papers, a quality assessment
was done to certify the degree to which the research is
structured, analytical, and credible for use in this thesis.
Based on Kitchenham et al. [17], the following questions
were used to assess the quality of publications before being
included in the final selected list of literature.

o Was the research goal clearly described?

e Were the RQs clear and concise?

o Does the paper discuss the validity of the research it
conducted and the threats to validity?

« Was the methodology of the paper clearly defined?

o Were the findings relevant to the research goal?

The scoring for each question takes place by giving the
paper O points if the criterion is not met, 0.5 points if it is
partially met, and 1 point if it is adequately met [17]. This
was done collectively by the two researchers.

Data Analysis: The papers from the literature review were
qualitatively analyzed to understand and help draw similari-
ties between metrics in traditional vehicle perception system
development and ML-based automotive perception systems.
This was done by defining codes and themes related to RQ1
and measuring their frequency across the papers. Additionally,

TABLE III
QUALITY ASSESSMENT RESULTS OF THE EVALUATED LITERATURE.

20-3.0 3.0-40 4.0-50
[18], [19], [22], [23], [27], (28],
[20], [21] [12], [24], | [29], (301,
[25], [26] [31], [32]

the final score that each paper received, based on the quality
assessment, is shown in Table III.

C. Thematic Analysis of the Literature

From the seed paper [15], a total of ten papers were
found that referred to it, and those with related explorations
and research themes, along with ten papers which the seed
and its similar publications cited. After filtering papers
using the search string outlined in Table II, 9 out of the
initial 20 papers were considered relevant to the research
goal of this investigation. Additional papers were collected
from backward-snowballing the references mentioned in the
SMIRK source code repository'. The references mentioned
in the SMIRK repository were filtered using the same search
string to find the ones that are most relevant to our research
topic, resulting in 7 additional papers. Therefore, these 7
newly found papers referenced by SMIRK, combined with the
previous 9 papers, resulted in 16 papers that were finalized to
be included in the literature review stage of this thesis. Table
IIT outlines the list of papers that were accepted, as well as
the scores of each paper in the quality assessment.

The reflexive thematic analysis approach by Braun and
Clarke [33] was followed, in order to qualitatively analyze the
literature, and to discover concepts and interesting patterns
that can help answer RQ1. The same approach was used in
analyzing the focus group transcript to extract useful points
and themes to answer RQ2. The themes that were observed
in the collection of literature were the following:

o TI1. Reliability & Metrics

o T2. Safety & Metrics

o T3. Adversarial Attacks

o T4. ML Testing & Challenges

Upon doing the thematic analysis, the two researchers indi-
vidually coded the 16 papers and discussed them together to
address ambiguities and discuss findings from their qualitative
analyses.

D. Case Study

As part of the case study, internal documents in the
GitHub repository of SMIRK were analyzed, being the
System Test Specification, Data Management Specification,
ML Component Specification, and the System Requirements
Specification documents. This was done to get a deeper view

Uhttps://github.com/RI-SE/smirk/tree/main/docs



Research Question Formulation

RQ1—,

—— RQ2
1

Sample Selection
(5 participants from 3 automotive
companies and 1 research institute)

v v

Forward and Backward
Snowballing

v |

Read test protocols and
requirements specifications
from the SMIRK repository

v v

Conduct Pilot Study and Update
Question Set Based on Feedback

-

Seed Paper to commence
literature search

Creation of Focus Group
Question List for the Participants

Filtering Literature
with Search String

Inclusion/Exclusion Criteria

Quality Assessment Scoring Conduct Focus Group

Conduct Thematic Analysis — Conduct Thematic Analysis

y v

Gather Findings and Present Results

Fig. 1. Outline of the research process followed in this study.

of what went into the safety and reliability verification and
assessment process in the specific context of an emergency
braking perception system. The findings from analysing were
used to connect with the metrics behind the assessment of
non-functional requirements of reliability and safety found
from the LR stage.

Data Analysis: Method triangulation was done by connecting
1) findings from the literature review, ii) archival publications
from the researchers that are part of the SMIRK project or
those that they refer to, and iii) findings from the focus-group
activity with developing parties involved around the SMIRK
automotive perception system development, discussed in
further depth in the next section. This was done to provide a

view on the application of metrics for safety and reliability
analysis in an observed case of a pedestrian AEB prototype,
in a multi-party development setting, as well as academic
literature.

E. Focus Groups

Finally, the goal was to answer how measurement targets in
such safety and reliability metrics are defined and negotiated
in companies at different levels of the automotive supply
chain, during the development of automotive perception
systems. The final stage within the case study was a focus
group, which took 60 minutes, with respondents from an
OEM, Tier 1, Tier 2 organization, and a Research Institute,
which are all based in Sweden. The list of participants
is shown in Table IV, and were chosen following a non-
probabilistic convenience sampling approach. A pilot study
was done with the supervisor, which helped to understand
whether the right questions were being asked, and whether
they are relevant to RQ?2.

The focus group aimed to understand, in accordance with
RQ?2, the negotiation of measurement targets for developing
automotive perception systems in different automotive supply
chain tiers, and shed light upon the challenges in a multi-
party automotive development context. During the activity,
the participants were asked questions about the choices of
metrics and measurement targets they utilize, and about the
collaboration between, e.g., OEM and Tier 1 companies,
as well as between Tier 1 and Tier 2 companies, and how
requirements and targets are set by the suppliers.

F. Thematic Analysis of Focus Group

For analyzing the results from the focus group, the two
researchers thematically analyzed the transcript generated,
as well as the responses, with new themes discovered, in
comparison to the themes previously found in the literature
review. After the individual coding activity was finished,
the researchers discussed findings between themselves, and
derived themes, that would help to address RQ?2.

The themes that were derived are:

TABLE IV

PARTICIPANTS AT THE FOCUS GROUP HELD AT FAMER.
Organization Participants Position
OEM 1 Senior System Architect
Tier 1 2 System Engineer, Requirements Engi-

neer & Research Project Leader

Tier 2 1 AD/ADAS Perception Engineer
Research 1 Researcher
Institute




o T5. Choice of Measurement Targets

o T6. Impact Analysis in Integration of New Functionalities

o T7. Inter-Team Collaboration in Metric Negotiation:
OEM and Tier 1

Data Analysis: The discussion points and the agenda of
the focus group were communicated via email prior to the
activity to the participants, and consent was obtained from
the representatives to take part in the activity. The focus
group discussion was recorded by means of audio, and later
converted to a transcript, for thematic analysis. This extended
the themes found in the literature review, as it addressed
a different research question. Connecting findings by means
of triangulation was also done in this stage, where similar
and/or concurring data from the respondents of companies
from different supply chain levels was presented, and used to
answer how multi-party collaboration for metrics takes place.

RESULTS
IV. RESULTS ADDRESSING RQ1

Which metrics are used in the SMIRK
project and its related literature to mea-
sure reliability and safety in ML-enabled
automotive perception systems?

RQI

In order to address RQI, four types of metrics were
identified for assessing the safety and reliability of automo-
tive perception systems: safety-based metrics, reliability-based
metrics, ML-based safety and reliability metrics, and scenario-
test adequacy metrics.

Upon discovering safety and reliability metrics, the found
literature also shed light upon measurement units specifically
applied in ML-based contexts, and where the decision-making
aspect of the system is to be closely analyzed. Lastly, it was
observed that scenario generation plays a role in exposing
the system to simulative situations for training, and reacting
appropriately to unsafe stimuli in order to minimize faults.
Here, in order to ensure whether a sufficient combination of
scenarios is identified, and used to test the system and reveal
faults, such metrics are applied [4]. As a result, this led to
scenario-test adequacy metrics being derived as a suitable
category, aiming to find metrics that measure whether the
system covers all testing scenarios, or is being exposed and
tested against sufficient stressful and fault-revealing situations.

A. Safety Metrics Findings

Table V provides a list of safety metrics that were
discovered from the literature review, and Table VI lists the
metrics found in the development of the SMIRK Automatic
Emergency Braking system prototype and its requirements
specification documents [15]. Several common metrics were
found in the identified literature, and the case, i.e., the FAMER
project, and they can provide reasoning for why they are used

in assessing such perception systems. Time-To-Collision was
found to be common in three publications [23], [26], [31],
along with the SMIRK pedestrian automotive braking system
prototype [15]. TTC is used in defining the safety thresholds
in test oracles [23] when conducting ADAS safety assessments
on a system level. The measurement target, in this case, could
be that the car should maintain a TTC greater than a certain
specified time limit to avoid a collision, and to keep a safe
proximity. If the TTC between the car and another object,
such as a pedestrian or a lead car, is lower than the set time
limit, then it could be unsafe, as a collision can be more likely.

For the case of evaluating the safety of the car, approaches
such as testing scenarios, especially hazardous ones, are
crucial as these scenarios reveal the behavior of the car in
stressful situations. In order to assess how dangerous certain
scenarios are, fitness functions based on metrics such as TTC,
minimum distance, etc., can be specified. TTC can be used
in fitness functions to generate and simulate the system in
high-risk scenarios in order to evaluate the performance of
the car under unsafe conditions, such as when a car and a
road object are extremely close to colliding with each other.
A fitness function essentially defines a scenario, as mentioned
before, for testing by setting a threshold value for TTC, i.e.,
TTCpin [26]. TTC,,;yn indicates the minimum amount of
time taken before a possible collision occurs when the speed
and path of, for example, a car and a pedestrian do not change.

Additionally, TTC can also be used in the sensor software
of systems that are responsible for identifying the hazards in
an ADAS. The sensor software calculates the TTC between
the car and an object. If the calculated TTC is less than a
certain safety threshold, the position of the object is sent
by the software sensor to the perception modules [31]. The
camera then identifies attributes of the detected obstacle,
such as whether it is, e.g., a pedestrian. Then, an appropriate
maneuver is made by the perception system, in the form of
an actuation request to the braking modules with a certain
intensity, appropriate to avoid colliding based on the obtained
TTC value, object position, and values in such metrics.

There are also subvariants to this metric, such as Worst-
Time-To-Collision [23], Time-Exposed TTC [22], and
Time-Integrated TTC [22], useful for analyzing the time
taken for the vehicle to collide for different assessment
purposes. If it needs to be ensured that the vehicle-under-test
is consistently below a safety threshold for TTC to an
obstacle, or, e.g., a lead car, then the Time-Exposed TTC
metric is useful, which keeps a count of how many times this
limit was violated, and the car was in an unsafe proximity
with an obstacle ahead. Additionally, Time-Integrated TTC
is used to evaluate and quantify the safety of the vehicle-
under-test by measuring to what extent or how much the safe
TTC limit has been exceeded [28]. The TTC metric, along
with Time-Exposed TTC and Time-Integrated TTC, is also
used in the creation of scenarios in scenario-based simulative



testing in order to determine the safety of the system in given
real-life situations, which could include both normal and
edge-case scenarios [28].

A normal scenario can be used to assess the safety of a car
under normal driving conditions, such as clear weather and a
low number of cars and pedestrians on the road. In contrast,
an edge-case scenario could be a more dangerous than usual
driving situation, such as driving in bad weather, or on busy
roads with a higher number of pedestrians, and thus, testing
such scenarios is essential. A usage of this metric in a test
scenario in the SMIRK braking system prototype was found,
where a pedestrian is running towards the car, while the car is
moving ahead. In this scenario, particular TTC measurement
targets can be set, such as the car should correctly identify
a pedestrian when TTC is within 4 seconds, based on one
of the safety performance requirements [15]. This metric,
however, may not come up in other kinds of perception
systems, and tend to be applied in collision-avoidance based
perception systems.

Time-Headway (THW), Time-To-React (TTR), and
Steering Angle Reversal Rate (SARR) are further notable

metrics that are applied in safety assessments, and used as
test benchmarks for evaluating the safety of the ADAS system
during system-level testing [23]. For defining a test oracle
based on THW, a measurement target could be a specified
THW threshold, such as the system should maintain a certain
duration of "X" seconds or more between the car and a
vehicle ahead to be in a safe proximity region, and reduce
the risk of a head-on collision. Similarly, TTR can be used
in test oracles where the measurement target could be the
maximum time the system must react as soon as a hazardous
event is identified. In this case, the hazardous event could be
an unexpected pedestrian appearing, and the system reaction
could be, e.g., the immediate braking of the car. If the system
exceeds the set TTR measurement target, the test oracle is
falsified, and therefore, it cannot be deemed safe for that
given scenario. Lastly, SARR is another safety-based metric
that was found, which is the count of steering rotations by
the car to give an appropriate maneuver to avoid a likely
collision [23]. This measurement target could be, for instance,
the maximum rate of angle reversal during car steering.

Thus, based on the aforementioned metrics, an ADAS’s
safety can be measured, depending on whether it detects the

TABLE V
T2: SAFETY METRICS USED IN AUTOMOTIVE PERCEPTION SYSTEM DEVELOPMENT FOUND IN THE LITERATURE REVIEW.
ID Metric Description
N Time-To-Collision (TTC) [15], [23], Time remaining for the ego vehicle to collide with an obstacle, if it sustained a given speed, at a given
[26], [31] time-point.

S1.1 Worst-Time-To-Collision (WTTC) [23] A variant temporal-metric to TTC, which can be used as a critical threshold to the allowed TTC that the
perception system should follow.

S1.2 Time-Exposed TTC (TET) [28] Metric that measures the occurrences when the TTC is below a critical threshold TTC* (implying the total
times the ego vehicle was in an unsafe distance from an obstacle). Hence, the lower the value, the safer the
system has performed in the test scenario.

S1.3 Time-Integrated TTC (TIT) [28] A weighted sum of all instances when TTC was below a critical threshold TTC*, for all timesteps T.

S2 Time-Headway (THW) [23] Duration taken for the ego vehicle to collide with a lead vehicle.

S3 Time-To-React (TTR) [23] Time that the system has to execute an action so that a collision is avoided.

S4 Deceleration Rate to Avoid a Crash The deceleration rate required for a car to avoid a collision with an object.

(DRAC) [23], [28]
S5 Steering Angle Reversal Rate (SARR) | Count of steering rotations done by the vehicle to avoid an unsafe collision.
[23]
TABLE VI
T2: SAFETY METRICS USED IN AUTOMOTIVE PERCEPTION SYSTEM DEVELOPMENT FOUND IN THE SMIRK REPOSITORY.

1D Metric Description

S6 MinDist [15] The least possible distance between the vehicle and the object during a specific scenario.

S7 TimeTrig [15] The moment when TTC is less than 4 seconds is first identified by the radar tracking module (as per the TTC
target in SYS-ML-REQ2).

S8 DistTrig [15] The distance between the vehicle and the object when the radar tracking module first detected TTC is less
than 4 seconds.

S9 TimeBrake [15] The moment when the emergency braking was triggered.

S10 DistBrake [15] The distance between the vehicle and the object when the emergency braking was triggered.

Si1 Coll [15] Identification of collision occurrence in each specific scenario (of type boolean).

S12 CollSpeed [15] The current speed of the vehicle at the time of a collision.




TABLE VII
T1, T3: RELIABILITY METRICS USED IN AUTOMOTIVE PERCEPTION SYSTEM DEVELOPMENT FOUND IN THE LITERATURE REVIEW.

1D Metric Description

R1 Point-wise Robustness [20] Indicates the minimum input change that can be made before the classifier starts making mistakes.
R2 Adversarial Frequency [20] Shows how often making a small change to an input leads the classifier to change its decision.
R3 Adversarial Severity [20] Indicates how far an input is from its nearest adversarial example.

hazard and maneuvers adequately to mitigate a hazardous
driving situation. For the metrics, targets are also set in
accordance with the defined requirements, which could be
minimum or maximum thresholds that the system should not
surpass, to be safe.

Some safety metrics can be defined based on the car’s
characteristics, such as its speed, velocity, and acceleration
rate. For example, the Deceleration Rate to Avoid a Crash
(DRAC) is another important safety metric that indicates the
lowest deceleration threshold required to ensure that the car
does not crash with another object, especially during high-risk
situations where a collision may be unavoidable [23], [28].
The DRAC is calculated from the initial time when the
braking is triggered until the car fully stops [28].

B. Common metrics found in Literature and SMIRK

The safety requirements of the SMIRK system, as well as in
relation to its ML component, are as follows:

SYS-SAF-REQI1: SMIRK shall commence au-
tomatic emergency braking if and only if col-
lision with a pedestrian on collision course is
imminent.

SYS-ML-REQI1: The pedestrian recognition
component shall identify pedestrians in all valid
scenarios when the radar tracking component
returns a TTC < 4s for the corresponding
object.

In order to compare which safety metrics were present
in the testing of the SMIRK prototype and the snowballed
literature, Appendix B shows a subset of the operational
scenarios, marked by TC-OS-[4,5,9,15,22], part of SYS-ML-
REQ1 where the usage of metrics found in literature, has
been demonstrated. The SMIRK prototype has a total of 25
operational scenarios (+ 13 replicated operational scenarios
with applied jitters), but 5 notable scenarios where the metrics
helped to identify specific behavior in the system, and where
useful insights were gained about the performance, were listed.

1) CollSpeed: Collision Speed, or CollSpeed, was men-
tioned both in one of the reviewed papers [28] obtained for the
Literature Review, as well as in the requirements specification
of the SMIRK prototype. CollSpeed is used for the testing
conducted in hazardous scenarios for the vehicle-under-test
in order to measure whether the car is moving at a safe

speed based on several factors, such as the road, environmental
topology, and the presence of obstacles. Thus, in terms of
safety evaluation of the vehicle in different scenarios, the
higher the CollSpeed that was measured just prior to impact
with an obstacle, the worse the safety of the system in that
scenario.

In SMIRK, the usage of CollSpeed was also observed
in two out of 25 test scenarios shown in Appendix B, as
examples, TC-OS-5 and TC-OS-9. In these scenarios, a
collision had taken place, and the CollSpeed of the ego
car during the collision was recorded to be 15.99 m/s and
3.11 m/s, with initial speeds of 16.00 m/s and 11 m/s
respectively [15].

2) MinDist: Minimum Distance, or MinDist, is another
common metric found in the SMIRK repository and the
snowballed papers. It refers to the closest possible distance
between a vehicle and another object [28], where the car can
be in safe proximity to a leading car or an obstacle ahead.
The MinDist value, unlike CollSpeed, provides insights about
safety differently, with higher values indicating greater safety.
Intuitively, the greater the distance between the car and an
object, the lower the likelihood of a collision. MinDist can
also vary based on considering road conditions, the position
of an obstacle ahead, and the speed of the car. Conversely,
lower MinDist values indicate that the car and object are too
close to each other which increases the risk of a collision to
take place. Different MinDist values can be used that are set as
targets, to create various scenarios in which a car is simulated
to assess its safety.

In the context of the SMIRK system, a wide range of
MinDist values was obtained across different test scenarios, as
depicted in Appendix B. In three particular scenarios chosen
for examining in this study, the MinDist of SMIRK was
observed to be very low, in TC-OS-4, TC-OS-15, and TC-
0S-22. In TC-OS-4, when the pedestrian was walking slowly
in the medium right direction, approaching perpendicularly to
the car, which was moving at a medium speed, the MinDist
was noted to be 3 m. Similarly, in TC-OS-15, when the
pedestrian was walking slowly in the close right direction,
diagonally away from the car, which was also moving at a
slow speed, the MinDist was noted to be 1 m. Lastly, in
TC-OS-22, when the pedestrian was walking slowly in the
medium left direction, diagonally towards the car, which was
also moving slowly, the MinDist was noted to be 4 m. These
low MinDist results indicate that the car reached very close
to the pedestrians; however, it still avoided a collision, and



maneuvered safely in situations when the pedestrians were
walking from unusual directions and angles with respect to
the car. When the car did collide, in TC-OS-5 and TC-0OS-9,
the MinDist value was 0 m, and the speed at which the
car collided (CollSpeed) was measured, being an important
metric to measure in that circumstance.

From the metrics observed, there may also be cases where a
combination of the metrics found in the tables are used as one
metric, such as Safety Degree [28], where the positive value of
MinDist is used if there exists a minimum distance, and given
that a collision has not happened. If the car has collided, the
negative value of the collision speed is used as a value for the
Safety Degree. Hence, a combination of fundamental metrics
can help simultaneously receive analyses of various system
measurements together, to derive a holistic interpretation of
the degree to which an automotive perception system is safe.

An additional example where a metric could be comprised
of multiple sub-metrics is Time-Integrated TTC [28], using
the sum of all TTC values over a given time period to be able
to, e.g., track periods of time or segments when the car had a
TTC value in a range where it can be unsafe, and has a high
likelihood of a collision.

C. Reliability Metrics Findings

Table VII presents a list of metrics relating to reliability
that were discovered from the literature review. These metrics
relate to the quality of "robustness" as a type of reliability,
which was the non-functional requirement that this research
paper aimed to address. The paper by Zhang et al. [20], from
the list of literature, brings up three notable metrics: Point-
wise Robustness, Adversarial Frequency, and Adversarial
Severity.

On the other hand, in the SMIRK prototype, "reliability"
was identified as an architecturally significant non-functional
requirement. Compared to reliability, robustness is defined
as the system performing the intended functionality and
functioning correctly, with there being false or manipulated
inputs present in the system, in order to trigger a wrong
output [20].

SMIRK lists reliability as an NFR in its pedestrian braking
system prototype [15]; however, upon analyzing the require-
ments specification document of the prototype system, require-
ments related to robustness were explicitly defined instead of
reliability. Hence, findings from the case yielded insights about
a neighboring, and overlapping non-functional requirement to
reliability, being robustness. In the prototype’s requirements
specification, robustness has been defined as the system’s
capability to identify pedestrians with different characteristics,
such as pose, size, and appearance, as part of the Operational
Design Domain (ODD) of SMIRK. Following are sample
extracted system robustness requirements from the SMIRK
prototype system [15]:

SYS-ROB-REQ?2: The pedestrian recognition
component shall identify pedestrians irrespec-
tive of their upright pose with respect to the
camera.

SYS-ROB-REQ3: The pedestrian recognition
component shall identify pedestrians irrespec-
tive of their size with respect to the camera.
SYS-ROB-REQA4: The pedestrian recognition
component shall identify pedestrians irrespec-
tive of their appearance with respect to the
camera.

Metamorphic Oracles: A common way to assess the re-
liability of an ML-based system, as well as its robustness, is
to introduce the system with adversarial examples [27], which
are data examples consisting of a small amount of added noise,
in order to deceive the model, leading to a false output from the
model. In automotive use-cases, this could be,e.g., altering the
orientation, or angle of a road sign, for automotive perception
systems consisting of road-sign classifying components [23].
While conducting testing of automotive perception systems,
there are defined oracles, which are the truths to which the
systems under test are verified to know whether the test
passed or failed. The reliability aspect was validated based on
fulfilling its intended functionality of braking appropriately,
with varying orientations of the pedestrian to the car, and
the distance from the car. Metamorphic Oracles are oracles
generated by understanding metamorphic relations, or making
input modifications, in order to track the corresponding output
given by the model. Hence, the overlap between adversarial ex-
amples, and metamorphic relations, of trying small variations
and transformations in the data, for reliability assessments, is
defined by Zhang et al. as "Perturbed Model Validation" [20].

Hence, metrics related to the ability of the system to perform
reliably, in the scenario of metamorphic relations were found,
such as Point-wise Robustness [20], for observing the behavior
of the ML component with small input changes, and at what
point false outputs are returned. Additionally, Adversarial
Frequency and Adversarial Severity [20] are two metrics that
assess the frequency of instances when the system failed to
be robust during the presence of adversarial examples, and
the degree to which the adversarial examples vary from the
input set of data. This is assessed in the form of adversarial
manipulations done not only in the dataset used to train the
ML system, but also as faults injected into, e.g., the sensory
modules of the perception system, the hardware modules, and
the processors [20].

D. ML-based Metrics Findings

Table VIII shows the list of metrics that were found
from SMIRK, from ML requirements specifications and test
protocols from the SMIRK prototype. The following list of
ML requirements and their corresponding performance targets
were found [15]:



SYS-ML-REQI1: The pedestrian recognition
component shall identify pedestrians in all
valid scenarios when the radar tracking
component returns a TIC < 4s for the
corresponding object.

SYS-ML-REQ2: The pedestrian recognition
component shall reject false positive input that
does not resemble the training data.
SYS-PER-REQI: The pedestrian recognition
component shall identify pedestrians with a
true positive rate of 93% when they are within
80 m.

SYS-PER-REQ?2: The false negative rate of
the pedestrian recognition component shall not
exceed 7% within 50 m.

SYS-PER-REQ3: The false positives per
image of the pedestrian recognition component
shall not exceed 0.1% within 80 m.

Here, a specific application of metrics used in assessing
the ML component of SMIRK is shown. While setting the
model satisfaction requirements for SMIRK, there were targets

set for the TP rate, being > 90%, if obstacles are detected
at distances of < 80m, and from observations, a 96.1%
TP rate was recorded from the ML perception component
of SMIRK, satisfying SYS-PER-REQI1. For SYS-PER-REQ?2,
the observed FN rate was 0.18%, below the 7% threshold, for
simulated obstacles within 50m. However, the FPPI observed
by the ML component of SMIRK was 0.21%, which is not
considered a passed test, as it is higher than the expected value
of under 0.1%. Hence, this helped to provide an indication of
the processing capacity of the component is to be improved,
and there could be a possibility that a pedestrian can be missed.

E. Scenario-based Testing Metrics Findings

Lastly, a particular type of testing, scenario-based testing,
was observed in literature, commonly used in safety &
reliability assessments. There can be metrics involved in
order to adequate the scenarios, or tests made for the system,
and to know how well they reveal faults in the system, to
make them safer. In relation to Scenario-based Testing and
its adequacy for automotive perception systems testing, Table
IX shows the metrics that were discovered from literature.

TABLE VIII
T4: ML-BASED METRICS USED IN AUTOMOTIVE PERCEPTION SYSTEM DEVELOPMENT FOUND IN THE SMIRK REPOSITORY.

ID Metric Description

MO 10U [15]

Ml True Positive (TP) [15]

M2 False Negative (FN) [15]

The measurement of the overlap between the ground truth bounding box and the predicted bounding box in
an image by the ML model. The IoU value can be between 0 and 1, where 0 indicates no overlap, and 1
indicates perfect overlap of the bounding boxes.

The number of actual positive events that were correctly detected by the ML model.

The number of actual negative cases that were correctly identified by the ML model.

M3 False Positive (FP) [15]

The number of negative cases that were wrongly identified as positive by the ML model.
The amount of incorrectly identified actual/positive events per image at different cut-off points/thresholds.

The comparison between precision and recall. Precision is the ratio between the subset of correctly predicted
positive events and that of the total number of predicted positive events. On the other hand, recall is the
proportion of correctly identified positive events out of the total number of actual positive events [34].

It is the comparison between precision and confidence. Confidence is the degree of certainty the model has
in the predictions made by it, usually represented in percentage [35].

It is the comparison between Fl-score and confidence. The Fl-score is the harmonic mean of the precision
and recall values of the ML model. F1-score provides a balanced score between precision and recall by giving
more weight to the lower value. Fl-score can be a value between 0 and 1 where 1 is high precision and recall,
i.e., the ML model is good at making predictions, and 0 is low precision and recall, i.e., the ML model is

M4 False Positive Per Image (FPPI) [15]
M5 Precision Vs. Recall [15]
M6 Precision Vs. Confidence [15]
M7 Recall Vs. Confidence [15] The comparison between recall and confidence.
M8 Fl-score Vs. Confidence [15]
bad at making predictions [34].
M9 Accuracy [15]

Accuracy is the ratio between the total number of correctly identified cases and that of the total number of
existing cases [34].

SCENARIO-BASED TESTING METRICS USED IN AUTOMOTIVE PERCEPTION SYSTEM DEVELOPMENT IN THE LITERATURE REVIEW AND SMIRK.

Indicates to what extent the scenarios in a test suite cover the different aspects of the desired functionality of

Categorizes and indicates the possible number of scenario combinations that can be created. Combinatorial
coverage contributes to low computational cost since it reduces the complexity that comes with testing every

TABLE IX
T4:
ID Metric Description
Ts.1 Scenario Coverage [23]
the system based on the requirements.
Ts.2 Combinatorial Coverage [15], [23]
single combination of scenarios.




1) Scenario Coverage: The fitness functions that are
developed are later converted to scenarios in which the
perception system is assessed. The creation of such scenarios,
as well as their adequacy, can be measured by coverage
metrics, such as Scenario Coverage. For scenario-based
testing, all relevant scenarios are identified and categorized
based on how they relate to each other, as well as creating
combinations of different parameters to cover a larger area of
the test space with fewer duplicated tests [23]. Then, scenario
coverage is carried out by conducting a comparison of how
much of the total set of unique identified scenarios have been
tested.

2) Combinatorial Coverage: Combinatorial coverage is
another useful metric that can be utilized to generate and
assess a wide variety of scenarios with different combinations
of factors, such as weather conditions, road conditions,
obstacle density, etc., based on the car’s intended safety
requirements. The objective is to develop test cases and
scenarios that aim to reveal system faults in the perception
system [23], and cover unique variations and scenarios that
test the system intricately. During the scenario elicitation
for testing the SMIRK prototype, a total of 2430 possible
operational scenarios were initially found. Operational
scenarios are situations where the system interacts with
its service modules, surrounding environment, users, etc.
A combinatorial analysis was carried out on these initial
2430 operational scenarios, which resulted in 25 operational
scenarios with high combinatorial coverage [15]. The usage
of the combinatorial approach helped to decrease the size,
assess the system in a variety of scenarios, as well as reduce
the computational complexity of the initial test set.

V. RESULTS ADDRESSING RQ2

RQ2 How can the identified metrics be ap-
plied in a multi-party development of ML-
enabled automotive perception systems?

In RQI, the different safety and reliability metrics used
in the SMIRK and other relevant papers, alongside the
SMIRK github repository, were identified and presented.
The previous research question provided a view of safety
and reliability metrics from the literature, and how they are
applied in an emergency braking ADAS. Using statements
from engineers in the automotive domain, RQ2 brings forward
an industry perspective on the different interpretations of
safety and reliability targets, and the negotiations that take
place along the automotive supply chain, for developing
vehicle perception systems.

Appendix A contains the revised set of questions used
to guide the focus group activity. As this study concerns

the SMIRK prototype, insights from participants in FAMER,
within which SMIRK is developed, were gathered.

"... beforehand, the OEM defined a certain set of KPIs
or metrics, and especially targets for these metrics that
need to be fulfilled.”

- Tier 1 Organization Respondent

A Tier 1 respondent mentioned during the focus group that
the OEM organization is responsible for setting metrics, or
KPIs, that are to be followed by Tier 1 suppliers, which
work closely with the development of vehicle perception sys-
tems [12]. Setting measurement targets for given metrics, and
negotiating requirements is where the multi-party collaboration
occurs. The negotiation takes place in a top-down approach,
where OEM provides performance requirements to Tier 1
automotive companies. Similarly, Tier 1 companies provide
data annotation requirements to Tier 2 companies for aspects
such as defining data and finding ground truths that could
be used for testing during the implementation of automotive
perception systems in FAMER.

A. Choice of Measurement Targets

Regarding measurement targets, the question was raised,
of how a certain target is set, that is to be achieved in a
certain measurement unit, that the perception system achieves
to be deemed as fulfilling its intended functionality safely
and reliably. One of the participants mentions that there
is back-and-forth negotiation between the set measurement
targets for an ADAS system developed across an OEM and a
Tier 1 organization, and meeting the budget for a perception
system developed by the Tier 1 company, from a financial and
functionality-based perspective.

"... then the supplier quoted an unreasonably expensive
number, and then the OEM came back, went back and
started to break down the system so that not too much of
the safety criticality would end up on the supplier system"

- Research Institute Respondent

Based on the performance of the perception system, if
the cost is too high for the OEM, then appropriate changes
can be made in the vehicle, such as improving the physical
aspects of the vehicle, to improve the safety, in order to not
fully make the car dependent on the automotive perception
system, based on the budget.

Additionally, it was brought up that different types of
measurement indicators may exist depending on a context,
such as whether it is in the context of a system, software
or the user. Depending on the definitions of the requirements
at each level, the abstraction can vary, and appropriate metrics
are set accordingly.

"a user focus would be that a user, when he or she presses
the brake pedal, he wants, he or she wants that the vehicle
brakes, ... so you could have a metric that measures how



much latency is between pressing the brake pedal and
the deceleration ... while a system metric would be how
many MegaPascal pressure is being applied to the brake
disc, which is completely irrelevant for the user"

- Research Institute Respondent

This would also be seen when doing assessments for
different components of an automotive perception system. In
the case of SMIRK, a commonality was that tests related to
specifically the ML components to its requirements would
have metrics such as FP rate and FPPI, which could be
software-level. However, when testing the whole emergency
braking system in multiple operational scenarios, metrics
such as DistTrig and CollSpeed would be applied, which
could be more relevant at a user level.

B. Impact Analysis in Automotive Perception System Develop-
ment

When conducting safety and reliability assessments for an
ADAS system, the concept of impact analysis was mentioned.
This involves close monitoring of the modification in the sys-
tem and which other components are affected, compromising
safety and/or reliability as a consequence.

"... you would have to test also when you implement a
new function, how it reacts or how it works together with
those functions that it impacts."

- OEM Organization Respondent

The respondent adds that this is based on the ISO 26262
Assessment Standard for Road Vehicles, a standard used
for functional safety assessments of software and hardware
systems in the automotive domain. This particularly links to
the Concept Phase, as safety goals for automotive systems are
specified in this stage of the development process [36].

C. Metric Negotiation Between

Responsible Teams

Different  Component-

"

. in a negotiation between an OEM and a tier one
supplier for a new system that is safety-critical and it was
very much the negotiation of the KPI that this company
would have to fulfill to build for the system to be accepted
by the OEM"

- Tier 1 Organization Respondent

From the focus group discussions, it was highlighted
that there could be two types of teams that are involved in
perception system development, which are i) the different
tiers of companies in the automotive supply chain, and ii)
within one organization, a group of smaller teams that work
on different components of the system, such as the ML
component, hardware, and the sensory components.

It was also mentioned that the choice of metrics can
be broken down based on the car’s observed non-changing
physical capabilities as initial conditions and depending on

the constraints agreed upon by the organization developing
the ADAS software, and the OEM.

"If the time to collision is, let’s say, 20 seconds and
you need 15 seconds physically to stop the vehicle, that
leaves you with five seconds to detect that you need to
brake and to initiate the braking maneuver ... they need
again to be distributed among, for example, the latency
in the computer network inside the vehicle, because you
need to transmit the information from the camera to the
processor unit and from the processor unit to the brake
system."

"And then you also have some time budget that you
need to detect an object in the camera, and then to
classify the object in the camera with a machine learning
algorithm and to make a decision based on that classifi-
cation”

- Research Institute Respondent

A mentioned benefit in this approach by the respondent,
was that if the organization that develops the ADAS meets
the time requirement by, e.g., 3 seconds, then that time can be
applied to improve other systems that are equally involved in
the automotive perception system, which could be the sensory,
software, or hardware components.

VI. DISCUSSION

Here, we discuss the findings from the previous section and
how well they answered the research questions RQ1 and RQ2,
which were set at the start of the study.

A. Discussion regarding RQI

RQ1 Which metrics are used in the SMIRK project
and its related literature to measure reliability
and safety in ML-enabled automotive perception
systems?

The Literature Review and the SMIRK artifact provided us
with several safety and reliability metrics, as shown in Tables
V-IX.

There were multiple types of metrics identified, which are
safety metrics, reliability metrics, as well as their variants
used in the context of ML (e.g., False Positives per Image),
and metrics used to measure the fest generation capability,
for generating scenarios with sufficient coverage to test the
automotive perception system, and to extract faults. Within
the observed safety metrics from the literature, there were
two sub-types that were observed: i) raw metrics that are
directly measured by the car (steering angle, instantaneous
X, y position, etc.), and ii) compound metrics that are derived
from raw vehicle metrics, such as, e.g., SafetyDegree, Time-
Integrated TTC and Time-Exposed TTC.

B. Data Triangulation - RQ1

Safety metrics found in the literature review, such as
MinDist, CollSpeed, and TTC, were also observed in the



SMIRK’s testing protocols. The ML-based metrics shown
in Table VIII were also identified both in SMIRK and [20].
An overlap could not be made for robustness metrics
for reliability, from Table VII, to the SMIRK system.
However, the robustness assessment was done by altering
the parameters inside the defined ODD, like the type of
pedestrian, its orientation to the car, keeping the pedestrian
at the same position, or having the pedestrian slowly run
towards the car while the car is moving at it. However, a
key difference is that the literature publications used the ML
metrics by themselves, such as M0-M4 as well as M9, as
mentioned in Table VIII, whereas in the SMIRK prototype,
the metrics were used together, and plotted, such as M5 to M8.

A metric by itself, such as Accuracy, may not fully reveal
the safety of an ML-based perception system, e.g., the
distribution of false positives and negatives [20]; however,
having complementary metrics together is essential for a
detailed assessment. Furthermore, the metric of combinatorial
coverage was also observed to be common in both SMIRK
and the literature. These metrics aim to check whether
different scenarios that the system may encounter, have
been sufficiently covered. If the pre-existing scenarios are
insufficient and do not cover all aspects of the system, then
new scenarios are added and tested until the system covers all
test-space covering scenarios, and is optimized by excluding
duplicated or redundant test cases.

The SMIRK automatic braking system uses Scenario-based
testing in order to evaluate if the system performs it’s intended
safety and reliability functionalities or not. For the scenario-
based testing, a total of 2430 scenarios were extracted ini-
tially. After the application of combinatorial analysis, the test
scenario size was reduced to 25 scenarios. Among these two
scenarios, in two specific scenarios, TC-OS-5 and TC-0S-9,
a collision took place. Several safety metrics, as mentioned
in Table VI, such as MinDist, TimeTrig, CollSpeed, and
such, were used as assessment factors for the SMIRK testing
scenarios. For both the aforementioned scenarios, TC-OS-5
and TC-0S-9, the MinDist, the difference between TimeTrig
and TimeBrake, and the difference between DistTrig and
DistBrake are 0 m, 0 sec, and 0 m, respectively. In the TC-OS-
5 scenario, the speed of the ego car, when it collided with a
pedestrian running towards it from 20 m, was calculated to be
15.99 m/s, which is quite similar to its initial speed of 16 m/s.
On the other hand, in the case of TC-OS-9, the car, moving
with an initial speed of 11 m/s, collides with a pedestrian
running from a 15 m distance with a collision speed of 3 m/s.
With regards to the metrics, the test protocols could have been
improved by providing a plot of the MinDist with respect to
time, rather than a final value of 0 m, if the car collided, as it
gave minimal information on how the risk of collision changed
with respect to time, and when the fault took place.

C. Discussion regarding RQ2

RQ2 How can the identified metrics be applied in a
multi-party development of ML-enabled automo-
tive perception systems?

The focus group provided a range of perspectives for
answering how multiple companies from different tiers in the
automotive supply chain, contribute in developing automotive
perception systems in FAMER, and what roles each type
of organization plays. Although the choice of metrics can
highly depend on the initial collection of requirements which
are decided by the OEM, the metrics, and their respective
measurement targets can look different depending on the
roles of the Tier 1 and Tier 2 suppliers, and the different tiers
negotiate about such targets, based on financial and feasibility
budgets, especially for OEM organizations.

The topology of an automotive perception system consists
of 3 parts: the sensory component, the decision-making
component, and the hardware component, where the actuation
to the braking system, or the steering system is sent, to
conduct braking, or an appropriate safe maneuver [12],
[31]. The metrics that were found for safety and reliability
assessments can vary depending on the domain that is
considered, such as having separate metrics for system-level,
software-level, and user-level definitions, discussed in the
focus group that was done with OEM, Tier 1, and Tier 2
automotive organizations, and a Research Institute.

In specified safety and reliability metrics, a negotiation
happens at a smaller scale, between teams working on different
components of the same perception system. As an example,
if the requirements are met in a certain number of seconds
below the TTC taken, then the additional saved time can
be used to improve other components, such as the sensory
components and their performance. Between organizations, on
the other hand, it was argued that there could be financial
reasons why targets are negotiated. The OEM can bring
down the requirements given to the Tier 1 supplier, which is
primarily involved in the software development in automotive
perception systems, and can distribute the safety attribute to
other modules in the same perception system or in different
regions of the vehicle, such as components that give actuation
requests to hardware components to, e.g., the braking system.

D. Validity Threats

1) Internal validity: This form of validity is related to
the inter-relationship between "treatments" and results from
research [37].

One of the internal validity threats to the literature
review could be publication bias, where papers with positive
outputs might be over-represented more often than papers
with negative outputs [17]. This could imply that the
gathered data through the literature review might have
a higher concentration of information on the successful
usage of metrics in automotive perception systems, while



overlooking instances where the application of such metrics
was unsuccessful.

Another validity threat for the conducted literature review
was finding very few research papers [38] relevant to this
investigation. Despite the best efforts, it is challenging to
conduct an exhaustive systematic literature review with the
aim of finding all the relevant literature currently available,
due to the time and scope constraints of this thesis.

An internal validity threat to the focus group was the
agenda that we created. Some of the questions formulated
might have been poorly structured or difficult for participants
to comprehend, all of which could negatively affect the
results. To address this, we conducted a pilot study on an
initial draft of questions before conducting the focus group,
based on feedback obtained from our supervisor. The pilot
study played a critical role in identifying issues within the
focus group questions, such as ambiguous questions, missing
information, or design flaws, to seek responses relevant to
the research goal. Furthermore, due to time restrictions,
we missed to ask one question related to our research
during the focus group, for knowing further advantages
and disadvantages experienced while testing automotive
perception systems. Thus, it limited us from fully addressing
the planned focus group agenda, and can be done in future
work, to extend our research.

2) Construct validity: This refers to the inter-
relationship between the research concepts and the actual
findings/observations [37].

For the current study, we used ConnectedPapers as a
snowballing tool. This approach risks missing related papers
during the automatic search. The identified papers in this
tool could be very limited to its own store of publications,
or the access it has to existing literature. Hence, there is a
threat that papers might be missed by the tool, during the
snowballing process, if the coverage of literature is not broad
enough. Thus, due to potentially missing papers relating to
the research goal, the literature review may not cover all the
current practices in the safety and reliability assessment of
automotive perception systems in general.

During the focus group, the respondents could have
misunderstood certain terms or questions [37]. Hence, to
address this, the terminologies were clearly defined for
reference, and the problem statement of the thesis, the area
of research, as well as the aim of the focus group were
made clear to the respondents before the focus group took
place. Alongside ensuring the anonymity of the participants,
efforts were made to make the focus group discussion follow
a neutral and non-judgemental language structure to reduce
inclination towards a particular opinion, thus promoting more
genuine and transparent responses.

Lastly, an additional threat could be social threats, i.e.,
the participants may answer differently since their responses
may be judged or evaluated [37], which might provide partial
findings and results. We received less participant engagement
than expected during the focus group, and that could have
been caused due to the aforementioned reasons, and a small
sample size.

3) External validity: This involves the applicability of
the outcomes of our findings in, for example, other relevant
research domains.

For the literature review, it is possible that other papers that
were relevant to our research study, could not be assessed
since we used only a single seed paper, about a pedestrian
emergency braking system, for snowballing. This approach
could negatively impact the breadth of the literature review,
since it does not fully capture more related publications, and
affects generalizability across e.g. other types of perception
systems [38].

Additionally, only one specific perception system prototype
was studied, and the findings acquired for the SMIRK artifact
might not be fully applicable to other automotive systems
present.

Interaction of selection and treatment [37], i.e., conducting
a focus group discussion with a sample of participants who
do not represent the specific domain we want our findings
to "generalize into", could be an external validity threat to
this investigation. The aforementioned threat was addressed
by having participants that are employees of companies con-
ducting development in the automotive industry, in different
tiers of the automotive supply chain, to ensure a diverse range
of insights, and are knowledgeable about the research context
in FAMER. These efforts, however, still do not guarantee
external validity to the full extent since all the respondents
are part of technological companies based only in Sweden. As
a result, the findings from this focus group might not reflect
the common safety and reliability measurement practices of
ML-enabled automotive systems in companies across other
countries, due to possible differences in market dynamics,
industry regulations, and organizational structure.

VII. CONCLUSION

This study presents findings on exploring the NFRs of
safety and reliability, as well as brings forward common
metrics used in the case of an ML-based automotive
perception system prototype. Currently, more research is
required regarding ambiguities in metrics, and how multiple
organizations in the automotive supply chain collaborate, and
set targets for the intended functionality of an ADAS system.
The main reasons for conducting this research are i) observing
common metrics used in literature and in the use case of an
emergency braking ADAS prototype, and ii) understanding
the development process of automotive perception systems in



a multi-party setting, done within FAMER, a research group
of automotive organizations and research institutes in Sweden.

The literature review provided a list of safety and reliability
metrics as well as metrics common with the SMIRK project,
as shown in Table V-IX, and how different metrics can
be applicable to assess different aspects in the perception
system’s development process. In total, four types of
metrics were presented; safety, reliability, ML-related, and
test adequacy metrics. For the observed safety metrics in
particular, it was found that they can be of two types: raw
metrics directly measured by the car, and compound metrics
which could be a combination of multiple raw metrics, to
get an interpretation of the safety. Additionally, as any given
metric can have limitations to the information it can capture,
using a combination of metrics helps in gaining a deeper
understanding of the behavior of the automotive system under
test.

In the automotive multi-party development context of
FAMER, the focus group activity provided insights into
how such metrics are applied and perceived by different
companies in the automotive supply chain. Negotiations take
place in a top-down manner, with OEMs defining targets
for Tier 1 suppliers and Tier 1 suppliers specifying, e.g.,
data-related annotation requirements for Tier 2 suppliers.
OEM companies in the automotive industry could negotiate
with regard to the financial budget, as well as the functionality
of the perception system, such as the time budget for the
intended functionality to be achieved. Tier 1 companies are
involved in the development of software systems, and the
OEM organizations negotiate based on the fulfillment of KPIs
related to safety and reliability requirements. There can be
analyses conducted within smaller teams working on different
components of the same perception system. Depending on the
observed physical capabilities of the car, and the performance
goals, the safety and reliability features of the overall system
can be distributed to different regions, which could be inside
or outside the software components.

Future Work: In this research study, we targeted the
"Requirements Representation” aspect of the FAMER project
in which multiple automotive companies were involved. We
identified and presented metrics for particular NFRs, namely
safety and reliability, used both in literature and within a
specific context of a pedestrian braking system. Extending
from the application and usages of metrics in a multi-party
automotive development setting, there can be future research
done on the understandability of requirements. The researchers
can, additionally, look into how automotive companies in-
tegrate new safety and reliability-based features following a
development process like Agile, while developing automotive
perception systems. Another probable extension to our re-
search could be looking into the relationship between require-
ments clarity and metrics. Further investigation can be done
to analyze the specification of requirements for systems across

automotive organizations and evaluate the understandability
of requirements, since that is an essential aspect for deriving
suitable metrics for those respective requirements.

Furthermore, reliability and safety assessments of different
automotive perception systems, like Cruise Control systems,
can be investigated further. Assessment of software systems
in other vehicle contexts, such as flight systems, can also be
considered as part of future research in this field.
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TABLE X
APPENDIX A: DISCUSSION QUESTIONS THAT WERE BROUGHT UP IN THE FOCUS GROUP.

Focus Group Questions RQ
Addressed

Engagement Questions:
1. Are you all aware of the SMIRK project? -
2. How do you relate the SMIRK project to FAMER? -

Exploration Questions:

3. Do you use scenario-based testing for automotive perception systems? How do metrics and scenarios relate? How do you choose metrics 1
for the scenarios?
4. Do you measure testing stages in the form of rounds or iterations? 2

5. What are the measurement indicators or metrics that you utilize in testing the safety? Can you give an example of a feature that was to 1
be tested of the automotive perception system, the cutoff/target that was set, and why?
6. What are the metrics that you utilize in testing the reliability of an intended functionality? Can you give an example of a feature that 1
was to be tested of the automotive perception system, the cutoff/target that was set, and why?
7. How important is the choice of metric when conducting safety and reliability assessments? 2
8. How does the inclusion of machine learning components influence the choice of metrics when conducting safety and reliability 1
assessments?
9. When conducting safety and reliability assessments, what do Tier 2 companies communicate with Tier 1 companies in regards to metrics? | 2
What do Tier 1 companies communicate with OEMs in regards to metrics? Who decides which metrics to use?
10. How is new software, or a new version of an ML-based automotive perception system integrated, and accepted? Do you change metrics 2
when updating software or systems?

TABLE XI
APPENDIX B: EXTRACTED EXAMPLE OPERATIONAL SCENARIOS THAT WERE USED IN SAFETY ASSESSMENTS OF THE SMIRK PROTOTYPE’S
INTEGRATION TESTING RESULTS [15].

Scenario Pedestrian Type X Y Angle to Vehicle Speed Car Speed MinDist Collision CollSpeed Initial
D (m) (m/s) Speed
(m/s)
TC-0S-4 Business Female = Medium Right Perpendicular Fast Medium 3 False - 18.90
Pedestrian
TC-0S-5 Business Female Close Center Towards Slow Fast 0 True 15.99 16.00
Pedestrian
TC-0S-9 Casual Female  Close Right Diagonal_towards Slow Slow 0 True 3.11 11.00
Pedestrian
TC-0S-15 Business Male  Close Right Diagonal_away Slow Slow 1 False - 15.00
Pedestrian
TC-0S-22 Business Female Medium Left Diagonal_towards Slow Slow 4 False - 6.00

Pedestrian



https://github.com/RI-SE/smirk/tree/main/docs/protocols
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