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Abstract
Aim: This research project is part of a larger initiative where the aim is to develop a
software tool that supports radiologists by providing more accurate tumour volume mea-
surements on magnetic resonance imaging (MRI) scans. A specific aim within this larger
endeavour is to integrate a deep-learning algorithm for brain tumour segmentation with a
digital imaging and communications in medicine (DICOM) server.

Method: The DeepMedic segmentation model was trained and tested using the brain
tumour segmentation (BraTS) 2024 dataset, which included post-treatment glioma images
from four MRI sequences. The model was trained to accurately identify distinct tumour
regions. Orthanc was configured and used as a DICOM server to handle medical image
retrieval, storage, and reintegration. A Python-based pipeline, built using existing Python
packages and libraries, was developed to enable communication between DeepMedic and
Orthanc, facilitating automated segmentation and data management.

Result: The model was successfully trained on the BraTS 2024 dataset, without over-
fitting. Testing with the saved model demonstrated its ability to accurately segment the
various tumour regions, as evaluated using the Dice similarity coefficient and the 95th
percentile of the Hausdorff distance (HD95). While the model performed well in most
cases, some discrepancies between regions were observed. An automated workflow inte-
grates DeepMedic with Orthanc. The user enters a study id, after which Orthanc retrieves
the corresponding DICOM series, converts, and prepares the images for DeepMedic. After
segmentation, the results are converted back to DICOM format and sent to Orthanc for
storage and availability for further use.

Conclusion: The project demonstrated the potential of the technical implementation
of a deep-learning-based brain tumour segmentation algorithm. However, further work
is needed to enhance the robustness of the pipeline and ensure its applicability across a
wider range of clinical settings before it can be tested on in-house clinical data.
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Sammanfattning
Syfte: Detta forskningsprojekt är en del av ett större initiativ där syftet är att utveckla
ett mjukvaruverktyg som kan ge beslutstöd åt radiologer genom mer exakta mätningar
av tumörvolymer på magnetresonanstomografi (MR)-undersökningar. Ett specifikt mål
inom detta större projekt är att integrera en algoritm för djupinlärning för semgentation
av hjärntumörer med en digital imaging and communications in medicine (DICOM)-server.

Material och metod: DeepMedics segmenteringsmodell tränades och testades med hjälp
av brain tumour segmentation (BraTS) 2024 dataset, som innehöll fyra MR-sekvenser.
Datasetet består av patienter med gliom, efter behandling. Modellen tränades för att
korrekt identifiera distinkta tumörregioner. Orthanc konfigurerades och användes som en
DICOM-server för att hantera hämtning, lagring och återintegrering av medicinska bilder.
En Python-baserad pipeline, byggd med hjälp av befintliga Python-paket och -bibliotek,
utvecklades för att möjliggöra kommunikation mellan DeepMedic och Orthanc, vilket un-
derlättar automatiserad segmentering och datahantering.

Resultat: Modellen tränades framgångsrikt på datasetet BraTS 2024, utan överanpass-
ning. Tester med den sparade modellen visade att den kunde segmentera de olika tumörre-
gionerna på ett korrekt sätt, vilket utvärderades med hjälp av Dice similarity coefficient och
den 95:e percentilen av Hausdorff-avståndet (HD95). Även om modellen fungerade bra i de
flesta fall observerades vissa avvikelser mellan regionerna. Ett automatiserat arbetsflöde
integrerar DeepMedic med Orthanc. Användaren anger ett studie-ID, varefter Orthanc
hämtar motsvarande DICOM-serie, konverterar och förbereder bilderna för DeepMedic.
Efter segmentering konverteras resultaten tillbaka till DICOM-format och skickas till Or-
thanc för lagring och görs tillgängligt för vidare användning.

Slutsats: Projektet visade potentialen för den tekniska implementeringen av en algo-
ritm för segmentering av hjärntumörer baserad på djupinlärning. Ytterligare arbete krävs
dock för att förbättra robustheten i pipeline-processen och säkerställa dess tillämplighet i
ett bredare spektrum av kliniska miljöer innan den kan testas på interna kliniska data.
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List of abbreviations

Below is the list of abbreviations that have been used throughout this thesis listed in
alphabetical order:

AI Artificial Intelligence
BraTS Brain Tumour Segmentation
CNN Convolutional Neural Network
CPU Central Processing Unit
CRF Conditional Random Fields
CT Computed Tomography
DICOM Digital Imaging and Communications in Medicine
DSC Dice Similarity Coefficient
ET Enhancing Tissue
FLAIR Fluid-attenuated Inversion Recovery
GPU Graphics Processing Unit
GT Ground Truth
HD95 95th percentile Hausdorff Distance
HD-BET HD Brain Extraction Tool
HPC High Performance Computing
HTTP Hypertext Transfer Protocol
MRI Magnetic Resonance Imaging
NAISS National Academic Infrastructure for Super computing in Sweden
NETC Non-Enhancing Tumour Core
NIfTI Neuroimaging Informatics Technology Initiative
OARs Organs-At-Risk
PACS Picture Archiving and Communication System
RC Resection Cavity
RESTful API Representational State Transfer Application Programming Interface
SNFH Surrounding Non-enhancing FLAIR Hyperintensity
T1 T1-weighted (pre-contrast)
T1-Gd T1-weighted (post-contrast)
T2 T2-weighted
UID Unique Identifier
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1
Introduction

A brain tumour is defined as an abnormal growth of cells within or in close proximity to
the brain. These tumours can be benign or malignant, and their development can interfere
with normal brain function by exerting pressure on surrounding structures, affecting cog-
nitive, sensory, and motor functions. Primary brain tumours originate from brain tissue
or nearby tissues such as the meninges and cranial nerves, while secondary brain tumours,
or metastases, usually arise from primary tumours in organs such as the lungs, breast, or
skin.

Treatment options for brain tumours vary and often depend on whether the tumour is
benign or malignant, on its location, and on the overall health of the patient. Common
treatments include surgery, radiation therapy, chemotherapy, and newer techniques such
as targeted therapies and immunotherapy[1]. Surgeons aim to remove as much of the
tumour as possible while keeping damage to healthy brain tissue to a minimum. However,
for malignant or inaccessible tumours, radiation or chemotherapy may be necessary to
shrink or control tumour growth.

An essential task for radiologists is to determine whether a brain tumour has grown,
decreased, or remained unchanged over time. Radiologists currently rely partly on visual
evaluations to assess changes in tumour volume and partly on semi-quantitative methods,
such as measuring tumour diameters[2, 3]. However, this process is time-consuming, prone
to human error, and subject to observer variability[4]. Automating the segmentation
process through AI-based tools could significantly reduce these drawbacks. Automation
can provide consistent, rapid, and reproducible tumour volume measurements[5], which
could improve the accuracy of radiological evaluations of tumour growth.

DeepMedic[6] is a 3D convolutional neural network developed for automatic segmenta-
tion of brain tumours. Its ability to analyse magnetic resonance (MR) images and provide
detailed segmentations can contribute to accurate volume measurement. This capabil-
ity has significant potential for the development of an automatic volumetric method that
can assist in clinical workflows, reducing the reliance on visual interpretations. The inte-
gration of DeepMedic with systems like Orthanc[7], an open-source Digital Imaging and
Communications in Medicine (DICOM) server, or Picture Archiving and Communication
Systems (PACS), which store and transmit medical images, is vital for embedding AI
models into real-world healthcare environments[8]. These systems enable efficient data
exchange and storage, streamline radiologists’ workflow, and allow AI-based tools to be
applied to clinical cases, either on demand or routinely.

In order to provide a more comprehensive picture of the project’s implementation
and challenges, the report also includes a reflective section, “A narrative account and
reflection”. This section highlights specific difficulties encountered during the work and
discusses possible solutions as well as alternative approaches, providing valuable insights
for future developments.

This research project is part of a larger initiative where the aim is to develop a soft-
ware tool that supports radiologists by providing more accurate tumour volume measure-
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1. Introduction

ments on MRI scans, thereby improving decision-making and enhancing patient outcomes
through more personalised treatment plans. A specific aim within this larger endeavour
is to integrate a deep-learning algorithm for brain tumour segmentation with a DICOM
server. Sub-goals included the installation and configuration of Orthanc, which was used
as a DICOM server, and the training of the DeepMedic segmentation algorithm using the
provided dataset.
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2
Background & Theory

Artificial intelligence (AI) is a broad area of computer science in which the aim is to create
systems able to perform tasks which normally require human intelligence. It includes abil-
ities such as understanding language, recognising images, making decisions, and problem
solving. A subcategory of AI is machine learning, which focuses on developing algorithms
that allow computers to learn from data and improve their performance over time, without
being explicitly programmed for each task. It involves identifying patterns and making
predictions based on data. Furthermore, there is deep learning, which is a specific type
of machine learning that uses artificial neural networks with many layers, hence “deep”.
These networks are inspired by the way the human brain works and are particularly good
at processing large amounts of data and identifying complex patterns[9].

Integrating scientifically developed algorithms with hospital systems remains a signif-
icant challenge in the implementation of AI tools in clinical environments[10]. Although
algorithms like DeepMedic are highly advanced and capable of delivering accurate and re-
liable segmentations, their direct application in hospital systems is often hindered by the
lack of integration frameworks. Hospital IT systems, such as PACS and DICOM servers,
are complex and require careful adaptation to ensure co-operation with AI tools. This
includes challenges such as adapting algorithms to handle variations in imaging modali-
ties, ensuring data security, and patient privacy. Without addressing these issues, even
well-developed algorithms cannot function seamlessly in clinical workflows.

2.1 DeepMedic

DeepMedic is a specialised deep-learning model designed to automatically segment (iden-
tify and delineate) brain lesions on 3D medical images, such as MR images. It uses an
11-layer deep 3D convolutional neural network (CNN) to analyse volumetric data from
the brain, in order to detect complex structures such as tumours[6, 11].

The DeepMedic architecture is built with two parallel pathways that process brain
scans at different resolutions, see Figure 2.1. This is like using both a zoomed-in and
a zoomed-out view of the same image. One pathway looks at the fine details in high
resolution, which helps detect small or subtle changes in the brain. The other pathway
looks at a broader, lower-resolution view to understand the overall context, such as the
location and shape of larger lesions. By combining these two perspectives, DeepMedic can
make accurate decisions about which areas of the brain are abnormal, while considering
both the small details and the larger picture [6, 11].

In brain scans, the areas affected by the lesions (such as tumours) are usually much
smaller than healthy brain tissue. If the network is trained with these data without
adjustments, it could “learn” to focus too much on healthy tissue and miss the lesions.
DeepMedic solves this by balancing the training data, so it sees roughly equal amounts
of healthy and abnormal tissue during training. This help improves its ability to detect
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2. Background & Theory

Figure 2.1: Multi-scale 3D CNN with two convolutional pathways [6]. The architecture of
DeepMedic using a multi-scale 3D CNN. It consists of two parallel pathways: one processes
the image at the original resolution, while the other processes a downscaled version. This
combines local details and larger context for improved segmentation. © Kamnitsas et al.
2017. Reproduced with no modifications under licence CC BY 4.0

smaller lesions[6, 11].
A key feature of DeepMedic is that it does not process small parts of the scan one at

a time. Instead, it looks at larger portions of the scan and predicts labels for multiple
voxels at once. This approach, known as dense inference, is faster and more efficient
because it eliminates the redundancy of identical computations for neighbouring voxels in
the convolutional layers[6].

After DeepMedic finishes segmenting the brain, it applies a technique called fully con-
nected conditional random fields (CRF) to clean up the results. CRFs ensure that seg-
mented areas make sense spatially, which means that areas close to each other that look
similar should be grouped together. This reduces small mistakes, such as isolated false
positives [6].

DeepMedic has been used to segment lesions in cases of brain tumours, traumatic brain
injury, and stroke. It has performed very well in challenges such as the Brain Tumour Seg-
mentation (BraTS) competition[12], where it delineated distinct parts of brain tumours,
such as the necrotic core, oedema, non-enhancing and enhancing core[6]. Its ability to han-
dle 3D images and process them efficiently makes it a valuable tool in clinical research and
medical diagnosis. Furthermore, DeepMedic has demonstrated both reproducibility and
replicability, as highlighted in a previous study[13], which also confirmed its performance
on external datasets using standardised evaluation metrics. This makes DeepMedic a re-
liable choice for brain tumour segmentation, particularly in clinical environments where
consistency and accuracy are critical.

Research on clinical implementations of DeepMedic and similar AI-based systems fo-
cuses on automating organ and structure segmentation to improve radiation therapy and
reduce the workload of clinicians. In a previous study[14], DeepMedic was used to segment
organs-at-risk (OARs) such as the bladder, rectum, and femur in patients undergoing MRI-
based radiotherapy for prostate cancer. After being re-trained on specific patient datasets,
it became part of the routine clinical workflow, demonstrating reliable performance in seg-
menting these critical structures during radiotherapy.

4

https://creativecommons.org/licenses/by/4.0/


2. Background & Theory

2.2 DICOM

DICOM (Digital Imaging and Communications in Medicine) is an international standard
that defines the handling, storage, sharing, and transmission of medical images and related
information. It encompasses both a file format for storing images and metadata, and a
communication protocol for exchanging this data between medical devices and systems.
The standard supports a variety of imaging modalities, ranging from 2D X-ray images,
3D MR images, to moving images from ultrasound[15].

A DICOM file consists of two main components: the header and the pixel data. The
header contains metadata, including information about the patient, the examination, and
the image parameters. This metadata is structured using unique tags, such as PatientID
(0010, 0020), that define the type of information stored. The header can include a wide
range of tags, enabling customisation and providing flexibility, but also, as a downside,
making DICOM files complex to manage. The pixel data, on the other hand, represents
the actual image content and is stored in a format specific to the imaging modality, such
as computed tomography (CT) or MRI[16].

DICOM data are organised in a hierarchical structure, as illustrated in Figure 2.2. The
patient receiving healthcare or participating in a study is the first element. Each patient
has one or more studies, which are collections of data related to a common purpose and
are grouped by a unique identifier (UID). Each study contains a number of series. A series
contains a set of medical data, such as images acquired from an imaging modality (e.g.
MRI or CT) or the results of an AI analysis. Each series contains a set of instances. An
instance corresponds to a single DICOM file, containing headers and pixel data, and thus
representing the smallest unit of data in the DICOM model. For example, an instance can
correspond to a 2D slice in a 3D MR image[15, 16].

Figure 2.2: The hierarchy of the DICOM structure. A patient can have several studies
where each study contains one or more series. Each series in turn consists of one or more
instances, which are individual image files in DICOM format. Own work.

2.3 Orthanc
Orthanc is a lightweight, open-source medical image management solution that acts as a
DICOM server. It offers a simple, yet powerful environment to automate and optimise
image workflows within hospitals and research centres. Orthanc hides the complexity of
the DICOM format and protocol, allowing users to focus on the content of DICOM files.
It is a versatile tool that can be adapted for a variety of medical specialities[7].
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2. Background & Theory

Orthanc is equipped with a built-in Representational State Transfer Application Pro-
gramming Interface (RESTful API)[17], which enables users to easily manage DICOM
series, whether it involves working with a single instance or large datasets. The RESTful
API facilitates a range of functions, including retrieving information and metadata from
DICOM files, downloading and uploading files for processing and visualisation, converting
images to formats such as PNG or JPEG, and querying specific series or studies from
a remote DICOM server. Orthanc’s RESTful API employs Hypertext Transfer Protocol
(HTTP) with simple tools like curl or programming languages such as Python to commu-
nicate with the server[7]. The architecture is highly modular and can be easy to customise
for different applications. It is equipped with a web-based interface, known as Orthanc
Explorer, which enables users to interact with and preview DICOM images directly in
the browser. Orthanc can also compress incoming images to save storage space and sup-
ports disc space reclaiming by automatically deleting older images when storage capacity
is exceeded

In practical applications, Orthanc can be used as a bridge between the hospital’s
DICOM devices and its PACS, facilitating access to images even after they have been
deleted from the PACS system. This improves the flow between departments, such as nu-
clear medicine and radiation therapy, contributing to more efficient clinical processes[7].
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3
Material & Methods

The integration process was preceded by the installation and training of the DeepMedic
segmentation algorithm. Before the training phase, the provided data also had to undergo
preprocessing. In addition, Orthanc, which served as a DICOM server, had to be installed
and configured. The following sections describe these processes.

3.1 Computing and programming language
The main part of this study was conducted on Tetralith, a high performance computing
(HPC) cluster provided by the National Academic Infrastructure for Supercomputing in
Sweden (NAISS). Tetralith operates on Rocky Linux 9. Many of the calculations and
processes were performed on compute nodes equipped with 2×Intel Xeon Gold 6130 with
a total of 32 central processing unit (CPU) cores. The DeepMedic training process required
the use of a graphics processing unit (GPU); at this stage compute nodes equipped with
one NVIDIA Tesla T4 GPU were used. The programming languages used were Python
version 3.6.9 and 3.10.0 and Bash version 5.1.8.

3.2 DeepMedic
The complete methodology of DeepMedic is available at https://github.com/deepmedic/
deepmedic. To install DeepMedic, the steps in the documentation were largely followed.
The installation also required the model to be trained, for which several configuration files
were provided. NVIDIA CUDA and GPU were necessary to train and run DeepMedic
due to the intense computational power required to process 3D image volumes, to make
inferences, and to perform training effectively.

3.2.1 Installation and environment settings

Apptainer (formerly Singularity) is a container management system used to create and
run isolated environments for software. To create a container, a definition file can be
generated, or pre-built Docker images (Docker being a container management system for
more general use) can be used, both including all dependencies and software installed.
Apptainer provides an isolated environment for DeepMedic, which means that it runs
with specific versions of libraries and packages without affecting the global environment of
the system. Apptainer allows containers to run in a way that does not require root access
and is optimised for performance, especially in HPC clusters, such as Tetralith. To ensure
that NVIDIA CUDA and GPU could be used, a container was created from an existing
Docker image from Docker Hub, with the command:

apptainer pull tensorflow-20.03-tf2-py3.sif \
docker://nvcr.io/nvidia/tensorflow:20.03-tf2-py3
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3. Material & Methods

This created a .sif file (Singularity Image File) that contained all the information and
data needed to run the container. The GitHub repository was downloaded and the follow-
ing packages in these versions were installed: Python 3.6.9, tensorflow 2.1.0 + nv,
scipy 1.4.1, numpy 1.17.3, nibabel 3.2.2 and h5py 2.9.0. The GitHub repository
included a small set of preprocessed images and prepared configuration files to test the
installation. These were performed successfully.

3.2.2 BraTS 2024 dataset

The BraTS 2024 dataset was obtained through Synapse ID (syn53708249), by register-
ing for the 2024 BraTS challenge[18, 19] and agreeing to the terms and conditions. The
acquired dataset focused on the development and evaluation of deep-learning based seg-
mentation algorithms for post-treatment gliomas. The dataset comprises anonymised MR
images of patients diagnosed with diffuse glioma who had already received treatment,
which may have included surgery, radiation therapy, and/or systemic therapy. Each study
included four MRI sequences: pre-contrast T1-weighted (T1), post-contrast T1-weighted
(T1-Gd), T2-weighted (T2) and T2-weighted fluid-attenuated inversion recovery (FLAIR).
The dataset was stored in the compressed NIfTI format (.nii.gz). Furthermore, the data
included manually annotated segmentations of tumour regions. The regions in question
comprise various components of the tumour area and have been labelled as follows:

1. Non-enhancing tumour core (NETC): Areas of tumour tissue that do not absorb
contrast agents, indicating the presence of necrosis and cysts within the tumour.

2. Surrounding non-enhancing FLAIR hyperintensity (SNFH): Such areas include those
of edema, infiltrating tumours, and post-treatment changes, none of which were
enhanced by contrast.

3. Enhancing tissue (ET): Areas of enhanced contrast may indicate the presence of
active tumour tissue, as well as nodular areas of enhancement.

4. Resection cavity (RC): Cavity formed after surgical removal of tumour tissue.

ET, SNFH, and NETC define the whole tumour, and ET plus NETC describes the core of
the tumour that is typically resected during surgical procedures. Additionally, each image
was assigned the classification 0, which represented the background. The annotations
were conducted by experts according to the established annotation protocol[19]. These
annotations serve as ground truth (GT) for evaluating the training of the deep-learning
segmentation algorithm, DeepMedic. It should be noted that while the term “ground
truth” is widely used, it does not imply absolute certainty, as some degree of uncertainty
always exist in manual evaluations. The GT notation will be used throughout this text, as
it is the standard in the BraTS context. From the BraTS 2024 dataset, 500/100/50 studies
were randomly selected from a total of 1350 to create the training/validation/test subsets.
This subset was considered adequate, as previous studies have shown successful outcomes
with even smaller datasets[6, 13]. The focus on gliomas after treatment adds a layer of
complexity compared to earlier studies. To ensure a balanced approach for model training
and evaluation, an 80/20 split was used for training and validation, respectively. It should
be noted that not all of the annotated segmentations contained all the labels. Table
3.1 indicates the percentage of studies in which the annotated segmentation contained
the specific label, while Table 3.2 shows the distribution of the labels in the constructed
groups. The tables show that label 2 (SNFH) was the most frequent, while label 1 (NETC)
was the least frequent, and that the most frequent combination of labels where [1,2,3,4]
and [2,3,4].
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3. Material & Methods

Table 3.1: Proportion of studies (%) in the training, validation and testing datasets where
each label is present, with label 2 (SNFH) being the most frequent and label 1 (NETC)
being the least.

Training[%] Validation[%] Testing[%]
NETC (1) 43 46 34
SNFH (2) 99 100 100

ET (3) 74 77 74
RC (4) 75 85 90

Table 3.2: Distribution of label combinations in the training, validation and test datasets.
The different combinations of tumour labels present in the studies are listed, where [1, 2,
3, 4] represent the presence of all labels, while for example [2, 4] only contain labels for
SNFH and RC.

Labels Training Validation Testing
[1, 2, 3, 4] 134 34 15
[2, 3, 4] 136 30 18
[2, 4] 103 20 12
[1, 2, 3] 63 11 2
[2, 3] 37 2 2
[1, 2] 14 — —
[2] 7 2 1
[1] 6 — —
[1, 2, 4] — 1 —
Total 500 100 50

3.2.3 Ethical considerations

The data were gathered from BraTS as described in the section above. The work follows
appropriate ethical standards in conducting research and writing the manuscript, comply-
ing with all applicable laws and regulations regarding treatment of animals and human
subjects. All participating sites had institutional review board (IRB) approval. A waiver
for informed consent was provided by each institution’s respective IRB.

3.2.4 Preprocessing images

The DeepMedic software had specific requirements regarding the preprocessing of data.
These requirements included the following: First, the data must be in NIfTI format.
Secondly, it must undergo skull stripping, co-registration, resampling, and intensity nor-
malisation. As all images in the BraTS 2024 dataset were in NIfTI format, no conversion
was required. The images had already undergone skull stripping, whereby any non-brain
tissue (e.g. neck fat, skull, eyeballs) was removed using the HD brain extraction tool (HD-
BET)[20]. Also the images had been co-registered using affine registration in accordance
with the linear symmetrical MNI152 atlas.

Python was used to preprocess the images to ensure that they had the requisite shape
and structure for use with DeepMedic. The images were resampled to an isotropic 1 mm3

voxel resolution using bilinear interpolation, thus ensuring uniform resolution. The image
intensity was normalised to a mean of zero and a variance of one. Furthermore, brain
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3. Material & Methods

masks were generated by applying a straightforward thresholding technique to intensity
values. Voxels with intensities exceeding a specified threshold were incorporated into the
mask and used to delineate the regions of the image comprising brain tissue.

3.2.5 Training and testing DeepMedic

Before training started, several modifications were made to the configuration files. The
number of input channels was adjusted to four to incorporate the four MRI sequences
available in the BraTS 2024 dataset. The sampling of the training data was adjusted to
account for the distribution of the various labels, as shown in Table 3.2. For example, label
1 (NETC) is present in only 43% of the training data. The sampling proportions were de-
fined as (proportionOfSamplesToExtractPerCategoryTraining = [1.0, 1.65, 1.0,
1.3, 1.3]), where the numbers represent the sampling proportions for the label categories
0-4, with 0 representing the background. The training process was executed according to
the original configuration for a total of 35 epochs, including 20 subepochs. In addition, full
segmentations of the validation data were performed after every second epoch during the
training phase. The DeepMedic training process was documented in training logs. From
these training logs, a series of graphs were generated to illustrate the training process and
the final saved segmentation model. For the test phase, the configuration file was similarly
updated to specify four input channels, and the paths to the relevant files were adjusted
in all configurations to ensure DeepMedic could locate them.

3.2.6 Evaluation metrics

The analysis of the training of the DeepMedic segmentation algorithm was based on eval-
uation metrics such as mean accuracy, precision, sensitivity, and the Dice similarity coef-
ficient (DSC), these values were calculated by the DeepMedic software. Mean accuracy is
defined as,

Mean accuracy = Correctly classified voxels
All predicted voxels

and represents the proportion of voxels correctly classified by the model, including the
background, out of the total number of voxels. High mean accuracy indicates that the
model performed well overall in making accurate predictions, including for the background.
The precision is defined as,

Precision = Number of true positive
Number of true positive + Number of false positive

and measures the proportion of voxels classified by the model as belonging to a particular
class that are actually correct. High precision indicates that the model effectively avoided
false positives. Sensitivity is defined as,

Sensitivity = Number of true positive
Number of true positive + Number of false negative

which indicates the proportion of voxels that actually belonged to a certain class that the
model correctly identified. A high sensitivity indicates that the model captured most of
the relevant voxels. DSC is defined as,

DSC = 2 · |A ∩ B|
|A| + |B|

10
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were A was the predicted area, B was the true segmented area. The DSC measured the
overlap between the model’s predicted segmented region and the actual segmented region
(GT). A higher DSC value indicates a better agreement between the predicted and actual
segmented regions. It combines information on both false positives and false negatives.

During the testing phase, the trained model was used to evaluate its ability to segment
new, previously unseen data. The results were presented by calculated mean DSC and
the complementary quantity, the Hausdorff distance (HD95) at the 95th percentile. These
quantities were chosen because they align with the evaluation methods used in the BraTS
2024 competition, which also reports its results using DSC and HD95[19]. The results were
presented separately for each label in the dataset to evaluate the segmentation performance
of the model for specific regions, such as different parts of the tumour or other areas of
interest.

The Hausdorff distance measures the distance between two sets of points. Intuitively,
the Hausdorff distance can be described as the maximum distance one can be forced to
travel from a point in one set to the nearest point in the other set. In summary, it can be
regarded as the maximum distance from a point in one set to the nearest point in the other
set, and it is calculated for two given finite point sets, A = {a1, ..., ap} and B = {b1, ..., bq}

H(A, B) = max(h(A, B), h(B, A))
where

h(A, B) = max
a∈A

min
b∈B

||a − b||

The 95th percentile was calculated, thereby providing a more robust metric that excluded
the highest 5% of the values.

3.3 Orthanc, a DICOM server

3.3.1 Installation

Orthanc was installed on a Linux system using the Linux standard base (LSB) binaries,
which were obtained from the Orthanc website[21]. In addition, LSB binaries were also
downloaded for the DICOMweb plugin, the Stone Web viewer plugin, and the Orthanc
Explore web user interface. Based on the documented default configuration, a simple con-
figuration file was constructed based on the lines where non-default values were used, such
as the user, password, and the instruction that Orthanc Explorer should be used. A sec-
tion was also added for the plugins so that the paths could be specified, enabling Orthanc
to access them. Following the installation process, the command chmod +x ./Orthanc
was used to be able to run the main Orthanc executable.

3.3.2 Running Orthanc

The ./Orthanc Configuration.json command started the Orthanc server and read the
settings of the specified configuration file, Configuration.json. This file contained im-
portant parameters for the operation of the server, such as the DICOM port number,
HTTP port number, storage paths for DICOM files, and authentication settings. When
the command was executed, Orthanc started up and began listening on the specified TCP
(transmission control protocol) ports to handle incoming DICOM requests, as well as
web-based requests via HTTP. Orthanc also logged its activities for debugging and mon-
itoring. Once the server was up and running, Orthanc Explorer could be accessed via
a web browser at http://localhost:8042, where localhost could be replaced with the
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current compute node, if the Orthanc server was operating on one. The interface allowed
users to search and view DICOM images, review metadata, upload and download files,
and remove images from the server.

3.4 Integrating DeepMedic with a DICOM server
In the course of the DeepMedic integration trials with Orthanc, a pipeline structure was
constructed using Python and several of its pre-existing packages and libraries. Initially,
DICOM images were retrieved from the Orthanc server using its RESTful API. This com-
munication was enabled with the requests package, which managed the sending and
receiving data over HTTP. To convert these DICOM files into NIfTI format, dicom2nifti
was employed. Also, the pydicom package was used for reading and adjusting DICOM
headers to ensure that the metadata remained consistent throughout the process. The
NIfTI images were then handled and preprocessed using nibabel to ensure the correct
format and resolution before being fed into DeepMedic for segmentation. The segmen-
tation process was initiated using the module subprocess which allowed the execution
of DeepMedic commands inside the Apptainer container. The output from DeepMedic
was then converted back to DICOM format again using pydicom alongside SimpleITK
for handling both DICOM and NIfTI format. Lastly, the DICOM files were uploaded to
Orthanc using requests. Throughout this process, a folder structure was designed to
ensure compatibility with the pipeline.
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4
Results

4.1 DeepMedic
The results of the training and testing phases show that the trained segmentation model
performs differently in the various regions of the tumour. Training the algorithm took ap-
proximately 51.5 hours. This included seventeen full segmentations of the validation data,
with each segmentation taking approximately 32 minutes. Testing took approximately
16.5 minutes, with a single segmentation for a patient taking approximately 14 seconds.

4.1.1 Training phase

The training of DeepMedic is illustrated through graphs generated from detailed training
logs. These graphs provide information on the progression of the training process and the
performance of the final saved segmentation model. The graphs in Figure 4.1 illustrate
the evolution of mean accuracy, sensitivity, precision and DSC throughout the training
process. Each label is represented by a specific colour: red for Label 1 (NETC), blue for
Label 2 (SNFH), green for Label 3 (ET), and cyan for Label 4 (RC).

Figure 4.1: Evolution of DeepMedic’s performance during the training phase, illustrated
by the mean values of accuracy, sensitivity, precision and DSC for each label. The graphs
demonstrate the improvement of the models performance throughout the training and val-
idation phases.

The training and validation graphs indicate that the model was successfully trained
without overfitting. The validation metrics closely follow the training metrics for most
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labels, demonstrating the model’s ability to generalise to unseen data. However, label 1
(NETC), represented in red, deviates from this trend. While training results for this label
showed sensitivity, precision, and DSC (samples) between 0.9 and 0.95, the validation re-
sults were less consistent, with sensitivity and DSC (samples) fluctuating around 0.5 and
0.6 and precision exhibited a similar level of variability but within a higher range, around
0.7 to 0.8. This discrepancy suggests that the model had more difficulty generalising for
this label, potentially due to its smaller representation in the dataset and complex geo-
metric properties. For Label 2 (SNFH), the accuracy reached values of approximately 0.97
during training and 0.99 during validation, with the sensitivity and precision stabilising
between 0.9 and 0.95 for both phases. Similarly, label 3 (ET) and Label 4 (RC) showed
consistent performance during the training phase, with sensitivity, precision, and DSC
(samples) reaching similar values of approximately 0.95. However, in the validation phase,
label 3 reached slightly lower values for precision and DSC (samples), with both metrics
around 0.85, compared to label 4, which maintained higher values of approximately 0.9.

The high accuracy observed across all labels, ranging between 0.97 and 1.00, is primarily
due to the large proportion of background pixels in the dataset. Since accuracy measures
the proportion of correctly classified pixels, the prevalence of background ensures that
small segmentation errors have minimal effect on overall accuracy. In comparison, DSC,
which incorporates both sensitivity and precision, reflects the overlap between predicted
and true segmentations and is more influenced by errors at the boundaries of the segmented
regions. Full segmentations were conducted solely for the validation data, and only after
every second epoch. This explains the choppy pattern observed in the DSC (full-segm)
graphs. It is evident that all labels show some improvement after each segmentation.

4.1.2 Testing phase

The results of the segmentation performed on the test data using the trained segmentation
model are presented in Tables 4.1 and 4.2, and further visualised in Figures 4.2 and 4.3
using violin plots to illustrate the distributions of DSC and HD95 values. Table 4.1
displays the mean DSC values along with their standard deviations, reported for each
label individually, as well as for the whole tumour (1 + 2 + 3) and the tumour core (1 + 3).
The highest DSC value was recorded for label 2 (SNFH) at 87.0, while the lowest was
observed for label 1 (NETC) at 55.5. Table 4.2 presents the HD95 values along with their
standard deviations. The lowest HD95 value was recorded for label 1 (NETC) at 7.3,
while the highest value, accompanied by the highest standard deviation, was observed for
label 3 (ET) at 11.4. This increased standard deviation for label 3 (ET) also contributed
to the higher value for the tumour core. The violin plots provide additional insights into
the variability and density of the data. The results of the individual cases can be found
in Appendix A.1.

Table 4.1: Performance of the trained segmentation model on the test data.
DSC for each individual label as well as for the whole tumour (1+2+3) and
the tumour core (1 + 3). The means and standard deviations are presented
to show performance and variability.

Dice Similarity coefficient [%] ⇑

DeepMedic NETC SNFH ET RC Whole Core
(Label 1) (Label 2) (Label 3) (Label 4) (1+2+3) (1+3)

Per-Class average
over all subjects: 55.5 87.0 71.7 69.8 77.7 64.1
Std Dev: 28.3 7.5 28.3 29.0 14.3 26.2
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Table 4.2: Performance of the trained segmentation model on the test data.
HD95 calculated for each label, the whole tumour (1+2+3) and the tumour
core (1 + 3). The mean values and standard deviations are presented, with
lower values indicating better agreement between the segmentation model
and GT.

Hausdorff distance (HD95) [mm] ⇓

DeepMedic NETC SNFH ET RC Whole Core
(Label 1) (Label 2) (Label 3) (Label 4) (1+2+3) (1+3)

Per-Class average
over all subjects: 7.3 8.3 11.4 11.0 9.3 12.6
Std Dev: 5.7 12.8 25.8 16.1 13.0 25.4

Figure 4.2: Violin plots showing the distributions of DSC values across different tumour
regions. Each violin plot represents the distribution of DSC values for a specific tumour
region. The width of the violin at each point reflects the density of data, and the inner
point distribution shows individual data points and highlights the variation within each
region.
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Figure 4.3: Violin plots visualising HD95 values for different tumour regions. Each violin
plot represents the distribution of HD95 values for a specific tumour region. The width of
the violin at each point reflects the density of the data. Inside each violin plot, a point
distribution is shown for individual data points, illustrating the variation in HD95 values
for each tumour region.

The visualisation of the four individual cases is demonstrated in Figure 4.4. The seg-
mentations are represented by four labels: NETC 1 (red), SNFH 2 (blue), ET 3 (green),
and RC 4 (yellow). The first two columns illustrate the anatomical imaging modalities
T1-Gd and FLAIR. The third column displays the results of the DeepMedic segmentation,
while the fourth column represents the corresponding GT segmentations. The segmenta-
tions in the image generally show high DSC values and/or low HD95 values, indicating
good agreement between the model predictions and the GT labelling. The top two rows
illustrate cases that include all four labels, while the third row shows a case with relatively
small tumour areas. The bottom row illustrates one of the most consistent segmentation
based on DSC and HD95, containing solely labels 2 (SNFH) and 4 (RC).

Figure 4.5 illustrates the failure of the DeepMedic model to accurately reproduce the
GT labelling for three patients. In the upper row, the model had captured some tumour
areas but had misidentified parts of label 4 (RC) as 1 (NETC). In the second row, there
are clear discrepancies in the segmentation. In particular, there are discrepancies in both
the location and the extent of segmentation when compared to the GT. The third row
illustrates a case with a strongly deviating value for HD95 of 141.6 mm for label 3 (ET).
DeepMedic segmentation is located in the anterior part of the brain, while GT is located
in the posterior. Furthermore, the DeepMedic segmentation is shown from slice 103, while
the GT segmentation is in slice 37. It is important to note that the GT segmentation only
included 62 voxels for label 3 (ET).

The examples presented illustrate the challenges inherent in the segmentation process,
with some differences observed in specific labels. It should be noted that certain regions
are segmented more accurately than others. In general, labels 2 (SNFH) and 4 (RC)
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demonstrate the most consistent results with high precision, while labels 1 (NETC) and
3 (ET) exhibit greater variability in some cases.

Figure 4.4: Visualisation of DeepMedic segmentations compared to the GT segmentation
for four different cases. The columns show from left to right: T1-Gd and FLAIR images,
DeepMedics segmentation results and corresponding GT segmentations. Colours represent:
red: Non-enhancing tumour core (NETC), blue: Surrounding non-enhancing FLAIR hy-
perintensity (SNFH), green: Enhancing tissue (ET), yellow: Resection cavity (RC). The
top two rows represent cases in which all labels are present, while the third row shows cases
with smaller tumour areas and the bottom row shows a case with high agreement between
prediction and GT.
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Figure 4.5: Examples of cases where DeepMedic segmentation results do not match the GT.
The columns show from left to right: T1-Gd and FLAIR images, DeepMedics segmentation
and corresponding GT segmentations. Colours represent: red: NETC, blue: SNFH, green:
ET, yellow: RC. The top row shows misclassification of parts of label 4 (RC) as label 1
(NETC). In the second example, the segmentation shows deviating localisation and extent
compared to the markings. The third row illustrates a significant discrepancy in label 3
(ET), where the segmentation of the model is localised far away from the GT.

4.2 Integration of DeepMedic with Orthanc
The following swim-lane diagram in Figure 4.6 provides a visual representation of the
workflow for medical image segmentation with DeepMedic and integration with Orthanc.
The workflow is divided into four main sections: User, Orthanc, Working Directory and
external scripts, and DeepMedic. The process is initiated by the user entering a StudyID.
If the StudyID is present in the system, Orthanc retrieves the associated DICOM series and
sends it to the working directory for further processing. Within the working catalogue, the
DICOM images are converted to NIfTI format, a requirement for the following DeepMedic
operations. Subsequently, the images undergo a series of preprocessing steps, including
normalisation and adaptation of dimensions, after which configuration files for DeepMedic
are created. Once preprocessing is completed, DeepMedic is run to generate segmentations
based on the processed images. The result is then resampled to match the original image
dimensions, and the segmentation files are converted back to DICOM format. The finished
segmentation files are then sent back to Orthanc, where they are stored and made available
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to the user for viewing. This workflow establishes an automated process by which medical
images can be segmented and reintegrated into Orthanc for further analysis or for clinical
decision support.

Figure 4.6: A swim-lane diagram illustrating the pipeline of the integration processes be-
tween DeepMedic and Orthanc.

The integration process is run as a pipeline, via a Python script, which accesses external
scripts to run the following nine steps:

1. Clear the input folder from previous segmentation process
2. Download DICOM files and convert to NIfTI
3. Preprocess the NIfTI files
4. Update configuration files
5. Clear the previous predictions before segmentation
6. Run DeepMedic
7. Resampled to match the original image dimensions
8. Convert segmentation to DICOM format
9. Upload segmentation DICOM files to Orthanc

The process is initiated with the command ./run_pipeline.sh ’StudyID’, thereby
also entering the desired studyID.. Additionally, the host on which Orthanc operates must
be defined within the pipeline, along with the selection of GPU or CPU to be used. The
pipeline code and all associated scripts can be found in Appendix A.2.

The folder structure from which the pipeline is executed is presented below. The
Orthanc folder contains the configuration file, Configuration.json, which contains server
settings, and an executable file called Orthanc. The deepmedic/ folder collects all the
necessary files to run the DeepMedic model. In the configFiles/ directory, configuration
files are located to run the model, while data/ contains subfolders for input, where the
input files are placed for segmentation, and output, where the results of segmentation
are saved. The executable file is called deepMedicRun, and the pre-trained segmentation
model is located in the saved_model/ subfolder. The workflow is automated by two scripts,
pipeline.py and run_pipeline.sh. The scripts/ folder contains the external scripts
for specific steps in the pipeline process. Finally, tensorflow_py3.sif is an Apptainer
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container file that packages TensorFlow and other necessary dependencies.

project
Orthanc

orthanc
Configuration.json
Orthanc

deepmedic
configFiles
data

input
output

DeepMedicRun
deepmedic
savedModel

pipeline.py
run_pipeline.sh
scripts/
tensorflow_py3.sif
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5
A narrative account and reflection

This section complements the main discussion by reflecting on aspects of the project that
did not yield the desired results and exploring whether different conditions might have led
to alternative outcomes. Specifically, I address the challenges encountered when using the
BrainLes preprocessing tool.

BrainLes was used to perform the preprocessing required by the DeepMedic segmenta-
tion algorithm and to construct brain masks. The tool was also intended to ensure that
preprocessing would work effectively for future datasets, including those that may not be
preprocessed in the same standardised way as the BraTS data. During initial training trial
runs, limited to two epochs and ten subepochs, I noticed that the training progress did not
perform as desired. I made various adjustments to the model configuration, experimenting
with batch size, loss and weights (loss based on IOU, DSC and/or cross entropy), and
to ”proportionOfSamplesToExtractPerCategoryTraining”. Despite these efforts, none
of the changes led to significant improvement. Eventually, I selected the best performing
trial run and the saved model was applied to a small dataset consisting of ten studies.

When reviewing the generated images, it became apparent that in five of the ten
cases, the BrainLes brain extraction tool had inadvertently removed parts of the brain
that contained all or part of the tumour regions targeted for segmentation. Although
frustrating, this discovery provided a clear explanation for why the training process had
not performed as expected. In Figure 5.1, three of these cases are shown. These images
illustrate how parts of the brain that included GT segmentations were removed during
preprocessing. This issue had gone unnoticed during the initial preprocessing verification,
as only data from four examinations had been analysed, none of which exhibited this
problem. These findings provided a compelling explanation for why the training process
did not perform as desired. One possible explanation for the observed problems is related
to the skull-stripping process. The images had already been skull-stripped using HD-
BET, which may have introduced unexpected complications. Post-treatment gliomas often
include resection cavities (label 4), which could have interfered with the skull removal
process, unintentionally removing tumour regions or surrounding tissue. BrainLes might
perform better on raw, unprocessed images, as processing skull-stripped images appears
to have introduced additional errors.

BrainLes is designed to be backend-agnostic, allowing flexibility in selecting brain ex-
traction tools or even excluding brain extraction altogether. In theory, this flexibility
should allow for swapping out HD-BET with an alternative extraction method or bypass-
ing this step entirely. However, attempts to achieve this have failed in this study. Further
experimentation with alternative skull-stripping tools, or fine-tuning BrainLes’ configura-
tion for already preprocessed images, might yield better results. Additionally, testing the
pipeline on a broader set of raw, unprocessed images could help determine whether the
observed problems are inherently tied to the preparatory skull-stripping step or if they
arise elsewhere in the pipeline. The BrainLes preprocessing tool was set up based on the
tutorial in https://github.com/BrainLesion/preprocessing. It is also possible that
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certain steps or warnings were missed during the set-up process, which could have resulted
in the undesired preprocessing outcomes.

Figure 5.1: Examples of cases where parts of tumour areas have been removed during the
BrainLes preprocessing procedure. The images demonstrate that certain regions containing
GT segmentations have been removed.

22



6
Discussion

In this project, I successfully integrated DeepMedic, a deep-learning model for brain tu-
mour segmentation, with Orthanc, a DICOM server, establishing an automated pipeline
for retrieving, preprocessing, segmenting, and reintegrating medical images. The model
was successfully trained on BraTS 2024 dataset, without overfitting. Testing with the
saved model showed good performance for label 2 (SNFH) in terms of DSC, with a value
of 87.0 and an HD95 of 8.3 mm.

The training of DeepMedic showed promising results, particularly for label 2 (SNFH),
where high representation in the dataset and clear contrasts contributed to consistent per-
formance. Meanwhile, the model performed less effectively for label 1 (NETC), showing
lower precision, sensitivity, and DSC, along with higher variability. This may be attributed
to the complexity of the tissue[22] and its under-representation in the training data. La-
bel 1 (NETC) achieved the highest mean accuracy, probably due to its small size relative
to other regions, combined with the inclusion of a correctly identified background in the
mean accuracy, which inflated the value. Adjustments to label distribution during training
improved the results, but further optimisation of hyperparameters and a more balanced
dataset will be crucial to enhance the model’s ability to segment more challenging tumour
regions. In conclusion, while the model demonstrates considerable potential, further devel-
opment is necessary to ensure reliable segmentation across all tumour types. Importantly,
the regions in the dataset differ in size and structure, making direct comparisons between
them less meaningful during both the training and testing phases.

The testing phase also showed varying performance for different regions of the tumour.
Label 1 (NETC) demonstrated significant variation in DSC between cases, although no
case had a DSC value of zero. Notably, label 1 (NETC) achieved the lowest mean HD95
at 7.3 mm, indicating good spatial agreement despite its lower DSC. In addition, both
label 3 (ET) and label 4 (RC) had three cases each with DSC values close to or at zero. A
common feature in five of these cases was that the regions consisted of very few voxels, in
one case as low as only three voxels. The sixth case was illustrated in the top row of Figure
4.5 and demonstrated the misclassification of label 4 (RC) as label 1 (NETC). For label 3
(ET), the high value of HD95, together with its high standard deviation, can be traced to
the case presented in the bottom row of Figure 4.5, where the segmentation was far from
GT. Nevertheless, the model showed good potential for segmenting well-represented and
well-defined areas, with numerous cases showing high values for DSC and low values for
HD95 across all labels included in the GT. However, further optimisation is required to
improve the segmentation of more complex and small tumour regions.

As the results of the BraTS 2024 competition have not been published at the time of
writing, the results can instead be compared to those of DeepMedic in the BraTS 2015
competition, where the model performed well. In the BraTS 2015 competition, gliomas
were segmented, and DeepMedic achieved a DSC of 84.7 for whole tumour, 67.0 for tumour
core, and 62.9 for enhancing tumour. Compared to BraTS 2024 data for post-treatment
gliomas, where label 2 (SNFH) demonstrated the highest performance (DSC 87.0), while
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label 1 (NETC) exhibited poorer performance, it appears that the BraTS 2024 results are
more varied and perhaps more challenging. This may be partly attributed to the post-
surgical characteristics of the BraTS 2024 data, where tumour regions are often smaller
and more heterogeneous, which appears to affect the ability of the model to generalise[22].

The installation of the Orthanc DICOM server was a straightforward process, largely
due to the comprehensive documentation provided by Orthanc. A greater challenge was
to ensure the compatibility between Orthanc and DeepMedic, particularly regarding data
formats and communication between the systems. A further challenge was to obtain a
complete overview of the entire process that was to be incorporated into the pipeline.
These challenges were addressed by dividing the process into smaller, more manageable
steps and creating separate scripts to handle specific tasks. This approach provided a
clearer overview of the process, as well as the flexibility to move different steps around,
and to handle problems on smaller scales.

Two previous studies[23, 24] have demonstrated the successful integration of deep-
learning algorithms for brain tumour segmentation. Both models were trained specifically
to segment gliomas and used PACS as a DICOM server. One of these studies also focused
on the quantification of tumour volume, highlighting its importance for clinical decision-
making[24]. These implementations highlight the potential to improve the accuracy and
efficiency of tumour segmentation, reduce radiologists’ workload, and provide a robust
decision support tool in clinical practice. But the studies also emphasise the potential
risks associated with these implementations, such as security risks related to patient data,
challenges with clinicians’ acceptance, and the need for practice and competence to use
AI tools.

While the created pipeline performed effectively within the specific context of the
BraTS 2024 dataset, expanding its utility to other environments and datasets will re-
quire further enhancements. Future work should focus on improving preprocessing ca-
pabilities, increasing model adaptability, and improving clinical integration to make the
pipeline more versatile and user-friendly. For example, preprocessing is a critical area for
improvement, as the BraTS data have already been skull-stripped and co-registered, and
it cannot be assumed that data from other sources will be. Steps such as skull-stripping
and co-registration could be added to handle data that lack this preparation. Tools such as
BrainLes can be considered, provided that they are first tested on unprocessed MR images
to ensure that previously observed problems, such as incorrect exclusion of tumour tissue,
are eliminated. The pipeline was built from external scripts which can easily be replaced
or adapted as required. This allows different tools to be used for different processes. In
addition, multiple trained models can be added, optimised for different scenarios such as
pre- and post-treatment cases. This would improve the accuracy of the model and broaden
its scope. Another important aspect is making the pipeline compatible with other DICOM
servers, such as PACS, to facilitate integration in different clinical environments. Smooth
communication with existing systems would streamline workflows and increase usability.
Finally, the pipeline could be developed into a tool for radiologists. Combining automated
segmentation with the ability to be adjusted manually in a user-friendly interface would
reduce workload, provide more consistent results, and improve patient care.

The implementation path from a functional AI model to a clinically valuable tool
is both lengthy and complex. This work only addressed the technical steps along this
path, revealing numerous challenging obstacles along the way. Technical challenges can be
addressed systematically, but their complexity only becomes fully apparent during prac-
tical application. While organisational challenges and stakeholder trust were outside the
scope of this work, they are equally critical. As highlighted in a previous article[25], these
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non-technical challenges often emerge during real-world implementation, where theoretical
solutions meet practical constraints. Stakeholder trust is particularly crucial, as it influ-
ences the willingness to adopt and integrate AI tools into daily practice. Consequently,
the time and effort required for a given implementation task is challenging to predict.
Calls for the rapid implementation of AI tools in healthcare care may hold popular ap-
peal but frequently fail to consider the stakeholders’ experience regarding the complexities
involved.
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7
Conclusion

The long-term objective of developing a decision support software tool for radiologists
remains valid, and the experiences gained from the integration process developed in this
project could serve as a guide towards achieving this goal in the future. The aim of this
project was to integrate DeepMedic, a deep-learning algorithm for brain tumour segmen-
tation, with a DICOM server. This involved the successful installation and configuration
of Orthanc, in addition to training and testing of the DeepMedic model on the BraTS 2024
dataset. An automated pipeline was developed to manage the entire process, encompass-
ing the retrieval and preprocessing of medical images, segmentation using DeepMedic, and
reintegration of the results into Orthanc. The project demonstrated the potential of the
technical implementation of a deep-learning-based brain tumour segmentation algorithm.
However, further work is needed to enhance the robustness of the pipeline and ensure its
applicability across a wider range of clinical settings before it can be tested on in-house
clinical data.
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A
Appendix

A.1 Summary of individual results

Table A.1: Comparison of dice similarity coefficient (DSC) and Hausdorff distance (HD95)
across cases.

Dice Similarity Coefficient Hausdorff Distance (HD95)
Study ID Labels Label 1 Label 2 Label 3 Label 4 Whole Core Label 1 Label 2 Label 3 Label 4 Whole Core Tot # of Seg. Time [s]

(NETC) (SNFH) (ET) (RC) (1+2+3) (1+3) (NETC) (SNFH) (ET) (RC) (1+2+3) (1+3)
BraTS-GLI-00556-100 [2,3,4] – 90,2 52,2 57,7 71,2 52,2 – 4,6 74,9 3,6 39,8 74,9 230 26,5
BraTS-GLI-02883-101 [2,3,4] – 89,9 0 91,1 44,9 0,0 – 1,0 – 1,0 1,0 190 11,5
BraTS-GLI-02902-101 [2,4] – 90,2 – 93,5 90,2 – 1,7 – 1,0 1,7 230 14,0
BraTS-GLI-02082-101 [2,3,4] – 96,0 39,7 71,5 67,8 39,7 – 1,0 28,3 7,0 14,7 28,3 220 13,4
BraTS-GLI-02701-100 [2,4] – 91,8 – 77,4 91,8 – 2,0 – 41,7 2,0 250 15,3
BraTS-GLI-02137-101 [2,3,4] – 76,8 18,9 87,3 47,8 18,9 – 7,1 25,0 2,5 16,1 25,0 220 13,5
BraTS-GLI-03008-101 [1,2,3,4] 48,7 82,7 88,1 84,4 73,1 68,4 8,6 3,2 2,0 8,1 4,6 5,3 240 14,7
BraTS-GLI-02743-100 [2,3,4] – 89,4 75,5 97,2 82,4 75,5 – 21,4 14,5 0,0 18,0 14,5 230 14,1
BraTS-GLI-02387-100 [1,2,3,4] 44,6 79,3 96,8 1,6 73,5 70,7 23,4 31,8 0,0 29,7 18,4 11,7 210 12,9
BraTS-GLI-02219-103 [2,4] – 84,1 – 93,7 84,1 – 47,6 – 1,7 47,6 230 14,2
BraTS-GLI-02650-100 [2,3,4] – 93,9 54,6 52,4 74,2 54,6 – 1,0 10,5 15,0 5,8 10,5 240 14,8
BraTS-GLI-02111-107 [1,2,3,4] 15,9 87,6 94,5 77,6 66,0 55,2 12,4 7,7 1,0 12,7 7,0 6,7 230 14,2
BraTS-GLI-02708-100 [2,4] – 83,7 – 0,0 83,7 – 5,0 – 47,3 5,0 250 15,4
BraTS-GLI-02632-103 [2,3,4] – 91,3 82,0 89,9 86,7 82,0 – 1,0 2,8 1,0 1,9 2,8 200 12,3
BraTS-GLI-02379-101 [1,2,3,4] 97,7 95,3 96,6 26,9 96,6 97,2 0,0 1,0 0,0 43,8 0,3 0,0 220 13,6
BraTS-GLI-02549-101 [2,3,4] – 59,6 67,3 87,3 63,5 67,3 – 13,0 3,0 1,0 8,0 3,0 220 13,5
BraTS-GLI-02635-100 [2] – 92,3 – – 92,3 – 1,0 – – 1,0 170 10,5
BraTS-GLI-02112-100 [1,2,3,4] 90,3 94,1 81,7 42,4 88,7 86,0 1,0 1,0 2,4 10,5 1,5 1,7 200 12,3
BraTS-GLI-02241-100 [2,3,4] – 81,8 0 96,7 40,9 0,0 – 2,4 141,6 0,0 72,0 141,6 210 12,9
BraTS-GLI-02194-102 [1,2,3,4] 45,9 95,1 85,6 83,4 75,5 65,7 6,7 0,0 5,0 5,4 3,9 5,9 210 13,0
BraTS-GLI-02927-100 [1,2,3,4] 46,3 86,0 81,4 31,7 71,2 63,9 6,3 2,0 1,4 5,8 3,2 3,9 170 10,5
BraTS-GLI-02251-100 [1,2,3,4] 29,6 97,0 92,0 86,0 72,9 60,8 13,7 1,0 1,0 5,7 5,2 7,4 210 12,9
BraTS-GLI-02836-100 [2,4] – 83,5 – 96,5 83,5 – 1,4 – 0,0 1,4 210 13,0
BraTS-GLI-00543-100 [2,4] – 86,2 – 84,2 86,2 – 2,2 – 2,2 2,2 220 13,6
BraTS-GLI-02105-100 [2,3,4] – 82,9 85,9 59,4 84,4 85,9 – 4,4 1,0 2,2 2,7 1,0 220 13,6
BraTS-GLI-02069-101 [2,3,4] – 92,5 85,4 71,6 89,0 85,4 – 1,0 1,7 3,6 1,4 1,7 210 13,0
BraTS-GLI-02129-103 [1,2,3] 90,6 89,9 92,1 – 90,9 91,3 1,0 24,2 6,7 – 10,6 3,9 240 14,8
BraTS-GLI-02248-103 [2,4] – 92,7 – 56,5 92,7 – 2,0 – 9,9 2,0 230 14,2
BraTS-GLI-02792-100 [2,4] – 86,3 – 89,7 86,3 – 2,5 – 3,3 2,5 210 13,0
BraTS-GLI-02244-100 [2,3,4] – 82,0 0,0 95,0 41,0 0,0 – 4,1 26,3 1,0 15,2 26,3 210 12,9
BraTS-GLI-02361-100 [2,3,4] – 71,3 90,3 1,9 80,8 90,3 – 16,9 1,0 13,3 9,0 1,0 220 13,6
BraTS-GLI-02786-101 [2,4] – 94,5 – 97,8 94,5 – 1,0 – 0,0 1,0 240 14,8
BraTS-GLI-02074-101 [1,2,3,4] 44,8 95,8 95,9 25,9 78,8 70,3 9,2 1,0 0,0 17,5 3,4 4,6 240 14,8
BraTS-GLI-02826-100 [2,3,4] – 86,3 72,0 96,6 79,2 72,0 – 19,4 13,7 0,0 16,6 13,7 210 13,0
BraTS-GLI-02918-100 [2,3,4] – 84,0 57,2 85,9 70,6 57,2 – 3,0 4,6 1,4 3,8 4,6 240 14,8
BraTS-GLI-02892-100 [1,2,3,4] 61,7 88,9 95,7 75,0 82,1 78,7 4,6 1,0 1,0 5,9 2,2 2,8 240 14,8
BraTS-GLI-02241-101 [2,4] – 81,1 – 97,7 81,1 – 14,6 – 0,0 14,6 210 13,0
BraTS-GLI-02880-101 [2,3,4] – 88,6 89,0 94,6 88,8 89,0 – 1,0 3,0 1,0 2,0 3,0 230 14,2
BraTS-GLI-02265-100 [1,2,3,4] 57,1 95,5 85,4 46,3 79,3 71,2 7,8 1,0 3,2 23,3 4,0 5,5 200 12,3
BraTS-GLI-02949-100 [2,4] – 91,4 – 83,7 91,4 – 1,0 – 3,2 1,0 230 14,2
BraTS-GLI-02969-100 [1,2,3,4] 15,3 65,4 89,9 0,1 56,8 52,6 11,0 49,0 2,2 78,5 20,7 6,6 200 12,3
BraTS-GLI-02518-101 [1,2,3] 98,6 94,7 96,6 – 96,6 97,6 0,0 1,0 1,0 – 0,7 0,5 210 13,0
BraTS-GLI-02978-100 [1,2,3,4] 6,3 80,8 72,5 87,4 53,2 39,4 6,5 50,8 3,7 3,0 20,3 5,1 230 14,2
BraTS-GLI-02881-100 [2,3] – 80,7 29,9 – 55,3 29,9 – 1,7 6,6 – 4,2 6,6 200 12,3
BraTS-GLI-02152-100 [1,2,3,4] 72,9 87,2 71,4 80,3 77,2 72,2 5,4 2,4 8,3 10,8 5,4 6,9 230 14,2
BraTS-GLI-02076-101 [2,3,4] – 94,1 87,6 62,0 90,8 87,6 – 1,0 1,4 8,8 1,2 1,4 210 12,9
BraTS-GLI-02851-100 [2,4] – 82,6 – 92,1 82,6 – 1,4 – 1,0 1,4 220 13,6
BraTS-GLI-02152-102 [2,3] – 89,2 69,5 – 79,3 69,5 – 29,6 6,3 – 18,0 6,3 220 13,6
BraTS-GLI-02144-100 [2,3,4] – 88,3 85,3 54,5 86,8 85,3 – 11,2 5,0 38,5 8,1 5,0 240 14,8
BraTS-GLI-02284-100 [1,2,3,4] 77,9 85,1 95,9 76,7 86,3 86,9 6,8 5,4 0,0 24,1 9,1 3,4 230 14,2

Per-Class average
over all subjects: 55.5 87.0 71.7 69.8 77.7 64.1 7.3 8.3 11.4 11.0 9.3 12.6
St Dev 28.3 7.5 28.3 28.9 14.3 26.2 5.7 12.8 25.8 16.1 13.0 25.4
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A.2 Pipeline including external scripts

# Import necessary modules and packages
import os # For handling file paths and directories
import sys # For managing arguments and system settings
import argparse # For handling commandline arguments

# Import pipeline functions from external scripts
from scripts.process_study import process_study
from scripts.process_all_nifti_files_in_directory import process_all_nifti_files_in_directory
from scripts.update_config_files import update_files
from scripts.run_deepmedic_in_apptainer import run_deepmedic_in_apptainer
from scripts.resample_segmentation_to_reference import resample_segmentation_to_reference
from scripts.nifti2dicom_single_file import nifti2dicom_single_file
from scripts.upload_to_orthanc import upload_to_orthanc
from scripts.clear_output_directories import clear_output_directories
from scripts.clear_input_directory_except_reference import clear_input_directory_except_reference

# Global variables and configurations
ORTHANC_URL = "http://n1297:8042" # This must be updated before use
ORTHANC_INSTANCES_URL = f"{ORTHANC_URL}/instances"
USERNAME = "orthanc"
PASSWORD = "password"

# File and directory paths
ROOT_DIR = "deepmedic/data/input/"
OUTPUT_DIR = "deepmedic/data/output/"
OUTPUT_DIR_DICOM = f"{OUTPUT_DIR}/Segm_dicom/"
REFERENCE_NIFTI = f"{ROOT_DIR}/Reference/brats_2013_pat0001_1/Flair_subtrMeanDivStd.nii.gz"
REFERENCE_DICOM = f"{ROOT_DIR}/series_1/MR000000.dcm"
REFERENCE_SEGMENTATION = f"{ROOT_DIR}/none_t1c.nii.gz"

def parse_arguments():
"""Handle command-line arguments."""
parser = argparse.ArgumentParser(description="Pipeline for processing with StudyID.")
parser.add_argument(’--study_id’, type=str, required=True, help=’StudyID for this session’)
return parser.parse_args()

if __name__ == "__main__":
args = parse_arguments()
study_id = args.study_id

# Define dependent variables
SEGMENTATION_FILE = f"{OUTPUT_DIR}/predictions/run_Dm/predictions/{study_id}_Segm.nii.gz"
SEGMENTATION_FILE_MOD = f"{OUTPUT_DIR}/predictions/run_Dm/predictions/{study_id}_Segm_mod.nii.gz

"

try:
# 1. Clear the input directory while keeping ’Reference’
print("Clearing input directory...")
clear_input_directory_except_reference(ROOT_DIR)

# 2. Download DICOM files and convert to NIfTI
print("Downloading and converting DICOM to NIfTI...")
process_study(study_id, ROOT_DIR, ORTHANC_URL, USERNAME, PASSWORD)

# 3. Preprocess NIfTI files
print("Preprocessing NIfTI files...")
process_all_nifti_files_in_directory(ROOT_DIR, REFERENCE_NIFTI, (240, 240, 155), (1.0, 1.0,

1.0))

# 4. Update configuration files
print("Updating configuration files...")
update_files(

ROOT_DIR,
["t1c", "t1n", "t2f", "t2w"],
{
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"t1c": "deepmedic/configFiles/runChannels_t1c.cfg",
"t1n": "deepmedic/configFiles/runChannels_t1n.cfg",
"t2f": "deepmedic/configFiles/runChannels_t2f.cfg",
"t2w": "deepmedic/configFiles/runChannels_t2w.cfg",
"mask": "deepmedic/configFiles/runRoiMask.cfg"

},
"deepmedic/configFiles/runNamesOfPredictions.cfg",
study_id

)

# 5. Clear output directories before segmentation
print("Clearing output directories...")
clear_output_directories()

# 6. Run DeepMedic
print("Running DeepMedic in Apptainer...")
run_deepmedic_in_apptainer()

# 7. Adjust segmentation resolution
print("Adjusting segmentation resolution...")
resample_segmentation_to_reference(SEGMENTATION_FILE, REFERENCE_SEGMENTATION)

# 8. Convert segmentation to DICOM format
print("Converting segmentation to DICOM...")
nifti2dicom_single_file(SEGMENTATION_FILE_MOD, OUTPUT_DIR_DICOM, REFERENCE_DICOM)

# 9. Upload segmentation DICOM to Orthanc
print("Uploading DICOM to Orthanc...")
upload_to_orthanc(OUTPUT_DIR_DICOM, ORTHANC_INSTANCES_URL, USERNAME, PASSWORD)

print("Pipeline completed successfully!")

except Exception as e:
print(f"An error occurred: {e}")
sys.exit(1)

import os

def clear_input_directory_except_reference(input_dir):
"""
Removes all files and subdirectories in the input directory except for
the contents of ’Reference’. All directory structures are preserved.
"""
reference_dir = os.path.join(input_dir, "Reference")

for root, dirs, files in os.walk(input_dir):
# Skip the Reference directory
if root.startswith(reference_dir):

continue

# Remove all files in the current root directory
for file in files:

file_path = os.path.join(root, file)
os.remove(file_path)
print(f"Removed file: {file_path}")

# Remove all files in subdirectories but keep the directories themselves
for dir_name in dirs:

dir_path = os.path.join(root, dir_name)
if dir_path == reference_dir:

continue
for subfile in os.listdir(dir_path):

subfile_path = os.path.join(dir_path, subfile)
if os.path.isfile(subfile_path):

os.remove(subfile_path)
print(f"Removed file: {subfile_path}")

import os
import requests
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import zipfile
import subprocess
import dicom2nifti

def get_series_by_study_id(study_id, ORTHANC_URL, USERNAME, PASSWORD):
"""
Retrieve the series of a particular StudyID from Orthanc.
"""
response = requests.get(f"{ORTHANC_URL}/studies", auth=(USERNAME, PASSWORD))
response.raise_for_status()
study_list = response.json()

for study in study_list:
study_metadata = requests.get(f"{ORTHANC_URL}/studies/{study}", auth=(USERNAME, PASSWORD)).

json()
if study_metadata.get("MainDicomTags", {}).get("StudyID") == study_id:

return study_metadata["Series"]
raise ValueError(f"StudyID {study_id} was not found.")

def download_series(series_id, output_dir, ORTHANC_URL, USERNAME, PASSWORD):
"""
Download a series from Orthanc as a ZIP archive, extract it, and place the files into the output

directory.
"""
response = requests.get(f"{ORTHANC_URL}/series/{series_id}/archive", auth=(USERNAME, PASSWORD),

stream=True)
response.raise_for_status()
zip_path = os.path.join(output_dir, f"{series_id}.zip")

with open(zip_path, "wb") as f:
for chunk in response.iter_content(chunk_size=1024):

f.write(chunk)

# Extract all files directly into output_dir without creating extra subfolders
with zipfile.ZipFile(zip_path, "r") as zip_ref:

for member in zip_ref.namelist():
# Extract each file into output_dir without the entire folder structure
filename = os.path.basename(member)
if filename: # Skip folders

source = zip_ref.open(member)
target = open(os.path.join(output_dir, filename), "wb")
with source, target:

target.write(source.read())

os.remove(zip_path)
print(f"Series {series_id} downloaded and extracted to {output_dir}.")

def dicom_to_nifti(dicom_dir, output_file):
"""
Convert a DICOM series to NIfTI format.
"""
dicom2nifti.convert_directory(dicom_dir, os.path.dirname(output_file))
print(f"DICOM series in {dicom_dir} has been converted to a 3D NIfTI file at {output_file}.nii.

gz")

def process_study(study_id, output_dir, ORTHANC_URL, USERNAME, PASSWORD):
"""
Download the first four series for a given StudyID from Orthanc,
convert each series to NIfTI, and store the outputs in the specified directory.
"""
os.makedirs(output_dir, exist_ok=True)
series_ids = get_series_by_study_id(study_id, ORTHANC_URL, USERNAME, PASSWORD)

if len(series_ids) < 4:
raise ValueError(f"The study with StudyID {study_id} has fewer than 4 series ({len(series_ids

)} found).")

for i, series_id in enumerate(series_ids[:4]):
series_output_dir = os.path.join(output_dir, f"series_{i+1}")
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os.makedirs(series_output_dir, exist_ok=True)

# Download the series
download_series(series_id, series_output_dir, ORTHANC_URL, USERNAME, PASSWORD)

# Create a NIfTI file from the DICOM series
nifti_output_file = os.path.join(output_dir, f"output_{i+1}_3d.nii.gz")
dicom_to_nifti(series_output_dir, nifti_output_file)

import os
import numpy as np
import nibabel as nib
from scipy.ndimage import zoom
from pathlib import Path

def load_nifti_file(filepath):
"""
Loads a NIfTI file and returns the data array, affine, and header.
"""
img = nib.load(filepath)
data = img.get_fdata().astype(np.float32)
return data, img.affine, img.header

def save_nifti_file(data, affine, filepath, template_header=None, dtype=np.float32):
"""
Saves a numpy array as a NIfTI file with the specified affine,
optionally copying the template_header if provided.
"""
if template_header is not None:

new_header = template_header.copy()
else:

new_header = nib.Nifti1Header()

# Convert data to the specified dtype before saving
data = data.astype(dtype)

nifti_img = nib.Nifti1Image(data, affine, header=new_header)
nib.save(nifti_img, str(filepath))

def skull_strip(image_data):
"""
Performs a simple threshold-based skull stripping.
Returns a brain mask as a float32 numpy array.
"""
brain_mask = image_data > 0.1
return brain_mask.astype(np.float32)

def modify_nifti_shape_affine_and_normalize(nifti_file, target_shape, target_voxel_size,
reference_affine):

"""
Loads a NIfTI file, normalizes intensities (Z-score), resamples it
to match the target voxel size, and then adjusts its shape to the target_shape.
The resampled image is saved with ’_pre’ appended to its filename.
"""
img = nib.load(nifti_file)
data = img.get_fdata()
affine = img.affine

# Z-score normalization
normalized_data = (data - np.mean(data)) / np.std(data)

# Compute scaling factors for resampling
scaling_factors = [abs(original / target) for original, target in zip(np.diag(affine[:3, :3]),

target_voxel_size)]

# Check that all scaling factors are positive
if any(factor <= 0 for factor in scaling_factors):

raise ValueError("Scaling factors contain non-positive values. Check the affine matrix or
target_voxel_size.")
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# Resample (zoom) the data using trilinear interpolation (order=1)
rescaled_data = zoom(normalized_data, scaling_factors, order=1)

# Adjust the Z dimension without padding outside the target
z_target_size = target_shape[2]
z_rescaled_size = rescaled_data.shape[2]

if z_rescaled_size < z_target_size:
# If the rescaled data is smaller, calculate how much to pad
padding_size = z_target_size - z_rescaled_size
z_pad_front = padding_size // 2
z_pad_back = padding_size - z_pad_front

# Pad the array along the Z axis
rescaled_data = np.pad(

rescaled_data,
((0, 0), (0, 0), (z_pad_front, z_pad_back)),
mode=’constant’,
constant_values=0

)
else:

# If the rescaled data is larger, keep only the portion that fits the target shape
start = (z_rescaled_size - z_target_size) // 2
rescaled_data = rescaled_data[:, :, start:start + z_target_size]

# Determine X and Y offsets to center the data
x_start = (target_shape[0] - rescaled_data.shape[0]) // 2
y_start = (target_shape[1] - rescaled_data.shape[1]) // 2

final_data = np.zeros(target_shape, dtype=np.float32)
final_data[

x_start : x_start + rescaled_data.shape[0],
y_start : y_start + rescaled_data.shape[1],
:

] = rescaled_data

# Save the modified file
new_img = nib.Nifti1Image(final_data.astype(np.float32), reference_affine)
new_img.header["xyzt_units"] = 0
new_nifti_file = str(nifti_file).replace(".nii.gz", "_pre.nii.gz")

# Check if the file already exists
if not os.path.exists(new_nifti_file):

nib.save(new_img, new_nifti_file)

return final_data # Return final_data to build a combined mask later

def create_combined_mask(input_dir, output_dir, modalities, target_shape, target_voxel_size,
reference_affine):

"""
For each modality in ‘modalities‘, resamples the file and applies a simple skull-stripping
mask. The masks are combined into a single mask and saved to the output_dir.
"""
combined_mask = np.zeros(target_shape, dtype=np.uint16)

for modality in modalities:
image_path = next(input_dir.glob(f"*{modality}.nii.gz"), None)

if image_path is None:
raise FileNotFoundError(f"No {modality} file found in directory {input_dir}.")

# Resample shape and affine, then skull-strip
final_data = modify_nifti_shape_affine_and_normalize(

image_path, target_shape, target_voxel_size, reference_affine
)

# Create a skull-stripping mask and add it to the combined mask
brain_mask = skull_strip(final_data)
combined_mask = np.maximum(combined_mask, brain_mask.astype(np.uint16))
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# Save the combined mask as uint16
save_nifti_file(combined_mask, reference_affine, output_dir / "combined_mask.nii.gz", dtype=np.

uint16)

def process_all_nifti_files_in_directory(root_dir, reference_file, target_shape, target_voxel_size):
"""
Processes all NIfTI files in the specified directory for the given modalities,
resampling them to the target shape and voxel size, and creates a combined skull-stripping mask.
"""
reference_img = nib.load(reference_file)
reference_affine = reference_img.affine
root_dir = Path(root_dir)

modalities = ["t1c", "t1n", "t2f", "t2w"]

# Create an output directory to save the combined mask
output_dir = root_dir / "combined_masks"
output_dir.mkdir(parents=True, exist_ok=True)

# Build the combined mask by processing each modality
create_combined_mask(root_dir, output_dir, modalities, target_shape, target_voxel_size,

reference_affine)

# Process and save each modality
for modality in modalities:

image_path = next(root_dir.glob(f"*{modality}.nii.gz"), None)
if image_path:

print(f"Processing {image_path}...")
modify_nifti_shape_affine_and_normalize(

image_path, target_shape, target_voxel_size, reference_affine
)

else:
print(f"Warning: No file found for modality ’{modality}’ in directory {root_dir}.")

import os

def update_files(root_dir, modalities, config_files, subdir_list_file, study_id):
"""
Updates configuration files for each modality, gathers file paths for
preprocessed NIfTI files, and writes them into the respective config files.
Also writes the study_id into the subdir_list_file.
"""

# Create a dictionary of configuration file handles for each key in config_files
file_handles = {key: open(config_files[key], ’w’) for key in config_files}

# List to keep track of subdirectories
subdirectories = []

# Traverse all folders and files
for root, dirs, files_in_dir in os.walk(root_dir):

# Get the directory name and add it to the list
subdirectories.append(os.path.basename(root))

for file in files_in_dir:
# Check file extension and write to the correct config file
for modality in modalities:

if file.endswith(f"{modality}_pre.nii.gz"):
file_path = os.path.join("../../", root, file)
file_handles[modality].write(file_path + "\n")

# Check if the file is a mask and write to the mask config file
if file.endswith("mask.nii.gz"):

file_path = os.path.join("../../", root, file)
file_handles["mask"].write(file_path + "\n")

# Close all the config files
for handle in file_handles.values():

handle.close()
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# Write StudyID first in runNamesOfPredictions.cfg
with open(subdir_list_file, ’w’) as subdir_file:

subdir_file.write(f"{study_id}\n")

# Print out which files have been created
print("Configuration files created:")
for key in config_files:

print(config_files[key])

print(f"StudyID written to: {subdir_list_file}")

import os

def clear_output_directories():
"""
Clears the directories containing DeepMedic predictions and DICOM segmentations.
"""
directories_to_clear = [

"deepmedic/data/output/predictions/run_Dm/predictions",
"deepmedic/data/output/Segm_dicom"

]

for directory in directories_to_clear:
if os.path.exists(directory):

for filename in os.listdir(directory):
filepath = os.path.join(directory, filename)
if os.path.isfile(filepath):

os.remove(filepath)
elif os.path.isdir(filepath): # If there are subdirectories

os.rmdir(filepath) # Remove empty folders
print(f"The directory {directory} has been emptied.")

else:
print(f"The directory {directory} does not exist.")

import subprocess
import os

def run_deepmedic_in_apptainer():
container_path = "tensorflow_py3.sif"
command = (

"./deepmedic/deepMedicRun "
"-model ./deepmedic/configFiles/modelConfig.cfg "
"-test ./deepmedic/configFiles/runConfig.cfg "
"-load ./deepmedic/saved_model/trainDm_CL_2024/deepMedic_CL_2024.trainDm_CL_2024.final

.2024-11-08.18.00.51.520856.model.ckpt " )
#"-dev cuda0" # Unmute this to run on GPU

# Check if the container file exists
if not os.path.exists(container_path):

print(f"Error: Apptainer container file does not exist: {container_path}")
return

# Run the Apptainer process with shell=True
result = subprocess.run(

f"apptainer exec --nv {container_path} {command}",
shell=True,
stdout=subprocess.PIPE,
stderr=subprocess.PIPE,
text=True

)

# Handle the result
if result.returncode != 0:

print("Error running DeepMedic:", result.stderr)
else:

print("DeepMedic output:\n", result.stdout)

import nibabel as nib
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import numpy as np
from scipy.ndimage import zoom
import os

def resample_segmentation_to_reference(input_file, reference_file):
"""
Resamples a segmentation NIfTI file to match the dimensions, voxel size,
and affine matrix of a reference file.
"""

# Load the original and reference NIfTI files
input_img = nib.load(input_file)
reference_img = nib.load(reference_file)

input_data = input_img.get_fdata()
reference_data = reference_img.get_fdata()

# Obtain voxel sizes and shapes
input_voxel_size = np.abs(np.diag(input_img.affine)[:3])
reference_voxel_size = np.abs(np.diag(reference_img.affine)[:3])

# Calculate zoom factors
zoom_factors = input_voxel_size / reference_voxel_size

# Resample input data using nearest-neighbor interpolation
resampled_data = zoom(input_data, zoom_factors, order=0)

# Create an empty array for the adjusted data
reference_shape = np.array(reference_data.shape)
adjusted_data = np.zeros(reference_shape, dtype=np.uint16)

# Determine start and end indices for each axis
slices_ref = []
slices_res = []

for axis in range(3):
# Calculate start/end for the reference data
ref_start = max((reference_shape[axis] - resampled_data.shape[axis]) // 2, 0)
ref_end = ref_start + min(reference_shape[axis], resampled_data.shape[axis])

# Calculate start/end for the resampled data
res_start = max((resampled_data.shape[axis] - reference_shape[axis]) // 2, 0)
res_end = res_start + min(reference_shape[axis], resampled_data.shape[axis])

# Append slices for the current axis
slices_ref.append(slice(ref_start, ref_end))
slices_res.append(slice(res_start, res_end))

# Copy overlapping regions from resampled_data to adjusted_data
adjusted_data[tuple(slices_ref)] = resampled_data[tuple(slices_res)]

# Save the adjusted data with the reference affine
resampled_img = nib.Nifti1Image(adjusted_data, reference_img.affine)

# Modify the output file name
input_dir, input_name = os.path.split(input_file)
base_name, ext = os.path.splitext(input_name)
if ext == ".gz": # Handle .nii.gz extensions correctly

base_name, ext2 = os.path.splitext(base_name)
ext = ext2 + ext

output_name = f"{base_name}_mod{ext}"
output_file = os.path.join(input_dir, output_name)

# Save the resampled image
nib.save(resampled_img, output_file)
print(f"Resampled segmentation saved to {output_file}")

import os
import time
import pydicom
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import uuid
import SimpleITK as sitk
import numpy as np

def writeSlices(reference_dicom, new_img, i, out_dir, series_uid, frame_uid, series_description):
"""
Write an individual slice from a NIfTI image to a DICOM file.
"""
# Extract slice from the NIfTI image
image_slice = sitk.GetArrayFromImage(new_img)[i, :, :].astype(np.int16)

# Set pixel data
dicom_data = reference_dicom.copy()
dicom_data.PixelData = image_slice.tobytes()

# Metadata
dicom_data.InstanceNumber = i + 1
dicom_data.SeriesInstanceUID = series_uid
dicom_data.FrameOfReferenceUID = frame_uid
dicom_data.SeriesDescription = series_description
dicom_data.SOPInstanceUID = f"1.2.826.0.1.3680043.2.1125.{uuid.uuid4().int}"

# Spatial metadata
spacing = new_img.GetSpacing()
dicom_data.PixelSpacing = "\\".join(map(str, spacing[:2]))
dicom_data.SliceThickness = spacing[2]
dicom_data.ImagePositionPatient = "\\".join(map(str, new_img.TransformIndexToPhysicalPoint((0,

0, i))))
dicom_data.ImageOrientationPatient = "\\".join(map(str, new_img.GetDirection()[:6]))

# Save the DICOM file
dicom_filename = os.path.join(out_dir, f"slice{i:04d}.dcm")
dicom_data.save_as(dicom_filename)
print(f"Saved DICOM slice: {dicom_filename}")

def nifti2dicom_single_file(nifti_file, out_dir, reference_dicom_path):
"""
Converts a single NIfTI file into a DICOM series under the same study
as the reference DICOM file.
"""
# Load the reference DICOM file
reference_dicom = pydicom.dcmread(reference_dicom_path)

# Read the NIfTI file
new_img = sitk.ReadImage(nifti_file)

# Create the output directory if it does not exist
os.makedirs(out_dir, exist_ok=True)

# Generate a new SeriesInstanceUID and FrameOfReferenceUID
series_uid = f"1.2.826.0.1.3680043.2.1125.{uuid.uuid4().int}"
frame_uid = f"1.2.826.0.1.3680043.2.1125.{uuid.uuid4().int}"

# Series name
series_description = "Segmentation DeepMedic"

# Write DICOM slices for each slice in the NIfTI image
for i in range(new_img.GetDepth()):

writeSlices(reference_dicom, new_img, i, out_dir, series_uid, frame_uid, series_description)

import os
import pydicom
import requests

def upload_to_orthanc(dicom_directory, orthanc_url, username, password):
"""
Upload DICOM files to Orthanc.
"""
# Group files based on SeriesInstanceUID
series_dict = {}
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for root, _, files in os.walk(dicom_directory):
for filename in files:

file_path = os.path.join(root, filename)
if os.path.isfile(file_path) and filename.endswith(".dcm"):

try:
dicom_data = pydicom.dcmread(file_path)
series_instance_uid = dicom_data.SeriesInstanceUID
if series_instance_uid not in series_dict:

series_dict[series_instance_uid] = []
series_dict[series_instance_uid].append(file_path)

except Exception as e:
print(f"Error reading DICOM: {file_path}, error: {e}")

# Upload each file in each series
for series_uid, dicom_files in series_dict.items():

print(f"Uploading {len(dicom_files)} files in series {series_uid}")
for dicom_file in dicom_files:

try:
with open(dicom_file, "rb") as file:

response = requests.post(
orthanc_url,
data=file,
auth=(username, password),
headers={"Content-Type": "application/dicom"}

)
if response.status_code == 200:

print(f"Successfully uploaded: {dicom_file}")
else:

print(f"Failed: {dicom_file}, error: {response.text}")
except Exception as e:

print(f"An error occurred: {e}")
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