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ABSTRACT

This thesis provides a summary of our exploration of navigation strategies for mi-
croswimmers with limited control and local sensing capabilities, drawing inspiration
from copepods. Our research concentrates on two critical biologically inspired tasks
essential for the survival of planktonic swimmers. First, we delve into the optimal
vertical navigation for these swimmers. Many planktonic swimmers perform daily
and seasonal vertical migrations quite efficiently in the turbulent pelagic environ-
ment. Given their abilities to navigate, we uncover active reorientation strategies
that enable such microswimmers to double their vertical migration compared to
those relying only on passive strategies such as gravitaxis. Moreover, we demon-
strate the potential for these swimmers to translate even faster than their propulsion
speed by leveraging the background flow. Second, we investigate optimal navigation
strategies to avoid high strain rates in turbulent flows. This is important since the
most crucial source of information for these species to survive is the flow distur-
bances. Here, we uncover intriguing phenomena such as emergent counter-current
swimming behavior, which allows the swimmers to persist in low-strain regions of
complex turbulent flow fields for extended periods.

Our findings contribute to a deeper understanding of planktonic microswim-
mers; organisms that play vital roles in sustaining life on Earth by regulating climate,
participating in the carbon cycle, influencing oceanic albedo, and serving as the
foundation of aquatic food webs. Moreover, they have implications for developing
optimal autonomous navigation policies for biologically inspired micro and nano
robots, with applications such as directed drug delivery.

Given the interdisciplinary relevance of our results, the thesis includes a compre-
hensive introduction providing the necessary background knowledge for a deeper
understanding of the appended papers.

Keywords: microswimmer, turbulent flow, optimal navigation, diel vertical migra-
tion, reinforcement learning
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PREFACE

A few years ago, when I was doing my bachelor, one of my relatives, who is a
carpenter, asked me what are you going to do with physics? He explained, that when
he gets home after a work day and his wife asks him about his day, he answers with
the number of chairs, tables, or windows that he has made that day. But he was
curious what my answer would be if my wife asks me about my day? What would
my output be after a day as a physicist? Fortunately, I married a girl who studied
physics herself, so I did not have any problem explaining to her why not having any
clearcut output for months. However, the question is deep, and still tickles my mind
every now and then.

At that time I was much more naïve than I am today, and replied with gibberish
that I do research and solve the unsolved problems and write articles, so my output
will be articles. The point is that I did not have any understanding of none of the
words research, unsolved problem, or article at that time. This sentence does not
mean that I fully comprehend these words now, but I have at least some minor
experience of doing research, solving unsolved problems, and publishing papers. To
me personally, only understanding of interesting things has been the goal, regardless
of any output. However, sharing the results of ones pondering gives a pleasant feeling
as well, and it is even more joyful when it is understandable by a larger number of
people.

During my time as a doctoral student in our research group, I learned many
things, out of which some are summarized in this thesis. I also worked on a number
of interesting unsolved problems, and could help finding some answers, which are
published in the form of articles to the scientific community.

I wrote an extended introduction, for two main reasons. One is of course, to
make understanding of the published results in the papers easier for interested
readers, who lack the necessary knowledge to jump straight to the papers. While
writing, I had my brother, who is an undergraduate, in mind and tried to explain the
fundamental concepts to an extent that allows him to understand the appended
papers. Therefore, I assume an elementary undergraduate knowledge of physics
and mathematics. Since my thesis may be of interest to biologists, marine scientists
and engineers as well, I have tried to provide the essential context for readers with
such backgrounds. My second reason is to leave something in my group for future
students, to allow them to benefit from my work, in the same way I had great benefit
from previous students theses, one important example being Jonas Einarsson’s
thesis [60]. In addition, it might be a help to other researchers who want to start
working on similar problems that I worked on during the past years.

Navid Mousavi
Göteborg, Sweden

May 2024





1

1 Introduction

The motion of particles has intrigued thinkers throughout history, from ancient
philosophers such as Lucretius (c. 99 BCE - 55 BCE), who described the swerving
motion of atoms in his book De rerum natura [44], to modern scientists who em-
ploy machine learning techniques to track the intricate movements of minuscule
particles [11, 13]. Their curiosity has fostered numerous scientific breakthroughs, in-
cluding the theoretical proof of the existence of atoms by Einstein [61] by explaining
the random motion of particles in fluids, followed by the experimental validation by
Perrin in the early 20th century [157].

Perhaps the main reason behind this enduring interest in the study of particles
motion is its ubiquity in nature. This motion manifests in diverse contexts, with one
particularly intriguing example being particle motion in a fluid medium. The com-
plex interplay between particles and the fluid leads to rich dynamics and behaviors.
As a consequence of their dynamics particles may collide, which gives rise to many
interesting phenomena. For example, consider the journey of photons from the
Sun’s core to its surface, a process lasting about 170,000 years due to collisions [141].
Another example is the collision of water droplets in clouds until they accumulate
enough mass to fall as raindrops [75, 179], or in a protoplanetary disk, where the
collision of massive particles forms planets [7, 212, 218].

In addition to particles that passively move within flows, numerous examples
exist of particles with active propulsion. Many small living organisms fall into this
category and are studied within the realm of active matter physics [17, 27, 79]. Active
matter refers to physical systems capable of extracting energy from the environ-
ment and converting it into mechanical work. These systems are not necessarily
biological, as there are many artificial and abiotic examples too. Some examples
include self-propelled colloidal particles, artificial nanomotors, and active granular
materials [146, 168, 219, 220, 221]. An active particle, possessing the capability to
sense its environment and respond accordingly with various behaviors, holds the
potential to navigate fluid flows to achieve specific objectives. The applications
of such capabilities are vast, including directed drug delivery [78, 105, 187], smart
endoscopic capsules [78, 130], non-invasive surgery [151, 160], active phase separa-
tion [24, 131, 165, 176], hazard cleanup[66, 202], enhanced fluid mixing [213], and
modification of flow properties [73] are some of the examples.

An important question that arises is: What are the optimal strategies for an
active particle to navigate and control its motion? To tackle this query of finding
the optimal control, several other questions must first be addressed. These include:
What control abilities does the particle possess? What signals can it sense? What
goals should it pursue? How does it move? What interactions exist between particles
and the surrounding flow? What kind of methods are there to find an optimal
control? The list of questions is extensive. However, addressing some of these
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questions formed the core focus of my PhD research. In this thesis, I will share some
of the insights gained while seeking answers to these fundamental questions.

1.1 Motivation of study

The study of active microswimmers, whether biological or artificial, holds immense
importance across various domains. When considering artificial microswimmers, as
mentioned previously, the potential applications span a wide range, encompassing
medical, industrial, and environmental fields. Conversely, delving into the realm
of biological microswimmers offers invaluable insights into life at small scales,
evolutionary biology, and the intricate interactions between different species.

Plankton, among the fascinating array of active microswimmers, stand out for
numerous reasons. They play a pivotal role in Earth’s ecosystem, with phytoplank-
ton alone producing half of the oxygen in the atmosphere [40, 174]. Additionally,
they contribute significantly to the carbon cycle and form the foundation of the
food chain, upon which the survival of countless other species, including humans,
depends [40, 110, 174, 205]. A deeper understanding of their ecology not only aids
in addressing pressing issues such as climate change [41, 91] but also sheds light on
the complexities of life in the oceans.

Beyond their practical applications, planktonic microswimmers present intrigu-
ing systems from which we can gain valuable insights. Like all living organisms, they
have evolved intricate survival strategies to thrive in harsh environments, such as
the turbulent pelagic realm. Their ability to efficiently migrate vertically [15, 29, 67],
locate suitable mates in vast oceans [12, 40, 125], and evade predators [97, 110, 112]
showcases their remarkable adaptability. Exploring these adaptations not only en-
riches our understanding of evolution but also serves as a source of inspiration for
advancing artificial microswimmers and other technological endeavors.

These are some of the main reasons why we chose planktonic microswimmers
as testbeds for our study. However, better understanding of these microswimmers
poses challenges due to their small size, which limits direct observation outside
the laboratory settings. Consequently, researchers often turn to numerical simula-
tions to unravel the complexities of their behavior [110, 205], leveraging advanced
computational techniques to bridge the gap between theory and observation.

Among the various species of plankton, we primarily base our focus on copepods
for the following reasons [145]:

• Copepods, comprising over 14,000 species [208], are among the most ubiq-
uitous organisms within zooplankton. Their body size typically range from
0.2 to 17 mm, with most falling below 6 mm [208]. Consequently, our findings
from modeling copepods, can potentially be applied to a broad spectrum of
planktonic microswimmers. Additionally, their diminutive size places them
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in the low particle Reynolds number regimes of flow (Section 2.2), allowing
us to neglect their inertia when formulating equations of motion. This is a
tremendous simplification, when dealing with non-linear complex dynamics
of particles motion in flow.

• Compared to phytoplankton, copepods exhibit heightened navigational abil-
ities [100, 101, 110, 205]. They possess robust appendages that enable con-
tinuous cruising [102, 189], jumping distances of several hundred times their
body length [97, 152, 189], and executing various rotations at different angular
speeds [152, 189]. They can modulate their swimming speed, halt, accelerate,
or decelerate [189, 190]. Empirically, we know that they can swim against
currents or maintain their position within a water column [77, 180]. All these
navigation and maneuver capabilities provide us greater flexibility in assump-
tions regarding control parameters in modeling planktonic microswimmers.

• Copepods boast a wide array of sensory capabilities, responding to diverse en-
vironmental cues such as visual, chemical, gravitational, and hydrodynamical
signals [110, 135, 205]. This provides more freedom in modeling the environ-
mental signals.

• Copepods lead complex lives. They prey on phytoplankton while evading
small fish, fish larvae, and even whales. Finding potential mates in the vast
ocean poses a formidable challenge [12, 40]. Additionally, copepods engage in
daily vertical migrations, constituting the largest biomass migration on Earth,
occurring daily [15, 29, 67].

These factors render the study of copepods both challenging and exciting, promising
to unveil a wealth of intricate and fascinating behaviors surpassing those of simpler
species.

The primary focus of my thesis is to determine optimal navigation policies
for microswimmers such as copepods, inspired by biological objectives they are
anticipated to pursue. To achieve this, we utilize reinforcement learning [133, 188],
a method that has demonstrated remarkable efficacy in addressing control issues
in active matter systems, particularly when dealing with complex systems such as
particles in turbulence [4, 23, 46, 49, 50, 177].
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1.2 Thesis outline

The content is divided into seven chapters, and you are currently about to finish the
first one. The following three chapters provide essential background information
on physical concepts and methodologies crucial to our project:

• Chapter 2: Essential Fluid Physics offers a comprehensive introduction to
necessary fluid physics. I discuss various turbulent flow models used in our
research, after a general introduction.

• Chapter 3: Microswimmer Model delves into planktonic swimmers, explain-
ing how these organisms sense their environment and what control abilities
they possess. Additionally, I introduce the mathematical model of our active
microswimmer, employed to simulate plankton.

• Chapter 4: Finding Optimal Navigation starts with introducing the navigation
problem in active matter, and then focuses mainly on reinforcement learning,
the primary tool used in my research to optimize control policies.

The thesis continues with Chapters 5 and 6, where a generic introduction to the
main results published in the appended papers [I-IV], is given. During my doctoral
project, I was focused on optimizing navigation for two different tasks that are
separately described in these chapters.

• Chapter 5: Vertical Migration describes the problem of efficient optimal mi-
gration of active microswimmers in turbulent fluids. This is important for
many biological microswimmers such as plankton which perform a daily ver-
tical migration. Furthermore, it should be necessary for purposes such as
changing or maintaining the depth, or avoiding highly turbulent flow regions.
In addition, efficient vertical migration is also important for the future appli-
cations using engineered swimmers. After a short introduction, I discuss the
main results of Papers [III, IV], where we found efficient vertical migration
strategies, for swimmers with local information.

• Chapter 6: Strain Avoidance contains the discussion on the second target
studied in this thesis. There I describe the optimal policies an active mi-
croswimmers can exploit to avoid regions of the flow with high strain rates.
I start the chapter with motivating why following such a task should be nec-
essary for microswimmers such as plankton, and then summarize the main
findings published in Papers [I, II], in addition to some unpublished results.

Lastly, Chapter 7: Conclusion serves as a closing reflection on the four years
devoted to this research. I summarize the significance of the study’s findings and
propose potential avenues for future research.
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2 Essential Fluid Physics

When discussing microswimmers, it is essential to explore fluid dynamics as well. I
used to approach fluid mechanics with a sense of apprehension, perhaps influenced
by Feynman’s quote [70]:

There is a physical problem that is common to many fields, that is
very old, and that has not been solved. It is not the problem of finding
new fundamental particles, but something left over from a long time
ago-over a hundred years. Nobody in physics has really been able to
analyze it mathematically satisfactorily in spite of its importance to the
sister sciences. It is the analysis of circulating or turbulent fluids.

And yet, here I find myself, trying to draft a section on fluid mechanics to depict the
turbulent living environment of planktonic microswimmers.

Fluid behavior is usually accompanied with complex, chaotic, and visually cap-
tivating phenomena, often referred under the term turbulence. The survival and
navigation of planktonic swimmers depend strongly on the properties and dynamics
of their turbulent habitat. To understand the extent of this dependency, we must
delve into the physics of turbulence.

In the subsequent sections, I will start with Newton’s law of motion and proceed
to elucidate essential turbulence concepts relevant to our discussion. Following
this, I will expound upon the turbulent models employed in our research, including
the Taylor-Green vortex flow, statistical model, and direct numerical simulation.
Throughout this chapter, I will employ tensor notation and Einstein’s summation
convention for clarity and simplicity. If these concepts are unfamiliar to you, I
recommend reading the short description in the Appendix A, or referring to any
mathematical physics text book such as Reference [10].

The following introduction to fluid mechanics is primarily drawn from my notes
from the fluid mechanics course taught by Lars Davidson at Chalmers University of
Technology, for which I am grateful. Additional references have been consulted to
complement and enhance the content for more specific discussions on particles in
turbulence [16, 60, 80, 83, 87, 88, 108].

2.1 Navier-Stokes equations

From Newton’s work on the law of motion, we know that the movement of objects
is governed by the forces acting upon them. Therefore, in describing the motion
of a flow, we need to characterize the forces acting on a parcel of fluid. This can be
approached in two different ways. One approach is to envision ourselves moving
with the flow, originating from a specific point, akin to tracing an imaginary particle
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Figure 2.1: Eulerian versus Lagrangian approach. The red line shows a Lagrangian
trajectory X (x , t ) compared to an Eulerian description from the arbitrary point X ′(x , t ).

within the flow and following its trajectory. This method is known as Lagrangian
fluid dynamics, with the trajectory of the imaginary particle termed the Lagrangian
trajectory. The second method involves observing the flow as it passes by from
a fixed point within it, known as the Eulerian approach. To illustrate this further,
consider a generic scalar fieldφ(x , t ), as shown in Figure 2.1. The curve in the figure
depicts a Lagrangian trajectory that an imaginary particle starting from point x 0

follows. Such an imaginary particle is known as tracer, and its movement in the flow
is called advection. To describe the position of the tracer at any given time, i.e., the
Lagrangian trajectory, let us use the notation X (x , t ). Such a tracer records various
values of the background field depending solely on its current position. Hence, the
change in the field that such a particle registers should be equivalent to the change
in the tracer’s position,

dX i (x , t )
dt

= vi (x , t ). (2.1)

On the other hand, using the Eulerian approach, it would involve observing
φ(x , t ) from a fixed point, such as X ′(x , t ) along the Lagrangian trajectory (see
Figure 2.1). Now the change in the field is not only dependent on the position of the
point we choose, but also it depends on the time dependent variations of φ(x , t ).
Therefore, to express the rate of change of the field, one needs to use the chain rule,

dφ(X ′, t )
dt

=
∂ φ(X ′, t )
∂ t

+
∂ φ(X ′, t )
∂ X i

dX i

dt
=
∂ φ(X ′, t )
∂ t

+ vi
∂ φ(X ′, t )
∂ X i

(2.2)

The first term on the right-hand side of Equation (2.2) corresponds to the local rate
of change, while the second term describes the variation of φ(x , t ) in space as it
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passes through the observation point X ′; hence, it is termed the convective rate
of change. In case of considering particles it is referred to as the advective term
instead, as Equation (2.1) is the advection velocity of a tracer.

For describing the flow itself, employing the Eulerian description is more straight-
forward. However, when it comes to characterizing the particles within the flow,
utilizing the Lagrangian approach makes more sense. Since our focus is on describ-
ing the flow itself in this chapter, I will continue with the Eulerian approach for now,
but the term Lagrangian will appear many times in the appended papers as the
focus of our study is the particles motion.

Following Newton’s second law, F = d(mv )
dt is a matter of tracking the forces

acting on the fluid parcels. Every fluid parcel may experience external forces. For
instance, consider gravity, as the fluid possesses nonzero mass. Additionally, there
is another force arising from the interactions between the molecules within the flow.
To formulate Newton’s equation of motion, we can utilize the stress tensor σi j to
account for all internal forces. Stress is the term used in continuum mechanics to
denote force per unit area. Therefore,

d(ρvi )
dt

=
∂ σ j i

∂ x j
+ fi . (2.3)

Equation (2.3) represents Newton’s second law applied to an infinitesimal element
of the fluid with density ρ1. Here, fi denotes the external forces, while the stress
tensorσi j encompasses the internal forces. The internal forces arise from molecular
interactions, primarily described in terms of pressure and friction. The diagonal
components of the stress tensorσi i correspond to normal stresses, while the remain-
ing components describe shear stresses. By definition, pressure acts as a normal
stress, and friction acts as a shear stress. Hence, the trace of σi j should yield the
pressure, i.e. σi i /3=−p . Consequently, we can express the stress tensor as the sum
of pressure and the remaining elements of stress tensor in the form,

σi j =−pδi j +τi j . (2.4)

Here, δi j represents the Kronecker delta, which is non-zero only for diagonal terms
(i = j ). Given that the tensor τi j encompasses the shear terms responsible for
frictional forces, we can refer to it as the viscous tensor.

Now, let us introduce two additional tensors for describing the flow, which will
facilitate the formulation of flow dynamics. We can decompose the changes in the
flow Ai j =

∂ vi
∂ x j

into sum of a symmetric and an antisymmetric parts,

Ai j =
∂ vi

∂ x j
=

1

2

� ∂ vi

∂ x j
+
∂ v j

∂ xi

�

+
1

2

� ∂ vi

∂ x j
−
∂ v j

∂ xi

�

= Si j +Ωi j . (2.5)

1Here we consider a unit volume, so the dimension of ρ, which is [mass/volume] does not disrupt our
discussion.
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Figure 2.2: The figure illustrates the decomposition of the flow velocity gradient Ai j

(Equation 2.5) into independent elements of rotation Ωi j and deformation Si j around
the point x = (x1, x2) with velocity v = (v1, v2). One can employ Taylor expansion to
investigate the velocity difference in the vicinity of point (x1, x2). In the case of a rotation
shown in Panel (a), the velocity at (x1+δx1, x2) is v (x1+δx1, x2) = v2(x1, x2)+

∂ v2(x1 ,x2)
∂ x1

δx1.

Similarly, the point at (x1, x2 +δx2) has a velocity v (x1, x2 +δx2) = v1(x1, x2) +
∂ v1
∂ x2
δx2.

As both points should experience the same angular speed, one can conclude ∂ v1
∂ x2
δx2 =

∂ v2
∂ x1
δx1. Since v1 is negative, it leads to − ∂ v1

∂ x2
= ∂ v2
∂ x1

, which implies Si j = 0 and Ωi j ̸= 0.
The same principle applies to deformation shown in panel (b), with the distinction that
both v1 and v2 are positive, resulting in the opposite outcome.

The symmetric part, denoted as Si j , is termed the strain rate tensor, while the
antisymmetric part, denoted as Ωi j , is known as the rotation tensor. As the name
suggests,Ωi j primarily describes rotations within the flow, whereas the strain tensor
Si j characterizes the deformation of the flow. For a visual illustration, see Figure 2.2.

Most flows encountered in our surroundings are categorized as Newtonian fluids,
implying that their viscous tensor τi j exhibits a linear dependency on the strain
rate tensor Si j that we just defined. The viscous tensor for a Newtonian fluid can
thus be expressed as

τi j = 2µSi j −
2

3
µSk kδi j , (2.6)

where µ is the dynamic viscosity. Furthermore, the conservation of mass in the flow
can be described by the continuity equation, which states

dρ

dt
+ρ

∂ vi

∂ xi
= 0. (2.7)

For an incompressible fluid ( dρ
dt = 0), Equation (2.7) implies that

∂ vi

∂ xi
= 0,
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indicating that the strain rate tensor Si j (defined in Equation (2.5)) must be trace-
less, meaning Si i = 0 for an incompressible fluid. To have an idea of the level of
incompressibility of water, consider that water located 4 km beneath the sea, where
the pressure is 4× 104 times greater compared to the surface, only experiences a
1.8% decrease in volume [150].

Combining everything we learned so far about Eulerian description, incompress-
ibility of the fluid, and Newton’s law of motion, and substituting Equation (2.6) in the
Equation (2.4), and then putting the result in the Newton’s equation (Equation (2.3)),
leaves us with,

ρ(
∂ vi

∂ t
+ v j

∂ vi

∂ x j
) =−

∂ p

∂ xi
+2µ

∂ Si j

∂ x j
+ fi . (2.8)

Here, I assumed that the dynamic viscosity µ is independent of position and thus
the derivative does not affect it. Equation (2.8) is known as the Navier-Stokes equa-
tion (for an incompressible Newtonian fluid), often regarded as the cornerstone of
fluid mechanics. It is named after the French engineer Louis Marie Henri Navier
(1785–1836) and the Irish physicist George Gabriel Stokes (1819–1903), both of whom
independently derived these equations in the nineteenth century [5]. To further
simplify the terms in Equation (2.8), we can first substitute for the strain rate tensor
Si j from Equation (2.5).

ρ(
∂ vi

∂ t
+ v j

∂ vi

∂ x j
) =−

∂ p

∂ xi
+µ

∂

∂ x j

� ∂ vi

∂ x j
+
∂ v j

∂ xi

�

+ fi . (2.9)

Now in taking the second derivatives, we can once again utilize the continuity
equation (Equation (2.7)), which cancels terms containing derivatives with the
same indices. Therefore, we arrive at

∂ vi

∂ xi
= 0 , (continuity) (2.10a)

∂ vi

∂ t
+ v j

∂ vi

∂ x j
=−

1

ρ

∂ p

∂ xi
+ν

∂ 2vi

∂ x j ∂ x j
+

1

ρ
fi . (2.10b)

Equations (2.10) are known as the Navier-Stokes equations, i.e. the Navier-Stokes
equation accompanied with the continuity equation. The terms on the left-hand
side of Equation (2.10b) represent the inertial terms, describing the inertial accel-
eration of the fluid. The first term on the right-hand side accounts for pressure,
the second term represents a dissipative effect reflecting viscous forces, hence it is
multiplied by the kinematic viscosity, also known as the diffusivity of momentum,
ν=µ/ρ. Finally, the last term accommodates for external forces.

Equation (2.10) theoretically provides comprehensive insight into fluid move-
ment, with one caveat being the inability to solve it analytically. Unfortunately,
no general solution for the Navier-Stokes equation has been found yet. In fact, it
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remains uncertain whether a smooth solution for the general form even exists. The
proof or disproof of the existence and smoothness of the general Navier-Stokes
equations is literally a million-dollar question [2]. This challenge arises from the
nonlinearity in the inertial terms, making it exceedingly difficult to find a universal
solution. Nonetheless, despite this complexity, numerous simplifications can still be
made to gain valuable insights into fluid systems. Fortunately it can be solved by nu-
merical methods [143]. In fact, solving Navier-Stokes using numerical simulations
is a much larger field of research, than trying to solve it analytically.

Let us continue by assuming there is no external force acting on the flow fi = 0.
Then, we dedimensionalize Equation (2.10b) by introducing dimensionless vari-
ables: t̃ = t v0/ℓ0, x̃ = x /ℓ0, ṽ = v /v0, and p̃ = p/(ρv 2

0 ), where v0 and ℓ0 are charac-
teristic speed and length-scales, respectively. With these transformations, Equa-
tion (2.10b) simplifies to

∂ ṽi

∂ t̃
+ ṽ j

∂ ṽi

∂ x̃ j
=−

∂ p

∂ x̃i
+
ν

v0ℓ0

∂ 2 ṽi

∂ x̃ j ∂ x̃ j
. (2.11)

This form introduces a dimensionless parameter in the form Re = v0ℓ0/ν, recog-
nized originally by Osborn Reynolds (1842-1912), a British engineer, who astutely
understood the interplay between fluid inertia and viscosity in the transition of flow
from laminar to turbulent [54]. The Reynolds number Re is a measure to distinguish
between two different flow regimes of inertial and viscous.

Examining Equation (2.11), it becomes evident that for large values of Re, where
Re≫ 1, the viscous term becomes negligible in comparison to the inertial terms.
Conversely, for small values of Re, where Re ≪ 1, the opposite scenario unfolds.
This is promising, as it signifies the elimination of non-linear inertial terms, thus
enabling analytical solutions for various boundary conditions [198].

It is crucial to note that generally the process of dedimensionalization is not
unique and various choices of dimensionless parameters are possible. While this
does not affect the exact solution of the dimensionless equations and their subse-
quent transformation back into dimensional variables, it may become significant
when utilizing asymptotic solutions. The essence of this lies in the relative impor-
tance assigned to the chosen variables, as they embody physical assumptions via the
selection of dedimensionalization coefficients. Hence, this choice can be modified
in asymptotic solutions to accommodate different physical scenarios.

With an understanding of the Navier-Stokes equations at hand, let us delve into
two distinct limits of the Reynolds number pertinent to our problem.
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2.2 Stokes flow

Let us begin by examining Stokes flow, a particular type of fluid motion characterized
by low Reynolds numbers Re→ 0. In this regime, viscous forces dominate, while
inertial effects become negligible. Stokes flow finds relevance in scenarios where
fluid velocities are exceedingly low or in the flow of highly viscous fluids. Additionally,
it applies to the local flow surroundings of small particles suspended in a flow with
large Reynolds number. Generally, we can define a Reynolds number for a particle
suspended in the fluid by substituting the characteristic length and velocity-scales
of the flow with those of the particle. This version of the Reynolds number is termed
the particle Reynolds number, denoted as Rep. For instance, consider a particle
suspended in a fluid with kinematic viscosityν, possessing a diameter d , and moving
at a slip velocity vs relative to the flow. This particle would have a particle Reynolds
number

Rep =
vs d

ν
. (2.12)

The particle Reynolds number Rep can also be understood in terms of comparison
of two time-scales. If we multiply and divide Equation (2.12) with d we have

Rep =
vs d

ν
=

d 2/ν

d /vs
=
τν
τd

, (2.13)

which compares the time required for viscous forces to damp any disturbances in
the flow τν, with the time taken for the flow to transport these disturbances across
the particle’s size τd . Consequently, if the particle’s size d is sufficiently small such
that Rep < 1, the flow disturbances will die out quicker than the time it takes the flow
to transport them over the particle’s size. Therefore, one can still observe simplified
Stokes flow dynamics in the vicinity of the particle.

As highlighted in the introduction, many planktonic species possess small body
sizes and velocities relative to the flow, at least during some period of their life
time. Consequently, they predominantly inhabit environments characterized by low
Reynolds numbers. For these organisms, the flow appears highly viscous, causing
any disturbances to dissipate rapidly.

To write down the Stokes equation, we simply neglect the inertial terms in Equa-
tion (2.11), resulting in

∂ 2vi

∂ x j ∂ x j
=
∂ p

∂ xi
. (2.14)

A distinctive feature of Stokes flow, apparent from Equation (2.14), is its lack of
temporal dependence. This implies temporal symmetry, indicating time reversibility.
A significant consequence of this property is elucidated in the scallop theorem [166],
which posits that a swimmer at low Reynolds numbers cannot propel itself if its
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Figure 2.3: Particles with low (red circles) and high (green squares), Stokes number
in the same velocity field. Panel (a) corresponds to starting time and panel (b) shows
the position of the particles after a short time (initial positions are marked with lower
opacity in panel (b)). Particles with low Stokes number follow the stream lines, while
the ones with higher Stokes number detach from the flow due to higher inertia.

beatings are symmetric in time. For instance, a scallop would struggle to move
forward if it propelled itself reciprocally, altering from one configuration by an
action and returning to the initial configuration by doing the reverse [166]. This
limitation stems from the fact that disturbances in the Stokes regime dissipate
immediately upon generation. Consequently, when a scallop closes its shells to move
forward, reopening them merely returns it to its original position, as it generates the
same thrust but in the opposite direction. This stands in stark contrast to human
swimming, where we harness turbulence to propel ourselves forward.

To solve the Stokes equation, one only needs to specify the boundary condi-
tions and solve a linear partial differential equation (Equation (2.14)) [198]. Before
concluding this section, it is worth mentioning another dimensionless number
pertinent to our work, the Stokes number St, which determines the significance of
the particle’s inertia. The Stokes number for a an sphere is defined as [87]

St=
2

9

ρp

ρ f

τν
τ

, (2.15)

where ρ f is the flow density, ρp is the particle’s density, τν is the damping time-
scale defined in Equation (2.13), and τ is the relevant time-scale of the flow, usually
chosen to be the Kolmogorov time-scale which I will properly define in Section 2.3.2.
A particle with a large Stokes number, St, tends to detach from the flow due to its
higher inertia, while a particle with St→ 0 corresponds to perfect advection. See
Figure 2.3 for a visual representation. In the small Stokes number limits, the particle
experiences overdamped dynamics [87].
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2.3 Turbulence

In contrast to the low Reynolds number limit, flows with large Reynolds numbers are
far more common in nature. They encompass everything from the air we breathe to
the pools we swim in, the smoke from a cigarette to the jet streams trailing behind
airplanes, and even the vibrant bands of gas encircling Jupiter. Wherever fluids flow,
high Reynolds numbers likely prevail, and the most defining aspect of these high
Reynolds number flows is the presence of turbulence.

Concerning the specific problem of planktonic microswimmers, turbulence
plays a crucial role not only in their survival, but also in shaping entire aquatic
ecosystems. The vast oceans, subject to various forces such as gravity, wind, and
temperature gradients, exhibit turbulence on different scales, where Reynolds num-
bers can reach up to Re ≃ 108 or even higher [110]. This level of turbulence can
intricately alter the distribution of food and plankton through turbulent mixing
processes [158]. In the expansive ocean, the distribution of individual planktonic
organisms significantly influences their survival by dictating encounter rates within
the flow, and yet almost every aspect of planktonic life is directly affected by en-
counter rates [110, 205]. These include feeding, reproduction, chemical signaling,
and predator detection through flow disturbances. Therefore, to enhance our under-
standing of planktonic life and develop more accurate models, we must effectively
incorporate turbulence into our calculations.

Although we have mentioned turbulence a few times now, but we have not yet
defined it properly. The term turbulence, or more precisely la turbulenza, can be
traced back to the writings of Leonardo da Vinci in the 16th century [54]. However,
it was not employed in the study of fluid dynamics until Lord Kelvin used the term
turbulence while describing his experiments on the irregular motion of flow between
two fixed planes in 1887 [194]. Prior to that, this behavior of the fluids were referred
to as sinuous flow [54].

The challenge of dealing with turbulence stems from the non-linearity inher-
ent in the convective term of the Navier-Stokes equations, v j

∂ vi
∂ x j

(Equation (2.10)).

While turbulence lacks an exact definition, this non-linearity gives rise to several
characteristics that allow us to sketch a rough picture of turbulence. It is intriguing to
note that turbulence, despite its seemingly random appearance and unpredictable
nature, is a classical and deterministic problem. Its irregular behavior results from
chaos, rather than inherent randomness as seen in quantum mechanics. Further-
more, turbulence is considered an emergent phenomenon, meaning it cannot be
fully understood through a reductionist approach akin to particle physics [6, 116].

Modeling turbulence presents not only analytical challenges but also compu-
tational complexities. Apart from numerical solutions, one approach involves de-
veloping approximate solutions that capture the essential behaviors of turbulence.
Typically, to study turbulent fluids, flow velocity is expressed as a combination of a



14 ESSENTIAL FLUID PHYSICS

mean flow 〈vi 〉 and stochastic fluctuations v ′i .

vi = 〈vi 〉+ v ′i (2.16)

The mean flow velocity, remains constant over time for flows with steady mean
velocities. The statistical properties of the fluctuating part determine the character-
istics of turbulence to a large extent. As mentioned earlier, for low Reynolds numbers
Re, the flow exhibits viscosity, and the system may demonstrate various symme-
tries and corresponding conservation laws depending on the boundary conditions
applied to Equation (2.14). However, as Re increases, these symmetries begin to
break, leading to increasingly irregular dynamics [83]. However, this irregularity
does not continue indefinitely. Beyond a certain threshold, the turbulence becomes
so pronounced that some symmetries reemerge in a statistical sense, though not
uniformly and primarily in regions distant from the boundaries. This regime is
commonly referred to as fully-developed turbulence [83]. The statistical models of
turbulence were initially developed through pioneering works by Taylor and Kol-
mogorov. In the following text of this section, I will describe the key factors of the
statistical understanding of turbulence.

2.3.1 Energy cascade

Studying the transfer of energy within turbulence can elucidate many of its char-
acteristics and provide insight into various aspects of turbulent fluids. Analogous
to the Navier-Stokes equations which describe the transport of momentum (Equa-
tion (2.3)), we can formulate the evolution of the internal energy of the flow in terms
of transfers through work and heat [164]. Therefore,

ρ
du

dt
=σ j i

∂ vi

∂ x j
−
∂ qi

∂ xi
, (2.17)

where, u represents the internal energy of the flow. The first term on the right-hand
side accounts for the energy transfers through work, and the second term tracks
the loss of internal energy through heat. Here qi denotes the conductive heat flux,
which can be calculated using Fourier’s law of thermal conductivity [118]

qi =−k
∂ T

∂ xi
, (2.18)

where T represents the temperature, and k denotes the thermal conductivity. Substi-
tuting Equations (2.4), (2.6), and (2.18) into Equation (2.17), for an incompressible
flow we can derive

du

dt
=−

p

ρ

∂ vi

∂ x j
+

1

ρ

∂

∂ xi
(k
∂ T

∂ xi
) +2νSi j Si j . (2.19)
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The first term on the right-hand side represents reversible energy transfer through
mechanical work, such as compression and expansion, hence its dependence on
pressure p . The second term accounts for thermal diffusivity and is contingent on
temperature differences. The final term, which I aim to emphasize here, signifies
an irreversible energy transfer caused by internal friction among fluid molecules,
evident from its dependency on the kinematic viscosity ν. Let us designate this term
as dissipation ϵ

ϵ = 2νSi j Si j . (2.20)

You may have noticed that dissipation appears as a positive contribution in the
dynamics of internal energy. This implies that it acts as a source term for internal
energy. However, this energy must originate from somewhere, in accordance with
the first law of thermodynamics. If we incorporate the energy transfer for the kinetic
energy of the flow as well, we should observe that the dissipation term emerges as a
negative contribution. This indicates that the dissipation term draws kinetic energy
away and transfers it to the internal energy of the flow. To examine the dynamics of
kinetic energy, we can multiply Equation (2.3), by vi , which yields

ρvi
dvi

dt
− vi

∂ σ j i

∂ x j
− vi fi = 0 . (2.21)

Moving the multiplied vi inside the derivative and defining the kinetic energy per
unit mass k = vi vi /2, we obtain

ρ
dk

dt
=
∂ viσ j i

∂ x j
−σ j i

∂ vi

∂ x j
+ vi fi . (2.22)

As anticipated, the term containing the dissipation σ j i
∂ vi
∂ x j

exhibits the opposite

sign compared to the internal energy equation (Equation (2.17)).
The study of energy dissipation in turbulent flows has significantly enhanced

our understanding of turbulence and forms the basis of one of its most fundamental
characteristics, known as the energy cascade. This concept was first recognized by
Lewis Fry Richardson (1881-1953), an English polymath [92]. His research on diffu-
sivity in turbulence laid the groundwork for future advancements by Kolmogorov
and Taylor in developing their theories of isotropic homogeneous turbulence. But
what precisely is the energy cascade? Perhaps the best qualitative description can be
found in the verse that Richardson penned in his book Numerical Weather Prediction
by Numerical Processes, published in 1922 [170]:

Big whirls have little whirls
that feed on their velocity.
Little whirls have lesser whirls
and so on to viscosity.
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As the verse beautifully captures, the energy cascade describes the dissipation of
energy in turbulent fluids. Richardson discovered that the energy of large eddies
in the flow, which are generated by external forces, cascades down through eddies
of various sizes until it reaches a minimum size. It is at this point that the energy
is transformed into heat. Although this transfer of energy to heat occurs across
all scales, but the fraction of dissipating to heat in larger scales, is much smaller
compared to the smallest scale, known as the viscous scale. In the larger length-
scales, energy from larger eddies dissipates primarily by generating smaller eddies
rather than transforming directly to heat.

To express the kinetic energy of the eddies in the flow, it is easier to describe
them in the Fourier space. Generally, any periodic function f (x ) = f (x + L ), can be
expressed as a Fourier series

f (x ) =
1

2
a0+

∞
∑

n=1

(an cos(κn x ) + bn sin(κn x )) , (2.23a)

κn = 2πn/L , (2.23b)

with x being the spatial coordinate, andκn denoting the wave numbers. The Fourier
coefficients can be determined by

a0 =
1

L

∫ L/2

−L/2

f (x )dx , (2.24a)

an =
2

L

∫ L/2

−L/2

f (x )cos(κn x )dx n ≥ 1 , (2.24b)

bn =
2

L

∫ L/2

−L/2

f (x )sin(κn x )dx n ≥ 1 . (2.24c)

Using Parseval’s theorem [10], we can write

1

L

∫ L/2

−L/2

f 2(x )dx =
1

4
a 2

0 +
1

2

∞
∑

n=1

(a 2
n + b 2

n ) . (2.25)

Now, if we generalize the above discussion on Fourier series to three-dimensional
space and consider that the function f (x ) describes the fluctuating part of the
flow velocity v ′i (defined in Equation (2.16)), then Equation (2.25) represents the
relationship between twice the spatial average of kinetic energy per unit mass and
the coefficients of the Fourier decomposition κn .

As Richardson hypothesized, turbulent flow should consist of eddies of varying
sizes, each possessing a certain amount of energy. The right-hand side of Equa-
tion (2.25) describes this energy in Fourier space, where each wave number κn
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Figure 2.4: Schematic of the turbulence energy cascade process.

corresponds to an eddy size ℓ. This correspondence arises because the dimension
of the wave number is the inverse of length (Equation (2.23b)). Furthermore, in the
limit L→∞, one can express the Fourier transform of f (x ) in the integral form

F (κ) =
1

L

∫ ∞

−∞
f (x )e −iκx dx , (2.26)

where κ is the continuous wave number. Parseval’s theorem also states that the
integral in Equation (2.25) over function f 2(x ) is equivalent to the integral over the
square of the Fourier transform of f (x ), therefore

1

L

∫ ∞

−∞
f 2(x )dx =

2

L

∫ ∞

0

F 2(κ)dκ . (2.27)

The integrand F 2(κ) is the energy spectrum and we can define the spectral energy
density function E (κ) = F 2(κ). Therefore, the energy for eddies of size κ to κ+dκ
is E (κ)dκ, and consequently the average total kinetic energy should be the sum of
the energy of all wave numbers, or equivalently, the sum of the energy of all eddies.
Therefore, it can be expressed as

〈k 〉=
∫ ∞

0

E (κ)dκ . (2.28)

Figure 2.4 displays the energy spectrum E (κ), which can be divided into three
ranges. The production range corresponds to the large eddies, where the flow
interacts with the mean flow and serves as the primary source of energy. In the
inertial range, eddies of various sizes coexist, each dissipating energy into smaller
ones. This range exists only at large values of Reynolds number Re, and turbulence
within this range is isotropic and homogeneous. In the cascade process, this region
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is typically referred to as the transport region, or the spectral transfer region, in
the wave number picture. The eddies in the inertial range are independent of
those in the other two regions, and to characterize the eddies in this region, we can
employ dimension analysis. The rate of energy dissipation per unit time can be
quantified with the dissipation rate ϵ (Equation (2.20)), and the other key factor in
describing the energy spectral density in the inertial range is the size of the eddies.
Therefore, the energy of eddies in the inertial range should be functions of the energy
dissipation rate ϵ and the eddy size ℓ∝ 1/κ

E ∝ ϵaκb . (2.29)

Employing dimension analysis by comparing the units of the above proportionality
we have

� L 3

T 2

�

=
� L 2

T 3

�a � 1

L

�b
, (2.30)

and solving for a and b gives the scaling relation

E (κ) =CK ϵ
2
3κ−

5
3 , (2.31)

where CK ≃ 1.5 is known as the Kolmogorov constant [183]. Equation (2.31) is
recognized as the Kolmogorov spectrum law, or simply the −5/3 law. Its significance
lies in the fact that in highly turbulent flows (where Re≫ 1), the spectral energy
density decays with a scaling exponent of −5/3 with wave number. This law is
universal, applying to any fully developed turbulent flow.

Finally, the dissipation range consists of the smallest eddies. At this scale the
kinetic energy transforms into heat.

2.3.2 Turbulence scales

As described in the previous section, the cascade process transfers energy from large
eddies to heat. We also discussed the scaling relation that characterizes the cascade
process in the spectral transfer region (the inertial range in Figure 2.4). This law was
derived by Andrey Nikolaevich Kolmogorov (1903-1987), a Russian mathematician
who made numerous groundbreaking contributions to our understanding of tur-
bulence. However, we did not specify the scales of eddies in the production and
viscous ranges. We merely mentioned that eddies are large in the production range
and very small in the viscous regime. But how small is small, and how big is big?
How small must an eddy be for its energy be converted into heat?

For the production range, eddies are expected to have sizes on the scale of the
large-scale flow structures, because it is the scale that flow interacts with the mean
flow. Therefore, the length-scale ℓ0, and the velocity-scale v0 are in the same order
of the mean flow characteristics, which were used to dedimensionalize the Navier-
Stokes equation (Equation (2.11)). However, to determine the smallest scales, i.e.,
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the scales of the viscous range, we can once again employ dimensional analysis.
Let us begin with the length-scale of the viscous region. If we denote the viscous
length-scale as ℓK, it is reasonable to expect that it should be determined by the
viscosity ν and the energy dissipation rate ϵ in the viscous region. This is because
the conversion of kinetic energy to heat is governed by the viscosity of the flow, and
the amount of energy that dissipates at every time unit must be equal to the energy
dissipation rate ϵ, due to the conservation of energy. Therefore,

ℓK∝ ϵaνb , (2.32)

which entails a relation between units as

[L ] =
� L 2

T 3

�a �L 2

T

�b
. (2.33)

By solving for a and b , we can obtain ℓK = (ν3/ϵ)1/4. Similarly, we can determine the
velocity-scale vK and the time-scale τK of the viscous regime in the same manner.

ℓK =
�ν3

ϵ

�1/4
, vK = (νϵ)

1/4 , τK =
�ν

ϵ

�1/2
(2.34)

These scales are known as the viscous or Kolmogorov scales. On length-scales
smaller than ℓK, kinetic energy is converted to heat.

In addition to the Kolmogorov scales, which determines the smallest scales of
the flow, we can determine the scale of the largest eddy size in the viscous range.
This corresponds to the scale at which the energy dissipation begins. This scale is
referred to as the Taylor microscale, calculated by the British physicist and mathe-
matician, Geoffrey Ingram Taylor (1886-1975). Calculating the Taylor microscale is
not straightforward (see Section 2.5), so I will just provide the definition [192], which
is

λ=
s

15
ν

ϵ
vrms , (2.35)

with vrms =
Æ

〈v ′i v ′i 〉/
p

3= v0/
p

3, representing the root mean square of the fluctuat-
ing part of the flow (Equation (2.16)). Using the Taylor microscale, we can define a
Reynolds number, which is referred to, as Taylor-scale Reynolds number

Reλ =
vrmsλ

ν
. (2.36)

This is commonly used to quantify the turbulence intensity in the numerical simu-
lations.

It is instructive to compare the flow scales in the production and dissipation
regimes, as we need the result of the comparison in the Section 2.4, when discussing
direct numerical simulation. To estimate the rate of losing kinetic energy, from an
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eddy of the largest size ℓ0 to eddies with slightly smaller size, we can assume that the
eddy loses a part of its energy during one revolution. To simplify, here we assume
that the eddy loses all of its energy in one revolution. Since our eddy, has a speed
scale of v0, its energy is of the order v 2

0 , and the time that it takes to do one revolution
should be of the order t0 ∼ ℓ0/v0, therefore the scale of the energy dissipation per
unit time for an eddy in the production range would be

ϵ0 ∼
v 2

0

t0
∼

v 2
0

ℓ0/v0
∼

v 3
0

ℓ0
. (2.37)

Due to energy conservation, we know that the dissipated energy at the Kolmogorov
scale is equal to the energy injected in the production range, i.e. ϵ0 = ϵ. Using
Equation (2.37), the Kolmogorov scales (Equation (2.34)), and the Re= v0ℓ0/ν, we
can find the following ratios between the large and small scales of the turbulence.

ℓ0

ℓK
= ℓ0

�ν3

ϵ

�−1/4
=
� ν3

v 3
0 ℓ

3
0

�−1/4
=Re3/4 (2.38a)

v0

vK
= v0(νϵ)

−1/4 = (v0ℓ0/ν)
1/4 =Re1/4 (2.38b)

τ0

τK
=τ0

�ν

ϵ

�−1/2
=
� v0ℓ0

ν

�1/4
=Re1/2 (2.38c)

Equations (2.38) reveal that increasing the Reynolds number Re expands the inertial
range, essentially widening the gap between the production range and the dissi-
pation range (see Figure 2.4). This is the primary factor contributing to the high
computational cost of numerical solutions, a topic I discuss further in the following
section.

2.4 Direct numerical simulation

Various methods have been developed to approximate and study turbulent fluid
dynamics. However, direct numerical simulation (DNS) is widely referred to as
the ground truth when numerically solving the Navier-Stokes equations (Equa-
tions (2.10)) [143]. As the name suggests, DNS involves directly simulating the
Navier-Stokes equations without making any assumptions or models about the
terms.

Solving the Navier-Stokes equations is computationally expensive, with DNS
being the most demanding approach among various numerical methods. This is
because it requires solving the equations on a mesh that spans from the smallest
scales of the flow, i.e., the Kolmogorov scales (see Equation (2.34)), to the largest
scales, i.e., the mean flow scales. However, it is important to note that this is not
always the case. The necessary resolution can vary based on integration method,
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boundary conditions, or required accuracy. Nonetheless, in DNS, the smallest scales
are required to be of the order of the Kolmogorov scales, if not smaller [143].

As seen in Equation (2.38), the ratio between the mean flow scale and the Kol-
mogorov scale of the flow increases as a power law with increasing Reynolds number
Re. This is the primary reason behind the high computational cost of numerical
solutions to the Navier-Stokes equations. While we know that turbulence occurs at
high Reynolds numbers, the challenge lies in the fact that current computational
resources cannot yet afford DNS of high Reynolds numbers. Increasing Re results in
smaller and smaller Kolmogorov length-scales, necessitating smaller mesh sizes and
hence more memory usage to cover the integral scale. While methods to mitigate
this, such as using different mesh sizes in different regions of the flow simulation,
have been explored, the computational cost remains high. Moreover, there are
similar challenges with temporal discretization. Increasing Re leads to a decrease in
time-scale as a power law (see Equation (2.38)), implying that time steps must also
decrease as dictated by the Courant number [51].

To grasp the magnitude of this difference, consider increasing the Reynolds
number by a factor of δRe= 10. Since turbulence is three-dimensional, the number
of mesh grids will increase by a factor

δRe3/4 ·δRe3/4 ·δRe3/4 ·δRe1/2 = 1011/4 ≃ 562 (2.39)

The first three factors account for the three spatial dimensions, while the last factor
takes into account the time-scale. This could for example imply an increase in
memory usage from hundreds of megabytes to hundreds of gigabytes, depending
on the initial size of the mesh. And yet, this is just to transition from, for instance,
Re = 10 to Re = 100, which does not represent very strong turbulence.

Given these complexities, researchers are often forced to resort to simplified
models of turbulence. Various simplified approaches to DNS have been developed,
such as large eddy simulation (LES), where the small scales are modeled and the
Navier-Stokes equations are solved only for the large scales. This allows for using
mesh sizes approximately two to three times larger in the small scales of the flow.
Other examples include Reynolds averaged Navier-Stokes (RANS), partial averaged
Navier-Stokes (PANS), detached eddy simulation (DES), and combinations thereof,
which all aim to simplify calculations by modeling different terms [69].

Another approach that has recently attracted attention is the use of machine
learning to model turbulence. The concept traces back to the pioneering work of
Müller et al. in 1999 [147]. In recent years, with advancements in machine learning,
data-driven approaches have become an active area of research [37, 136, 153].

In the papers accompanying this thesis, DNS was employed to model incom-
pressible isotropic homogeneous turbulence for the flow environments described
in Papers [I-III]. These simulations were conducted by our collaborators Jingran Qiu
and Lihao Zhao at Tsinghua University. They utilized a pseudo-spectral method [74]
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to solve the Navier-Stokes equations (Equations (2.10)). To balance the energy
dissipation of turbulence, an external force f was applied based on the method
described in Reference [128]. The equations were solved over a cubic volume of
(2π)3 with 963 mesh grids and periodic boundary conditions.

To quantify the turbulence intensity, the Taylor Reynolds number (Equation (2.36))

was defined as Reλ =
q

5
3 v 2

rmsτ
2
K/ℓ

2
K = 60. The smallest resolved scale was ℓK/1.78,

ensuring the resolution of the smallest scales of the flow. For the initialization of
the field, a random flow field with exponential energy spectrum was used, and the
Navier-Stokes equations were integrated using a second-order Adams-Bashforth
integration method. To properly resolve the Kolmogorov time-scale, a time-step of
approximately 0.01τK was used in the simulations.

In Papers [I, II], a time-dependent solution of the flow was employed during the
training of the swimmer, whereas in Paper [III], the swimmer was trained using a
frozen snapshot of the DNS solution of the described volume.

2.5 Taylor-Green vortex flow

While direct numerical simulations offer valuable insights, they are often prohibitively
expensive. Therefore, having analytical solutions or simplified models is crucial for
developing theoretical understanding and validating numerical methods.

In our discussion on the energy cascade in Section 2.3.1, we highlighted how
energy is transported through smaller and smaller eddies until it dissipates, un-
derscoring the importance of vortices in describing turbulence. In Section 2.3.2, I
introduced the Taylor microscale λ (Equation (2.35)), but did not explain how Taylor
derived this scale. One of Taylor’s significant contributions was the development
of a velocity field, in collaboration with Albert Edward Green (1912-1999), another
prominent British mathematician, which is now known as the Taylor-Green vortex
flow.

In their paper titled Mechanism of production of small eddies from large ones [193],
Taylor and Green studied the dynamics of vortices in relation to the decay of isotropic
turbulence. They conducted experiments on turbulence generated in a wind tunnel
using regular grids [193], and measured the length-scale now known as the Taylor
microscale (Equation (2.35)), in the framework of the Taylor’s statistical model of
turbulence [192].

Here, I will describe a two-dimensional version of the Taylor-Green vortex flow,
which we employed in Paper [IV] to model the swimmer’s environment. The Taylor-
Green vortex flow, denoted as v (x , y , t ), comprises an array of periodic cells of
vortices, as illustrated in Figure 2.5. Due to its structure, it is also referred to as the
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Figure 2.5: The structure of a two-dimensional steady Taylor-Green vortex flow (Equa-
tion (2.42)) is depicted in a box with a side length of ℓ f . The parameters ℓ f and v f can be
selected to match the characteristics of turbulent ocean flows. The periodic boundaries
mimics a flow with ever-repeating vortices.

cellular flow in the literature. The velocity components can be defined as

vk (x , y , t ) = εi j k

∂ φ j (x , y , t )

∂ xi
, (2.40)

where εi j k denotes the Levi-Civita symbol, which takes values [-1,0,1] (see Ap-
pendix A), andφ(x , y , t ) is the stream function and is chosen to be

φ(x , y , t ) =
v f ℓ f

2
cos(

x

ℓ f
)cos(

y

ℓ f
)e (−2νt /ℓ2

f )ẑ . (2.41)

In the above stream functionφ, v f is the maximal flow speed obtained on the cell
boundaries, ℓ f is the length-scale of the flow, and ν is the kinematic viscosity.

In case of a steady Taylor-Green vortex flow, there is no dependency on time,
and the velocity components can be written as

vx = ∂yψ(x , y ) =
v f

2
cos(

x

ℓ f
)sin(

y

ℓ f
) , (2.42a)

vy =−∂xψ(x , y ) =−
v f

2
sin(

x

ℓ f
)cos(

y

ℓ f
). (2.42b)

The scale parameters of the flow can be chosen such that, the model approxi-
mately matches the turbulent ocean with kinematic viscosity ν∼ 10−6 m2 s−1, and
the energy dissipation rate ϵ = 1.6×10−5 m2 s−3 [214]. Therefore, using Kolmogorov
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scales (Equation (2.34)), we set the characteristic velocity v f = vK = 0.2 mm s−1, and
the length-scale to ℓ f = ℓK = 0.5 mm.

Despite its simple form, the Taylor-Green vortex flow is an important model,
serving as a benchmark flow case for studying vortex formation, energy transfer, and
dissipation [209]. Moreover, it is widely utilized as a test case for validating numerical
methods and computational fluid dynamics (CFD) codes due to its well-defined
analytical solution and complex flow features [209].

2.6 Statistical model of turbulence

In addition to the numerical methods and simplified models discussed earlier, there
is another approach to modeling turbulence, which is using stochastic velocity fields
with specific statistical properties to mimic turbulence velocity fluctuations. One
example is the Kraichnan model, where the flow velocity v (r , t ) is approximated by
a Gaussian random field [115].

It is also common to define the velocity field using the curl of a vector potential,
similar to how we defined the Taylor-Green vortex flow in Equation (2.40) earlier.
This ensures the incompressibility of the flow, as the divergence of a curl is always
zero. Therefore, the entire approach relies on defining the stream functionφ(r , t ),
where

vk (r , t ) = εi j k

∂ φ j (r , t )

∂ xi
. (2.43)

The stream function φ(r , t ) can exhibit different correlations in space and time.
The Kraichnan model, for instance, lacks correlations in time, resembling white
noise in time, yet it features power-law correlations in space [115]. These power-law
correlations aim to replicate the statistical properties of spatial correlations found
in the inertial range of turbulence, as discussed in Section 2.3.1. Such statistical
models with power-law spatial correlations, are classified under the umbrella term
of Kinematic-simulation models [56, 76, 94].

For scenarios focusing on describing the dynamics of small particles within the
dissipative range of the flow, further simplification is possible. For example, retain-
ing only a single spatial scale instead of employing power-law correlations [16, 83, 87].
The rationale behind this lies in the fact that within the dissipative range, the fluid ve-
locity exhibits spatial smoothness [87], extending up to approximately 10ℓK [95, 175].
To introduce time correlations, one can utilize the Ornstein-Uhlenbeck process,
resulting in a vector potential with its components being Gaussian distributed with
a zero mean, i.e., 〈φi (r , t )〉= 0, and exhibiting correlations [16, 83, 87],

〈φi (r , t )φ j (r
′, t ′)〉=Nd v 2

f ℓ
2
f δi j exp
�

−
|r − r ′|2

2ℓ2
f

−
|t − t ′|
τ f

�

. (2.44)
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Here,Nd = [d (d − 1)]−1/2 serves as a normalization constant, where d represents
the number of spatial dimensions. It is chosen such that v f = 〈vi vi 〉1/2 denotes the
flow speed scale. Additionally, ℓ f stands for the flow length-scale, and τ f represents
the time-scale of the Eulerian correlation of the flow.

In addition to the Eulerian time-scaleτ f , the flow also possesses the Kolmogorov
time-scale τK = (ν/ϵ)1/2 = (2〈Si j Si j 〉)−1/2, where Equation (2.20) is used for the dis-
sipation rate. Therefore, in the statistical model in d spatial dimensions, the Kol-
mogorov time-scale evaluates to τK = ℓ f /(v f

p
d +2).

Comparing the two time-scales of the flow, the Kolmogorov τK and the Eulerian
τ f , leads to a dimensionless number known as the Kubo number [211].

Ku=
v f τ f

ℓ f
∝
τ f

τK
(2.45)

The Eulerian time-scale τ f clearly signifies the time-scale of temporal correlations
within the flow, determining how quickly the flow decorrelates at any given spatial
point. Conversely, the Lagrangian time-scale ℓ f /v f can be interpreted as the time
required to follow the flow over one correlation length, indicating how swiftly the
flow changes due to spatial fluctuations. Hence, a large Kubo number Ku implies
that the flow decorrelates faster spatially than temporally, and vice versa. To align
the statistical model with turbulence, one should operate within the regime of large
Ku, where the dynamics become independent of τ f [16]. However, this may not
hold true for studying particles with large Stokes numbers (Equation (2.15)), or large
swimming velocities compared to v f , where the particle barely follows the flow. In
such scenarios, the inertial range of the flow could become significant in describing
the dynamics, and a single-scale statistical model might prove inadequate. Kine-
matic simulations take into account the inertial range, but they do not solve the
problem. Even though they incorporate power-law spatial correlations, they do not
account for effects such as sweeping, where smaller turbulent eddies are entrained
by larger ones [16]. Instead, larger eddies drag Lagrangian particles through smaller
eddies, resulting in a quicker decorrelation of fluid velocity gradients compared to
turbulence [207].

In many instances, the single-scale statistical model yields both qualitative and
quantitative results similar to those obtained for particle dynamics in DNS [16, 26,
87]. This consistency also holds true for my work published in Papers [I-III], where we
compared results between DNS and the statistical model. The strongest agreement is
observed for finite but large Kubo numbers, for example Ku∼ 10, as frequently used
in our simulations. While we did not conduct any DNS simulations in Paper [IV] for
comparison, due to the similarities between the dynamics in Paper [III] and [IV],
one can anticipate at least qualitative agreement between DNS and the statistical
model in Paper [IV] as well.

Similar to the Taylor-Green vortex flow, to match oceanic turbulence, we can
adjust ℓ f and v f based on the turbulence properties of the ocean, such as the
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Figure 2.6: Snapshot of streamlines in a realization of a statistical model flow is shown.
The side length of the box is L = zℓ f , where ℓ f represents the smooth scale of the
flow (≃ 10ℓK [95, 175]), and z is an arbitrary coefficient chosen such that L ≫ ℓ f (Equa-
tion (2.46)).

Taylor-microscale λ (Equation (2.35)) or the Kolmogorov scales (Equation (2.34)).
To construct the elements of the stream functionφ(r ) in a d -dimensional space, we
employ a Fourier series in the form of

φ(r , t ) = (2π)d /4
v f ℓ

d /2+1
f

L d /2

∑

κ
aκ(t )exp[iκ · r −κ2ℓ2

f /4] . (2.46)

In each direction, the size of the system is denoted by L . To minimize the repetition
of encountering the same flow structures due to periodic boundary conditions, L is
assumed to be much larger than the length-scale ℓ f . Furthermore, κi =

2πni
L with

ni = 0,1,2, · · · , ⌊ 2L
ℓ f
⌋ represents the wave vector. The coefficients aκ(t ) are complex

time-dependent random Fourier coefficients with zero mean 〈aκ(t )〉= 0 and covari-
ance 〈aκ(t )aκ′ (t )∗〉=δκ,κ′ , where ∗ denotes complex conjugation. To ensure that
φ(r , t ) is real, we impose the condition aκ(t )∗ = a−κ(t ).

Now, let us determine the time dependency of the flow. Among the terms in the
Fourier series above, the only time-dependent ones are the coefficients aκ(t ). It is
conventional to employ an Ornstein-Uhlenbeck process [96] to generate time series
with exponential correlation in time, which suits our requirements (Equation (2.44)).
Thus, we assume that the coefficients follow the dynamics

ȧκ(t ) =−
1

τ f
aκ(t ) + bκ(t ) , (2.47)

where bκ(t ) are complex Gaussian random increments, which similarly should
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satisfy b−κ = b ∗κ, and have zero mean 〈bκ(t )〉= 0, with a covariance equivalent to

〈bκ(t )b ∗κ′ (t
′)〉= 2(δt /τ f )δκ,κ′δt ,t ′ . (2.48)

This is how one can generate a time-dependent single-scale statistical model
velocity field. However, to generate non-exponential correlation functions in time,
one can simply use different κ-dependent τ f in Equation (2.47), i.e., τ f →τκ [83].
For a general time correlation function, one can also use a Fourier representation in
Equation (2.46). However, this comes at the cost of inefficiency and long calculation
times. Therefore, we typically employ the exponential choice whenever possible.
Similarly, kinematic simulation models with different scaling statistics, according
to Kolmogorov’s theory of turbulence, can be generated by changing the Gaussian
decay in κ in Equation (2.46) to a suitable function of κ [83]. Figure 2.6 represents a
snapshot of the statistical model flow used in the simulations.

Evaluation of Equation (2.46), although being many orders of magnitude quicker
to evaluate than DNS, is still slow to evaluate, in particular if the flow domain is large.
To address this issue, we developed a new method to reduce the computational cost
of calculating the time evolution for the flow field. Instead of following the described
procedure, we generate an ensemble of M snapshots of statistical model flow fields
beforehand. By having the ensemble in memory, we reduce the computational
cost from calculating Fourier series (Equation (2.46)) to simply interpolating and
averaging over M flow fields, with each one multiplied by a time-dependent random
weight following an Ornstein-Uhlenbeck process. Mathematically, we can express
this as

v (r , t ) =
M
∑

m=1

cm (t )v m (r ) , (2.49)

where cm (t ) is the random weight for the m th flow snapshot at time t , with dynamics

ċm (t ) =−
1

τ f
cm (t ) +

1
p

M
w (t ) . (2.50)

Here cm has a zero mean 〈cm 〉 = 0, and a correlation function 〈cm (t )cm ′ (t ′)〉 =
1

M δmm ′e −|t−t ′ |/τ f . Furthermore, w (t ) is a Gaussian white noise.
This approach significantly saves time in calculations, especially when dealing

with three-dimensional flows. One can simply perform a large number of training
episodes by generating M Ornstein-Uhlenbeck time series and superposing the
frozen flows. Moreover, it produces velocity fields with non-Gaussian velocity fluc-
tuations depending on the size of M . Generally, as M tends to infinity, the central
limit theorem predicts that a Gaussian distribution should result. However, for
finite values of M , one can expect to observe non-Gaussian tails in the velocity
fluctuations of the flow. This property is interesting because, despite the dissipative
range of turbulence being smooth, the distributions of velocity gradients are not
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Gaussian. Therefore, using a smaller number of flow snapshots, for example M = 10,
is expected to provide a more accurate depiction of the turbulence than the Gaus-
sian distributed velocity fluctuations obtained from Equation (2.44). Recent studies
have investigated caustic formation in this kind of statistical model flow [134].

This concludes our discussion on the flow physics related to the work published
during my PhD and the summary of the most important flow physics concepts that
I have learned over the past four years.
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3 Microswimmer Model

Now that we have elucidated the methodology for characterizing the flow surround-
ing the swimmer, let us introduce the model we use for the microswimmers. To
provide a comprehensive overview, I highlight in Section 3.1 some pivotal attributes
and capabilities of copepods, the species that inspired our model. Subsequently, I
proceed to describe the mathematical model we employed to simulate copepods in
Section 3.2. This section introduces the assumptions regarding the shape, sensory
capabilities, and swimming abilities, which altogether alow us to formulate the
equation of motion for our modeled swimmer.

3.1 Copepod properties

For the sake of generality, we do not focus on a particular copepod species. This
is because the insights gained from studying a simplified generic model may have
relevance across various species of plankton with diverse body shapes. Nonetheless,
our inspiration predominantly stems from copepods, for the reasons elucidated in
Chapter 1.

3.1.1 Morphology

Copepods demonstrate a diverse array of morphologies across species and ecologi-
cal environments, yet they share certain fundamental characteristics. Typically, they
possess a segmented body composed of three distinct regions: the head, thorax, and
abdomen [68, 174]. Figure 3.1 compares a few copepod species with different body
shapes. Despite their extreme diversity, a common feature among most copepods
is their elongated body structure [30], apart from the appendages.

The head segment is adorned with appendages, notably antennae and mouth-
parts. Among these, the antennae serve as critical sensory organs for environmental
perception and food detection. They often feature specialized sensory structures
capable of discerning chemical cues and other environmental signals [201].

The thoracic segments of copepods are equipped with swimming legs, known as
swimming setae [68]. These appendages are specialized for locomotion in aquatic
environments, often adorned with setae, hairs, or spines that enhance surface area
and propulsion through water [68, 189]. The number and arrangement of swimming
legs can vary among species, with some possessing fewer but larger appendages,
while others exhibit numerous smaller ones. Typically, copepods have between four
to five pairs of legs [189].

Additionally, copepods exhibit a wide range of sizes, spanning from less than
a millimeter to several millimeters in length [40, 174]. Some species are so minute
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Figure 3.1: Illustration showing diversity of copepod forms. 1. Philichthys xiphiae 2.
Sarcotaces sp. 3. Calocalanus pavo 4. Farranula rostrata 5. Copilia vitrea 6. Para-
calanus parvus 7. Clavella adunca 8. Copilia quadrata 9. Chondracanthus zei 10.
Phyllothyreus cornutus 11. Acanthocyclops vernalis 12. Sapphirina ovatolanceolata
13. Chondracanthus ornatus 14. Corycaeus obtusus 15. Euaugaptilus filigerus 16.
Monstrilla longispinosa 17. Sphyrion lumpi 18. Caligus elongatus 19. Lernaeocera
branchialis 20. Oithona nana 21. Sapphirina auronitens. Taken with permission from
[30].
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that they are microscopic, while others are visible to the naked eye.

3.1.2 Sensing abilities

Copepod species possess remarkable sensory abilities, enabling them to perceive
and respond to various environmental cues. Among them are chemical, visual,
gravitational, and hydromechanical cues.

For instance, they can detect the presence of predators in their vicinity [34, 35,
101, 103, 111, 113, 217]. Moreover, they can sense potential mates amidst diverse
zooplankton populations by leveraging chemical cues [12, 40, 125, 197]. Addition-
ally, planktonic copepods can locate food sources and capture prey using feeding
currents when they detect their proximity [71, 103, 110, 205]. Many planktonic
species possess either a single or a pair of light sensitive cells [163], enabling them
to respond to variations in light intensity. For example, the copepod Acartia tonsa
utilizes its visual perception to execute high-speed escape jumps in response to
light changes [35].

One could argue that the primary source of information for planktonic copepods
lies in their hydromechanical receptors. To illuminate this, it is essential to first
discuss the limitations of other sources of information accessible to copepods.

When considering visual cues, it is important to acknowledge that the visible
spectrum of electromagnetic waves is not an efficient means of communication in
water due to its high extinction coefficient, opaqueness, and strong diffraction [186].
Consequently, unless a species has evolved a complex eye structure [127], which is
not the case for copepods with their simple photoreceptors [99, 186], visual stimuli
are limited. Furthermore, copepods exhibit slower responses to light compared
to their responses to hydromechanical signals. For instance, the response time of
Acartia tonsa to photonic stimuli ranges between 30 to more than 150 ms, whereas
their response time to hydromechanical escape signals is roughly 4 ms [35].

On the other hand, chemical signals spread in the environment through diffusion,
which is inherently much slower compared to fluid disturbances in the flow regime
inhabited by tiny plankton [110]. The diffusivity of biological molecules such as
oxygen is on the order of 10−9 m2 s−1 [12]. Since kinematic viscosity is essentially
the diffusivity of fluid momentum and shares the same dimensions as diffusivity
(L 2T −1), we can compare the timescales of chemical diffusion and hydromechanical
disturbances. For diffusion, we have TD ∼ L 2D −1, and for viscosity, Tν ∼ L 2ν−1 [110].
With the ocean’s kinematic viscosity typically around ν∼ 10−6 m2 s−1 [214], diffusion
is approximately 103 times slower compared to hydromechanical signals. Although
spread of chemical signals can be faster through turbulent mixing processes [158],
but this discrepancy can be a matter of life and death when a plankton needs to locate
a predator [110]. However, it is important to note that this discussion should not
imply that diffusion is entirely useless. Due to its slowness, diffusive signals dissipate
more slowly as well. Consequently, the signal remains in the environment much
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Figure 3.2: A bottom-heavy swimmer which experiences a gravitaxis torque τg . This
can simply happen if the center of mass x g , does not coincide with geometrical center
of the body x c .

longer compared to a hydromechanical disturbance, which dissipates rapidly due
to the high damping rate in the fluid regime inhabited by plankton. This persistence
could be beneficial for tasks such as tracking a mate by exploiting pheromone
diffusion [12, 110].

Additionally, certain species of copepods possess the capability to undergo grav-
itational torque due to a non-uniform mass distribution, a phenomenon known
as gravitaxis. This allows the swimmers to orient themselves either aligned against
or with the direction of gravity [110, 205]. Figure 3.2 illustrates the mechanism of
gravitaxis.

Now, let us explore into the hydromechanical signals. The first question we must
address is: How do plankton perceive these hydromechanical signals? Copepods
possess arrays of setae covering their bodies, particularly concentrated on their most
sensitive organ, the antennae (see Figure 3.3(a)). A comprehensive examination of
hydromechanical signal sensitivity in plankton is provided in Reference [204], you
can see also References [101, 112]. Here, I briefly introduce how various hydrome-
chanical signals can be discerned using arrays of setae.

The array of setae generates neurophysiological pulses in response to bend-
ing [110, 145, 205, 217]. With this in mind, a copepod cannot sense any hydrome-
chanical signal if it is carried by a flow that remains constant over its body, as this
situation would not exert any force to bend the setae. Therefore, there must be
a velocity difference between the swimmer’s rigid body and the surrounding flow
for the setae to deform. Consequently, the setae arrays are sensitive to velocity
differences. The smallest reported velocity difference that plankton can sense is as
minute as 10 µm s−1 [104, 216, 217].

Velocity differences between the swimmer’s body and the ambient flow, stem-
ming from translational and rotational acceleration, and deformation of the flow,
have the potential to induce various bending patterns on the setae arrays. Fig-
ure 3.3(c) illustrates schematically the different possible patterns for various causes.
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Figure 3.3: (a) Antenna of the copeopod Labidocera madurae [205]. (b) A male
Pontella mediterranea copepod by Leonid Svetlichny published under CC-BY-SA 4.0
(https://commons.wikimedia.org/wiki/File:Pontella_male.jpg). (c) Schematic represen-
tation of different setal patterns in response to different flow gradients. (i) No velocity
gradients, (ii) slip velocity, (iii) slip rotation, and (iv) deformation (compressing and
stretching perpendicular to each other), of the flow. Adapted from [205].

This implies the capability of distinguishing between different hydromechanical
signals by the swimmer. Indeed, different setae on the plankton’s body possess
distinct properties, and the combination of various bending patterns of the setae
arrays enables plankton to develop a detailed three-dimensional perception of their
environment [72, 110, 145, 217]. To draw an analogy, imagine being able to discern
someone’s proximity by the bending patterns of your body hair, with variations indi-
cating whether the person is a friend or a potential threat. Similarly, a zooplankter
can distinguish between prey and predators based on the different hydromechanical
signals they produce [93, 111, 145, 217].

3.2 Mathematical model

This section provides a mathematical description of the modeled active microswim-
mer. I begin by explaining the shape parameter, followed by an explanation of the
signals. These signals are utilized as cues from the environment when we develop
efficient navigation strategies in Chapter 4.

3.2.1 Model of morphology

Inspired by the typical elongated body shape of planktonic copepods, we approxi-
mate the body of copepods with an axisymmetric spheroid in our swimmer model,
as depicted in Figure 3.4. To describe the dynamics, we attach an inertial frame

https://commons.wikimedia.org/wiki/File:Pontella_male.jpg
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Figure 3.4: Shape of the swimmer model. a and b represent the major and minor axis
lengths, and c shows the length of the antenna. (n̂ , p̂ , q̂ ) is a local orthonormal reference
frame attached to swimmer.

of reference to the swimmer, denoted by (n̂ , p̂ , q̂ ), where n̂ represents the symme-
try axis and swimming direction, and n̂ = p̂ × q̂ . The parameter distinguishing a
spheroid from a sphere is termed the shape factor, defined as

Λ=
λ2−1

λ2+1
. (3.1)

Here λ represents the aspect ratio of the body, equivalent to the ratio between the
semi-axis parallel with the swimming direction a/2 and the one perpendicular to it
b /2, i.e., λ= a/b . All copepod species, at least during their juvenile life stage, are
small enough to inhabit the low Rep regime (see Section 2.2). Juvenile copepods
typically have body lengths ranging from 0.1 mm to 0.5 mm [195, 196]. Although
body length varies with growth, the ratio of body width to length often remains
relatively constant. For example, the ratio for Centropages typicus is reported to
remain fairly constant around 0.4 to 0.5 [43], corresponding to an aspect ratio λ
between 2 and 2.5 [145].

These size considerations open the door to further simplifications in assump-
tions. Being in the low Stokes number St regime entails overdamped dynamics. This
implies that flow disturbances decay rapidly (see Section 2.2). Therefore, as a good
approximation, we can neglect the disturbances generated by the swimmer on the
fluid. Additionally, the boundary condition when a viscous fluid contacts a solid
surface is the no-slip boundary condition [88], meaning that the fluid velocity on
the surface of the swimmer is zero.

Another parameter to consider is the mass density of the swimmer. Typically,
copepods have a density very close to that of water. For instance, the mass densityρp

of Centropages finmarchius ranges from 1.0274 to 1.0452 g cm−3 [114]. Comparing
this to the density of sea water under normal conditions (3.5% salinity at 20°C),
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which is approximately ρ f = 1.025 g cm−3 [139], we have a ratio ρp/ρ f ≃ 1.017. The
density ration close to 1 and the non-spherical shape changes the Stokes number
somewhat, but the Stokes number St defined in Equation (2.15) remains of the
correct order of magnitude. This implies that the swimmer does not significantly
detach from the flow due to inertia.

Finally, we assume that the modeled swimmer has a rigid body. Although this is
not precisely true, it is a reasonable approximation. Crustaceans such as copepods
can be reasonably assumed to be rigid [90], which greatly simplifies modeling body-
flow interactions and the perception of hydromechanical signals by the swimmer.

3.2.2 Model of sensing abilities

To model the active microswimmer’s sensory system, we solely consider hydrome-
chanical signals. As we discussed the different environmental cues that copepods
respond to in Section 3.1.2, their fastest response is to hydromechanical signals. In
addition, the tasks we are considering here, such as vertical migration are highly
dependent on sensitivity to flow disturbances. This is because measuring velocity
differences can provide the swimmer with the information about the direction of
gravity, while a chemical cue does not have the potential to help this task.

Based on our discussion in Section 3.1.2, copepods are responsive to variations
in flow velocity. This implies that they possess the ability to sense superpositions
of the first-order derivative of the flow velocity (Equation (2.5)). Moreover, they
should be capable of distinguishing between different components of flow deriva-
tives, namely slip velocity, strain rate, and vorticity, as illustrated in Figure 3.3(c).
Additionally, copepods possess long antennae and setae over various parts of their
body, suggesting they may also perceive additional spatial information of the flow,
such as second-order derivatives of flow velocity. For instance, the long antenna
potentially provides the swimmer with a sense of velocity differences in different
positions, thus enabling a sense of second-order derivatives of the flow velocity (see
Figure 3.5(a)).

Given these considerations, we utilize slip translational and angular velocities
as signals. In addition, local components of strain rate, and local value of tr(S2)
are available signals based on the first-order derivative of flow velocity, while the
gradient of tr(S2) serves as the sole signal based on the second-order flow velocity
derivative in our model.

The modeled swimmer can only measure the local values of these quantities.
Therefore, we express the signal components in terms of the attached frame of
reference (n̂ , p̂ , q̂ ) to the swimmer depicted in Figure 3.4.

To define the different environmental states of the swimmer, we discretize all of
these signals into various levels by setting thresholds based on empirical studies
of the sensitivity of planktonic copepods to these signals. Figure 3.5 illustrates the
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Figure 3.5: Local signals utilized for navigation tasks. Panel (a) illustrates the schematic
of a planktonic swimmer. The deflection of the setae due to a velocity difference be-
tween the body of the swimmer and the ambient flow generates neural signals, allowing
the swimmer to measure velocity differences as small as 10 µm s−1 [217]. Panel (b) sum-
marizes the most important signals used in our simulations. Respectively from top
to bottom, they include the local components of strain, slip translational and angular
velocities, local value of the trace of the square of the strain rate matrix, and compo-
nents of its gradients. Here, v ( f )i and ω( f )i are respectively the flow translational and
angular velocities. vi andωi represent the total translational and angular velocities of
the swimmer. ei can take any of the local unit vectors ni , pi , or qi . Panel (c) depicts
the two different discretization schemes used on the signals to define environmental
states. Signals denoted by blue circles are discretized with respect to a corresponding
threshold valueσc into three intervals of positive, zero, and negative. Signals marked
with red squares are divided into n intervals.

signals used in the model. For specific details regarding the signals used in each
study [I-IV], I refer you to the corresponding publication.

3.3 Dynamics

With the assumptions based on the morphology of the swimmer, we can now address
the dynamics. First and foremost, modeling the swimmer as a rigid body allows us
to simplify the tracking of its dynamics to that of a point-like particle residing at the
center of mass of the swimmer’s body.

As I mentioned the scallop theorem in Section 2.2, the propulsion mechanisms
required for swimming in low Reynolds number flows are markedly different from
our everyday experience [166]. However, in our model, we do not consider the details
of the propulsion mechanism. We simply assume that the swimmer is able to swim
efficiently, either through evolution in nature, or though engineered design in the lab.
For comprehensive reviews on propulsion mechanisms in biological active matter,
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please refer to Reference [117], and for artificial ones, see References [129, 169, 221].
In our model, we simply assume a constant propulsion speed that does not disrupt
the flow. However, it is important to note that in the low Reynolds number regime,
the key requirement for propulsion is the breaking of time-reversibility inherent
in viscous fluids (Equation (2.14)). Consequently, in low Reynolds number flows, a
swimmer is capable of translational motion if its movements are non-reciprocal [117,
149, 166].

To describe the dynamics of the swimmer, we must first identify the forces acting
upon it. Hydromechanical interactions, such as advection and rotation by the
flow play a paramount role in determining the swimmer’s dynamics. The density
matching of the swimmer with the background flow implies that the Stokes number
is small, as discussed in Section 3.2.1. This means that the dynamics is overdamped,
i.e. translational and angular accelerations are effectively instantaneous and can
therefore be neglected. Additionally, gravity contributes to the dynamics of the
swimmer. The combined effects of hydromechanical and gravitational forces on
the swimmer depend significantly on its morphology and mass distribution.

In addition to these forces, there are active forces at play. It is important to
emphasize that, by definition, active matter extracts energy from its environment
and converts it into work (Chapter 1). This force represents the swimmer’s exertion to
control its navigation, encompassing both translational and rotational components.
Here, I refer to it as the control force.

In the subsequent sections, I will provide a more detailed description of each
force, culminating in the formulation of an equation of motion for our swimmer.

3.3.1 Settling

The swimmer has a weight F g =mg ê g due to the gravitational attraction from the
Earth. In vacuum, this would continue to accelerate the swimmer to larger and larger
speeds. However, according to Stokes’ results from his study of the slow motion of
pendulums in viscous fluids [184], we know that when a particle moves within a
fluid, it encounters a drag force due to friction. This frictional force is referred to as
the Stokes drag force. For a spherical particle with radius a in a fluid with viscosity
µ, the Stokes force is given by

F d =−6πµa v (3.2)

Here, the Stokes force damps the velocity v of the falling particle. Thus, in a fluid
the weight does not accelerate the swimmer indefinitely. The weight and Stokes
drag force reach equilibrium, resulting in the particle maintaining a constant falling
speed. This state is commonly referred to as the settling velocity or terminal velocity
of the particle.

Determining the settling velocity in fluids is generally a complex problem due
to the interactions between the orientational and translational dynamics of a body
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with a non-uniform shape. However, symmetries in the shape of the settling particle
can simplify the analysis. For instance, if the center of the hydrodynamic stress of
the body is situated such that it is independent of the direction of the applied flow,
then it will exhibit steady terminal motion without rotation during settling. This
contrasts with bodies lacking such a point of symmetry, which may rotate as they
descend in a gravitational field [88]. Moreover, if these particles experience lateral
forces, a spiraling downward motion may occur [86, 88].

In general, the force Fi and torque Ti on a small body in a viscous fluid can be
expressed in terms of [60]

Fi =Ai j (v
( f )
j − v j ) +Bi j (ω

( f )
j −ω j ) +Gi j k Sj k (3.3a)

Ti =B j i (v
( f )
j − v j ) +Ci j (ω

( f )
j −ω j ) +Hi j k Sj k , (3.3b)

whereA ,B , andC are second-rank tensors, and G andH are third-rank tensors,
all components of the grand resistance tensor [108]. These tensors depend solely on
the shape of the particle and dictate how force and torque act on the particle within
the flow. The flow velocity, half vorticity, and strain rate tensor are respectively

denoted by v ( f )i ,ω( f )i , and Si j . The strain rate tensor is the symmetric part of the flow

gradient defined in Equation (2.5), and the half vorticity of the flowω( f )i is defined
as the half of the curl of the velocity fieldωk =

1
2εi j k∂ j vi , which has the following

relation with the symmetric part of the flow gradient, i.e. the rotation matrix Ωi j

(Equation (2.5))
Ωk j x j = εi j kωi x j . (3.4)

The particle’s translational and angular velocities are respectively denoted as
vi and ωi . Geometrical symmetries of the particle are important because they
simplify Equation (3.3) [60, 88]. For particles that exhibit mirror symmetry in three
orthogonal planes,B = 0. Consequently, for our model of the swimmer (Figure 3.4),
there is no coupling between translational and rotational dynamics as the tensor
B = 0 due to symmetries. Moreover, for a sphere of radius a , the resistance tensors
simplify toB =G =H = 0,A = 6πµa I, andC = 8πµa 3I [28, 60].

I do not present the calculation of settling velocity for an ellipsoid in flow here,
as it involves extensive calculations and numerous additional definitions. However,
interested readers can refer to Chapter 5 of Reference [88] for these calculations for
various shapes. Instead, I provide the resulting expression of the settling velocity v (g )i
for an axisymmetric ellipsoid, with symmetry axis aligned in the n̂ direction [108]

v (g )i = v (g )⊥ e (g )i + (v (g )∥ − v (g )⊥ )(e
(g )
j n j )ni . (3.5)

Here, v (g )⊥ and v (g )∥ are respectively the settling speeds of an axisymmetric ellipsoid
in quiescent flow when the symmetry axis is perpendicular to and parallel with
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the direction of gravity e (g )i [108]. These can be explicitly calculated for spheroidal
particles, and are proportional to the gravitational acceleration and the Stokes
damping time, as functions of the aspect ratio.

3.3.2 Jeffery equation

As mentioned earlier, describing the angular dynamics of a particle in a fluid can be
quite demanding. The torque on a general ellipsoid was first calculated by George
Barker Jeffery (1891-1957) in 1922 [98], nearly a century ago. Jeffery is known not
only for translation of Einstein’s seminal papers into English, but also for advancing
those works. Of particular interest in this thesis is Einstein’s formulation of Brownian
motion, or the motion of spherical particles in viscous fluids [62]. Jeffery extended
this result from spherical to general ellipsoidal particles in his 1922 paper [98].

To achieve this, one must calculate the resistance tensors in Equation (3.3) for
an ellipsoid. Drawing from the results of Oberbeck in 1876 [154] and Edwardes in
1892 [59], Jeffery managed to express the angular velocityω(J )i of such a particle in a
viscous fluid. For an axisymmetric ellipsoid, this angular velocity can be expressed
by the following equation [98]:

ω(J )k =ω
( f )
k +Λεi j k ni Sj l (x , t )nl , (3.6)

where ω( f )k and Si j are respectively the flow half vorticity and the strain rate ten-
sor, and the vector ni is the unit vector in the direction of the symmetry axis (see
Figure 3.4). The shape factor Λ is defined in Equation (3.1). An arbitrary vector
a i rotates under the angular velocityω(J )i as ȧk = εi j kω

(J )
i a j . Therefore, the time

evolution of the orientation of the local frame of reference (n̂ , p̂ , q̂ ) can be expressed
as

ṅk = εi j kω
(J )
i n j , (3.7a)

ṗk = εi j kω
(J )
i pj , (3.7b)

qk = εi j k ni pj . (3.7c)

Equation (3.7) is commonly known as the Jeffery equation [98], formulated specif-
ically for an spheroid. Using the Jeffery equation, we can describe the angular
dynamics of a small spheroid subjected to hydromechanical torque.

3.3.3 Control abilities

When discussing copepods, it is crucial to recognize that their dynamics are not
solely determined by gravity and hydromechanical forces. They possess the ability to
control their navigation by exerting rotational and translational forces. For instance,
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they can regulate their swimming speed by stopping, speeding up, or slowing down,
and even execute remarkably long and rapid jumps [77, 103, 112, 137, 180, 189, 190].

Experimental studies have revealed that swimming in pelagic copepods is driven
by the rowing strokes of their limbs [189]. In certain species, both cephalic and
thoracic limbs contribute to propulsion, with cephalic ones primarily responsible
for cruising and feeding [42]. Conversely, in other species, propulsive force is solely
generated by the thoracic legs. However, all copepods utilize their thoracic legs for
jumping [189]. These insights have been gleaned through analysis of high-speed
photography and filming. For instance, in Reference [113], authors recorded escape
jumps with frame rates reaching up to 3500 frames per second, in three species of
copepods ranging from 0.3 to 3.0 mm in size. The result was capturing jumping
speeds of up to 500 body lengths per second. These rapid recordings have unveiled
numerous features of copepod propulsion mechanisms, offering detailed descrip-
tions of the movement of feeding appendages and swimming legs during various
modes of propulsion, including cruise swimming and jumps [113, 189, 190].

Moreover, copepods exhibit remarkable agility not only in swimming straight
but also in rotating at very high angular speeds. This capability extends to rectilinear
movement, where power strokes from the abdomen and swimming legs enable
rapid rotation [189]. For instance, in Oithona davisae with a body length of 0.5 mm,
the ventral deviation of the body axis from the direction of movement at the end of
the kick has been observed to reach π/2 rad [189].

To incorporate these control abilities, we assume that our modeled swimmer
maintains a constant propulsion speed, always applied in its instantaneous direc-
tion, as in Papers [III, IV]. In Papers [I, II], we consider scenarios where the swimmer
can opt to stop, setting its propulsion speed to zero. We also investigate navigat-
ing using relocation jumps in Paper [II]. While jumping may be conceptualized as
cruising at high speed, consecutive jumps are energetically costly, leading us to
assume that the average swimming speed of the jumping copepod model should be
comparable to that of continuously swimming copepods in Paper [II].

Similarly, for angular dynamics, we assume that the swimmer can maintain a
constant angular swimming speed around a desired axis across Papers [I-IV]. We
establish upper bounds for angular and translational speeds based on empirical
observations, utilizing smaller speeds to prevent overestimation, with the aim of
making the results more applicable and generalizable to real swimmers.

3.3.4 Equation of motion

Now that we have established the fundamentals of the contributions to the copepod
dynamics, we derive the equation of motion by combining all the assumptions and
knowledge from previous sections.

The i th component of the translational dynamics of the swimmer can be ex-
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pressed in the overdamped limit as

ẋi = vi , (3.8a)

vi = v ( f )i (x , t ) + v (s )ni + v (g )i . (3.8b)

Here, v ( f )i represents the flow velocity at the position of the swimmer’s center of

mass, v (s )i denotes the swimmer’s propulsion speed, ni indicates the instantaneous

orientation of the swimmer, and v (g )i represents the settling velocity due to gravity
(as given in Equation (3.5)).

Similarly, we derive the orientation dynamics of the swimmer

ṅk = εi j kωi n j , ṗk = εi j kωi pj , (3.9a)

ωk =ω
( f )
k (x , t ) +Λεi j k ni Sj l (x , t )nl −

1

2B
εi j k ni e (g )j +ω

(s )
k , (3.9b)

qk = εi j k ni pj . (3.9c)

The orientation ni directly affects the translational dynamics through swimming
and settling, while the orientations pi and qi may affect it indirectly through active
adjustment of the swimming velocity. The distinction here from the Jeffery equation
(Equation (3.6)) lies in the two additional terms present in the angular velocity
that determine the orientation of the swimmer. Firstly, we incorporate the angular
velocity resulting from the torque exerted by gravity on the swimmer. This arises
from asymmetrical mass distribution (see Section 3.1). The contribution to the
angular velocity is a term aligning the orientation against gravity, with a reoreintation
time-scale B , which determines the strength of the gravitaxis torque [57, 84, 107].
Secondly, we introduce the control angular velocityω(s )i , which accounts for ability
of the swimmer to actively rotate while swimming (Section 3.3.3).

In the appended papers, we employed different versions of the dynamics pre-
sented in Equations (3.8) and (3.9). In Paper [III], the swimmer follows the full
equations of motion derived here. However, in Papers [I, II], since gravity was not
important to the study’s goal, we removed the contribution due to settling and
gravitaxis. Additionally, while the swimmer in Papers [I-III]was modeled in three
spatial dimensions, in Paper [IV], we studied a two-dimensional model of the swim-
mer. Furthermore, since we utilized frozen snapshots of flow models in Paper [IV],
Gaussian random noise was also introduced to both translational and angular dy-
namics to prevent the swimmer from getting stuck in unphysical limit cycles or fixed
points [173].
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4 Finding Optimal Navigation

The primary tool that I used in finding the optimal navigation policy for the modeled
swimmer was a machine learning scheme, known as reinforcement learning [188].
This chapter provides the necessary background knowledge on this tool. I start
by a general introduction to the navigation problem in active matter, and then
present the principal ideas behind reinforcement learning. I discuss the strengths
and weaknesses of the method and the end of the chapter focuses more on the im-
plementation details of reinforcement learning into our problem of microswimmer
navigation.

4.1 Navigation problem in active matter

Many active matter systems involve agents making decisions on the forces they
exert. Some simple examples include moving, stopping, or rotating, in response to
external signals. Consequently, the dynamics of these systems are intricately tied to
the decisions made by each active agent at every moment. Modeling such dynamics
is challenging due to this complexity.

The navigation problem deals with finding the best set of responses for active
agents with respect to reaching a certain goal, whether involving a single agent or
multiple interacting agents. For example, in a noisy environment such as a complex
flow, what actions should an agent take to optimize its transport? Is it always moving
towards the target direction, or can environmental signals be used to navigate
more efficiently through the environment? Finding optimal navigation policies
is not only a fundamental question, but also has various practical applications,
as discussed in the introduction (Chapter 1). Furthermore, the understanding of
significant signals can offer insights into evolutionary biology [46, 121]. Additionally,
reinforcement learning plays a crucial role in advancing the development of more
effective artificial microswimmers, with diverse applications ranging from directed
mixing [165, 171, 176] to targeted drug delivery [105, 187].

Different approaches have been developed to address this challenge, which
I briefly mention here. One approach involves employing heuristic policies, i.e.
modeling the response of the swimmer to its environment based on educated guess.
While this method might be straightforward in many cases, heuristic strategies
have a bias towards what the designer believes are the most important signals and
actions, and how these should be related, thus it may miss more efficient possibilities.
Additionally, this approach might miss exploiting the important interactions of the
active matter with its environment, as the exact microscopic interactions remain
incompletely understood [46].

Another strategy involves employing optimal control theory [32], which can yield
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analytical optimal policies [23, 53, 122, 161, 162, 165]. However, this approach heav-
ily relies on initial conditions and may struggle with generalization, particularly in
chaotic systems such as plankton navigation in turbulent flows [23, 36]. Perturba-
tion theory [22] offers another analytical approach, where dynamics are expanded
for small time differences to optimize control terms [144]. While more robust and
general in identifying important signals, it does not guarantee the long-term optimal
policy.

Finally, reinforcement learning [188] serves as a pivotal tool in bridging the gap in
modeling the response of active swimmers, by finding the optimal control through
an efficient trial-and-error algorithm. It reveals essential environmental cues that
active agents can leverage when pursuing targets. Reinforcement learning possesses
several advantageous properties for discovering optimal control in active matter.
To begin with, unlike heuristic models, it relies less on a priori assumptions about
behavior, focusing instead on control abilities, which are easier to deduce by experi-
ments. Another advantage is its effectiveness in dealing with noisy dynamics and
chaotic systems, such as navigation in turbulence [23]. Furthermore, reinforcement
learning optimizes long-term control, which may be more applicable to general
dynamics than short-term optimization.

In a proof-of-principle study by Colabrese et al. [49], the potential of reinforce-
ment learning in finding optimal vertical navigation of a simple bottom-heavy
swimmer in a two-dimensional steady Taylor-Green vortex flow (Section 2.5) was
demonstrated. They showed that an active swimmer, with access to global direc-
tional information, could find optimal ways to efficiently swim vertically. An intrigu-
ing aspect of the study is that the swimmer learned to exploit the flow, sometimes
heading away from the target direction to achieve greater vertical translation in
the long term. Since then, many studies have applied reinforcement learning in
various settings and problems to optimize the navigation of microswimmers in flow
or different potentials [4, 23, 50, 63, 82, 85, 146, 177].

Reinforcement learning, however, is not without its limitations. As I detail in the
following sections of this chapter, one fundamental requirement for the convergence
of reinforcement learning algorithms to the optimal policy is the Markovian nature of
the decision process [188]. Yet, many biological systems exhibit memory or operate
under conditions of partial information, rendering this assumption invalid.

Another challenge is the opacity of machine learning. While it is feasible to under-
stand the physical rationale behind the optimal policy with tabular reinforcement
learning, this becomes increasingly challenging with large state spaces. Interpreting
the policy and computationally implementing reinforcement learning algorithms in
such expansive state spaces pose significant difficulties. To address this, researchers
have turned to combining artificial neural networks and reinforcement learning
algorithms to form deep reinforcement learning [142, 156]. However, this approach
reintroduces the opacity problem [33], making it difficult, if not impossible, to in-
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terpret the physical mechanism underlying the obtained optimal policy, which is
a critical concern, because if we do not understand the policy, it is hard to judge
how general it is, and how robust it is to perturbations of the parameters or the
environment. Moreover, identifying the relevant mechanisms allows for formation
of models, which may allow analytical analysis, which may be helpful to identify
how the dynamics changes in response to changes in the parameters. One potential
solution is to restrict ourselves to using tabular reinforcement learning and define
smaller state spaces through fewer signals and coarse discretization. However, this
approach comes with a cost, which is the loss of information. Coarse-graining
constraints the set of possible strategies, and in addition, may lead to partial infor-
mation processes and non-Markovian dynamics, introducing uncertainty regarding
the optimality of the final policy.

In conclusion, it is essential to recognize that each approach has its strengths and
limitations, underscoring the complexity of finding optimal navigation strategies in
active matter systems. To better understand the control problem of microswimmers,
it is imperative to leverage the full power of the various available approaches and to
develop new ones.

We proceed by discussing Markov decision processes as a mathematical foun-
dation for modeling control problems in Section 4.2. Following that, I introduce
reinforcement learning in Section 4.3 as an approach for solving Markov decision
problems, with particular focus on the Q-learning algorithm, which serves as the pri-
mary algorithm of reinforcement learning utilized in my research. Finally, Section 4.4
concludes this chapter with a discussion on how we implement reinforcement learn-
ing in our specific navigation problem.

The introduction part of the chapter is mainly based on the References [133, 188].

4.2 Markov decision process

Humans engage in decision-making at almost every second of their life-time. From
significant choices such as pursuing a PhD to mundane decisions such as selecting
pizza toppings for dinner, our actions are informed by accumulated experiences
and knowledge. If we define the process of acquiring these experiences as learning,
then we continuously learn from various situations. A simple example is learning
not to immediately drink hot tea, having experienced the pain of a burn in the past,
and by adjusting our behavior, we avoid repeating painful experiences. In contrast
to decisions such as pursuing a PhD, many decisions are already programmed in
our genes through evolution [132], or saved as muscle memory through repeated
exposure [178]. For instance, as infants, we instinctively express hunger, while later
in life, we learn to protect our eyes by closing them in response to intense flashes of
light. These automatic behaviors, though instinctual, still represent decisions made
by our bodies and often result from evolutionary adaptations.
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Figure 4.1: A schematic presentation of the interaction between an agent and its envi-
ronment in a Markov decision process. The agent engages in continual interaction with
its environment, refining its actions to maximize the total reward it receives. Adapted
from [188].

Life presents us with countless decision-making situations, and identifying the
optimal choices remains a perpetual challenge. This challenge is compounded by
the realization that we inhabit a universe characterized by chaos and incomplete
information. A multitude of parameters exist that can influence the outcomes of our
judgments and decisions. While we can attempt to account for unknown variables
in the form of noise, it is crucial to recognize that noise largely governs many of our
decisions. In his book Noise [106], Daniel Kahneman provides numerous examples
of how noise affects our daily decisions.

The examples provided suggest that it is unsurprising that humans have de-
veloped mathematical tools to comprehend and model decision problems. In
mathematics, these problems are typically framed as Markov decision processes
(MDPs) [20]. If asked about the constituents of an MDP problem, many would
naturally consider the decision maker first, which is indeed a crucial part referred
to as the agent. The agent maintains continuous interaction with an environment,
which encompasses all relevant aspects of the problem. For instance, if one is at
home writing a PhD thesis, the house and its contents constitute the environment.
Furthermore, the active agent can exist in various states, such as thirsty, hungry,
happy, or frustrated, based on its sensory inputs or measurements. Another essen-
tial parameter of the problem is the set of actions. As an active entity, the agent must
be capable of responding to its internal states by taking appropriate actions; for
example, the thirsty PhD student should be able to drink water. This action results in
a transition of state, from thirsty to hydrated. Importantly, the interaction between
the agent and the environment is not unidirectional; it also involves feedback from
the environment in the form of rewards or punishments. This explains why we
feel satisfaction from drinking water when thirsty. A schematic depiction of this
interaction is presented in Figure 4.1, albeit the illustrated agent differs from a PhD
student.
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Let us enhance the rigor of our description. I denote the state as s ∈S and the
action as a ∈A , whereS andA represent the sets of possible states and actions
accessible to the agent, respectively. For the reward, I use r ∈ R , where R ⊂ R
denotes a discrete set of possible rewards that the agent can receive. The objective
in an MDP is to maximize the total reward, often referred to as the utility.

To incorporate the environment, we consider it as anything that determines the
probability of the agent transitioning between different states. Generally, this prob-
ability may depend on the history of steps taken by the agent since the beginning of
the process. Mathematically, we express the probability of transitioning from state
s by taking action a to state s ′ and receiving reward r as a conditional probability
function,

p (s ′, r |s , a )≡ p (St = s ′, Rt = r |St−1 = s , At−1 = a , · · · ,S0 = s0, A0 = a0). (4.1)

Here St and At are used to denote the state and action time-stamp, and the lower-
case s ∈ S and a ∈ A are to signify specific states visited and actions taken at
corresponding times.

Markov property refers to a stochastic process without memory, meaning that at
each step of the process its future evolution is independent of its history. This can
now greatly simplify the Equation 4.1. Assuming Markovianity, we can eliminate all
historical dependencies and express the transition probability between state pairs
determined solely by the current state and action.

p (s ′, r |s , a )≡ p (St = s ′, Rt = r |St−1 = s , At−1 = a ). (4.2)

Figure 4.2, shows a schematic picture of an MDP transition probabilities. To con-
tinue, it is useful to note that the the following condition must hold as well to prevent
creation or annihilation of probability,

∑

s ′∈S

∑

r∈R
p (s ′, r |s , a ) = 1 for all s ∈S , a ∈A . (4.3)

Having the probability function p (s ′, r |s , a ), we can continue further, and calculate
the expected value of the reward for a certain state-action pair as,

r (s , a ) =E[Rt |St−1 = s , At−1 = a ] =
∑

r∈R
r
∑

s ′∈S
p (s ′, r |s , a ). (4.4)

Let us now consider the agent’s purpose. Assuming it has a clear goal, we incor-
porate this using the reward function. By evaluating the states’ value relative to the
goal via reward signals, the agent discerns what to pursue. The choice of reward
function essentially defines the goal, but it is crucial to avoid embedding how to
achieve it, which could lead to sub-optimal decisions. For instance, rewarding a
chess player for controlling the center might lead to neglecting capturing pieces or
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Figure 4.2: Schematics depict a Markov decision process featuring two possible actions,
a1 (solid red) and a2 (dashed green), and three different states S1 to S3. All transition
probabilities except the ones noted in the schematics are zero.

protecting the queen, jeopardizing the game. Instead, the reward should reinforce
actions leading to the ultimate goal, in the case of chess, winning.

The sum of total rewards, known as the utility U , is what the agent aims to
maximize. Depending on the task’s nature, it can be categorized as episodic or
continuous. An episodic task has a defined final state or goal, with a clear endpoint,
often termed the terminal state. Chess exemplifies an episodic task, with each game
representing an episode concluding in win, lose, or draw outcomes. In such cases,
the utility at time t is the sum of rewards expected until reaching the terminal state
at time T ,

Ut ≡Rt+1+Rt+2+Rt+3+ · · ·+RT =
T−(t+1)
∑

k=0

Rt+k+1. (4.5)

It is important to note that the time to reach the terminal state, T , is a stochastic
variable itself, and can vary across different realizations of the process. For example,
a chess game can conclude in only two moves (known as the fool’s mate) or last
for an extended duration, like the game between Ivan Nikolić and Goran Arsović in
1989, which lasted more than 20 hours before ending in a draw. In the fool’s mate,
each player takes two actions and observes three states, while in the latter example,
each player took 269 actions in one episode.

In contrast, continuous tasks lack a terminal state. However, a challenge with
continuous tasks is that the sum in Equation (4.5) may diverge as T approaches infin-
ity. To address this, one can limit the agent’s optimization horizon to a specific future
amount of state. This can be achieved by transforming the sum in Equation (4.5)
into a power series by multiplying with powers of a parameter γ.

Ut ≡
∞
∑

k=0

γk Rt+k+1 =Rt+1+γRt+2+γ
2Rt+3+ · · · (4.6)

=Rt+1+γ(Rt+2+γRt+3+ · · · )
=Rt+1+γUt+1. (4.7)
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The parameter γ, is denoted the discount factor. Since the whole idea of adding
the discount factor is to prevent the divergence of the sum, you can guess, that it
should have a value of 0≤ γ< 1, where γ→ 1 corresponds to the episodic task, and
the smaller the gamma is, the quicker higher orders of the sum in Equation (4.6)
become negligible. As an example, if an agent receives a constant reward of r0, at
every state transition, then the utility simplifies to

Ut =
∞
∑

k=0

γk r0 =
r0

1−γ
. (4.8)

Essentially, the discount factor makes the rewards further in the future, less and less
important compared to the more immediate ones. Therefore, the value of γ, is the
parameter, that determines the time horizon, over which the agent optimizes its
actions. Without the discount factor, a horizon of Th state changes would give utility
Ut = Th r0 if r0 is constant. Comparison to Equation (4.8) gives Th = 1/(1−γ), i.e. the
size of the state horizon is unity if γ= 0, and approaches infinity when γ approaches
unity.

Let us introduce more elements to our narrative. It is not far-fetched to assume
that the agent has a plan for its actions. For instance, imagine it discovers a piece of
paper with actions written corresponding to each state, akin to a map guiding its
choices. However, the map might be outdated, making some actions illegible. In
such cases, the agent cannot definitively determine, for instance, whether to take
action b or d in state x. Yet, if the agent perceives itself as more aligned with d, it is
more likely to choose action d. In the realm of Markov Decision Processes (MDPs),
this action map, assigning probabilities for each action in any given state, is termed
a policy, often represented by a conditional probability function π(a |s ).

To simplify, let us assume the agent is engaged in an episodic task. Starting from
the initial state, it follows actions based on its discovered map until it reaches the
terminal state. Being intelligent, the agent keeps tabs on the rewards received after
each action. Upon reaching the terminal state, it begins calculating the average of
the utility in Equation (4.5) for each visited state. This quantity, known as the value
Vπ(s ) of a state in MDP literature, precisely denotes the expected future reward from
state s , following a specific policy π(a |s ). Mathematically, this is expressed as,

Vπ(s )≡Eπ[Ut |St = s ] , for all s ∈S , (4.9)

where Eπ, is the expected value for an agent following the policy π(a |s ).
Now that we have a better understanding of what a value function entails, let

us revisit the results for continuous tasks and substitute the recursive relation for
Ut in Equation (4.7). Additionally, leveraging our understanding of transition prob-
abilities, policy, and expected rewards, we can express the value function Vπ(s )
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as,

Vπ(s ) =Eπ[Rt+1+γUt+1|St = s ]

=Eπ[Rt+1|St = s ] +γEπ[Ut+1|St = s ]

=Eπ[Rt+1|St = s ] +
∑

a

π(a |s )
∑

s ′

∑

r

p (s ′, r |s , a )γEπ[Ut+1|St+1 = s ′]

=
∑

a

π(a |s )
∑

s ′

∑

r

p (s ′, r |s , a )
�

r +γVπ(s
′)
�

. (4.10)

Note that to express Eπ[Ut+1|St = s ], in the form of value function (Equation (4.9)), I
used the transition probability p (s ′, r |s , a ) and policy π(a |s ) to find the next state
i.e. St+1.

The result in Equation (4.10) establishes a significant recursive relation con-
necting the value of a state Vπ(s ) to the value of the next state Vπ(s ′). This elegant
relationship, known as the Bellman’s equation, was introduced by Richard Bellman
in the 1950s [21]. Its importance lies in its ability to break down MDP problems into
smaller, more manageable sub-problems, enabling recursive solution finding. This
method, termed dynamic programming [19] (also developed by Bellman), forms the
cornerstone of many approaches to solve MDP problems. Dynamic programming is
significantly more efficient compared to brute-force search, which implies testing all
the possible policies. The convergence time of the dynamic programming is in the
order of a polynomial of the number of states Ns and actions Na , in contrast to brute-
force search, which has a time complexity of O (N Ns

a ) [188]. This means applying
Bellman’s equation for finding optimal control policy is exponentially faster.

The ultimate goal is to maximize the utility U . To achieve this, we require a
policy that guides the agent through states with the highest values Vπ(s ). It can be
proven that repeated application of the Bellman equation (Equation(4.10)) yields
the optimal policy π∗(a |s ) in an MDP.

With full environmental information, it is possible to straightforwardly determine
the optimal policy. In the subsequent section (Section 4.3), I will introduce several
algorithms developed to learn the optimal policy π∗(a |s ), even when transition
probabilities are not provided.

4.3 Reinforcement learning

Reinforcement learning involves trial and error within a Markov decision process
(MDP) to find the optimal control policy π∗(a |s ). As discussed in Section 4.2, dy-
namic programming and the Bellman equation (Equation (4.10)) are foundational
to reinforcement learning algorithms.

Model-based algorithms, such as value and policy iterations, guarantee finding
the optimal policy given full information about the MDP. Although these algorithms
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converge slowly, they form the basis for other methods (Section 4.3.1 and 4.3.2). How-
ever, most real-world scenarios lack prior knowledge of the environment, leading to
the development of model-free algorithms. These algorithms combine statistical
sampling of states or state-action pairs with value or policy iteration principles. One
such example is the Monte Carlo method, which I discuss in Section 4.3.3.

While Monte Carlo methods address the lack of prior environment knowledge,
they fall under the category of offline algorithms. These are challenging to apply
to continuous tasks as they often require running training for a full episode be-
fore updating the value function or policy based on experienced trajectories. For
continuous tasks without a well-defined terminal state, such as swimming in an
infinite ocean, this becomes problematic. To address this, online algorithms for re-
inforcement learning have been introduced, known as temporal difference learning
(Section 4.3.4). I detail the principles of temporal difference learning and discuss
the Q-learning algorithm, which has been a primary tool of my research over the
past four years, in Section 4.3.5.

Understanding the distinctions between model-based, model-free, offline, and
online methods, let us delve into each.

4.3.1 Value iteration

One straightforward method to find the optimal policy is to traverse the state space
and refine the estimate of the value function V (s ). Initially, the value function V (s )
can be arbitrarily initialized for all states. Then, employing a greedy policy, which
simply means maximizing possible actions at each decision point, the value func-
tion estimate is updated based on Equation (4.10) for all states. Convergence can
be monitored by defining a threshold and iterating until the difference between
two successive updates falls below this threshold. The algorithm is depicted in
Algorithm 1. The convergence time to the optimal policy should be approximately

O (N
2

s Na L
1−γ ), where L represents the total number of bits used to represent the in-

put [199]. Note that the value iteration policy involves nested loops, potentially
slowing convergence.

Value iteration is an offline and model-based algorithm. There exist variants of
value iteration, such as stochastic value iteration, with Q-learning (Section 4.3.5)
being one example.

4.3.2 Policy iteration

In the policy iteration algorithm, the nested loops of value iteration are split into
two separate loops. One loop updates the value function estimate, while the other
enhances the policy π(a |s ). Unlike value iteration, where the focus is on refining
the value function, in policy iteration, the goal is to improve a given policy. Thus, at
each iteration, one must calculate the value function for the current policy, a step
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Algorithm 1 Value iteration

Initialize V(s) arbitrarily
for n=1,2,.. do

for s ∈S do
V (s )n+1←maxa

∑

s ′,r p (s ′, r |s , a )[r +γV (s ′)n ] ▷ Eq. (4.10)
end for
if V (s )n+1 =V (s )n then

break
end if

end for

referred to as policy evaluation. With the new evaluation of the value function, an
improved policy is determined by choosing the greedy policy over the updated value
function, known as policy improvement.

The algorithm for policy iteration is outlined in Algorithm 2. It is noteworthy
that the generated policies improve monotonically. Similar to value iteration, the
convergence time for policy iteration is polynomial. For a fixed discount factor γ,

the number of required iterations is approximately O (N
2

s (Na−1)
1−γ ln( N 2

s
1−γ )) [215].

Algorithm 2 Policy iteration

Initialize V(s) and π(s ) arbitrarily
for n=1,2,.. do

V (s )n+1←Vπn
(s ) ▷ policy evaluation

πn+1← arg maxa

∑

s ′,r p (s ′, r |s , a )[r +γV (s ′)n+1] ▷ policy improvement
if πn+1 =πn then

break
end if

end for

4.3.3 Monte-Carlo method

The Monte Carlo method is aptly named for its utilization in estimating the value
function. As discussed in the introduction of Section 4.3, Monte Carlo methods are
devised to address MDP problems where the agent lacks prior knowledge of the
environment. By employing Monte Carlo sampling, the agent can glean insights
into the environment’s statistics through random trajectory sampling. While there
are numerous variants and enhancements of the Monte Carlo algorithm in rein-
forcement learning, I will just mention the two fundamental ones, the every-visit
and first-visit Monte Carlo methods.
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In essence, the approach involves estimating the value of each state by averaging
the utility over multiple random decision trajectories. To illustrate, consider starting
from a state s0 = s and following a random policy π(a |s ), sampling the total reward
upon reaching the terminal state. This sampled value provides an estimate of the
utility U (Equations (4.5) and (4.6)). By repeating the sampling and averaging over
increasingly large ensembles, the estimate of the starting state’s value improves. The
algorithm for Monte Carlo is outlined in Algorithm 3.

In Algorithm 3, the first loop over all states may lead to redundant calculations.
To streamline and enhance efficiency, updating only for the visited states during a
trajectory is preferable, known as the every-visit Monte Carlo method. However, this
approach may introduce bias in state transitions. For example, consider an MDP
with two states x and y , where p (s = y |s = x ) = δ, and p (s = y |s = y ) = 1. Let us
assume that the reward is also given as r (x ) = 0, and r (y ) = 1. Then, the every-visit
estimate will be biased, because the agent will get stuck in the state y . To mitigate
this, one can consider only the results from the first visit for updates, termed the
first-visit Monte Carlo method, contrasting with the every-visit method.

Algorithm 3 Monte-Carlo method

Initialize V(s) and π(s ) arbitrarily
for s ∈S do

for i=1,...,N do
for t=1,...,T do

Follow the policy π to reach the terminal state
Ui ←Ui + rt

end for
Update the value estimate Vi+1←Vi +

1
N (Ui −Vi ) ▷ (Eq. (4.9))

end for
end for

4.3.4 Temporal difference

As mentioned earlier in this section, one drawback of statistical sampling methods
like Monte Carlo is their offline nature. This limitation renders reinforcement learn-
ing inefficient when dealing with scenarios lacking a well-defined terminal state, i.e.
continuous tasks, or situations where the terminal state is distant in the future. The
concept behind temporal difference learning is to address this challenge by utilizing
partial samples of the utility.

Viewing training as iterative refinements in the value function to attain a more
accurate utility estimate, we can formulate a time-dependent update rule for the
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state value estimation in the form of a stochastic update,

V (s , t +1) =V (s , t ) +αδt . (4.11)

Here, α represents the step-size increment, often termed the learning rate in ma-
chine learning literature. Recall that in the Monte Carlo method, I set α= 1/N to
average over N decision trajectories (Algorithm 3). δt denotes the error concerning
the desired value, which we select as the sum of the immediate reward and the
expected future reward from Equation (4.10), in contrast to the utility U used in the
Monte Carlo method. Therefore,

δt ≡ r (s ′) +γV (s ′, t )−V (s , t ). (4.12)

Notice that the time index t in Equations (4.11) and (4.12) corresponds to the evolu-
tion of the value of state s over time, not the next state in a decision process, which
is denoted by s ′. Therefore, V (s ′, t ) represents the estimate of the value of state
s ′ at time t , while state s ′ itself is determined at time t + 1. This implies that the
error in the value at any time step depends on the next step of the decision process.
Additionally, the immediate reward is chosen to be independent of time and only
dependent on the state.

If one delays updating the value function V until reaching the terminal state,
the temporal difference should be the same as the Monte Carlo method, leading
to no difference in convergence. However, the main motivation was to find a way
to update the estimate online, rather than waiting until the end of the episode.
Although this may affect the convergence proof slightly, it has been shown that for
small step sizes, they are approximately equivalent [188].

In practice, temporal difference combines stochastic sampling and dynamic
programming to leverage the benefits of both. This combination is expressed more
generally as the TD(λ) method, where λ → 1 corresponds to pure Monte Carlo
method and λ→ 0 is one-step temporal difference, using only one observation to
update the value estimate. In general, one can wait for λ observations and then
update the estimate accordingly.

In the following sections, I will discuss Q-learning, which is an off-policy method,
and I will also mention the on-policy version known as SARSA.

4.3.5 Q-learning

It is worth noting that everything discussed about the state value function V (s ) can
be generalized to the value of state-action pairs. This latter function is referred to as
the quality function in the literature, denoted by Q (s , a ) and commonly known as
the Q-value, representing the value of a specific action a in a given state s . Thus,
Bellman’s equation (Equation (4.10)) can be rewritten for the Q-value instead of
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the state value, enabling the adaptation of the algorithms discussed to estimate
Q-values rather than state values.

Q-learning [210], is an algorithm for estimating Q-values that is both online and
model-free. These attributes are particularly advantageous when addressing active
matter control problems, as many of these problems lack a well-defined terminal
state and have unknown environmental models.

Starting from Equation (4.11), we can rewrite the update rule for state-action
pairs as [188],

Q (s , a , t +1) =Q (s , a , t ) +α
�

r (s ′) +γmax
a ′

Q (s ′, a ′, t )−Q (s , a , t )
�

. (4.13)

In addition to substituting state values with Q-values, the primary distinction from
Equation (4.11) lies in the estimation of the future expected reward, represented
by the second term in the brackets. In Q-learning, this entails maximizing over
the feasible actions available in the subsequent state s ′. Termed the greedy policy,
this approach represents the optimal strategy when the agent possesses optimal
Q-values. Given that Q-values tend to converge to their optimal counterparts over
time as training progresses (t →∞), adopting a greedy policy for future expected
reward appears to be a reasonable choice.

Q-learning is classified as an off-policy algorithm because the estimation of
future rewards is independent of the current policy being pursued by the agent. The
on-policy variant of Q-learning is known as SARSA1 algorithm [172], where the agent
derives its estimate of future expected rewards based on its current understanding
of the environment. This implies that instead of maximizing over possible actions
with maxa ′Q (s ′, a ′), SARSA adheres to the current policy and utilizes the value of
the selected action as the estimate for future expected rewards.

There is no distinction between the two approaches if they both adhere to a
greedy policy. However, relying solely on a greedy policy is not conducive to dis-
covering the optimal policy. To truly identify the optimal policy, the agent must
adequately explore all state-action pairs a sufficient number of times. This becomes
challenging in the presence of suboptimal policies, as the agent may initially latch
onto these suboptimal options and struggle to break free.

Let us think of an example for clarity. If you are a pizza enthusiast like me, the first
thing you want to do after moving to a new neighborhood would be to find the best
pizza place around. To do that I first try the closest one, then I check on Google map
reviews and compare between the ones, that are a little bit farther, let us say within
20 minutes walk distance. I find one with good reviews and decide to try it next time.
Unfortunately, upon trying it, I realize it is not as good as the reviews suggested, and
I notice that the ownership has recently changed. This process continues until I
have tried 7 pizzerias around me a sufficient number of times to decide on the best

1State-Action-Reward-State-Action, also referred to as modified connectionist Q-learning.
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one. However, there is one pizzeria a few blocks away from the farthest one I have
visited, and a new small one opened two weeks ago very close to my apartment.
What should I do now? Should I stick with the best one I have found, or should I try
the new ones? The closer one has no reviews yet and has exorbitant prices on their
website, while the farther one is a bit too distant to walk to. In either case, there is a
somewhat larger risk involved - what if I go there and the pizza is bad?

The question of choosing between taking the risk for a potentially larger reward
or sticking to what you already know is a perennial one in life and often a difficult
decision. Whether it is something as trivial as choosing a pizza topping or as cru-
cial as selecting the right life partner, the dilemma remains. Unsurprisingly, our
reinforcement learning agent must deal with this issue to determine the optimal
policy.

It is evident that a certain degree of risk-taking is necessary to learn the optimal
policy. Therefore, we can incorporate this into the learning process by allowing the
agent the opportunity to occasionally take a random action to explore. This strategy
is known as an ε-greedy policy, where the agent selects a random action, regardless
of its value, with a probability of ε, and the remainder of the time, it adheres to the
greedy policy.

a =

�

arg maxa ′Q (s , a ′) with probability (1−ε)
random with probability (ε) . (4.14)

However, the more critical question is on how much we should risk. What is the
optimal balance between exploring the unknown and exploiting existing knowl-
edge? This question is known as the exploration-exploitation dilemma in decision-
making [188]. Answering it definitively is challenging, but it is guaranteed that if the
agent begins with a high ε and gradually reduces exploration as training progresses,
values will converge towards the optimal ones [200, 210]. This approach is more
feasible in virtual tasks and simulations. However, in real-life scenarios, where time
is limited and costs are significant, there is not the possibility of infinite trial and
error. Hence, devising a sound strategy to determine when to take risks is crucial.

If you have noticed, I emphasized the term sufficient in the preceding lines. That
is because the number of visits to each state-action pair during the process can vary.
Consider the pizza problem again. Different pizzerias may offer various pizzas each
with different quality. For instance, after only one very disappointing experience at
the third pizzeria, I ceased visiting it altogether. However, I visited the nearest one
four more times to sample different pizzas from their menu. This illustrates one of
the strengths of temporal difference learning. It reduces visits to state-action pairs
deemed unfavorable. This ability allows reinforcement learning to tackle decision
processes that are impractical for brute-force search methods like decision trees. By
disregarding poor actions, it efficiently searches for the optimal policy in expansive
state spaces.
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Now that we have gathered nearly all the essential details regarding Q-learning,
we are ready to formulate the algorithm as follows

Algorithm 4 One-step Q-learning

Initialize Q(s,a) arbitrarily. Choose proper values for ε, α, and γ.
for episode= 1, ..., N do

Initialize the state s
for t = 1, ..., T do ▷ T is the a single episode duration

Choose an ε-greedy action
Take the action, observe the new state s ′ , and reward r (s ′)
Update Q(s,a,t) as in Equation (4.13)
s ← s ′

end for
end for

The standard approach when training with Q-learning involves dividing the
training session into a series of episodes. This holds true regardless of whether the
task is episodic or continuous in nature. This flexibility is a benefit of Q-learning
being model-free and online. Consequently, the time limit T in Algorithm 4 can
represent either the time taken to reach the terminal state in an episodic task or a
predetermined constant time limit set to reset the episode.

Different versions of Q-learning exist, with most modifications aimed at improv-
ing the estimation of future expected rewards rather than solely relying on the greedy
policy. Examples include SARSA, briefly mentioned earlier, double Q-learning, and
the TD(λ) family.

One significant challenge with Q-learning, and reinforcement learning in gen-
eral, lies in handling large state spaces. For instance, Q-learning produces a table of
size Ns ×Na , where Ns and Na represent the number of states and actions, respec-
tively. While this is manageable for simple scenarios with a moderate number of
state-action pairs, it quickly becomes impractical for larger spaces. For perspective,
consider tic-tac-toe, a relatively simple game with a state-space complexity of ap-
proximately O (103), easily programmable on today’s computers. However, a more
complex game like Go boasts a state-space complexity on the order of O (10170), far
surpassing the storage capacity of any computer. To illustrate, the total data on the
internet is estimated to be around 180 zettabytes [1], roughly equivalent to O (1023)
bytes. Nonetheless, in 2016, OpenAI researchers successfully trained a Q-learning
agent capable of defeating the best human Go player [181], achieved through the
use of deep reinforcement learning instead of tabular methods. In essence, the state-
action table in traditional Q-learning can be replaced with a function approximator
such as artificial neural networks, enabling the prediction of optimal actions even in
previously unseen states [142, 156]. However, as mentioned earlier in this chapter,
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the black-box nature of neural networks [33] remains a significant challenge.

4.4 Plankton navigation

In this section, I provide a brief overview of the reinforcement learning setup applied
to the plankton navigation problem as explored in the accompanying papers.

As discussed earlier, reinforcement learning can be employed to determine
optimal policies in Markov decision processes. Many plankton species, as described
in Chapter 3, exhibit active swimming behaviors. They actively respond to various
signals by controlling their propulsion speed, rotation, body shape, and buoyancy
for navigational purposes [40, 110, 113, 174, 189, 190, 205].

Similar to any other living organism, plankton compete for survival. This ne-
cessitates the application of their abilities to better achieve essential goals such
as avoiding predators, locating food, and mating. In essence, it would be more
accurate to assert that plankton have acquired their navigational abilities through
an evolutionary process to better pursue these objectives, rather than the opposite.
Furthermore, life is inherently noisy, and plankton must cope with uncertainty and
variability. Despite the noisy environment, they have evolved the ability to adapt
their behavior to these surroundings.

Building upon the concepts discussed thus far, reinforcement learning emerges
as an excellent approach for investigating planktonic navigation, primarily due to
its capacity to address all the key criteria inherent to the problem. The decision
problem can be articulated with clarity, posing the question: How can these minute
swimmers adeptly pursue their vital biological goals and optimize their survival in
turbulent environments, leveraging their sensing and control capabilities?

Since we are concerned with the reinforcement learning aspect of the problem
here, let us discuss the key elements involved. First is the environment, which in
general, is the aquatic habitat containing many plankton and other species. We con-
sider a simplified environment with a single swimmer with the dynamics according
to the model in Section 3.3. Additionally, we need to define environmental signals.
These signals are crucial for defining the states of the decision problem. To stay
closer to reality, it is essential to consider information, that actual microswimmers
are capable of obtaining. While some information may be global, a generic swimmer
would predominantly rely on local signals. Therefore, it is more realistic to account
for this when defining the environmental states. For discussion on the available
environmental signals for copepods and their sensing abilities see Section 3.1.2.

In the accompanying papers, we investigated navigational performance based
on access to various local signals perceivable by plankton (Section 3.2.2). Through
this investigation, we gained insights into the importance and relevance of each
signal for achieving specific goals. To apply tabular Q-learning, it is necessary to
discretize the chosen signals to define different states. While it might be challenging
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to imagine, as the signals are not tied to specific points in geometrical space similar
to a grid world scenario [146, 177], the same principles of discretization can be
applied to any space. For instance, a swimmer can transit between different states
of strain rate by maintaining a fixed spatial position in a time-varying flow. This
transition should depend on the sensitivity of the swimmer to the rate of strain and its
capability to measure this quantity in the background flow. To define corresponding
sensitivity thresholds, we utilized empirical data available for planktonic swimmers’
sensitivity to different flow disturbances [I-IV].

Swimming plankton are able to navigate using jumps, propulsion, and rotation,
as discussed comprehensively in Section 3.3.3. In the reinforcement learning model,
we assumed that the swimmer can actively contribute to its angular dynamics (Equa-
tion (3.9)), by applying a constant rotational speed, in a preferred direction. In two
spatial dimensions, the directions are simply clockwise or counter-clockwise, and in
addition to no active rotation, there are only 3 choices for active angular navigation.
In three-dimensional models, there is one more degree of freedom. Therefore, in
general a swimmer in three-dimensional space can have three rotation axes (n̂ , p̂ , q̂ )
(Figure4.3). This means, that with the same three choices to independently rotate
clockwise, counter-clockwise, or do not rotate, around each one of the three axes
(n̂ , p̂ , q̂ ), the swimmer has 27 possible ways to actively contribute to its angular
dynamics. Although, the rotation around the swimming direction n̂ is important for
the swimmers that are not axisymmetric, such as Volvocine [119], here we assumed
that our swimmer has an axisymmetric body (Section 3.2.1), and therefore, the
rotation around swimming direction is not be important. As a result, the swimmer
having only two independent rotation axes p̂ and q̂ , will have 9 rotational actions to
choose from. In addition to control over angular dynamics, we consider the ability
to choose between stop and swim, i.e. choosing between a constant positive value
and zero, as the propulsion speed v (s ) in Equation (3.8). For a visual illustration of
the modeled actions see Figure 4.3.

Finally, we need to design a suitable reward function to impose which objec-
tives the outcome from the learning optimizes. As mentioned previously, plankton,
as living organisms, pursue various life goals. These objectives are often conflict-
ing, meaning that enhancing one may hinder another. For instance, intense flow
disturbances can diminish a plankton’s ability to detect an approaching predator.
Therefore, it seems prudent to remain in regions with calmer flows. However, the
zooplankton survival also relies on consuming smaller organisms, which makes it
disadvantageous to remain in calm regions because, as a predator this time, it would
impede its ability to find prey. Hence, formulating a comprehensive reward function
is complex. Nevertheless, one can still optimize for single goals separately, with the
rationale that such swimmers might have the ability to optimally navigate to achieve
different goals in different situations. Our focus here, has been on optimizing for
singular goals in various projects. Initially, we investigated a problem of vertical
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Figure 4.3: Possible actions for the swimmer to navigate. ω(s )p andω(s )q , are angular
velocities around axes p̂ and q̂ , respectively. The swimmer can set each one of them
to clockwise, counter-clockwise, and zero. In Papers [I, II], swimmer can also control
its propulsion speed with choosing between 0 and a positive constant v (s ). The red
highlighted plane shows the (n̂ , p̂ ) plane and the gray one depicts the (p̂ , q̂ ) plane.

migration and aimed to optimize for faster swimming against gravity (Chapter 5
and Papers [III, IV]). To achieve this, we employed a reward function that prioritizes
swimming speed in the vertical direction

R (s ) =
z (s ′)− z (s )
∆t

, (4.15)

where z (s ′) and z (s ) correspond to the vertical coordinates of the swimmer, when
entering the new state s ′ and the previous state s , respectively. Consequently, the
difference z (s ′)− z (s ) is the increase in height obtained between states s and s ′,
and∆t = Ts ′ −Ts is the physical time between the entrance times to states s ′ and s .
The reward is given, when the swimmer enters the state s ′. This way the swimmer
receives a negative reward for actions that moves it downwards, and positive reward
for upward migration.

In the second project, we focused on a problem of avoiding high-strain re-
gions(Chapter 6 and Papers [I, II]). As mentioned earlier, the motivation for finding
optimal policy to avoid high-strain regions, is to stay alert for detecting preda-
tors [110, 112], as the turbulence can discern the ability of the swimmer in predator
detection. In this case, we defined the reward function to be the negative of the sum
over sampled strain rate by the swimmer, during the time it spends at each state,

R (s ) =−
1

∆t

∫ Ts ′

Ts

tr(S2(t ))dt . (4.16)

This reward function reinforces behaviors that on average keep the swimmer in
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regions with low strain rates.
As discussed earlier, different goals can often conflict with each other. For exam-

ple, the resulting strategy from optimizing with reward function in Equation (4.15)
will not necessarily optimize another reward function, such as the reward in Equa-
tion (4.16). In general it is hard to optimize competing rewards. To show this let us
consider a problem of training a swimmer in two-dimensional statistical model flow
that optimizes for both quicker vertical migration and high-strain avoidance. For
that we define the reward function to be

R (s ) = (1−β )
z (s ′)− z (s )

vs∆t
−β∆t 2

∫ Ts ′

Ts

tr(S2(t ))dt . (4.17)

This combination represents a dedimensionalized blend of both rewards in Equa-
tions (4.15) and (4.16). The parameter 0≤β ≤ 1 determines the relative importance
of each goal, where β = 0 implies optimization solely for vertical migration, and
β = 1 signifies optimization solely for strain avoidance, and expectation to observe
equal optimization for both targets when β = 0.5.

We assume that the swimmer has access to global directional information through
states and actions, by defining the environmental signals to be the vertical compo-
nent of flow velocity u y , tr(S2), and the vertical component of its gradient ∂y tr(S2).
Furthermore, we define the actions to be choosing between swim and stop, and
rotate towards the four global directions right, left, up, and down, plus no active
rotation. The flow is partitioned into two regions of tr(S2), with a chosen threshold
ensuring equal area for both below and above threshold regions, where the assump-
tion is that below threshold is favorable strain rate for the swimmer and above it is
where the swimmer must avoid.

It is generally possible for a swimmer with infinite control over its navigation to
maneuver through regions with low strain in any desired direction. An example of
such a vertical path through regions below the strain threshold is depicted by the
red dots in Figure 4.4(c). However, this following such a path seems unrealistic for
many microswimmers, which lack the amount of required control abilities to swim
free from the flow. Assuming that the swimmer possesses a propulsion speed v (s )

equivalent to the mean square velocity of the flow v0, and considering its limited
rotational abilities, it should be tough for it to swim in any direction and against
the flow for vertical migration. As a result, exploiting the flow seems essential for
optimal navigation for such a swimmer.

The result of training such a swimmer is summarized in Figure 4.4, which entails
two very important points. One is a vertical migration rate up to 8 times larger
compared to a swimmer that is always aligned upward in the same flow settings
(Figure 4.4(b)), for instance a gravitactic swimmer (Figure 3.2). This is much higher
than the other results relying on global information for vertical migration such as
Reference [144].
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Figure 4.4: Training result of a swimmer following two competing goals with reward
function discussed in Equation (4.17), using two different sets of signals. Panel (a)
illustrates a comparison of the average sampled strain rate by the swimmer, 〈tr(S2)〉,
normalized by the corresponding value for a tracer particle. Panel (b) depicts the total
vertical migration∆y , normalized by the corresponding value for a swimmer consis-
tently pointing in the goal direction, i.e., up. Different x ticks represent training with
various values of the parameter β . Moreover, the performance of the tracer and upward
swimmer are also presented with ticks tra, and up, respectively. Panel (c) exhibits a
contour map of tr(S2), utilized as one of the signals. The flow is partitioned into two
regions, with a chosen threshold ensuring equal area for both below and above threshold
regions.

The second is a discontinuous change in optimization goal around β ≃ 0.5. This
means that the it is impossible for a swimmer, given the set of states and swimming
abilities defined here to optimally swim upward and simultaneously avoid high
strains with the defined threshold in a two-dimensional flow (Figure 4.4(a) and (b)).
However, this is not straightforward in three spatial dimensions. Due to the increased
degrees of freedom, a swimmer may potentially be able to optimize for both goals
simultaneously, but this requires further investigation.

These points elucidate the intricacies and technical aspects of reinforcement
learning employed in training our smart plankton model. Detailed descriptions
of numbers, parameters, values, and other specific methods are deferred to the
appended papers. Thus, this concludes my introduction to machine learning in
general, with a more specific focus on its role in our work in Chapters 5 and 6 and
Papers [I-IV].
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5 Vertical Migration

Vertical navigation strategies are important for many biotic and abiotic purposes.
Survival of many biological microswimmers such as plankton, is dependent on
the efficient vertical navigation, to change or maintain depth in the flow, avoid
highly turbulent flow regions, feed, and reproduce [15, 29, 52, 67, 155]. Moreover,
strategies for efficient vertical migration has a wide range of applications in artificial
microswimmers with purposes ranging from medical, environmental, and industrial
discussed in Chapter 1.

One prominent example of vertical migration in aquatic environment is the
vertical migration of microorganisms such as planktonic swimmers. This migration
occurs on different cycles from daily to seasonal. The diel vertical migration (DVM)
refers to the daily movement of aquatic organisms, particularly zooplankton and
fish, as they migrate between different depths of the water column [15, 29]. Typically,
this migration pattern involves organisms ascending toward the surface waters at
night and descending to deeper regions during daylight hours.

The mechanisms driving the vertical migration in pelagic environment are com-
plex and have been extensively studied for decades. One primary factor influencing
it is the dynamics between predators and prey within the aquatic ecosystem. Or-
ganisms migrating upward at night can access food resources that aggregate near
the surface under the cover of darkness, while descending during the day helps
them avoid visual predators present in well-lit surface waters [15, 29, 77]. However,
the occurrence of reverse migration, where organisms swim towards the surface
during the day and return to depth during the dark hours, has been observed as
well [29, 155]. This phenomenon may result from competition between different
species. Describing this situation from a game theoretical perspective has a long
history, influenced by the pioneering works of John Maynard Smith [182]. In ad-
dition to predator-prey relations, vertical migration is significantly influenced by
changes in light intensity [47, 89, 126, 159, 191], temperature [14, 109, 148], water
salinity [52, 109], food availability [14, 18, 148], and oxygen levels [148].

A crucial aspect of vertical migration is its influence on the vertical flux of or-
ganic matter and nutrients [15]. As organisms migrate between different depths,
they transport organic carbon and other essential nutrients, thereby impacting
the distribution and availability of resources throughout the water column. Active
transport of zooplankton can increase the flux of carbon down in the sea by 40% [29],
consequently affecting primary production and the overall productivity of aquatic
ecosystems. Furthermore, the potential impacts of climate change on the vertical
migration patterns represent a critical area of concern [31, 91]. Alterations in tem-
perature regimes, light availability, and ocean circulation patterns can disrupt the
cues guiding migration behavior, leading to mismatches between predator and prey
populations and cascading effects throughout marine ecosystems [123].



NAVIGATION WITH LOCAL INFORMATION 63

Predicting the consequences of climate-induced changes in vertical migration
necessitates interdisciplinary research efforts. A promising approach to mitigate
the complexity of this problem is to enhance our comprehension of the behavior of
aquatic microswimmers such as plankton at an individual scale. The Papers [III, IV],
represent our initial steps toward addressing the vertical migration challenge in this
manner. Gaining insights into the optimal navigation policies of plankton, from a
mechanistic viewpoint, holds potential to enhance our understanding of intricate
aquatic ecosystems. Moreover, it can facilitate the formulation of strategies aimed
at preserving biodiversity and mitigating the impacts of climate change [31, 41, 91].

Our investigation focuses on active navigation strategies for optimizing the
vertical migration of planktonic swimmers. We model the swimmer as outlined
in Chapter 3, adhering to the dynamics described in Equations (3.8) and (3.9). In
Paper [IV], we investigate the model’s behavior within frozen two-dimensional
Taylor-Green vortex flow (Section 2.5) and statistical model flow fields (Section 2.6).
Additionally, Paper [III] extends this study into three dimensions. In Paper [III], we
employ statistical flow and DNS (Section 2.4) techniques to model the ambient flow.
The following sections provide a summary of the key findings from these two papers,
and I refer you to the appended papers for a more detailed description.

5.1 Navigation with local information

An important aspect of our work, beginning with Paper [IV], was to model a swimmer
relying solely on its local information. This implies that the swimmer lacks access to
global directional cues. While there are species of plankton capable of sensing global
information, such as light sensitivity [48, 163], this is not universally applicable.
External factors such as nighttime or cloudy weather can obscure such cues. Thus,
microswimmers such as plankton should potentially be able to navigate based solely
on local information as well. To create a model closer to reality, we restricted the
swimmer to measuring flow signals within its local frame of reference. This differs
from previous studies on smart microswimmers [4, 49, 50, 82, 85, 146, 177], where
swimmers had access to global information.

In reinforcement learning, providing global information to the agent can be
achieved in various ways. One method involves defining global states, such as
in grid-world models [23, 82, 146, 177]. In a grid-world model, the agent learns
environmental properties of each grid cell and selects optimal actions based on
its global understanding of the environment. Another approach involves access to
global information through actions. For instance, agents can select actions defined
with respect to a global frame of reference, as employed in References [4, 49, 50].

Now, imagine being a solitary plankton in the vast ocean. Regardless of where
you look, the flow appears isotropic, offering no discernible differences. This lack
of access to global information through visited states and actions can leave you
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Figure 5.1: Accumulative reward per episode during training for swimmers with (blue)
and without (red) settling velocity in their dynamics. There is no gyrotaxis (B →∞),
and all other parameters are the same for both swimmers. The curves are smoothed by
a moving average with a window of size 150 episodes.

feeling disoriented, lost in a symmetrical world. Similarly, an agent with only access
to local information will struggle to navigate without a reference point. Breaking
this symmetry becomes crucial for directional movement.

Despite opting not to define states and actions of the swimmer based on global
information, asymmetric dynamics are still possible. For instance, the introduc-
tion of gravity can induce such asymmetry. A swimmer with nonzero mass will
settle within a flow field due to gravity (Section 3.3.1). While settling may seem
counterintuitive to our goal of training a swimmer to swim upwards faster, it can
actually be beneficial. Figure 5.1 illustrates the episodic reward comparison during
the training of two similar spherical swimmers in the same flow field, with one
experiencing settling and the other not. As observed, the swimmer with settling can
learn a navigational strategies that increase its vertical migration, while the other
one fails to find such a policy. Table 3 in Paper [IV] compares the success and failure
of training a swimmer for vertical migration regarding different methods of inducing
asymmetry.

5.2 Becoming more slender

The primary control policy found in Paper [IV], resulting in more efficient upward
navigation for the modeled microswimmer in two-dimensional flow models, was to
emulate a more slender swimmer, which is explained in this section. By training
a microswimmer following the two-dimensional version of the dynamics in Equa-
tions (3.8) and (3.9), in Taylor-Green vortex, (Section 2.5) and statistical model, flows
(Section 2.6), we identified a simple policy for more efficient upward swimming. Let
us first note, that in two spatial dimensions we can neglect the rotations around
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vector p̂ , because the swimmer is confined in the (n̂ , p̂ ) plane and can not rotate
around any of these vectors. Therefore, the only possibility to add angular control is
to rotate around axis q̂ . The resulting policy relies on the local rate of strain mea-
sured by the swimmer, and can be expressed by setting the control angular velocity
ω(s ) in Equation (3.9) to

ω(s ) = [H (σ−σc )−H (−σ−σc )]ω
(s ) , (5.1)

where H is the Heaviside function,σ= ni Si j pj is the local rate of strain projected
on the vector p̂ , andσc denotes its corresponding threshold value. Finallyω(s ) is
the speed of the control angular velocity. All the parameters are chosen based on the
empirical data and the description can be found in the accompanying papers [I-IV].

The importance of this result is firstly because it demonstrates that a microswim-
mer capable of weakly reorienting itself in response to the local rate of strain, can
exploit the background flow in order to faster swim vertically. For better understand-
ing of the mechanism of the policy in Equation (5.1), notice the similarity of the
Jeffery torque in Equation (3.9) and the found policy. The policy follows the sign
of the Jeffery term, and since the Jeffery term is the only shape dependent term of
the angular dynamics, it is like that the policy is increasing the shape effect. This is
consistent with previous findings, where Gustavsson et al [84] reported an increase
in preferential sampling of upwelling regions of the flow by increasing the eccentric-
ity for a prolate swimmer (Figure 3.4). Essentially, the more slender the swimmer,
the more likely it is to be in regions of the flow with a positive vertical speed and
also align vertically upward. Therefore, one can say that the swimmer following the
policy in Equation (5.1) mimics more slender bodies by actively reorienting itself in
response to the local rate of strain ni Si j pj .

Figure 5.2(a) depicts a density plot of 106 swimmers following the optimal policy
learned in a statistical flow model, showing their accumulation in areas with positive
vertical velocity, effectively utilizing the background flow as an elevator. Figure 5.2(b)
compares the vertical migration performance of similar swimmers, one with active
reorientation and one without, against a roughly two times more slender swimmer
without active reorientation. The data in Figure 5.2(b) corresponds to the statistical
model flow, while similar results obtained in Taylor-Green vortex flow can be seen
in Figure 5 in Paper [IV]. The results demonstrate an upward migration rate twice as
efficient compared to a similar swimmer without active reorientation. It is crucial to
emphasize that the magnitude of control is very small compared to the background
flow, and the more significant aspect here is the swimmer’s ability to exploit the
background flow.

In addition to the strain rate as the signal, we have investigated other local signals
as well, which I did not discuss here. This is because they showed less significant
effect compared to ni Si j pj , but the full description can be found specifically in
Paper [IV], specifically in Figure 3 there.
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Figure 5.2: Panel (a) shows the density plot of swimmers following the optimal policy
in Equation (5.1). Panel (b) shows a comparison of the average vertical velocity, and
its individual contributions, in the statistical model flow. Shown are results for a an
elongated trained swimmer (Λ= 0.6), a naive swimmer with the same parameters, and
a more slender naive swimmers (Λ= 1). The results are normalized by the swimmers
propulsion speed v (s ).

5.3 Active stability

After extending our exploration to three-dimensional space, we discovered that the
optimal policy in three dimensions differs from mimicking slender swimmers for
the parameter range we utilized. It is important to acknowledge that dealing with
the problem in three dimensions is significantly more complex. This complexity
arises from the presence of many more components and degrees of freedom for
both signals and control, resulting in a larger state-space for possible policies. Con-
sequently, it becomes more challenging to identify crucial signals, interpret, and
understand the resulting policy. Therefore, to apply tabular Q-learning efficiently,
simplification and reduction are unavoidable. However, a sound approach is to
begin with the simplest possible cases and incrementally incorporate more informa-
tion. This iterative process enables the identification of the most significant signals
and responses through performance comparison in response to different signals.

The swimmer was trained and tested in snapshots of both DNS (Section 2.4)
and statistical model flows (Section 2.6). The resulting performance in swimming
upward is summarized in Table II of Paper [III]. Additionally, optimal Q-tables for
different training cases can be found in Figure 2 of Paper [III]. However, it is crucial
to understand the main mechanism and its distinction from the two-dimensional
case, which I explain here. The most beneficial policy in Paper [III], is found to
be maintaining the swimming direction against gravity rather than mimicking a
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more slender swimmer. This is because the dominant signal for navigation of the
modeled swimmer in three-dimensional flow, was found to be the z components
of p̂ and q̂ axes (Figure 3.4), rather than local strain components ni Si j e j , where ei

represents any of the three local unit vectors (n̂ , p̂ , q̂ ). The information of pz and qz

are accessible to the swimmer by measuring its local slip velocity components which
are possible to be measured with high accuracy by many planktonic swimmers (see
Figure 3.5 and Sections 3.1.2 and 3.2.2).

To discuss the mechanism of the optimal policy found in Paper [III], I present
the simplest case here which contains the essential physical principle behind more
complicated versions as well. However, for more complete description the reader is
referred to the discussion in Paper [III]. In the simplest case, we consider a similar
situation to the two dimensional problem I described in Section 5.2, by allowing the
swimmer to only have access to the local flow information in (n̂ , p̂ ) plane and rotate
only around axis q̂ . The only difference with the two-dimensional case, is that the
(n̂ , p̂ ) plane is no longer fixed in space but has its own rotation. For such simplified
case we found the optimal angular velocity for rotation around q̂ to be

ω(s )q = [H (σp −σc )−H (−σp −σc )]ω
(s ) , (5.2)

where H is the Heaviside function,σp = pz is the signal, andσc is the corresponding
threshold of pz . Based on symmetrical analogy, we can argue that the same behavior
should be optimal for rotation around p̂ based on the measurement of the signal in
(n̂ , q̂ ) plane. However, to account for the right-handedness of the frame of reference
a negative sign needs to be added. Therefore, with analogy the optimal rotation
around p̂ is

ω(s )p =−[H (σq −σc )−H (−σq −σc )]ω
(s ) , (5.3)

whereσq = qz is the signal value and this is consistent with the training results.
Employing only one of these active rotation strategies in statistical model flow,

enables the swimmer to enhance its swimming speed more than 3 times compared
to the simple gyrotactic swimmer (Figure 3.2), and using both of these axes, it can get
up to 5 times higher vertical speeds in the set of parameters explored in Paper [III].
Another noteworthy point about the resulting policy is the symmetry of the mech-
anism. The swimmer can simply swim downward with the same efficiency, just
by choosing the opposite rotation directions proposed in Equations (5.2) and (5.3).
Additionally, the policy does not depend on being prolate, unlike the mimicking
swimmer (Section 5.2). This means that even swimmers with spherical body shapes
can actively navigate against gravity with the same order of efficiently as slender
swimmers.

One might wonder why we did not find the same policy in two dimensions. We
did, but it is only the dominant effect when the strain signal ni Si j pj is undetectable
(see Figure 3(d) in Paper [IV]). This discrepancy can be explained by an effect known
as gyrotactic trapping [45, 58, 173], which can occur when there is coupling between
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Figure 5.3: Illustration of gyrotactic trapping for bottom-heavy elongated swimmers.
Panel (a) shows a trapping region where the rotation due to shear rate of the flow is
larger than rotation due to gravitaxis. Panel (b) depicts the competing gravitactic and
shear torques mechanism. Figure is adapted from Reference [58].

rotation due to shear and alignment against gravity. Figure 5.3 illustrates this ef-
fect, where the bottom-heavy swimmers that experience gyrotactic torque can get
trapped in regions of the flow where the gyrotactic torque and the torque from the
flow shear are in the same order. This is more probable to happen in two dimensions,
especially in the Taylor-Green vortex flow, due to its regular structure. However,
the likelihood of encountering such traps decreases in flows with more degrees of
irregularity, such as the statistical model flow. This is why the performance of the
swimmer navigating in response to the slip velocity signal is much higher in the
statistical model flow compared to the Taylor-Green vortex flow (see Figure 7(b) in
Paper [IV]). Another significant finding visible in the same figure in Paper [IV] is
that the swimmer is able to swim upward with a velocity greater than its propulsion
speed when navigating using both strain and slip velocity signals. This effect is less
pronounced in the Taylor-Green vortex flow due to gyrotactic trapping (Figure 5.3),
but in the statistical model flow, the swimmer can travel with an effective speed up
to ≃ 130% of its propulsion speed.

It is worth noting again that this substantial improvement in swimming speed
was achieved using very simple and coarsely discretized signals that observations
have shown plankton respond to. However, in reality, swimmers such as plankton
may have an even more complex perception of their environment and might leverage
more intricate forms of signals, potentially achieving even higher speeds. Nonethe-
less, the key message of Papers [III, IV] is that unlike the widely accepted old picture
of passive navigation mechanisms, such as gravitaxis, plankton can in principle
benefit vastly from active navigational strategies in addition to passive mechanisms.
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6 Strain Avoidance

The strain rate of the flow stands out as one of the most critical hydrodynamical
signals that planktonic microswimmers rely on, as discussed in Section 3.1.2. Em-
pirical studies [64, 110, 112, 204, 205, 217] shed light on how copepods and other
plankton species respond to strain rates. These studies suggest that planktonic
microswimmers, such as copepods, tend to favor regions with moderate strain rates,
between 1 s−1 and 10 s−1 [110]. Strain rates above the upper bound mask the signal
from approaching predators and makes it hard to hunt prey. The lower bound may
be because moderate flow fluctuations are beneficial for finding food [110].

As a consequence, in light of our discussion in Section 3.1.2 on the sensitivity of
copepods to flow velocity differences, it seems likely that they use their navigation
abilities to avoid regions with high strain rates. This is because high strain fluctua-
tions diminishes the copepods’ ability to discern biologically vital signals, such as
the presence of approaching predators. It is therefore, reasonable to hypothesize
that minimizing strain is a crucial survival goal for copepods.

An intriguing phenomenological model of jumping copepods to avoid high strain
rates has been proposed by Ardeshiri et al. [8]. In their model, elongated swimmers
are advected by the flow and their orientation follows Jeffery angular dynamics
(Equation (3.7)). Moreover, the copepod are able to execute translational jumps in
their instantaneous direction when the strain rate at the position of the copepod
exceeds a specific threshold value. These jumps have a constant maximal value up
to 400vK , where vK represents the Kolmogorov velocity-scale (Equation (2.34)). To
align their model with empirical observations of copepods’ jumps, Ardeshiri et al [8]
assume that the swimmer’s jump speed decays exponentially, with a characteristic
time-scale of τ j = 0.00887τK , where τK denotes the Kolmogorov time-scale (Equa-
tion (2.34)). Their model predicts the accumulation of swimmers in regions with low
strain rates, with performance dependent on the chosen strain rate threshold and
the swimmer’s jumping speed. A smaller threshold, implying more frequent jumps,
and higher jumping speeds result in less time spent in regions with high strain
rates [8]. Despite its simplicity, this model offers valuable insights into plankton
patchiness, a crucial factor for their survival, as their fate hinges on encounter rates
with predators, food sources, or potential mates [9, 110, 205].

In Papers [I, II], we investigate strain avoidance for swimmers capable of active
navigation. Swimmers such as copepods, equipped with extensive sensing abilities
(discussed in Section 3.1.2), should theoretically navigate and position themselves in
favorable regions. In Papers [I, II], we arrived at consistent results through both ana-
lytical examination, involving the minimization of strain via short-time expansion
of dynamics, and training a smart swimmer using reinforcement learning, which
ensures the long term optimality.

We studied two main scenarios of swimmers with and without active reorienta-
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tion control. The dynamics, follow from Equations (3.8) and (3.9), with the exception
of gravity, which is expected not to matter much for strain avoidance. Consequently,
the swimmer neither settles (Section 3.3.1) nor rotates due to gravitaxis (Figure 3.2).
Our study encompassed both two- and three-dimensional flows, yielding consistent
results. To determine the optimal policy, we conducted training in time-dependent
statistical model flow (Section 2.6) and DNS (Section 2.4). Subsequently, the re-
sulting optimal policy underwent testing in the DNS flow from the Johns Hopkins
University turbulent flow database [120]with Reλ = 418, as well as in channel flow
DNS [167]. The consistency across all cases indicates the policy’s independence
from flow statistics.

The control mechanism in Papers [I, II] aligns with the description provided in
Figure 4.3. I will not delve into further specific details of the setup and results here;
instead, I direct you to Papers [I, II] for those specifics. In the subsequent sections,
I will summarize the key physical findings and the ideas that I believe constitute
important contributions of our results to microswimmer navigation.

6.1 Self-consistency of preferential sampling

This section presents the primary outcome of investigating the swimmer without
rotational control, essentially extending the study outlined in Reference [8]. We
conducted simulations for copepods both smoothly cruising and swimming by
consecutive jumps, with the jumping copepods having similar dynamics as in the
Lagrangian copepod model proposed by Ardeshiri et at [8]. I will describe the results
for the cruising copepods. We find that the dynamics in the model of jumping
copepods is essentially the same if the average speed of swimming and rotational
swimming is matched between the two cases. The objective was to assess the ability
of a swimmer to respond to its local rate of strain tr(S2), by determining whether to
halt or swim in its instantaneous direction, thereby minimizing the sampled strain
rate.

The authors in Reference [8] found that the optimal clustering of swimmers occur
when the response threshold divides the strain rate such that the volume of flow
exceeding the threshold equals the volume below it. Our goal here is to investigate
how strain can be used as a signal to avoid high strain regions, and to compare the
resulting strategy to the empirical model in Reference [8].

Using reinforcement learning, we found that the best strategy to minimize strain
is to swim if the strain lies above a threshold value, and not to swim otherwise,
similar to the empirical model in Reference [8]. Moreover, we found that the thresh-
old value depends on the swimming speed. Remarkably, as the swimming speed
increases, the response threshold decreases (see Figure 6.1). This phenomenon can
be understood as to locate a region of low strain, and then stay there as long as the
strain remains below the threshold value. When the strain becomes larger than
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Figure 6.1: Dependence of average sampled 〈tr(S2)〉 on the swimming threshold tr(S2)c.
The threshold yielding the smallest average moves towards smaller values by increasing
the swimming speed v (s ). On the x axis, 0 corresponds to always swim and∞ denotes
never swim.

this threshold, the swimmer migrates to a new strain minimum by swimming in its
instantaneous direction. If the swimming speed is very large, it is expected to quickly
find a new region of low strain. The swimmer can therefore utilize regions below a
small threshold value, because it quickly finds new such regions, even though they
have small spatial extension. Swimmers with smaller swimming speed on the other
hand take longer to migrate to a new region below the threshold level if the level is
too small.

In Paper [II]we find that the performance, quantified by the average strain rate
sampled by the swimmer 〈tr(S2)〉, equates the optimal threshold of responseσ∗c . This
can be attributed to the preferential sampling of strain by a swimmer that adjusts its
behavior based on local strain, resulting in a distribution biased toward lower values.
Consequently, the swimmer achieves a lower average strain rate, allowing for further
reduction in the optimal threshold. This is an example of a self-consistency problem,
where reducing the threshold decreases the average of the preferentially sampled
strain, perpetuating a loop until the average no longer decreases [II]. Although we
identified this self-consistency problem by comparing different swimming speeds,
it is worth noting that the procedure of self-consistency iteration is independent
of the swimming speed, while the resulting threshold depends on the swimming
speed.
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6.2 Emergent counter-current swimming

To investigate the possibility for even more efficient navigation strategies to avoid
strain, tr(S2), we endowed the swimmer with the ability to actively contribute to its
rotational dynamics alongside controlling its propulsion speed. Assuming that the
swimmer can sense the second-order derivative of the flow velocity, which should
be feasible due to having antennas as long as the body length and setae distributed
along their body [110, 189, 205, 217], it can, in principle, measure the gradient of
strain by sensing the flow gradients (the first-order derivative of the flow velocity) at
different locations on the antenna and body (see Figure 3.5). Training a swimmer
with the gradient of strain as the signal and the ability to contribute to its rotational
dynamics (see Figure 4.3), resulted in a simple, efficient, and robust strategy for
control propulsion speed v (s ) in Equation (3.8), and control angular velocity ω(s )

in Equation (3.9), to optimally avoid high strain regions. The found policy can be
expressed as

v (s )opt =H [−n̂ ·∇tr(S2)] v (s ) , (6.1a)

ω(s )p ,opt = sign[q̂ ·∇tr(S2)]ω(s ) , (6.1b)

ω(s )q ,opt =−sign[p̂ ·∇tr(S2)]ω(s ) . (6.1c)

Here, H is the Heaviside function, which sets the swimming speed to zero if the strain
gradient is positive in front and non-zero if it is negative. The angular dynamics is
determined by the sign of the strain gradient components in the p̂ and q̂ directions.
Following this simple strategy results in accumulation of the swimmers in regions
of the flow with low strain rate (see Figure 6.2(a)).

It must be emphasized, that to follow this policy it is enough to measure the sign
of the strain rate derivatives, which is evidently simpler than measuring the value.
Even if the swimmer is unable to measure the gradients of the strain, it most probably
has a short memory which can give it a sense of the gradient of strain. Because the
history of strain is correlated to the strain gradient, meaning that measuring history,
or other quantities that are correlated to the strain gradients, may be preferred for
species unable to measure strain gradients. To illustrate this, we assumed that the
swimmer uses the bending pattern of its setae to measure spatial variations of the
maximal strain component S̃ (x , t ) =maxi , j |Si j (x , t )| in its local frame [I]. This signal
is simpler than∇tr(S2), because it only depends on the maximal strain component
and it is linear. With all these simplification in signal measurement, the swimmer is
found to have similar order of performance in avoiding high strain as the case with
complete information. For a complete description see Figure 4 in Paper [I].

This outcome contradicted my initial expectations for a swimmer capable of
halting its propulsion. Typically, in a generic flow field, there are two distinct regions
with low strain, one is inside the vortices and the other in the regions where the
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Figure 6.2: (a) Distribution of swimmers following policy in Equation (6.1). Panel (b)
shows the zoom-in of one of the accumulation regions, contrasting the orientation of
the swimmers with the background flow streamlines. Panel (c) depicts the probability
distribution of the sampled strain rate tr(S2) by the swimmers with different swimming
speeds.

flow becomes more laminar. I had anticipated that a swimmer capable of stopping
would stay longer in the vicinity of the vortex centers, where the strain is minimal,
and stopping might aid in increasing the time it spends around the low strain center.
However, a closer look into the accumulation regions of the swimmers and exam-
ining their orientation transpired that the optimal strategy is to swim against the
flow to maintain its position in the low strain region. This is shown in Figure 6.2(b).
Furthermore, the best performance can be achieved when the swimming speed of

the swimmer v (s ) is in the same order of the maximum flow speed v ( f )max > v0 (see
Figure 2.6). This is because the laminar regions in the flow have the highest speeds,

consequently selecting a swimming speed on the same order as the v ( f )max enables
the swimmer to maintain its position against the current for a longer duration and
attain a smaller average strain sampling (Figure 6.2(c)).

Another crucial point to note is that the counter-current alignment is an emer-
gent phenomenon from a strategy aimed at minimizing the strain rate. It is worth
noting that the swimmer is not trained to swim against the current; rather, it is
trained to minimize the strain. Therefore, there may be other, potentially better
policies for swimming against the current. Introducing other constraints on the
reward function, such as penalizing energy consumption, may result in a strategy
that does not imply counter-current swimming.
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In reality, there is likely a trade-off between energy expenditure and the swim-
mer’s achievements in following a certain policy. Observations indicate that plank-
tonic swimmers are indeed capable of swimming against the current [77, 180], per-
haps to maintain their position in a water column or to adjust to changes in current
velocity. However, there currently exists no model predicting such behavior from a
bottom-up approach, and our policy may serve as a stepping stone towards under-
standing this phenomenon.

The exact reasons behind swimming against the current in real planktonic swim-
mers remain unknown, although several hypotheses exist. These include avoiding
passive drift into unfavorable depths, remaining within thin layers of high food
concentrations, and increasing the probability of finding a mate [77]. Based on our
model, additional benefits may arise. For instance, staying in low strain regions
could aid in predator detection and increase collision rates with nutrients and food
particles, as these are aligned with the flow [25, 26], thus enhancing the swimmer’s
survival chances.

6.3 Patchiness

What I have discussed so far mainly focuses on a single swimmer. However, the col-
lective behavior of swimmers is crucial for the survival of planktonic organisms. As
discussed in Chapter 1, the fate of planktonic microswimmers hinges on encounter
rates [110, 205]. The aggregation of planktonic swimmers, such as copepods, in
specific regions of the flow is not only vital for their own survival [57, 58, 65, 138],
but also for the survival of other species that rely on them, as their primary food
source [77].

Given that swimmers adhering to the proposed policy in Equation (6.1), ex-
hibit an effective velocity field with negative divergence, they are expected to non-
uniformly distribute and accumulate in low-strain regions of the flow (see Figure 6.2).
The radial distribution function g (r ) serves as a useful metric to assess the density
of clustering resulting from following the policy, which is defined as [9]

g (r ) =
1

4πr 2nN

N
∑

i , j
i ̸= j

δF(r − |x j −x i |) , (6.2)

and determines the distribution of swimmers with respect to a reference point as
a function distance r . Here, N is the total number of swimmers, n is the number
density of the swimmers, and δF is the generalized delta function where δF(0) = 1
and it is zero for any other argument. The higher the value of g (r ), the stronger
the clustering. As depicted in Figure 6.3, the resulting clustering by following the
strain avoidance policy in Equation (6.1) is extremely strong, up to two orders of
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Figure 6.3: Comparison of the radial density function g (r ) resulting from following
the policy in Equation (6.1), for different values of energy dissipation rate ϵ in units of
mm2 s−3. The lines correspond to statistical model flow and markers correspond to the
DNS result. Vertical dashed lines indicate the distance 2 mm for ϵ = 0.1 mm2 s−3 (left)
and 25 mm2 s−3 (right). The inset is taken from Ardeshiri et al [9] to compare the scale of
clustering generated by each model.

magnitude higher than that reported by Ardeshiri et al [8, 9] for jumping copepods
(the inset in Figure 6.3).

Moreover, the radial distribution function g (r ) is connected to the fractal di-
mension, also known as the correlation dimension D2 [81], which determines the
dimensionality of a set of randomly distributed points in space. In three spatial
dimensions, a correlation dimension of D2 = 3 corresponds to uniformly distributed
points in a volume, D2 = 2 corresponds to points distributed on a surface, D2 = 1
corresponds to points distributed over a line, and finally D2 = 0 corresponds to
accumulation of all points in the same coordinate. The correlation dimension can
also take fractional values, corresponding to distributions in between the different
cases I mentioned. The correlation dimension D2 and radial distribution function
g (r ) have the relation [9]

lim
r→0

g (r )∼ r D2−3 . (6.3)

Although no clear power-law scaling is shown in Figure 6.3, but the scaling powers
above and below the curves (dashed black) give a measure of the correlation dimen-
sion D2 in the relevant length-scales, corresponding to the body size of our swimmer
model a = 2 mm (Figure 3.4), in different turbulence intensities. As the powers
suggest, the swimmers following the strategy in Equation (6.1) can have correla-
tion dimensions 0<D2 < 2 depending on the turbulence intensity. This indicates
filamentary accumulation of the swimmers, consistent with observations [77].

It is easier to understand the governing physical principle by discussing in terms
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of dimensionless swimming speed φ ≡ v (s )/v0, where v0 = 10
p
ϵ with ϵ denoting

the energy dissipation rate of the flow in units of mm2 s−3 [214]. Therefore, each
curve in Figure 6.3 corresponds to a different dimensionless swimming speed φ.
As we discussed in Section 6.2, the swimmers have the best performance in strain
avoidance, when their speed v (s ) matches the maximum speed of the flow v ( f )max

(see Figure 6.2(c)). In terms of dimensionless swimming speedφ, this can happen
either by changing the swimming speed v (s ) or changes in the flow speed v0, which
depends on the dissipation rate as mentioned. Essentially, when the dimension-

less swimming speedφ matches the maximum flow speed v ( f )max, the swimmers are
expected to perfectly follow the strain minima and as a result accumulate at the min-
imum point, yielding a correlation dimension D2→ 0 as the lower bound (the scaling
line above the curves in Figure 6.3). However, since the flow is time-dependent and
stochastic, having a constant swimming speed means being prone to disturbances.
This results in an increase in the correlation dimension D2. Therefore, for both
higher and lower swimming speeds compared to the flow maximum speed, the
swimmers will distribute in filamentary structures in the relevant length-scales to
their body size, as the scaling line below the curves in Figure 6.3 shows an upper
bound of 2 for the correlation dimension D2 in these length-scales.
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7 Conclusion

All journeys eventually come to an end, regardless of their completeness, and here I
stand at the conclusion of my thesis. Over the past four years (plus a few months), I
have had the privilege of working on intriguing problems and acquiring a wealth
of new knowledge. I am deeply grateful to my exceptional colleagues and supervi-
sor, who have patiently endured my moments of folly and generously shared their
expertise and perspectives.

Throughout my academic journey, physics has imparted profound life lessons,
particularly through its teachings about the vast universe. Astronomy and cos-
mology provided solace and insight during pivotal moments. In addition, insights
from statistical mechanics and contemplation of stochastic processes have shaped
my personal philosophy of life. This journey has continued during my PhD years,
where delving into topics such as turbulence, machine learning, and challenges in
planktonic life has been both enlightening and motivating.

In addition to learning, I have had the opportunity to contribute to the resolution
of several scientific puzzles and to generate novel insights. If I were to pinpoint the
most gratifying Aha moment, it would undoubtedly be the observation of emergent
counter-current swimming. In the following sections, I will briefly revisit the prob-
lems I have solved and reflect on the new questions that have arisen from gaining
deeper insights; a result that is the most significant outcome of scientific inquiry,
posing new questions!

7.1 Key findings

To highlight the most significant contributions of our work, I would like to be-
gin by emphasizing the utilization of local information in the navigation of mi-
croswimmers, as discussed in Paper [IV]. This approach aligns more closely with
reality compared to earlier studies, whether considering biological or artificial
microswimmers. Small swimmers typically lack access to global navigational in-
formation, contrary to previous models which relied on such global information
sources [4, 49, 50, 82, 85, 146, 177]. Utilizing local information for navigation neces-
sitates breaking isotropic symmetry, a feat achievable through dynamical effects
such as a feedback of the settling on the sensory system, as discussed in Section 5.1
and Paper [IV].

Navigating in turbulent environments poses considerable challenges due to
the chaotic nature of fluid turbulence and the highly nonlinear couplings between
swimmer dynamics and flow dynamics [23]. Moreover, dealing with noise further
complicates this task. Optimal control theory typically yields policies that are highly
dependent on initial conditions, making it challenging to find robust, general so-
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lutions. In contrast, reinforcement learning excels in decision-making under un-
certain conditions, making it a powerful tool for addressing control problems in
active matter physics. We were able to identify robust and general policies through
reinforcement learning, performing consistently across different flow models and
DNS simulations with varying Reynolds number. Additionally, we investigated the
robustness of these policies across a wide range of relevant parameters, from energy
dissipation rate of the flow to propulsion speed of the swimmer. Consequently, we
identified optimal policies for the vertical navigation of active microswimmers with
limited control over angular dynamics, revealing that such swimmers can exploit
background flows to travel even faster than their propulsion speed in a desired
direction [III, IV] (Chapter 5). These results assume that the swimmer is only able to
use its local flow information. However, in case of using global information, such
as knowledge of global goal direction, similar to Reference [144], the swimmer can
translate up to 8 times faster compared to a swimmer always pointing upward (see
Figure 4.4).

Furthermore, we developed policies to minimize sampled strain rate by a swim-
mer, a crucial goal for the survival of planktonic swimmers [I, II]. Our findings
revealed a quite robust and simple mechanism to enable active swimmers maintain
their position at low strain regions in time-varying flows over extended periods of
time. The performance of the policy is to a large extent independent of the signal
sensitivity of the swimmer, meaning only being responsive to the sign of the signal
can result in great improvements in avoiding high strain. Moreover, the same order
of performance can be achieved by exploiting simpler components of the swimmer’s
local signals that are correlated to the gradient of strain, which makes the strategy
quite general and applicable to many biological active swimmers with very limited
sensitivities to strain. Another striking result here, is the emergent counter-current
swimming behavior appearing as the result of following the strain minima. This
may offer numerous benefits for the survival of planktonic swimmers and shed light
on evolutionary biology issues such as balancing competing fitness pressures [206]
(Chapter 6 and Papers [I, II]).

In addition to providing insights into the active interaction between planktonic
microswimmers and turbulence, which is essential for understanding planktonic
ecology and addressing urgent issues such as climate change and sustainable food
production, our results may have a significant impact on the development of smart
artificial microswimmers. These microswimmers could be employed for various
purposes, including directed drug delivery and ocean microplastic cleanup efforts,
to mention a few.

Another noteworthy outcome is the further validation of the effectiveness of the
statistical model flow (Section 2.6) in describing particle dynamics in turbulence
[16, 86]. The agreement observed between DNS results and the statistical model
underscores the model’s efficacy. I improved the model to make it computationally
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more efficient, and to allow modeling of non-Gaussian velocity fluctuations, ren-
dering it more relevant for turbulence modeling [134]. Simplifying models while
enhancing accuracy in describing turbulence is imperative, considering the chal-
lenges associated with Navier-Stokes equations (Chapter 2).

7.2 Outlook

When people learn about our results, their first question invariably is, Have you
conducted any experimental studies? Unfortunately, the answer is no. Experimental
validation is undoubtedly a crucial future challenge. This can be approached from
two main directions. Firstly, one can explore whether there are natural plankton,
such as copepods, that exploit our proposed navigation strategies. Our results
provide clear indications of what experimentalists should look for, though the exact
methodology would need input from experts in the field. Secondly, there is the
fabrication of artificial microswimmers programmed to follow our proposed policy,
testing their efficacy in real-world situations. However, this endeavor is far from
straightforward. It involves addressing complications such as sensory system delays
and the swimmer’s reactions, both crucial factors in chaotic systems like turbulence.
As a preliminary experimental study, one could consider larger artificial swimmers
in a fluid with high viscosity, to test the proposed strategies.

Turning to theoretical aspects, there are several unresolved questions and av-
enues for improvement. Despite incorporating crucial features of real microswim-
mers, such as active response without a priori assumptions on behavior, our model
still deviates from reality in various aspects. One notable example is the rigidity
assumption. While it is a reasonable approximation for copepods, many biological
entities do not have rigid bodies, and their shapes can vary significantly. These varia-
tions would result in different particle-flow interactions and dynamics. Additionally,
we completely overlooked the swimmer’s disturbance on the flow, employing a
single-way coupling model of particle-flow interaction. While this simplification is
justified for small-sized swimmers in the low Reynolds and Stokes number regime, in
reality, self-propelling swimmers must disturb the flow to move, potentially altering
signal measurements. Although biological swimmers may have evolved mecha-
nisms to distinguish their own disturbances from the environment, detailed studies
accounting for particle-flow hydrodynamical interactions are necessary. However,
such studies would be computationally intensive, requiring high-resolution DNS
considering boundary effects to investigate optimal navigation policies.

Another potential extension is incorporating energy considerations into the
model. Energy efficiency is crucial in biological systems, where food is finite. Intro-
ducing an energetic penalty could lead to entirely different behaviors compared to
our current findings. Considering energy consumption is essential for developing
more realistic models of biological active matter.
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Regarding the control abilities assumed in our model, we endowed the swimmer
with the ability to add active rotational torques, irrespective of how swimmers
generate such torques in reality. Considering shape transformation as a control
action could be an intriguing avenue to explore. Since angular dynamics depend on
the strain rate of the flow through shape, the ability to change shape is expected to
yield interesting results. Furthermore, investigating the optimal shape for achieving
specific goals by a microswimmer could yield valuable insights. We have already
initiated this line of inquiry and hope to share results soon.

While my PhD primarily focused on the navigation of a single swimmer, collective
behavior of a crowd of active agents is another crucial aspect of active matter. Plank-
tonic microswimmers, such as fish schools and bird flocks, can exhibit interesting
emergent behaviors. Collaboration among active agents can lead to reduced energy
consumption, increased survival rates, or similar benefits. Multi-agent reinforce-
ment learning could address such behavior by identifying optimal collaboration
policies between different agents in the crowd, offering insights into interactions
between planktonic swimmers and inspiring engineering applications [38, 124, 203].

When discussing reinforcement learning, it is important to address one of its
main weaknesses. While training convergence to the optimal policy is guaranteed
for Markov decision processes, many biological active matter systems exhibit mem-
ory, leading to non-Markovian dynamics. Additionally, the discretization of state
signals and actions, while necessary for practical implementation, conflicts with
the continuous nature of these variables in reality. However, considering response
thresholds that make the comprehension of signals discrete in biological swimmers
encourages the use of discrete models. Yet, the discretization and memory effects
ultimately might result in partial observability and non-Markovianity, which might
alter the optimality of the obtained policy. It is crucial to recognize these factors
when applying reinforcement learning to seek an optimal policy. There are methods
to address non-Markovianity, such as adding more states to retain history. However,
these methods introduce computational complexities and can complicate the inter-
pretation of the optimal policy. Another approach to handle continuity and, to some
extent, non-Markovianity is to utilize different architectures of neural networks
to map signals to optimal actions. This approach, known as deep reinforcement
learning, helps mitigate these issues but brings us to the black-box problem [33]
mentioned in Chapter 4. The downside of deep reinforcement learning is its lack of
transparency, which hampers the interpretation of the optimal policy. Fortunately,
new approaches to studying artificial neural networks as dynamical systems are
emerging [185], aiding in deciphering the black-box nature of neural networks. This
progress holds promise for enabling the interpretation of the reasons behind an
optimal policy found through deep reinforcement learning training in the near
future. Another reinforcement learning related topic that can be studied further, is
the development of multi objective optimization. This can be challenging when
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different optimization targets are competing and the agent cannot optimize for one
without hindering the other. The reinforcement learning community is actively
researching the approaches to simultaneously optimize for diverse goals [3, 39, 140].
The result of this research would have significant impact on different areas.

As a final note, it is essential to acknowledge that while we strive for optimal
policies, life itself is inherently imperfect and often necessitates merely adequate
solutions for survival. This perspective is crucial to bear in mind when examining
living systems. In reality, within systems influenced by noise, there exist instances
where sub-optimal decisions can be optimal [55, 121], and analytically optimal
solutions may not always align with practical outcomes. Reinforcement learning ac-
knowledges this fundamental concept to some extent by training agents under noisy
dynamics. Consequently, while the resultant policy may not align with analytically
optimal solutions, it is anticipated to be closer to the optimally sub-optimal solution.

I would like to finish with a verse by Sa’di Shirazi (1210-1291), that I have written
in Shekasteh Nastaliq font, the most fluid type of Persian calligraphy. Sa’di was one

of the influential Persian poets of the classical literary tradition, born and raised
in Shiraz, the same city from which I hail. Sa’di’s 30 years of travel and education
across various prominent centers of knowledge of his time, greatly influenced his
work. When he returned to Shiraz in 1257, he wrote two of his most famous books,
Bustan (1257) and Gulestan (1258), which are believed to encapsulate the essence
of his extensive traveling experiences. The verse I quoted translates to

I cut my speech in half when I looked and saw
That my life is ending and I would not finish.
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APPENDIX

A Index notation

Many quantities in physics require more than just a single number for their rep-
resentation. For instance, to describe a vector such as the velocity of a particle in
three-dimensional space, we need to specify its three components. To address this
general need, we define such quantities as tensors, each characterized by its rank.

In three spatial dimensions, a tensor of rank 0 corresponds to a scalar quantity,
which is essentially a single number. Vectors are tensors of rank 1, consisting of
three elements, and tensors of rank n generally possess 3n elements. To simplify
notation, particularly for larger values of n , index notation is commonly employed.
This notation allows different elements of a tensor to be referred to by subscripts or
superscripts alongside the variable name.

Whether subscripts or superscripts are used depends on how the elements trans-
form under rotations of the reference frame. However, for the purposes of this
appendix, familiarity with these distinctions is unnecessary since we predominantly
deal with Cartesian coordinates in the thesis, where there is no practical difference
between the two. Such distinctions become significant primarily when dealing with
the curved Riemannian space of general relativity. Therefore, in the thesis, I will
exclusively use subscripts on the right side of the variable’s name.

To denote a vector v in three-dimensional space, instead of listing all its compo-
nents individually, one can succinctly express all three components at once using
index notation.

v =





v1

v2

v3



= vi . (A.1)

Here, the subscript i represents an index running from 1 to 3, corresponding to the
x , y , and z directions, respectively. A tensor of rank 2 corresponds to a 3×3 square
matrix, where each element is denoted by two indices.

A=





a11 a12 a13

a21 a22 a23

a31 a32 a33



= ai j . (A.2)

The first index corresponds to the row, and the second one corresponds to the
column, with each index varying independently from 1 to 3.
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Einstein’s summation convention simplifies algebraic manipulations over ten-
sors even further. It entails the idea of summation over repeated indices. According
to this convention, whenever an index appears twice in a term, it implies summa-
tion over all possible values of that index. For instance, consider the inner product
between two vectors u and v .

u ·v = (u1x̂ +u2ŷ +u3ẑ ) · (v1x̂ + v2ŷ + v3ẑ )

= u1v1+u2v2+u3v3 =
3
∑

i=1

ui vi

= ui vi . (A.3)

Here, in the last step, we simply ignore writing down the sum because the repetition
of the index i by convention implies summation.

To express the outer product in terms of index notation, we require something
known as the Levi-Civita symbol to determine the signs. In general, an outer product
can be expressed as

w =u ×v = (u1x̂ +u2ŷ +u3ẑ )× (v1x̂ + v2ŷ + v3ẑ )

= (u1v2−u2v1)x̂ × ŷ + (u1v3−u3v1)x̂ × ẑ + (u2v3−u3v2)ŷ × ẑ

= (u1v2−u2v1)ẑ − (u1v3−u3v1)ŷ + (u2v3−u3v2)x̂ , (A.4)

while in index notation, the above operation can simply be expressed as

wk = εi j k ui v j . (A.5)

Here, there is a summation over indices i and j because they are repeated, and
εi j k denotes the Levi-Civita symbol in three-dimensional Euclidean space, which is
defined as

εi j k =











1 if (i , j , k ) is an even permutation of (1, 2, 3)
−1 if (i , j , k ) is an odd permutation of (1, 2, 3)
0 otherwise

(A.6)

Here, an even permutation refers to a permutation that can be achieved with an
even number of swaps, while an odd permutation requires an odd number of swaps.
The symbol is fully antisymmetric with respect to its indices. In other words, if any
two indices are interchanged, the sign of the symbol changes.

This should be sufficient to understand the notation in the thesis. However, for
further details, one can refer to mathematical physics books such as Reference [10].
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