DEPARTMENT OF PHILOSOPHY,
LINGUISTICS AND THEORY OF SCIENCE

UNIVERSITY OF
GOTHENBURG

Contrastive Approaches to Climate Change
Narrative Classification

Erik Kolterjahn Kjellberg

Essay/Thesis: Master’s thesis, 30 credits
Programme/Course: Master in Language Technology, 120 credits
Level: Second cycle

Semester: Spring, 2026
Supervisor: Pierluigi Cassotti and Felix Hultin Morger

Examiner: Rasmus Blanck
Keywords: classification, climate change, narrative, Sentence-BERT, contrastive learning,

clustering






Abstract

Climate change is a topic surrounded by many different narratives, either giving ex-
planations to the problem and describing solutions, or denying one or more aspects of
it. In recent years, there has been development in natural language processing (NLP)
towards computational models for classifying texts by narrative or misinformation claim
regarding climate change, following a hierarchical taxonomy of labels. However, training
models using such taxonomies enforce predictions confined to the predefined taxonomy.
Ideally, we would like to approach the task in a less supervised way, letting a model
generalize to predict outside of the taxonomy it has been trained on, since the climate
change discourse changes through time and between domains.

This thesis aims at finding models whose representations are useful across and beyond
taxonomies. As a mean for this, we use the contrastive learning approach as seen in
Sentence-BERT, and investigate how it can be used for multiclass and multi-label climate
change narrative classification by re-framing the task as a clustering task. We compare
contrastive models to classifiers built on BERT, including cross-dataset and taxonomy
performance. The results show that both classifiers and contrastive models along with
clustering can be effectively used for accurate predictions on the task they are trained on.
Contrastive models furthermore have the advantage of being able to predict on several
label granularities and to provide interpretable document similarity scores. However,
when evaluating on a dataset with a different taxonomy altogether, we find that both
classifiers and contrastive models perform poorly.
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1 Introduction

Climate change as a result of human activity since the industrial revolution is one of
the big societal issues of our time, and one that has become increasingly politicized and
polarized (Falkenberg et al., 2022). Among actors and groups, there is a large variation
in the way climate change is talked about. At the one end are those that have accepted it
as a phenomenon and a problem which must be addressed, and at the other end climate
denialists, who either deny the phenomenon itself, our role in it, the effect it has on
us, or our ability to tackle it (Capstick and Pidgeon, 2014). Among those accepting
climate change, there are also many different framings of the problem, which come with
different proposed solutions. There is a large array of them, from techno-optimistic green
growth-oriented ones, seeing investment opportunities arising from climate change, to
those advocating a radical change in the economic system itself, which is by them seen
as the root of the problem (Kulaeva, 2025).

This thesis concerns itself with these various narratives that surround climate change,
and focuses on developing natural language processing (NLP) methods for automatically
identifying them in written text. To begin with, climate change in general has not
received a lot of focus within NLP. However, there has been increased interest in the topic
during the last few years, and datasets, tasks and models related to climate change have
gotten more traction. One of the early examples of NLP tasks related to climate change is
seen in SemEval 2016: task 6 (Mohammad et al., 2016). The task consisted of detecting
stance (for, against or neither) in tweets, where one of the statements was “climate
change is a real concern”. In 2024, the first NLP meets climate change conference,
ClimateNLP 2024 (Stammbach et al., 2024), took place. It was followed up the next
year with ClimateNLP 2025 (Dutia et al., 2025), where one of the submitted papers,
Kurfali et al. (2025), presented a large benchmark for various climate change-related
tasks. It contains both previously released datasets and tasks as well as a new dataset
based on a news corpus. All in all, the benchmark contains 25 tasks ranging from topic
classification to question answering. The first climate narrative dataset aimed for NLP
models is to our knowledge the CARDS dataset (Coan et al., 2021), a dataset consisting
of texts communicating misinformative claims about climate change and annotated with
misinformation claim types. More recent is PolyNarrative (Nikolaidis et al., 2025), a
dataset for the narrative classification task, containing news articles about two topics,
one of which is climate change. In this thesis, we opt for using both of these last
mentioned datasets, and we look into how well models can generalize across them.



The narrative classification task entails identifying the narrative(s) present in a doc-
ument, given a predefined taxonomy of possible narratives. In both CARDS and Poly-
Narrative, each narrative comes with a set of sub-narratives. As an example, “criticism
of institutions and authorities” is a narrative, and “criticism of the EU” one of its sub-
narratives. Each document is assigned one or more narrative and sub-narrative labels.
The narrative classification task can thus be seen as an instance of the hierarchical
multi-label text classification task, a fundamental NLP task.

While quite well-performing models have been trained for these two tasks, especially
for the task presented in CARDS, such a model is confined to the given taxonomy.
Moving to another domain or time period, other narratives may show up. This motivates
the development of models that are able to induce new narratives. It is a research
direction that Nikolaidis et al. (2025) point to, and something which to our knowledge
has not yet been attempted. Developing partly unsupervised models is therefore the
main focus of this thesis, and as a measure to accomplish this we re-frame the task as a
clustering task and use the contrastive learning paradigm.

1.1 Research aim and research questions

The aim of this thesis is twofold: firstly, we want to develop high-performing and efficient
models for the multiclass and multi-label narrative classification tasks. Secondly, we
want to investigate the usefulness of the contrastive learning paradigm for these tasks,
including measuring how well a model trained using this paradigm can generalize on a
new dataset with a new taxonomy.

1.1.1 Research questions

The following research questions are answered in the thesis:

(RQ1): How can classifiers be developed for the multiclass and multi-label narrative clas-
sification tasks?

(RQ2): How can models following the contrastive learning paradigm be developed for the
multiclass narrative classification task?

(RQ3): How do the different models compare to each other,

(a) on the dataset and task they have been trained on?

(b) across datasets and tasks?

1.2 Related work

1.2.1 Narrative/claim classification

Previous models for the narrative classification tasks have relied on finetuning trans-
former models of different kinds. In Coan et al. (2021), the highest scores are achieved



by an ensemble, combining a finetuned RoBERTa-large with a logistic regression model,
using TF-IDF features, achieving a macro Fj score of 0.76 for the development set and
0.79 for the test set.

The PolyNarrative task is arguably more difficult, due to its multi-label nature.
PolyNarrative makes up sub-task 2 in SemEval 2025: task 10, and from the current
leaderboard!, the best approaches for the task achieve sample F; scores on the Poly-
Narrative test set ranging between 0.438 and 0.535, depending on the language. The
GateNLP team, winning the task for three out of five languages, rely on the prompting
strategy, adapted to the hierarchical setting of the task (Singh, Scarton, and Bontcheva,
2025). The LlaMa-3.2-3B-Instruct is finetuned using low-rank adaptation (LoRA)
and three sequential prompts. One is used to predict the topic, while the next one uses
the topic prediction to provide the model with the narratives available, resulting in a
narrative prediction. The final prompt uses this narrative prediction and the available
sub-narratives to let the model predict the sub-narrative. The union of all sub-narratives
is taken as the final prediction. Additionally, they use synthetic data, consisting of gen-
erated articles and their respective (sub-)narratives, to finetune the model.

Contrastive approaches for hierarchical classification

While not in the domain of narratives, some previous studies have developed methods
which use a contrastive approach for a hierarchical classification task. However, many
of these studies focus on tasks where the hierarchy is deep but the labels less complex,
such as Zhang et al. (2022), using contrastive learning for image classification. To our
knowledge, however, there has been no studies utilizing the contrastive learning paradigm
for narrative classification in particular.

1.3 Motivation

One of the most important uses for narrative detection is the possibility for researchers
and policy-makers to get an overview of the current or historical discourses. A narrative
classification model might help extract documents communicating a specific narrative,
which could then be analyzed further. One of the key application areas is for compu-
tational social scientists to be able to investigate how narratives around climate change
have changed through time, or between different groups or domains, in a computer-aided
way.

Information communicated about climate change may also be misinformative, con-
taining harmful claims about the world. These narratives contribute to shaping the
general discourse, which in turn has effect on the decisions being made. For a topic such
as climate change, inadequate decisions may have severe consequences.

Large language models are increasingly being used for information acquisition by end
users in different contexts. At the same time, LLMs are known to hallucinate, and fur-
thermore, actors with malicious intents may intentionally inject misinformation into an

"https://propaganda.math.unipd.it/semeval2025task10/leaderboard. php


https://propaganda.math.unipd.it/semeval2025task10/leaderboard.php

LLM during one of its stages. Chen and Shu (2024a) find that misinformation generated
by LLMs are harder for humans to detect than semantically equivalent misinformation
generated by humans. A vast survey conducted by the same authors (Chen and Shu,
2024b) points at journalism and politics as two of the main spheres where misinforma-
tion by LLMs might have a big impact, stating that “LLMs can be easily weaponized
to generate deceptive narratives about candidates, policies, or events at scale”. With
this in mind, a reliable classifier could measure both the amount as well as the kind of
misinformation that is communicated by an LLM.

1.3.1 Contrastive models

XL-LEXEME (Cassotti et al., 2023) is a model which has been trained on the binary
Word-in-Context (WiC) task, first described in Pilehvar and Camacho-Collados (2019).
In this task, the model is given two example usages of the same target word, and the goal
is to determine whether the meaning of the word is the same in the two contexts. The
resulting representations can however be used effectively for the Word Sense Induction
(WSI) task (Periti and Tahmasebi, 2024), the unsupervised equivalent of Word Sense
Disambiguation (WSD), where the goal is to induce the contextual meaning of words in
sentences, without relying on a predefined sense taxonomy. This flexibility may prove
highly useful if the model is used in real-world tasks, such as discovering novel senses of
words, missing from the dictionaries, that emerge through time.

Mirroring this contrastive methodology but focusing on another level of abstraction,
we train models on pairs of paragraphs, containing a narrative or a claim. The models
then learn to discriminate between texts expressing different underlying narratives. As
a result, such a model can learn text representations which are useful for the main
task: inducing the narrative of a single text in an unsupervised way. This is done by
clustering the output embeddings of the model to get one or more cluster labels for each
document. The motivation behind such a method is that such a model hopefully can be
used not only to classify in-line with a predefined taxonomy, but would also allow for
predictions outside of this taxonomy. This reflects the nature of the task; no taxonomy
can be objectively complete, since narratives can be grouped in many different ways.
The discourse around climate change is ever-changing, with new narratives arising and
different narratives existing in different domains and groups.

1.4 Outline

The rest of the thesis is outlined as follows:

e Chapter 2 describes the necessary theoretical background, focusing on the under-
lying structures of the models later used, the notion of narrative and the related
narrative classification tasks.

e Chapter 4 outlines the concrete methods used in terms of model design, training,
and evaluation, including dataset handling and augmentation.



Chapter 3 describes the datasets used for training and evaluation and their char-
acteristics.

Chapter 5 presents and discusses the immediate evaluation results and some sec-
ondary findings.

Chapter 6 includes an overall discussion of the models, their performance and
potential use-cases. In relation to this, some shortcomings of metrics and datasets
as well as future paths for narrative taxonomies are also discussed.

Chapter 7 summarizes the main findings of the thesis and points towards possible
future research within the topic.



2 Background

In this chapter we cover the necessary theoretical background behind the choice of
methods and datasets. The first section defines climate change narratives and gives
an overview of different kinds of such, while the second part covers the computational
background, describing the classification tasks and different kinds of Transformer models.

2.1 Climate change narratives

Narrative is a term which could be defined in many different ways within different social
science and humanities disciplines. Within linguistics and discourse analysis, something
that distinguishes narrative from other notions is that it connects events causally and
through time. Arran Stibbe defines it within the field of ecolinguistics as “a sequence of
events which links causes with consequences and conveys messages for readers to draw
out and infuse into their own lives” (Stibbe, 2021, p. 182). According to Stibbe, narrative
structures are “stories in people’s minds which involve a sequence of logically connected
events” (Stibbe, 2021, p. 182). He in turn defines stories as “cognitive structures in
the minds of individuals which influence how they think, talk and act” (Stibbe, 2021,
p. 6). Narrative structures are what underlie the concrete manifestations of a narrative
in narrative texts. According to Kulaeva (2025), narrative is “a vehicle through which
the problem is described, the consequences are outlined and solutions are generated”.

Within climate change, a subdivision can be made according to narratives that rec-
ognize climate change and the fact that it is a societal problem to which there are
solutions, and those that deny or are skeptical towards one or more of these facts. We
will highlight some of these, while acknowledging that it is not our intention to paint
a complete picture, as the core focus of this thesis is model development rather than
discussing narratives themselves. Nevertheless, the distinction between different kinds
of narratives is of course a necessary ground for practically usable datasets and models
for automatically identifying them.

2.1.1 Narratives recognizing climate change

Most people recognize climate change as a physical phenomenon, and as a big soci-
etal problem which nonetheless has solutions. According to Kulaeva (2025), who did
an interview study, looking at the period from the 1960’s up until today, narratives



recognizing climate change can be broadly divided into three categories: apocalyptic
environmentalism, greening capitalism and degrowth, out of which the latter two are
the most dominant today, standing in a dichotomous relationship to one another.

Apocalyptic environmentalism was prominent in the 1960’s within the environ-
mental discourse as a whole, lost ground, and saw a renaissance in the early 2000s, with
the “Al Gore” narrative (Kulaeva, 2025). This narrative heavily emphasizes scientific
certainty and that it is caused by humans, stating that “the science is finished” (Bushell
et al., 2017). From the view of this narrative, these facts about catastrophic scenarios,
when communicated by experts, are enough to make people act and change their behav-
ior. Another narrative that belongs to apocalyptic environmentalism is the alarmist or
“end of the world” narrative, for which Kulaeva (2025) use The Day After Tomorrow
(2004) as an example. While definitely not denialist, this narrative could be seen as
misinformative, if consequences are over-emphasized.

Greening capitalism is the most main-stream climate change narrative today.
Here, emphasis is put on a gradual transition from fossil fuels, with continued economic
growth. This growth is generally referred to as green growth, which Hallegatte et al.
(2012) claim is about “making growth processes resource-efficient, cleaner and more re-
silient without necessarily slowing them”. They further state that it is a core part of
sustainable development. Kulaeva (2025) also finds evidence for the framing “climate
change as an investment opportunity”, formulated by Liverman (2009) in connection
with the emergence of carbon emission trading systems, being used within greening cap-
italism narratives. Other sub-narratives highlighted by Kulaeva (2025) include “carbon
markets as a form of governance” and “green consumerism”.

Degrowth (also known as décroissance) stands in complete opposition to greening
capitalism, and is less widely accepted. Proponents of this movement view it as a
“critique of the ecological consequences of economic growth” (Kallis, 2018, p. 1). The
core idea is that resource and energy throughput need to be reduced in countries in
the global North in order for the economy to be kept within the ecological limits of the
planet, something which in many cases entails lower GDP growth or even GDP decline
(Hickel, 2021). Thus, narratives belonging to this ideology challenge the fundamental
assumption of green growth narratives that growth is necessary, and aim for a systemic
economic change.

2.1.2 Denialist/skeptical narratives

Capstick and Pidgeon (2014) find through a mixed-methods study that most climate
change skepticism can be divided into two broad categories, according to what one is
skeptical against: epistemic skepticism and response skepticism. Epistemic skepticism is
doubts about our accumulated knowledge of climate change as a physical phenomenon.
Its main sub-categories are

e trend skepticism, arguing that there is not enough evidence that climate change
occurs to the degree it does,



e attribution skepticism, downplaying the impact of human activity on climate
change, and

e impact skepticism, stating that the impacts of climate change are not as bad as
they are portrayed, or might even be good.

Additionally, the authors argue that skepticism about portrayal/communication, in-
cluding claims that the media or the climate movement is alarmist, as well as claims
questioning the reliability of climate science, also belongs to this category.

Response skepticism, on the other hand, includes doubts about how effective it is
to respond to climate change, as well as how willing and capable social actors are of
such a response. Capstick and Pidgeon (2014) divide claims belonging to this kind of
skepticism according to the level of response:

e political response skepticism, claiming that politicians will not be able to do
enough to solve climate change,

e personal response skepticism, claiming that ones own actions are to small to
make a difference,

e individual response skepticism, using a similar argument but on the basis of
any individual,

o fatalist response skepticism, claiming that it is already too late to do anything.

We adopt the typology used by Capstick and Pidgeon (2014) as a basis to analyze
denialist narratives in the datasets we use.

2.2 Computational background

2.2.1 Classification

Classification is one of the basic machine learning tasks, and exists in different variants
depending on the shape of the output. In this section we outline the main kinds as they
are usually presented. For more in-depth information, we refer to section 4.1 and 4.7
in Jurafsky and Martin (2026), where binary and multiclass classification are described,
and Tsoumakas and Katakis (2009), giving an overview of multi-label classification.

In binary (single class) classification, the goal is to predict whether an example
e belongs to a class c or not, represented by output values y = 1 and y = 0, respectively.
In practice, models are trained to predict a probability § = p(y = 1|e).

In multiclass classification, each example e instead belongs to a class ¢ € C, the
set of possible classes. This is usually represented as a one-hot vector y. with values

1, ifi=e,
Yo 0, otherwise.



Models are in this case trained to predict a probability distribution ¥ such that g. =
Py = cle) and Yo g = 1.

In multi-label classification, multiple labels may co-occur independently of each
other, meaning that each example e is associated with a set of labels ¢(e) C C (Tsoumakas
and Katakis, 2009). This can then be represented as a multi-hot vector y. with values

1, if i € c(e),
yc,i:{ ()

0, otherwise.

For this task, models are trained to predict a vector of probabilities that do not neces-
sarily sum to 1, unlike in the multiclass case.

Hierarchical classification

In hierarchical classification, the classes in C' are ordered in a hierarchical taxonomy,
which we define as follows, following Silla and Freitas (2011): A hierarchical taxonomy
is a tree structured regular concept hierarchy defined over a partially ordered set (C, <),
where < represents an "IS-A” relation, satisfying the following:

e There is a single root r of the tree.

o Vei,c; € C,if ¢; < ¢, then ¢; 4 ¢; (anti-symmetry).

o Vc e C, ¢ £ c (anti-reflexivity).

o Ve, cjcp € CLif ¢; < ¢j and ¢j < ¢, then ¢; < ¢ (transitivity).

Taxonomies may follow a tree structure or a DAG structure, the difference being that
for the former, a node may not have more than one parent (Silla and Freitas, 2011). In
the case of the datasets that are used in our experiments, the taxonomies are trees of
depth 2, i.e. the taxonomy consists of coarse-grained and fine-grained categories.

Like ordinary classification, hierarchical classification also comes in multiclass and
multi-label variants (Silla and Freitas, 2011). The multiclass hierarchical classification
task is as follows: given an input example e and a taxonomy (C, <), the goal is to predict
a single label ¢ € C. In the case of narrative classification, the label is the (sub-)narrative
that is present in the text that makes up the example e. For multi-label hierarchical
classification, the goal is instead to predict a set of classes {ci,...,cx} C C. In our case
this corresponds to (sub-)narratives that are present somewhere in the text. All actual
labels present in the datasets we use in this thesis are the leaves of the tree only, with
the “other” (sub-)categories each being their own leaves.

2.2.2 Transformers

All of the models we train for the narrative classification tasks use the Transformer
architecture, which will be explained in this section.



The Transformer architecture was introduced in the seminal paper Vaswani et al.
(2017). While previous models had relied on complex recurrent neural networks (RNNs)
or convolutional neural networks (CNNs) with attention mechanisms in between lay-
ers, the authors showed that a much simpler neural network architecture could yield
better results across many different benchmarks. The architecture, known as the Trans-
former, features by default an encoder-stack and a decoder-stack, each consisting of
encoder and decoder layers, respectively. The task of the encoder layer is to find a
mapping from sequences of token representations [wq,...,wy] to a vector representa-
tion Z = [z1,...,zN]. The decoder layer then uses Z to generate a new token sequence
[1,...,wN]. All encoders in the encoder stack are identical in structure, but have dif-
ferent weights, and similarly for the decoders. Each encoder consists of two sub-layers:
the multi-head attention layer and a feed-forward neural network (Vaswani et al., 2017).

Transformers come in many flavors, but can be broadly divided into encoder-only,
decoder-only and encoder-decoder models. In this thesis we will mostly use models based
on RoBERTa, an encoder-only model, hence we will focus on describing the encoder layer,
including multi-head attention and the linear layer, and cover the decoder more briefly.

Self-attention in encoders

At the core of the encoder block lies its attention mechanism, called self-attention. Self-
attention compares each word in a sequence to every other word, including itself, by
computing queries, keys and values for every word (Vaswani et al., 2017). The attention
given to a word w; for computing the representation of the word w; then depends on
how compatible the gquery corresponding to w; is with the key corresponding to w;. The
overall new representation of w; is then computed as the sum of the value representations
of all words w;, weighted by the attention scores. A simple illustration of how this is
computed for a single word in a sentence can be seen in figure 2.1.

Throughout this and the next paragraph, we describe the self-attention mechanism in
the encoder, following closely the description in Vaswani et al. (2017) but further unpack-
ing some mathematical definitions for clarity. Assume that the sentence s = [wy, ..., wy]
has been turned into an initial sequence of word embeddings X = [x1,...,xn]|’. For
each word embedding x;, having dimensionality dj, the query, key and value vectors qj,
k; and vy, where q; and k; are of the same dimensionality dj and v;j is of dimensionality
d,, are created by multiplying x; with the respective weight matrices W@, WX and WV.
In practice, this is done for all words in parallel. In other words, we get matrices @, K
of size N x di and V of size N x d,. The attention weight matrix is then computed as

QKT>
A = softmax| —— |,
(Ve

where ﬁ is a scaling factor. A is thus a matrix such that a;; is the weight given to x;
for the new representation of word w;. The new representation of each word, yj, is then
computed as the sum of value vectors weighted by attention scores, y; = Z;VZI a;jVij, or

in matrix form,

Y = AV.

10
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\ / \ / N/ \ /
She is my friend
f f f f
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w4
Figure 2.1: An example of how attention might be computed (in a single attention head)

for a single word in a sentence, taking into account all other words. The scaling factor
ﬁ has been omitted for the sake of simplicity.
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This process is repeated: at the next step, the outputs Y are used in place of X. In
the original paper, the stacks consist of 6 layers, but this number is a parameter that
can be tweaked. Furthermore, multiple attention heads run in parallel to create what
is known as multi-head attention. For H attention heads with outputs Y}, the final
representation is computed by concatenating all Y; and feeding the result through yet
another weight matrix W°:

Y = concat(Yy,...,Yy)WO.

The full multi-head self-attention layer is also shown in figure 2.2, while the whole
encoder block is shown in figure 2.3.

Having multiple attention heads allows the model to attend to different words in a
sentence by using information from different representation subspaces at different posi-
tions of it (Vaswani et al., 2017). As an idealized example, in the sentence “I gave my
dog some food”, when computing the meaning of “gave”, one attention head might focus
on “I”; one on “dog”, and one on “food” (the agent, recipient and theme of the verb,
respectively).

Feed-forward networks

Aside from the multi-head attention, each encoder additionally contains a position-
wise feed-forward network which is applied to each item x; in the sequence separately
(Vaswani et al., 2017). It has two layers with a ReLU activation function in between:

FFN(Xi) = ReLU(Xi W1 ) W2 .

While the same network is applied to every position, the FFNs of different encoders have
different weights, just like in the attention layer.

Positional encodings

Unlike with earlier approaches such as RNNs or CNNs, a model based on attention only
cannot take into account the order of words in a sequence (Vaswani et al., 2017). To
overcome this issue, the authors add positional encodings, encoding the position of each
word in the sequence. They are of the same dimensionality d;, as the word embeddings
themselves and are added element-wise to them, before the embeddings are input to the
encoder stack.

The Decoder

There are three main differences between the encoder and the decoder as they are con-
structed in Vaswani et al. (2017). Firstly, the decoder does not output embeddings, but
instead the token that has been assigned the highest probability, given the tokens it
has seen so far. In the next step, this new token is used as additional input, giving the
decoder its auto-regressive property. Architecture-wise, the decoder includes the same
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Figure 2.2: An illustration of the multi-head self-attention in the encoder of a transformer
model.
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components as the encoder (a multi-head attention layer and a FFN), but also one ad-
ditional layer which sets it apart from the encoder. This is a multi-head attention layer
that is used in between the other layers, taking as input both the result of the first multi-
head attention layer and the outputs of the encoder (if there is one). Furthermore, the
first multi-head attention layer is masked such that the attention computation cannot
take into account tokens further in the sequence than the current token.

BERT and RoBERTa

BERT (Devlin et al., 2019) is arguably the most well-known encoder-only transformer
model. In BERT and models derived from it, the lack of decoder means that they
cannot be used to generate text, but instead are more suitable for various classification
tasks on the token and sentence levels. The original BERT was pretrained on two tasks,
next sentence prediction (NSP) and masked language modeling (MLM). NSP involves
determining whether a pair of sentences reasonably follow after one another in the order
they are presented. In the MLM objective, the model is presented with a sentence where
one word has been masked, that is, replaced with a token [MASK]. The goal is then to
predict the missing word.

RoBERTa (Liu et al., 2019) is based on BERT, but pretraining has been highly op-
timized. For example, the batch size was increased and masking was performed dynam-
ically when training, instead of the same word being masked in an example throughout
training epochs. Perhaps most importantly, the NSP training objective was found to be
unnecessary and removed, leaving only MLM.

Tokenization and byte-pair encoding

BERT models make use of byte-pair encoding (BPE) when tokenizing, which was first
adapted to this context in Sennrich, Haddow, and Birch (2016). It was introduced as a
way to handle large vocabulary sizes within NLP datasets, and uses sub-words instead
of words as the main unit of information. Initially, all unique characters are used as
the tokens of the vocabulary. The algorithm then iteratively merges the most common
characters or sequence of characters, adds the merged sequence to the vocabulary and
replaces the all occurrences of the previous two tokens in sequence with the new token.
As an exception, two tokens on different sides of a word boundary are not merged.
Finally, the algorithm stops when the desired vocabulary size, set upon initialization,
has been reached. The main advantage of using BPE is that rare words, not present
in the vocabulary, in most cases can be encoded as a combination of multiple known
sub-word tokens.

Sentence-BERT

Sentence-BERT (S-BERT) (Reimers and Gurevych, 2019) is a modification of the BERT
architecture that is much more efficient on tasks involving comparisons of texts, such
as the sentence similarity task, while simultaneously yielding better representations of
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whole sentences than the standard BERT. For a task involving the comparison of two
sentences, a standard BERT model relies on concatenating the sentences, utilizing cross-
attention between the two sequences, and using the [CLS] token (a special classification
token that is put before each sequence) or a pooling method. S-BERT, on the other
hand, uses a Siamese network. That is, the same weights are used for encoding the
two sequences. After pooling both sentences (by default mean pooling is used), the
resulting vectors can then be compared using a standard metric such as the cosine
distance. S-BERT uses different pooling on the word-level output of BERT /RoBERTa
to get sentence representations; by default, mean pooling is used instead of using the
[CLS] token.

Contrastive learning in S-BERT

Contrastive learning involves comparing examples to push dissimilar examples apart
while pulling similar examples closer together, and is what is used in the training of
S-BERT models. It can be done in supervised or unsupervised and in batched and
unbatched manners. Within the S-BERT framework, there are many different loss func-
tions that operate on comparing examples. The loss simply known as the contrastive
loss in the S-BERT context was first defined by Hadsell, Chopra, and LeCun (2006). In
this definition, each example within a batch consists of two sentences and a label that
is either 1 for positive examples or 0 for negative examples. The loss for an example ¢
with output embeddings s;; and sjp and the ground truth similarity label y; is defined
as

1
leontr. (Si1, Siz, Yi) = 5(3/1' +0(si,1,81,2)° + (1 — y;) max(0,m — &(si1,8i.2))°),

where ¢ is a distance metric that can be used between two vectors, such as the cosine
distance. The loss compares the true label y to §, and uses a margin m > 0: negative
pairs with a distance § > m result in a loss of 0 and will not be pushed further apart.
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3 Resources

In this chapter we present and discuss the resources in the form of datasets, that were
used to carry out the experiments, including training and evaluating the models.

3.1 Datasets

The two datasets that we use to train and evaluate the models are of very different
natures. The first dataset, CARDS (also known as Exeter Misinformation) (Coan et al.,
2021), is an English-only dataset, containing examples that have been scraped from 33
climate contrarian blogs as well as 20 conservative think-thanks, between 1998 and 2020.
While a three-level taxonomy was used when annotating the dataset, the final labeling
follows a two-level taxonomy only, with each label consisting of a narrative and a sub-
narrative, except for when the label is “other”. The original CARDS dataset contains
some errors, such as a few examples being present in both the training and the test set,
and Piskorski et al. (2022) presented a cleaned version of CARDS. From here onwards,
we let CARDS refer to this version. Training and development sets have been merged;
we therefore construct our own development partition by taking a random 10% of the
training dataset.

PolyNarrative (Nikolaidis et al., 2025) is a multilingual dataset covering the climate
change (CC) and Ukraine-Russia war (URW) topics. As languages, Bulgarian, English,
Hindi and Portuguese are represented for the CC topic. Russian is also represented,
but only for the URW topic. The data consists of articles collected from mainstream
and “alternative” news sources, which according to the authors themselves is defined as
“sources known to publish content with misinformation”.

Characteristics of the two datasets are summarized in tables 3.1 and 3.2 as well as in
figure 3.1. Most notably, CARDS is a lot larger in terms of examples, but PolyNarrative
features much longer texts. However, most notable is perhaps that PolyNarrative is
multi-label while CARDS is multiclass, meaning that they are used for the multi-label
and multiclass classification tasks, respectively. Another difference is that PolyNarrative
contains “Narrative n: Other” labels, as it might also be the case that while a part
of the document contains a narrative n, it is not specific enough to belong to one of
the predefined subnarratives. CARDS has not included these labels, only one general
“other”.

Tables 3.3 and 3.4 show the taxonomies and the distribution of classes within them,
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CARDS | PolyNarrative (CC + “other”)
No. classes 18 45
No. examples 28937 990
Tokens per example (mean, std. dev.) 58 (42) 531 (217)
Languages EN BG, EN, HI, PT, RU*
Multi-label No Yes

*Russian is only present for the “other” class.

Table 3.1: Characteristics of the two datasets used. The texts have been tokenized using
spaCy tokenizers with default settings for the language of the document in question.

PolyMarrative CARDS (cleaned)

30

4000

3000

2000

Document count
Document count

1000

T T T T
0 500 1000 1500 2000 0 500 1000 1500 2000
Sequence length (tokens) Ssequence length (tokens)

Figure 3.1: The distributions of tokens per example, for the PolyNarrative and CARDS
datasets. The texts have been tokenized using spaCy tokenizers with default settings
for the language of the document in question.

for CARDS and PolyNarrative, respectively. For CARDS, all partitions are counted,
and for PolyNarrative, only the training and development partitions are counted, as the
true labels of the test partitions are hidden at the time of writing. Both datasets have
a severe class imbalance, with the “other” class containing the most examples and some
sub-narratives only being present in less than 1% of documents.

3.1.1 Narrative taxonomies

The two datasets differ greatly in how the taxonomies are composed, which is one of the
reasons why they were chosen to test cross-dataset evaluation. The CARDS taxonomy
is deliberately constructed as a taxonomy of misinformation claims only, and seen as
such a taxonomy, it captures many of the different kinds of climate misinformation
that is present in the typology by Capstick and Pidgeon (2014). Category 1 has a
clear correspondence to trend skepticism, while 2 corresponds to attribution skepticism
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Dataset ‘ Train ‘ Development ‘ Test
CARDS 23429 2604 2904

PolyNarrative (CC + “other”) | 741 79 7%

*Unknown since the test labels are hidden at the time of writing.

Table 3.2: Number of examples per partition, for CARDS and our partition of PolyNar-
rative (CC + “other”)

and 3 corresponds to impact skepticism. The sub-claims in category 4 most closely
align with different kinds of response skepticism, though the sub-division is different to
that of Capstick and Pidgeon (2014). Category 5 groups together both claims about
the reliability of climate science as well as how the climate movement portrays climate
change, thus mixing what Capstick and Pidgeon (2014) refer to as “skepticism about
portrayal/communication” with “skepticism about climate science conduct”. Notably,
CARDS does not capture the fatalist narratives, even though these are usually seen as
skeptical /denialist.

Nikolaidis et al. (2025) state that they had a particular focus on potentially manipu-
lative narratives when constructing PolyNarrative, and a misinformation classifier based
on the work of Coan et al. (2021) was used when selecting relevant articles for the CC
topic. However, they highlight that not all (sub-)narratives are necessarily misinforma-
tive. This can be seen in for example narratives 2 and 10. The lack of non-misinformative
narratives outside of these two is further discussed in section 6.3. Apart from these two
narratives, PolyNarrative contains most of the (sub-)narratives present in CARDS, as
well as one additional potentially misinformative narrative which clearly does not have
a correspondent in CARDS, namely narrative 9: “amplifying climate fears”, capturing
both fatalist sub-narratives as well as those named “catastrophic environmentalism” in
Kulaeva (2025). Otherwise, the main difference between CARDS and PolyNarrative is
the way in which narratives are grouped. As an example, narrative 7: “controversy
about green technologies” in PolyNarrative takes a spot as a complete narrative, with
its own sub-narratives, whereas in CARDS, it is just one of the sub-narratives belonging
to narrative 4, namely 4.4: “clean energy technology /biofuels won’t work”. On the other
hand, the sub-narrative “human activities do not impact climate change” in PolyNarra-
tive, belongs (wrongly, one could argue) to narrative 4: “downplaying climate change”,
but corresponds roughly to the entire category 2 in CARDS, “human greenhouse gases
are not causing climate change”.

3.1.2 Inter-annotator agreement and annotator accuracy

The authors of PolyNarrative report inter-annotator agreement (IAA), using Krippen-
dorff’s ae. The statistics for the CC topic can be seen in table 3.5. These values are
below the recommended value of 0.667, and something to bear in mind when training
and evaluating models. However, the authors themselves note that it is around the same
level as other tasks of the same complexity (Nikolaidis et al., 2025). Hindi was added to
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ID Class description # of % of
docs docs
0 Other 19868 68.6%
1 Global warming is not happening 2270 7.8%
1.1 Ice/permafrost/snow cover isn’t melting 421 1.5%
1.2 We’re heading into an ice age/global cooling 184 0.6%
1.3 Weather is cold/snowing 284 1.0%
1.4 Climate hasn’t warmed/changed over the last (few) decade(s) 606 2.1%
1.6 Sea level rise is exaggerated/not accelerating 236 0.8%
1.7 Extreme weather isn’t increasing/has happened before/isn’t linked 539 1.9%
to climate change
2 Human greenhouse gases are not causing climate change 1425 4.9%
2.1 It’s natural cycles/variation 1000 3.5%
2.3 There’s no evidence for greenhouse effect/carbon dioxide driving cli- 425 1.5%
mate change
3 Climate impacts/global warming is beneficial/not bad 1085 3.7%
3.1 Climate sensitivity is low/negative feedbacks reduce warming 256 0.9%
3.2 Species/plants/reefs aren’t showing climate impacts yet/are benefit- 424 1.5%
ing from climate change
3.3 CO2 is beneficial/not a pollutant 405 1.4%
4 Climate solutions won’t work 1222 4.2%
4.1 Climate policies (mitigation or adaptation) are harmful 428 1.5%
4.2 Climate policies are ineffective/flawed 245 0.8%
4.4 Clean energy technology /biofuels won’t work 311 1.1%
4.5 People need energy (e.g., from fossil fuels/nuclear) 238 0.8%
5 Climate movement/science is unreliable 3075 10.6%
5.1 Climate-related science is uncertain/unsound/unreliable (data, 1751 6.0%
methods & models)
5.2 Climate movement is alarmist/wrong/political/biased /hypocritical 1324 4.6%
(people or groups)
28945

Table 3.3: Class distribution of CARDS (all partitions).
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ID Class description # of % of

docs docs
0 Other 344 42.0%
1 Criticism of climate policies 108 13.2%
1.0 Other 36 4.4%
1.1 Climate policies are ineffective 36 4.4%
1.2 Climate policies have negative impact on the economy 47 5.7%
1.3 Climate policies are only for profit 22 2.7%
2 Criticism of institutions and authorities 174 21.2%
2.0 Other 21 2.6%
2.1 Criticism of the EU 11 1.3%
2.2 Criticism of international entities 32 3.9%
2.3 Criticism of national governments 92 11.2%
2.4 Criticism of political organizations and figures 84 10.2%
3 Climate change is beneficial 13 1.6%
3.0 Other 1 0.1%
3.1 CO2 is beneficial 8 1.0%
3.2 Temperature increase is beneficial 6 0.7%
4 Downplaying climate change 51 6.2%
4.0 Other 21 2.6%
4.1 Climate cycles are natural 17 2.1%
4.2 Weather suggests the trend is global cooling 7 0.9%
4.3 Temperature increase does not have significant impact 5 0.6%
4.4 CO2 concentrations are too small to have an impact 5 0.6%
4.5 Human activities do not impact climate change 10 1.2%
4.6 Ice is not melting 4 0.5%
4.7 Sea levels are not rising 2 0.2%
4.8 Humans and nature will adapt to the changes 4 0.5%
5 Questioning the measurements and science 30 3.7%
5.0 Other 7 0.5%
5.1 Methodologies/metrics used are unreliable/faulty 15 1.8%
5.2 Data shows no temperature increase 4 0.5%
5.3 Greenhouse effect/carbon dioxide do not drive climate change 2 0.2%
5.4 Scientific community is unreliable 17 2.1%
6 Criticism of climate movement 67 8.2%
6.0 Other 30 3.6%
6.1 Climate movement is alarmist 32 3.9%
6.2 Climate movement is corrupt 15 1.8%
6.3 Ad hominem attacks on key activists 24 2.9%
7 Controversy about green technologies 34 4.1%
7.0 Other 16 2.0%
7.1 Renewable energy is dangerous 7 0.9%
7.2 Renewable energy is unreliable 14 1.7%
7.3 Renewable energy is costly 15 1.8%
8 Hidden plots by secret schemes of powerful groups 53 6.5%
8.0 Other 13 1.6%
8.1 Blaming global elites 22 2.7%
8.2 Climate agenda has hidden motives 33 4.0%
9 Amplifying Climate Fears 280 34.1%
9.0 Other 125 15.2%
9.1 Earth will be uninhabitable soon 25 3.0%
9.2 Amplifying existing fears of global warming 205 25.0%
9.3 Doomsday scenarios for humans 46 5.6%
9.4 Whatever we do it is already too late 10 1.2%
10 Green policies are geopolitical instruments 12 1.5%
10.0 Other 2 0.2%
10.1 Climate-related international relations are abusive/exploitative 6 0.7%
10.2 Green activities are a form of neo-colonialism 5 0.6%

Table 3.4: Class distribution of PolyNarrative (train and development partitions).
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the dataset after the paper was published and thus no IAA is reported for documents of
this language.

The authors of CARDS do not report IAA, but instead report annotator accuracy
compared to gold labels, for a small selection of 20 examples per coarse narrative. The
results can be seen in table 3.6. Overall, the accuracies are high, with the “other”
label sticking out, suggesting that annotators mostly disagree on whether a paragraph
contains a misinformative narrative or not.

Language | Coarse | Fine

BG 0.652 | 0.541
EN 0.375 | 0.283
PT 0.465 | 0.331
HI ? ?

All except HI | 0.524 | 0.408

Table 3.5: Krippendorff’s a on a paragraph level for PolyNarrative, CC partition (from
Nikolaidis et al. (2025)).

Narrative Annotator accuracy
0: Other (no claim) 0.50
1: Global warming is not happening 0.95
2: Human greenhouse gases are not causing climate change 0.96
3: Climate impacts/global warming is beneficial /not bad 0.97
4: Climate solutions won’t work 0.97
5: Climate movement/science is unreliable 0.86

Table 3.6: Average annotator accuracy for a golden standard consisting of a 120 docu-
ment subset of CARDS (from Coan et al. (2021)).
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4 Methods

This chapter describes our methods for training, predicting and evaluating on the nar-
rative classification tasks, and contains the following sections:

e 4.1: Models and training, describing the model architectures, loss functions,
hyper-parameters, and training example creation, where applicable, split into:

— Multiclass classifiers: classifiers trained on CARDS.
— Multi-label classifiers: classifiers trained on PolyNarrative.

— Contrastive models: trained on a contrastive dataset with examples from
CARDS.

e 4.2: Getting predictions, accounting for how we make predictions using the
trained models:

— Classifier predictions

— Contrastive model predictions
e 4.3: Backbone and baseline models, covering:

— Backbones: the backbones used as base models for classifier and contrastive
model finetuning

— Baselines: zero-shot prompted LLMs used as baselines
e 4.4: Evaluation, metrics and dataset partition choices:

— Classification metrics: multiclass and multi-label.
— Clustering metrics: multiclass and multi-label.

— Dataset partition choices for hyper-parameter tuning and final evaluation

4.1 Models and training

4.1.1 Multiclass classifiers

The multiclass classifier models have as training objective to give the highest possible
probability to the correct class, corresponding to a narrative:sub-narrative ID.
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Figure 4.1: A simplified illustration of the multiclass classifier.
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Model architecture

For this task, we use model architectures based on RoBERTa along with a classification
head. If a document is too long to fit the specified maximum sequence length M, it is
split into N chunks, where each chunk is padded to M tokens. Each two consecutive
chunks have a token overlap of 40%, following the setup in Coan et al. (2021). The
chunks are encoded using the RoBERTa model and the [CLS] token is used to yield a
chunk vector s,, of dimensionality h. The document representation is then computed as
the mean of chunk encodings sy,

1N
= — Sn.
N;“

In the classification head, d is first fed through a dropout layer with a dropout probability
p = 0.1. Then it is fed through a linear layer of size h x h followed by a tanh activation
function. The resulting sequence is fed through another dropout layer with the same
configuration. Finally, a linear layer of size h x C' is used to yield the final prediction
logits. This configuration is identical to the one that is used by default for classifier
models in the Transformers library (Wolf et al., 2020).

Figure 4.1 shows the whole model architecture.

Loss function

As a loss, a weighted cross entropy loss is used, where each class ¢ € [1, C] gets assigned
a weight w. that is inversely proportional to its occurrence in the training set, again
mirroring the training method used in Coan et al. (2021). The loss for an example i
with prediction logits z; is then

Zw 10g< CXP Zi.c )y
z )

=1 €XP Zic

The overall loss for a batch of examples D = {d;,...,dp} is then
B
1
i=1

Hyper-parameters

For the models training on CARDS, the batch size is set to 6, following the findings of
Coan et al. (2021). Learning rates were initially tried for values between 1 - 1075 and
2-10~*. Different learning rates were set depending on the amount of frozen layers (see
section 4.3.1 for the different configurations). Higher learning rates were found to be
more suitable for the models with less trainable layers, as expected. For the final models,
the learning rates were 1-107% and 2 - 10~* for the models with 2 and no BERT layers
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Figure 4.2: A simplified illustration of the multi-label classifier, with attention aggrega-
tion.
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unfrozen, respectively. For the models with all layers unfrozen, the learning rates were
set to 2 - 107° for models based on RoBERTa-large and 1 - 10~° for models based on
RoBERTa-base. The models are trained for 3 epochs.

4.1.2 Multi-label classifiers

The multi-label classifiers are trained to output the highest possible probabilities to all
correct classes in each example, corresponding to multiple narrative:sub-narrative IDs.
The occurrence of one class does not inhibit the occurrence of another, and if both are
present, the desired behavior for the model is to give high probabilities to both.

Model architectures

For this task, nearly identical model architectures are used, with a RoBERTa model
as the encoder and an identical classification head. However, since the PolyNarrative
dataset consists of examples with many paragraphs each, a different aggregation method,
a soft attention mechanism very similar to that of Yang et al. (2016), is additionally used
when computing document vectors. The motivation behind this is that if an underlying
narrative is only manifested in one or few chunks, the narrative signal will be “watered
down” if it is averaged with the other chunks.

We define a soft attention layer A of size h x 1, where h is the hidden size of the
encoder model in question. Unlike the attention layer in the transformer model itself
(Vaswani et al., 2017), this one does not compute query, key and value vectors. Since
the purpose of this attention layer is to emphasize certain chunks of the document and
aggregate them, it also does not compute N weights for each chunk. Instead, the layer
directly gives a weight z,, to each encoded chunk sy,

zZn = A - sp,
and the vector of attention weights z is then fed through a softmax layer,
a = softmax(z).

The softmax layer makes sure that attention weights add up to 1. The document rep-
resentation is then computed as the sum of chunk representations, weighted by the
normalized attention scores: N
d= Z O Sn.
n=1

The h weights of the attention layer are trained along with the rest of the network to
give weights to parts of the document important for predicting the narratives it contains.
We compare the results of attention against taking the mean across chunk embeddings
for all model configurations.

Figure 4.2 shows the whole model architecture, using attention as the chunk aggre-
gation method.
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Loss functions

As a loss function for this task, the binary cross entropy loss with logits is used, such
that class probabilities are independent of each other, unlike when using a softmax layer.
The loss for an example ¢ with prediction logits z; is then

L &
l; = C;li,ca

where the loss for each class ¢ is
lie = weYiclogo(zic) + (1 = yic) log(l — o(zic)).

We use an implementation in PyTorch (Paszke et al., 2019), known as BCELossWith-
Logits, which also provides options for weighting classes differently. Due to the class
imbalance, we again weight the loss function by class frequency. We initially used pro-
portional weights w? P, calculated as the ratio between the amount of examples not

containing ¢ and the amount of examples containing c,

o He€Dicele}

" HeeD:cglle)}

In early experiments this weighting was however too extreme to be useful, and we opted
for a square root-smoothed weighting instead,

we =/ wk"P.

Batch creation

Since the examples of PolyNarrative have a length distribution with a large variance,
with each example consisting of between 1 and 50 chunks, we form batches by the amount
of chunks rather than examples. Batches are sampled by looping through the dataset
and consecutively adding examples to the current batch. If the total amount of chunks
has been reached, a new batch is started and the current example added to it.

Hyper-parameters

In order to include all examples while keeping the training computationally viable, we
set the batch size to exactly 50 chunks. As before, we experimented with values between
2-107° and 2-10~* for the learning rate, and again, higher learning rates were found to
be more suitable for the models with more layers frozen during training. For the final
models, the learning rates were set to 2-107°, 1-10~* and 2- 10~ for the models with
all, 2 and no BERT layers unfrozen, respectively. The models are trained for 10 epochs.
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Figure 4.3: A simplified illustration of the contrastive models.
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4.1.3 Contrastive models

The contrastive models are implicitly trained to classify into the right narrative, but the
narrative labels are not used directly as a supervision signal. Instead, the training objec-
tive involves comparing multiple examples and outputting the right similarity between
them. In this case, the similarity is in terms of narrative.

In order to train a model in a contrastive manner, examples consisting of two texts
and a label denoting their similarity need to be formed. For the simplest method, the
hierarchy is flattened. Examples consisting of documents d; and d; with corresponding
labels ¥ = (Yicoarse> Yifine) a0d ¥j = (Y conrser Yifine) ar€ then combined to form a new

example d = (d;, d;) with the label

j= 1, ify; = yj,
0, otherwise.
For a model training on such a dataset, the usual contrastive loss by Hadsell, Chopra,
and LeCun (2006) is used.

We also construct a contrastive dataset with hierarchical labels. Here, the same
principle is applied, but the similarity consists instead of a tuple

(0) 0), if Yicoarse 7& Yjcoarse’
:lj = (gcoarsey gfine) = (17 0)7 if Yicoarse = yjcoarse’ Yifine # yjﬁne’
(1,1), lf Yi :yj-

Some concrete examples for how the labels are created, given two texts, are shown in
figure 4.4.

For this training setup, we extend the loss in Hadsell, Chopra, and LeCun (2006)
in the following way: we compute the loss between the sentence embedding predictions
of a model, s1,s2 and the true label § as the sum of the contrastive losses between the
predictions and the labels on the coarse- and fine-grained levels, respectively:

lhier, contr. (Sla S2, g) = lcontr. (Sla S2, @:oarse) + lcontr. (Sla S2, gﬁne)

We will refer to pairs where the two examples have the same coarse-grained label but
different fine-grained ones as semi-positive pairs. For these examples, the lowest theo-
retically possible loss is then achieved with §(s1,s2) = %, where d(s1,s2) is the cosine
distance between the example and m is the margin of the loss (see section 2.2.2). The
loss for this § becomes

(m/2)? + max(0,m —m/2)*  m?

lhier. contr. — 9 = 4

In other words, this training setup should ideally lead to a cosine similarity between
semi-positive examples cos(s1,s2) = 1 — . For positive and negative examples, the loss
is still minimized with 6 = 0 and § = m, respectively.

An illustration of the model architecture can be seen in figure 4.3.
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Ex. 1

“Theres at least one big potential problem with that theory. Although atmo-
spheric CO2 levels have risen, global temperatures have been flat for going on the
past 17 years.”

Label: 1.4 — Global warming is not happening: Climate hasn’t warmed/changed
over the last (few) decade(s)

(L1

“After a period of rapid temperature increases during the 1980s and 1990s there
has been a significant slow-down since the turn of the century, leading some scep-
tics to claim that global warming has stopped.”

Label: 1.4 — Global warming is not happening: Climate hasn’t warmed/changed
over the last (few) decade(s)

Ex. 2

“Theres at least one big potential problem with that theory. Although atmo-
spheric CO2 levels have risen, global temperatures have been flat for going on the
past 17 years.”

Label: 1.4 — Global warming is not happening: Climate hasn’t warmed/changed
over the last (few) decade(s)

“Contrary to what you may have heard, both of those huge ice sheets are grow- /
ing.”

Label: 1.1 - Global warming is not happening: Ice/permafrost/snow cover isn’t
melting

Ex. 3

“Theres at least one big potential problem with that theory. Although atmo-
spheric CO2 levels have risen, global temperatures have been flat for going on the
past 17 years.”

Label: 1.4 — Global warming is not happening: Climate hasn’t warmed/changed
over the last (few) decade(s)

“These costs are small in comparison to the economic damage that could result
from reduced use of carbon fuels and the high cost of noncarbon substitutes, such
as solar and wind power.”

Label: 4.1 - Climate solutions won’t work: Climate policies (mitigation or adap-
tation) are harmful

(0,0)

Text pair 9 = (Yeoarse, Ytine)

Figure 4.4: The creation of contrastive labels for training using the hierarchical con-
trastive loss. Examples are taken from the CARDS dataset (Coan et al., 2021).
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Dataset creation and stratification

We use the examples of the CARDS dataset to create a new contrastive dataset consisting
of positive and negative examples consisting of sentence pairs, as well as a hierarchical
contrastive dataset, where semi-positive pairs are also included.

For a (flat) contrastive dataset of N examples and C' different classes each containing
N, examples, the amount of possible unique positive pairs for a class c is (1\276) = w
meaning that already existing class imbalance will be further amplified, if all combina-
tions from each class are used. Furthermore, the amount of possible negative pairs for a
class-pair (¢, ') are N, - N. This means that existing class imbalance is amplified. To
address this, we sample positive and negative examples such that the resulting dataset
fulfills the following requirements:

Y

e There are equally many positive and negative examples.

e Within the positive examples, there are equally many examples of each class.

e Within the negative examples, there are equally many examples of each class pair.
e No example is repeated, i.e. consists of exactly the same text pair.

For the hierarchical dataset, this is extended such that the positive, negative and semi-
positive partitions make up 1/3 each, and within each of them, the distribution between
possible combinations is also balanced.

Using this sampling strategy, we construct training and development datasets con-
sisting of around 2 - 10% and 5 - 10? examples, respectively.

Excluding “other”

For the contrastive models, it makes sense to exclude the “other” category during train-
ing. If it were to be included, a contrastive model would learn to push texts of this class
away from all other texts, and pull texts of “other” as close to each other as possible.
“Other” is by definition a heterogeneous class, containing all texts that do not manifest
a misinformative narrative, in the case of CARDS. Therefore, we do not necessarily want
a model to represent it as one cluster in the embedding space, since it might even contain
texts that are about climate change, but contain a different narrative.

We experiment with models trained excluding and including the “other” category,
to measure how the performance differs. The models excluding “other” need to be
paired with a binary classifier that is trained only to identify whether a text contains
a climate narrative or not, in order to make final predictions on a complete dataset.
We train these binary classifiers in the same way as the multiclass classifiers, for both
CARDS and PolyNarrative, and select the highest performing ones for predicting on the
respective dataset. The binary classifiers are then used to filter out all examples not
belonging to the CC topic, giving them all the same cluster label, while the rest of the
documents are clustered as usually.
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Hyper-parameters

For the contrastive models, we tried initial configurations of batch sizes in {32,64} and
learning rates in {1-1075,2-1075,5-107°}. For the final models, we found that 64 was
a good batch size and a learning rate of 21075 and 5 - 10~° worked best training with
the flat and hierarchical contrastive loss, respectively. The models are trained for one
epoch on the contrastive dataset.

4.2 Getting predictions

Depending on the model used, as well as the task the model is predicting on, the imme-
diate output of the model needs to be used in different ways.

4.2.1 Classifier predictions

Both types of classifiers, multiclass and multi-label, can be used to predict on their own
as well as on the other task.

Multiclass classification

Getting predictions for the multiclass classification task simply means choosing the class
with the highest probability given by the model, § = argmax(z), irrespective of whether
the model is trained on the multi-label classification task or the multiclass classification
task itself.

Multi-label classification

In order to evaluate on the multi-label task, the logits z need to be turned into concrete
predictions. For this we use a sigmoid layer o(z;) = m, giving each class a score
between 0 and 1, independently of each other, along with a threshold ¢, such that a class
¢ is predicted if o(z.) > t,

g={c:0(z) > t}.

If no class has a score above the threshold, a single prediction is forced by outputting
9 = argmax(z). We tune t for each model to optimize sample F; on the development
set, trying values between 0 and 1 with a step of 0.01. The chosen threshold is then used
for the remaining evaluation.

Models trained on the multiclass classification task are trained to give a high proba-
bility to one class. As a result, they cannot be used in the same way on the multi-label
task. To accommodate for this, each chunk of the document is fed into the model, and
predictions z,, are computed per chunk n using a threshold, as described above. Then,
the overall prediction is taken as the union of all chunk predictions,

N
g = U Un.-
n=1
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Again, if § = ), the class with the highest probability is chosen.

4.2.2 Contrastive model predictions

Once a contrastive model has been trained, we use the resulting mean-pooled sentence
vectors as representations of each document. For examples that need to be split into
chunks, the mean across chunks is used. In order to predict the classes, the sentence
vectors need to be clustered.

Multiclass clustering

For the multiclass scenario, the vectors are first averaged per document, and then clus-
tered using agglomerative clustering, a hierarchical clustering method. It works by first
labeling each example as its own cluster, and then recursively merging the cluster pairs.
Different linkages can be used to determine when two clusters no longer can be merged
(Oti and Olusola, 2024). We set the linkage to “complete”, which along with a distance
threshold d assures that no two clusters where some vectors have a distance § > d will
be merged into one cluster. We naturally use the cosine distance as a distance metric for
determining which documents should belong in the same cluster. The distance thresh-
old d is by default set to the same value as the contrastive loss margin m. Likewise, for
hierarchical contrastive models, we therefore set d = m/2 as the default threshold for
fine predictions, while d = m is set for coarse predictions. The resulting cluster labels
are used as predictions.

We compute the (coarse and fine-grained) ARI scores as well as the Silhouette scores
(see section 4.4.2 for details) for clusterings using different distance thresholds, trying
values between 0 and 1 with an increment of 0.1. The tuning is done on the PolyNarrative
training set (see section 4.4.3). From this we compute the correlation between Silhouette
scores and the ARI scores to get a judgment of the usability of the Silhouette score as a
proxy for ARI in real-world scenarios.

Multi-label

In the multi-label scenario, we try 3 different clustering setups. Two of them involve
possibilistic c-means (PCM, Krishnapuram and Keller (1993)), a fuzzy extension of k-
means. Like k-means, fuzzy extensions of it also rely on prototype members to compute
clusters, but instead of giving one cluster label per example, each examples gets different
degrees of membership to each cluster. The original fuzzy c-means (FCM) algorithm
determines the cluster memberships of each example as true probabilities, summing to
1, based on the proximity to cluster prototypes. This leads to difficulties in setting a
global threshold that works across examples with different amounts of clusters. For this
reason, we use PCM, which removes the constraint that probabilities across classes must
add up to one by introducing a different objective function. This clustering algorithm
takes a parameter n, the amount of clusters.
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1. Agglomerative clustering on chunk embeddings: We split each example into
chunks using the same sliding window approach as when training the classifiers.
Then agglomerative clustering is run on all chunks, yielding one cluster label per
chunk. Then, each example inherits the cluster labels of its chunks. The distance
threshold d is tuned on the PolyNarrative training set.

2. Possibilistic C-means on average embeddings: We perform PCM on aver-
aged chunk embeddings. After the soft clustering has been made, we assign a set
of cluster labels to each document, taking the ones exceeding a threshold t. As
with predictions in section 4.2.1, if no label exceeds the threshold, the one with
the highest probability is chosen. We tune both n and ¢ jointly.

3. Possibilistic C-means on chunk embeddings: This method combines the two
above, getting first soft and then hard labels for every chunk using PCM. Then
we take the union of chunk predictions as in the first method. The constraint that
every chunk must predict a label is moved to the document level instead. Again,
n and t are both tuned.

4.3 Backbone and baseline models

4.3.1 Backbones
Classifiers

For the classification models, we compare finetuning different backbones, namely RoBERTa,
XLM-RoBERTa and roberta-base-climate-f (also known as ClimateBERT), in order to
compare the baseline RoOBERTa backbone against both a multilingual model and one
that has already been further pretrained on climate data. Additionally, we experiment
with freezing some layers in the encoder: we compare keeping only the last 2 layers’
parameters trainable during training against letting all layers train. For ClimateBERT,
we also try freezing all layers, with the motivation that the model already is pretrained
on climate data.

Contrastive models

For the contrastive models based on S-BERT, we use as backbone models all-mpnet-
base-v2 and paraphrase-multilingual-mpnet-base-v2. The former has been trained
on 1 billion text pairs, while the latter is a multilingual extension of the former, using it
as a teacher model, with the multilingual XLM-RoBERTa as a student model (Reimers
and Gurevych, 2020). It is extended to 50 languages, including all languages in Poly-
Narrative, and overall, it is the highest performing multilingual S-BERT model.

4.3.2 Baselines

As baselines, we use zero-shot prompted LLMs as well as compare to the baselines
described in Coan et al. (2021) and Nikolaidis et al. (2025), and majority class baselines.
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For zero-shot prompting, the model is prompted with a system message describing
its role, the excepted format of the output as well as the actual taxonomy of narratives.
The user message then asks for the narrative(s) and sub-narrative(s) in the text example,
followed by the example itself. We use Llama-3.1-8B-Instruct as well as deepseek-
chat as LLMs. deepseek-chat is further used with the structured output framework,
forcing the model to generate text according to a predefined structure. In the case of
multiclass narrative prediction, the model can output either the narrative-subnarrative
ID (e.g. "5.3") or "Other", whereas for multi-label predictions, a list of strings on this
shape is enforced. The structure is described using a regular expression

~(\d+\. ([a-z] |Other) |Other )\$

4.4 Evaluation

Depending on the task, classification or clustering, different kinds of metrics need to be
used. For all metrics below, we will use D of size N to denote the dataset of examples
e € D, and C to denote the set of true classes.

4.4.1 Classification metrics
When a classifier is evaluated on a dataset with the same set of classes as of that it has
been trained on, its predictions can be directly compared to the ground truth labels.

Precision, recall and I}

For multiclass classification, each example has only one predicted and one true label.
Denoting predictions p(e) and true labels [(e) of an example e € D, we can define the
true positives (TP), false positives (FP), true negatives (TN) and false negatives (FN)
per class ¢ as follows:

TPe = [{e: ple) = ¢,l(e) = ¢},
FP. = [{e:p(e) = ¢ l(e) # c},
TN. = [{e:ple) # ¢, l(e) # c};
FNe = [{e:p(e) = c,l(e) # c}|

Using these measurements, the precision (P(c)) and recall (R(c)) of the model are defined
as

TP, TP,
Plc)=—=——,R(c) = ————.
()= 75, - rp, B9 = Tp, 4 N,
The F} score per class is defined as the harmonic mean of precision and recall,
2
Fi(c) = 4.
P(c) R(c)
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The F} score is a special case of the general F' measure, derived from the F measure first
mentioned by Rijsbergen (1979). The definition above follows the usual one of textbooks
such as Manning, Raghavan, and Schiitze (2008).

As an aggregate F7 score, we use the macro average, a term which is ambiguous.
Here we compute it as it is defined in e.g. Takahashi et al. (2022), as well as in the
scikit-learn library (Pedregosa et al., 2011),

1
Flmacro = @ Z Fl(c)'
ceC

This means that the scores for each class contribute as much to the overall evaluation
score, irrespective of their proportion in D.

Sample F

In multi-label classification, many combinations of labels are possible. While each combi-
nation could be seen as its own label, calculating precision and recall using combinations
of labels would lead to partly correct predictions adding 0 to both true positives and
true negatives. Sample-averaged F} is a variation of the F; score adapted to multi-label
classification. It operates on the example level by calculating the F} score for each
example in the dataset and averaging the F} scores across examples. We follow the
implementation in scikit-learn (Pedregosa et al., 2011). Denoting the set of true labels
and predicted labels for e € D with [(e) and p(e), respectively, precision and recall are
computed for each example e as follows. With

we get the precision and recall scores

TP,

Ple)=——° R
(e) TP, + Fp,  "\¢

that are used to compute the Fj scores

We then average across examples to get

1
Flsamples = ﬁ Z Fy (6)
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4.4.2 Clustering metrics

For unsupervised predictions, classification metrics cannot be used since the mapping
between the predicted cluster labels and the true classes is unknown. The same applies
to the situation of evaluating a model trained on one dataset on a dataset with a different
set of classes. In these scenarios we use different clustering metrics: ARI for multiclass
evaluation and BCubed for multi-label evaluation. Additionally, we use silhouette scores
as measures of cluster quality.

Silhouette scores

The Silhouette score (Rousseeuw, 1987) is a clustering metric that measures the quality of
a clustering without taking into account the true labels, instead relying on the distances
between examples. Assume a clustering C has been made. For an object e that has
been clustered into a cluster ¢ € C' it then computes two metrics: a(e), the average
distance between e and all other objects in the same cluster, and b(e), the smallest
average distance to all objects in another cluster. Mathematically,

a(e):i Z 5e,€),

|C‘ e’ ec,e’F#e
and
b(e) = mind(e, ),
c'#c
where

Given these values, the score s(e) is computed as

b(e) — ale)
max{a(e),b(e)}

The Silhouette score s(e) takes values between -1 and 1 (Rousseeuw, 1987). A score near
1 indicates that the average intra-cluster distance a(e) is much smaller than the smallest
average inter-cluster distance b(e), which represents a well-clustered example. A score
near -1 indicates the opposite, that the object has most likely been misclassified, while a
score near 0 indicates that the object just as well could have belonged to another cluster.
The overall Silhouette score is computed as the average

s(e) =

For multi-label clusterings, we use a fuzzy extension of the silhouette score by
Campello and Hruschka (2006). Letting p of size |C| x N, denote the membership
matrix where p;; is the membership of cluster ¢ assigned to example j, ¢ and ¢ are taken
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as the clusters with the highest and second highest values pg and py. for an example
e € D, respectively. The usual silhouette score s(e) is computed by taking ¢ as the clus-
ter e belongs to. Then Campello and Hruschka (2006) define the overall fuzzy silhouette
score as

> cep(tice — pere)™s(e)

FS =
ZeeD(Née - Mé’e)a

)

where o > 0.

ARI

Letting C' = {¢1,...,¢} be the predicted clustering of D into [ clusters and C' =
{c1,...,cn} the corresponding partition into the true labels, the adjusted Rand index
(ARI, Hubert and Arabie (1985)) between C' and C' is defined as:

RI(C, () — E[RI(C, C)]
max (RI(C, 0)) — E[RI(C, )]’

ARI(C,C) =

where RI is the Rand index (Rand, 1971), defined as the percentage of possible pairs
(e1,e2) with e1,eq € D such that e; and eg either belong to the same cluster (Ngame) or
to different clusters (Ngig) in both C and C. That is, it is the accuracy score

Nsame + Ndiff

)

RI =

where

Ngame = [{(€1,€2) 1 e1,e2 € ¢, €1, €2 € ¢;}| and

Ndiff = |{(€1,€2) re| € 611,62 S 61‘2,6’1 S Cjy, €2 S Cj2}|,

for i1 # iy and j; # jo (Hubert and Arabie, 1985).

BCubed

ARI is only defined for examples with one predicted and one true label. For multi-label
cluster evaluation, an extended version of the BCubed metric by Amigé et al. (2009)
has been shown to fulfill many desired requirements on clustering algorithms. Below,
we outline it as it is defined in their paper. It operates on the item level, where in our
case each item is a document, possibly consisting of many paragraphs and having many
different labels. First, multiplicity precision and multiplicity recall are computed for
each item pair (e;, e;), where it may be the case that i = j. Letting I(e) denote the set
of true labels and p(e) the set of predicted clusters for an item e, multiplicity precision
is defined as
min([p(e:) N p(ej)l, [l(ei) N i(e;)])

[p(ei) Np(e;)] '

P (e, €5) =
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In other words, the precision is at its highest, 1, when e; and e; have at least as many
labels in common as clusters in common. Multiplicity recall is computed analogously:

min(|p(e;) N p(e;)l, [l(e;) Nies)])
|[(ei) N i(ej)] ’

where it is instead favored that e; and e; share at least as many clusters as labels.
Precision and recall BCubed are then calculated as the averages of their respective
multiplicity metrics across all applicable example pairs (for p(e;)Np(e;) = 0, Poui(€i, €5)
is undefined, and similarly for Ryt ):

1 1
Paoubed = = Y, T : > P (€3, €5),
N &g = plea) Npleg) # 0} JEMLN],Ce)NC e;) 0

Rmult (€i7 ej) =

1 1
Rpcubed = N, Z G (e nile;) 20} Z R (€, €5)-

‘6[17]\[} ]e[lvN]vl(ei)ml(e]')7£®

Then, the F} score is calculated as usually:

Py = 1 1

+
PBcubed Rpcubed

4.4.3 Partition choices for hyper-parameter tuning

The labels of the PolyNarrative test set are not released to the public at the time of
writing, since the dataset is part of a shared task. This poses a problem, firstly since the
automatic evaluation reports scores across topics, including all URW topics. Secondly,
for the contrastive models and models trained on CARDS, the labels need to be explicitly
known in order for the unsupervised evaluation to be possible. To overcome this, we
tune the contrastive models and the CARDS classifiers on the training partition of
PolyNarrative, and perform the final evaluation of the best models on the development
partition. For the PolyNarrative classifiers, we got into contact with the creators of
the dataset for a small manual evaluation on the test set on climate change only, but
unfortunately, such an evaluation was not possible in time. Therefore, the PolyNarrative
models are tuned on the development set and they have yet to be evaluated on the test
set in order to measure their true performance.

For all evaluation on CARDS, we tune hyper-parameters on the development set and
perform the final evaluation on the test set, as usual.
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5 Results

In the following, we present and interpret the results on the multiclass and multi-label
classification tasks, for all different kinds of models described in chapter 4. Throughout
the tables in this chapter, we use the following abbreviations: ml for 'multilingual’ (that
is, contrastive models using paraphrase-multilingual-mpnet-base-v2 instead of the
monolingual equivalent), hier. for ’hierarchical’, avg. for ’average’, attn. for ’attention’
and aggr. for 'aggregation’.

5.1 Multiclass classification results

Tables 5.1 to 5.5 show the results on the CARDS dataset for the different types of model.

Multiclass classifiers

On the multiclass classification task, the fully finetuned RoBERTa-large stands as the
highest performing model, getting respectable scores (see table 5.1). While it is not
unexpected that it outperforms its multilingual counterpart, it also outperforms all con-
figurations of ClimateBERT, which has been specifically pretrained on climate data.

Comparing the classifiers to the zero-shot baselines, we see that the best zero-shot
baseline is DeepSeek, with a score of 0.64 on the test set, compared to 0.78 for the best
classifier.

Multi-label classifiers

Results on CARDS for the multi-label classifiers trained on PolyNarrative are presented
in table 5.2. For the results in this table, the best of “mean” and “attention” in terms
of sample F; score on PolyNarrative (see table 5.6) has been chosen for every model
configuration. Evaluating the PolyNarrative models on CARDS, we see that they get
very low ARI scores, barely above 0, which is what a random guess or a majority class
baseline gives. This is to some degree expected due to the differences between the
taxonomies, but since more of CARDS’ categories are present in PolyNarrative than the
other way around, we could have expected slightly higher results. Differences between
the taxonomies are further discussed in section 6.1.3.
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. Macro F;
Model (trained layers) dev test
RoBERTa-large (all)* 0.74 0.78
RoBERTa-large (2) 0.71 -
XLM-RoBERTa-large (all) 0.72 -
XLM-RoBERTa-large (2) 0.65 -
ClimateBERT (all) 0.70 -
ClimateBERT (2) 0.71 -
ClimateBERT (0) 0.54 -
Llama3.1-8B-Instruct (0-shot) | 0.41 0.43
DeepSeek (0-shot) 0.59 0.64
Majority class baseline 0.05 0.04

*Reconstruction of one of the models in Coan et al. (2021).

Table 5.1: Results on the CARDS development and test sets for the multiclass classifiers

. ARI
Model + aggr. method (trained layers) Coarse Fine
RoBERTa-base + attn. (all) 0.10 0.10
RoBERTa-base + attn. (2) 0.06 0.08
XLM-RoBERTa-base + attn. (all) 0.05 0.06
XLM-RoBERTa-base + attn. (2) 0.09 0.12
ClimateBERT + mean (all) 0.03 0.03
ClimateBERT + mean (2) 0.04 0.02
ClimateBERT + mean (0) 0.00 0.00
Best CARDS classifier 0.66 0.70
Majority class baseline 0.00 0.00

Table 5.2: Results on the CARDS development set for the multi-label classifiers trained
on PolyNarrative.

Contrastive models

Tables 5.3 and 5.4 show the results of the contrastive models, with the threshold tuned
to the best value in terms of performance for every metric, when the “other” class is
included and excluded, respectively. For the hierarchical models, the margin m = 2/3,
and for the flat models m = 1/2.

Seeing as the models trained excluding “other” get higher scores in general, we also
plot different thresholds together with the ARI and Silhouette scores they yield, for the
flat and hierarchical, monolingual and multilingual versions of these models, as seen
in figure 5.1. For the hierarchical models, while coarse ARI scores are highest for a
threshold around 0.6-0.7, the corresponding best fine threshold is around 0.3-0.4. This
reflects the chosen margin m = 2/3, where documents similar at only the coarse level
were expected to have a distance of m/2 = 1/3. The models trained without hierarchy,
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ARI (t . Pearson’s r(ARIL S
Model Coarse b(“i)ne Silhouette (f) Coarse (Fine )
flat 0.51 (0.5) 0.52 (0.5) | 0.75 (0.5) 0.91 (1.3-10%) 0.91 (9.1-107)
ml flat | 0.52 (0.5) 0.54 (0.5) | 0.72 (0.5) 0.96 (3.4-107%) 0.96 (3.2-1079)
hier. 0.47 (0.7)  0.45 (0.7) | 0.64 (0.4) 0.95 (1.0-1075) 0.96 (2.9-1079)
ml hier. | 0.48 (0.8) 0.47 (0.8) | 0.69 (0.4) 0.96 (4.4-107%) 0.97 (1.5-107°)

Table 5.3: The highest ARI and Silhouette results for the contrastive models, and the
thresholds ¢ that yielded them, on the CARDS development set, as well as the Pearson
correlation between fine ARI scores and silhouette scores.

ARI (¢t ) Pearson’s r(ARI, S
Model Coarse ]g‘i)ne Silhouette (?) Coarse (Fine )
flat 0.51 (0.6) 0.64 (0.4) | 0.78 (0.5) 0.69 (1.8-1072) 0.98 (1.0-1077)
ml flat | 0.51 (0.6) 0.61 (0.3) | 0.75 (0.6) 0.78 (4.6-1073) 0.98 (6.1-107%)
hier. 0.78 (0.6) 0.67 (0.4) | 0.85 (0.4) 0.56 (0.07) 0.97 (4.1-1077)
ml hier. | 0.75 (0.6) 0.64 (0.3) | 0.80 (0.3) 0.50 (0.11) 0.96 (4.7-1079)

Table 5.4: The highest ARI and Silhouette results for the contrastive models, and the
distance thresholds ¢ that yielded them, on the CARDS development set, excluding the
“other” class both when training and evaluating.

on the other hand, can only get high fine ARI scores. While the coarse ARI scores are
maximized around the same thresholds, they never reach above 0.51, compared to 0.78
for the best hierarchically trained model.

As seen in figure 5.1 and summarized in table 5.4, the fine ARI scores are also
highly correlated with the silhouette scores for all contrastive models trained excluding
“other”. This means that clustering quality reflects classification performance (at least
on the fine-grained level) and that the silhouette score can be used effectively as a way
to determine the distance threshold when clustering data with unknown labels.

To illustrate a model’s ability to separate between examples of different classes, we
additionally make use of their embeddings, and plot these together with the predicted
and true classes. In order to visualize the high-dimensional embeddings, we reduce
the amount of dimensions to 2 using the t-SNE algorithm (Maaten and Hinton, 2008).
Examples of this for the best performing flat contrastive models can be seen in figures
5.2 and 5.4, including and excluding “other”, respectively, while the same plots for the
best hierarchical models can be seen in 5.3 and 5.5, respectively.

The embedding plots in figures 5.4 and 5.5 illustrate why the models benefit from
being trained using the hierarchical contrastive loss. The use of this loss during training
results in a representation space where documents that are only similar on the coarse-
grained level are placed further apart than those that are similar on the fine-grained level,
but closer together than those that are completely dissimilar. This makes it possible to
tune the clustering distance threshold according to the desired label granularity. Setting
the distance threshold to around the coarse threshold of the model makes it group
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Figure 5.1: ARI (coarse and fine) and silhouette scores for the best contrastive models,
when evaluated on CARDS, excluding “other”, given different distance thresholds in
agglomerative clustering.

together fine-grained clusters into bigger super-clusters, aligning well with the ground
truth coarse labels. If we compare this to a model trained using the flat contrastive
loss (see figure 5.2), we do not see the same correspondence between clusters and coarse
labels, even if we select the best threshold.

Comparing figures 5.3 and 5.5, we again see that a much clearer separation between
classes is made if the “other” class is excluded. When included, it forms a large cluster
that is connected to many other clusters, showing it harder for the clustering algorithm to
distinguish between this heterogeneous class and the others. In fact, when the models are
trained including the “other” class, this seems to stand in the way of the benefit from the
hierarchical loss, as seen both by comparing the direct scores and by comparing figures
5.2 and 5.3.

We select the best monolingual and multilingual contrastive models for a final eval-
uation on the whole CARDS evaluation set, including the “other” class, by pairing it
with a binary classifier (climate change/“other”). The results are shown in table 5.5.
The scores show that when paired with a binary classifier, the models perform just as
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Figure 5.2: Visualization of the sentence embedding space for the best performing flat
contrastive model on the CARDS dataset, when “other” is included. The examples
are colored by the true classes and the predicted cluster labels in the left and right
plot, respectively. Since the same thresholds were the best for fine- and coarse-grained

predictions, there is only one prediction plot.

ARI (threshold)

Model Coarse Fine
hier. + binary classifier 0.68 (0.6) 0.70 (0.4)
ml hier. (margin=2/3) + binary classifier 0.68 (0.6) 0.70 (0.3)
best classifier (excluding other) + binary classifier | 0.69 0.70
best complete classifier 0.66 0.67

Table 5.5: The ARI scores for the best monolingual and multilingual contrastive models,
trained excluding other and evaluated on the whole CARDS development set, by being
paired with a binary classifier (CC/“other”). The best classifier excluding other during
training and paired with the same binary classifier, as well as the best complete classifier,

are used for comparison.
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Figure 5.4: Visualization of the sentence embedding space for the best performing flat
contrastive model on the CARDS dataset, excluding “other”. The examples are colored
by the true class in the left-most plot (hue indicating coarse-grained label and brightness
indicating fine-grained label), and the predicted cluster labels using the best threshold
for coarse and fine scores, in the upper and lower right plots respectively.
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Figure 5.5: Visualization of the sentence embedding space for the best performing hi-
erarchical contrastive model on the CARDS dataset, excluding “other”. The examples
are colored by the true class in the left-most plot (hue indicating coarse-grained label
and brightness indicating fine-grained label), and the predicted cluster labels using the
best threshold for coarse and fine scores, in the upper and lower right plots respectively.
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well as the best classifier trained including “other”, in terms of ARI.

5.2 Multi-label classification results

Tables 5.6 to 5.11 show the results on the PolyNarrative dataset for all models applicable.

Multi-label classifiers

Table 5.6 shows the results for the models trained on PolyNarrative themselves, along
with the best prediction thresholds, as well as results for the baselines, while 5.7 shows
the performance of the best model per language. The best performing model is XLM-
RoBERTa-base, with attention aggregation and only the last two layers unlocked. It gets
a sample F score of 55% on the development set, with the best threshold ¢ = 0.55.While
this is significantly lower than the performance of its multiclass counterpart on CARDS,
it is in line with or higher than the scores of the official PolyNarrative leaderboard,
although the leaderboard measures performance on both CC and URW, meaning that
the scores are not directly comparable. The XLM-RoBERTa-fine classifier, the best
model in Nikolaidis et al. (2025), falls short, with a score of around 35% for the CC
partition on the test set.

The scores show that there is not a large performance difference between attention
and mean as aggregation methods, with mean in general having slightly higher scores,
going against our expectations that attention would be useful for focusing on certain
parts of the document. The lack of advantage means that the attention layer is not
being used as effectively as it could in theory.

Comparing backbones, it is expected that the multilingual model has the highest
performance on this dataset, which is indeed the case. Comparing the classifiers to
the zero-shot prompted chat model baselines, we see that they highly outperform them
for this task, with DeepSeek and Llama getting sample Fj scores of 43% and 19%
respectively.

Multiclass classifiers

Tables 5.8 and 5.9 show the results for the CARDS models on the training set of Poly-
Narrative, along with their best prediction thresholds. If the “other” class is included,
the best PolyNarrative classifier gets significantly higher results than the CARDS clas-
sifiers, which barely get results above the majority class baseline. This is expected since
the PolyNarrative taxonomy covers more different narratives; what is considered “other”
in the CARDS taxonomy consists of multiple categories in the PolyNarrative taxonomy.
If the “other” class is excluded, the CARDS classifiers still barely get higher results on
PolyNarrative than the majority class baseline, but neither does the best PolyNarrative
model (see table 5.9). This could partly be an artifact of the BCubed metric, discussed
in section 6.1.4.
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Model + aggr. method (trained layers) | Sample F; (threshold)
RoBERTa-base + attn. (all) 0.49 (0.35)
RoBERTa-base + mean (all) 0.49 (0.34)
RoBERTa-base + attn. (2) 0.48 (0.29)
RoBERTa-base + mean (2) 0.48 (0.38)
XLM-RoBERTa-base + attn. (all) 0.52 (0.37)
XLM-RoBERTa-base + mean (all) 0.48 (0.32)
XLM-RoBERTa-base + attn. (2) 0.55 (0.55)
XLM-RoBERTa-base + mean (2) 0.54 (0.34)
ClimateBERT + attn. (all) 0.47 (0.30)
ClimateBERT + mean (all) 0.49 (0.38)
ClimateBERT + attn. (2) 0.47 (0.59)
ClimateBERT + mean (2) 0.49 (0.29)
ClimateBERT + attn. (0) 0.43 (0.29)
ClimateBERT + mean (0) 0.46 (0.30)
XLM-RoBERTa-fine (Nikolaidis et al., 2025)* | 0.35
Llama3.1-8B-Instruct (0-shot) 0.19
DeepSeek (0-shot) 0.43
Majority class baseline 0.25

*Trained on the whole dataset, including URW. Evaluated on the test set.

Table 5.6: Results on the PolyNarrative development set for the multi-label classifiers.
Where thresholds are applicable, the highest score along with the threshold that yielded
it are reported.

Language | Sample F}
BG 0.55
EN 0.45
HI 0.78
PT 0.63

Table 5.7: Results per language for the best classifier model on the PolyNarrative de-
velopment set.
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Model (trained layers)

BCubed F; (threshold)

Coarse Fine
RoBERTa-large (all) 0.55 (1.00) 0.49 (1.00)
RoBERTa-large (2) 0.55 (1.00) 0.49 (1.00)
XLM-RoBERTa-large (all) 0.54 (0.99) 0.49 (1.00)
XLM-RoBERTa-large (2) 0.55 (1.00) 0.50 (1.00)
ClimateBERT (all) 0.53 (1.00) 0.47 (1.00)
ClimateBERT (2) 0.54 (1.00)  0.48 (1.00)
ClimateBERT (0) 0.53 (1.00) 0.47 (1.00)
Best PolyNarrative model (dev set) | 0.64 0.55
Majority class baseline 0.52 0.46

Table 5.8: Results on the PolyNarrative training set, for the multiclass classifiers trained

on CARDS.

Model (trained layers)

BCubed F; (threshold)

Coarse Fine
RoBERTa-large (all) 0.69 (0.89) 0.54 (1.0)
RoBERTa-large (2) 0.68 (0.99) 0.54 (1.0)
XLM-RoBERTa-large (all) 0.66 (0.89)  0.51 (0.96)
XLM-RoBERTa-large (2) 0.65 (0.96)  0.50 (0.99)
ClimateBERT (all) 0.68 (0.99)  0.53 (1.00)
ClimateBERT (2) 0.68 (1.00)  0.53 (1.00)
ClimateBERT (0) 0.68 (0.96)  0.53 (1.00)
Best PolyNarrative model (dev set) | 0.69 0.56
Majority class baseline 0.68 0.50

Table 5.9: Results on the PolyNarrative training set, excluding “other”, for the multiclass

classifiers trained on CARDS.
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Clustering method Model Coarsfcubedlﬁlnéd) Silhouette (d)
flat 0.68 (1.0) 0.51 (0.7) 0.66 (0.9)
. . ml flat | 0.62 (1.0) 0.45 (1.0) 0.40 (0.7)
Agglomerative clustering | . 0.68 (1.0) 0.50 (1.0) 0.62 (0.9)
ml hier. | 0.68 (1.0) 0.50 (1.0) 0.48 (0.8)
Clustering method Model g’i‘;:eed o (#;Cilristers’ t) FS (#clusters)
fat 0.68 (2, 1.0) 0.50 (8, 1.0) | 0.17 (39)
. ml flat | 0.68 (24, 1.0) 0.53 (40, 1.0) | 0.77 (24)
PCM (avg. embeddings) | .. 0.68 (2,1.0)  0.50 (18, 1.0) | 0.59 (32)
ml hier. | 0.68 (2, 1.0)  0.52 (41, 1.0) | 0.80 (35)
flat 0.68 (2, 1.0)  0.50 (2, 1.0) | -0.03 (7)
. ml flat | 0.68 (16, 1.0) 0.52 (13, 1.0) | 0.79 (41)
PCM (chunk embeddings) | .. 0.68 (2,1.0)  0.52 (43, 1.0) | 0.80 (29)
ml hier. | 0.67 (8, 1.0)  0.50 (8, 1.0) | 0.85 (28)
Majority class baseline 0.68 0.50 -

Table 5.10: Results for the contrastive models on the PolyNarrative training set, exclud-
ing “other” during training and evaluation.

Contrastive models

Table 5.10 shows the results for the contrastive models, having excluded “other” during
training, using different clustering methods. We decide not to evaluate the models that
have been trained including the “other” class, since these performed worse at an earlier
stage, when evaluating on CARDS (compare tables 5.3 and 5.4). Finally, the best
contrastive model along with the best binary classifier is evaluated on the development
set in table 5.11.

The contrastive models get scores only slightly above the majority class baseline in
terms of BCubed F;. When tuning them on PolyNarrative, they achieve their best result
using unexpected clustering hyper-parameters. For the best results using agglomerative
clustering, the best values are often seen with a distance threshold of 1.0, leading to
just one cluster most of the time. Likewise, the prediction threshold ¢ for getting crisp
clusterings from fuzzy ones is best set at 1.0, meaning that PCM degenerates to k-
means clustering, always selecting one cluster per example only. Meanwhile, the (fuzzy)
silhouette scores are in most cases at the highest levels for a large amount of clusters.
This discrepancy partly has to do with the way BCubed gives very high scores to single-
cluster predictions (see section 6.1.4), but likely has other reasons as well, which will be
discussed in section 6.1.3.
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BCubed F;
Model Coarse Fine
ml flat + PCM (avg. embeddings) | 0.60 0.60
ml hier. + PCM (avg. embeddings) | 0.65 0.51
Best PolyNarrative classifier 0.65 0.57
Majority class baseline 0.52 0.42

Table 5.11: The BCubed F} scores for the best flat and hierarchical contrastive models,
trained excluding other and evaluated on the PolyNarrative development set including
“other”, by being paired with a binary classifier (CC/“other”).
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6 Discussion

In this chapter we first discuss general evaluation results, then the potential use-cases
and limitations of the models. Finally, we highlight limitations of the current narrative
taxonomies as well as point at paths forward.

6.1 Discussion of evaluation results

6.1.1 Comparison of classifier on-task performance

We have been able to construct classifier models that can perform decently to well
on a different partition of the dataset they have been trained on. Performance on
PolyNarrative is lower, but this goes for previous results as well, and is not surprising.

The main reason for the low performance on PolyNarrative across the board is likely
that the dataset is difficult to train on, which is evident from previous results in Nikolaidis
et al. (2025) and on the shared task leaderboard. Firstly, examples are large, and
labels have not been provided on a paragraph basis, but only on a document basis,
making it impossible to train a model on paragraphs or paragraph pairs. Despite some
of them using an attention mechanism on text chunks, it seems difficult for the models
to aggregate the information well enough to make good predictions. A second reason is
that the dataset is small, with some very sparse labels with 5 or less examples in the
whole dataset. Furthermore, each example features multiple labels.

CARDS, on the other hand, has many more examples, with each one being shorter
and having a single label only. While one label per paragraph is not representative of all
real-world situations, this gives a straight-forward way to train classifiers and get high
results on the development partition of the same dataset.

6.1.2 Contrastive model performance on CARDS

The fact that the best contrastive models are able to get as high performance as the
best classifiers on their own dataset shows that explicit narrative labels are not needed,
only similarity scores in terms of narrative. The contrastive models additionally have an
advantage over the classifier models in that they can predict on different thresholds with-
out the need of converting fine predictions to coarse ones using a predefined taxonomy.
Furthermore, we have seen that the silhouette scores work well as a proxy for the ARI
scores. This makes the models more practically usable in real world scenarios, where
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we do not have ground truth labels, since we can then reliably choose the threshold
according to the highest silhouette score.

An important step towards getting high results on the coarse-grained level, as well as
higher results on the fine-grained level, has been to train the models without the “other”
class and to use a hierarchical loss function. This goes in line with our expectations.

For hierarchical versus flat, the explanation is likely that the hierarchical models
get implicit information about the hierarchy. The flat models, on the other hand, have
learned that categories 5.1 and 5.2 are just as different as 5.1 and 4.1. This means
that documents with different sub-narratives but the same overarching narrative do not
necessarily get placed closer to each other in the embedding space than those having
different narratives on the coarse-grained level as well. For the hierarchical models,
however, this structure is learned.

Excluding ”other” proved useful, and can likely be explained with the heterogeneous-
ness of the ”other” class. It is likely difficult for a model to learn the common patterns
within this class and finding features which distinguishes it from the others, as the only
guaranteed distinguishing feature is the lack of climate misinformation. For the models
trained including ”other”, the largest confusion involves the ”other” class.

6.1.3 Cross-dataset performance — why do the contrastive models not gen-
eralize?

Cross-dataset performance has been one of the main focuses for this thesis, as it serves
as a way to judge the capabilities of the contrastive models to classify outside of the
taxonomy they have been implicitly trained on.

Overall, it is expected that the cross-dataset performance is low for the classifiers,
since they rely on different kinds of taxonomies and are explicitly restricted to these.
Comparing CARDS and PolyNarrative classifiers, we see that in both cases, the scores
on the other dataset are just above the majority class baseline.

We had expected the contrastive models to have a clear advantage over the classifiers
in terms of cross-dataset performance, due to the fact that they have been trained
without explicit supervision of the narrative labels, but instead labels contrasting two
narratives. However, for the training and clustering methods we have used this has not
been the case. We see that while the models are adaptable to different granularities of
the CARDS taxonomy, their abilities do not transfer well to PolyNarrative. Instead, we
see that the contrastive models, just like the multiclass classifiers, get their best cross-
dataset results by under-clustering. When they make a finer clustering using a lower
threshold, this is punished since the resulting clusters do not correspond well enough to
the categories in the PolyNarrative taxonomy. Additionally, the multi-label capabilities
of the clustering algorithms do not end up being used to a high degree, with the best
clusterings assigning only one label to each example.

It is not possible to give a full explanation as to why this is the case, but there are
some reasons that we can be fairly certain come into play. Firstly, being able to distin-
guish between certain kinds of climate misinformation is likely not enough to be able to
generalize to completely new categories. As an example, narrative 9 in PolyNarrative
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presents a kind of claim that the contrastive models have likely not seen before during
training, since it in a way stands in complete opposition to the contrarian narratives
in CARDS. Another likely reason for the low scores is that the taxonomies not only
consist of different categories; the same categories are also grouped differently in terms
of hierarchy (see section 2.1). Not least, the PolyNarrative dataset is in itself difficult to
train models for, for the reasons stated in section 6.1.1. This is evident from evaluation
results in Nikolaidis et al. (2025), on the official leaderboard as well as the results we
have gotten for the multi-label classifiers. When models trained on the task itself get
results towards the lower end, we cannot expect too much of the contrastive models,
either. A final reason is the fact that BCubed gives overly high scores to clusterings
with only one cluster, which we discuss below.

6.1.4 Shortcomings of multi-label metrics

A drawback in the unsupervised evaluation is that the choice of metric is less straight-
forward. This is especially true when it comes to the multi-label scenario, in which a
mapping between the true and predicted categories becomes all the more difficult to
construct. While the extended BCubed metric is likely one of the most suitable metrics
available, it is not perfect.

The most obvious flaw is that predicting one and the same cluster for every example
gives unreasonably high BCubed F} scores.When evaluating the best PolyNarrative clas-
sifier, we see that it gets 55% both in samples F; and Bcubed F7, if ”other” is included
(see tables 5.6 and 5.8). Meanwhile, a majority class baseline gets 46% in BCubed F}
but only 25% in samples F; on the same dataset. In other words, this metric makes it
difficult to tell the difference between quite a well-performing model and a random one.
Previous work has pointed out and corrected one flaw of the BCubed metric, namely that
it rewards “putting an element in its own cluster” (Heusden, Kamps, and Marx, 2022).
Using their metric, dubbed ELM, for future experiments would give somewhat higher
credibility to the resulting scores. However, even with this correction, BCubed has some
flaws, one being that it does not attempt to perform a mapping between ground truth
and predicted cluster labels. In fact, it only relies on the size of the sets containing the
overlap in labels between each example pair. This may lead to clusterings not identical
to the ground truth clustering (even after renaming labels) achieving perfect scores. This
is something pointed out by Rosales-Méndez and Ramirez-Cruz (2013), who extend the
metric with a cluster identity indez.

6.2 Potential model use-cases and limitations

We see at least three kinds of different tasks for which one would like to use models such
as those that we have trained.

1. Classifying documents into narratives or misinformation types following a prede-
fined taxonomy.
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2. Measuring similarities between documents in terms of underlying narrative.

3. Analyzing large amounts of texts to automatically discover narratives, by clustering
documents.

Task 1 is the most direct and straight-forward application, and the classifiers can be
used as aid for such a classification, following either the CARDS or the PolyNarrative
taxonomy. A concrete use-case is usage on LLM predictions, to flag output containing
misinformative content related to the climate. Another use-case is in the work of soci-
ologists and political scientists, relying on large amounts of textual data to analyze the
narrative patterns arising in a specific discourse or among specific groups. In this case,
the models can be used as a way to search for documents containing specific narratives,
which can then be analyzed or classified further by the researcher. This could allow
measuring the prevalence of certain narratives throughout time, or between different
domains.

It is notable that both for the multiclass and multi-label task, the best classifier
models clearly outperform the best zero-shot prompted models (74% versus 59% macro
Fy and 55% versus 43% sample F, respectively). This highlights that in a real-world
scenario where one aims to classify into misinformation claims or general climate change
narratives, it is better to rely on one of these finetuned classifiers than a zero-shot
prompted DeepSeek, which likely is closer to what is used in most down-stream scenarios
since generative LLMs started dominating many tasks in NLP.

The contrastive models can also reliably be used for task 1, at least for classifying
into the CARDS taxonomy, where they have demonstrated as high performance as the
best classifiers. While a threshold needs to be chosen, we have shown that silhouette
score measures correlate well with fine ARI scores, meaning that they can effectively be
used to determine the threshold.

Task 2 is one where the contrastive models prove especially useful, as the S-SBERT
representations are especially suited for clustering and sentence similarity tasks. A con-
crete use-case for this task could be in comparing two different political groups in a
more sophisticated manner. Letting two sets of documents represent the two groups,
this could be done with contrastive models by computing pair-wise narrative similari-
ties instead of merely counting the amount of documents containing specific narratives.
However, a prerequisite for this kind of analysis is that one takes into account the under-
lying taxonomy the S-BERT model has been finetuned on, since this highly influences
similarity scores.

Applications belonging to task 3 is what initially sparked the idea to utilize con-
trastive models. Returning to the researcher example, high performance on this task
could allow for finding narrative clusters in a discourse, that could then be further an-
alyzed qualitatively. However, the models we have trained have not proven well-suited
to the task. We have not been able to show in a rigorous way, by evaluating on a
new dataset, that the models can find new clusters representing some true narrative
categories in the dataset. Therefore, none of the models can reliably be used for task 3.
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6.3 Datasets and narrative taxonomies — critique and future
directions

As discussed in section 3.1.1, much of the focus on both datasets used in this thesis is on
misinformative narratives. For CARDS, this is the intention. The creators of PolyNar-
rative, however, while being mostly interested in potentially manipulative narratives,
do not present their dataset as one for misinformation claims, but rather for narratives
in general. We therefore argue that the narrative taxonomy used in the PolyNarrative
dataset by no means is complete. As stated in section 3.1.1, many denialist or contrarian
narratives have been included; the narratives in the coarse categories 3, 4, 5, 6, 7 and 8
are all related to a conservative or right-populist discourse, messaging critique against
either climate change itself, our role in it, the way it affects us, the certainty of science
around it, or the legitimacy of the movements that have arisen in its wake. Not all
narratives are however denialist. Narrative 9: “amplifying climate fears”, includes both
denialist and recognizing narratives, but could overall be assigned the alarmist label,
meaning that it features misinformation. Narrative 10: “green policies are geopolitical
instruments”, includes critique of climate-related international relations and policies. Its
degree of misinformation is hard to tell without looking into many concrete examples,
but if misinformative, it is also not contrarian. Narrative 2: “criticism of institutions and
authorities” is also not necessarily misinformative, as such criticism could be legitimate.

Apart from these narratives, PolyNarrative does not feature any non-misinformative
narratives. The dichotomous discourse between green growth and degrowth is not re-
flected in the dataset. Overall, there are very few, if any, solution-oriented narratives
present in the taxonomy. Depending on the task, these narratives are important to
include in a dataset in order for models to be able to detect them. If the application
is to detect climate-denialist or otherwise misinformative claims, they are not needed.
However, in order to use the models to get an overview over the political landscape
within a corpus, leaving them out would give a very incomplete picture. Tasks such as
tracking the prevalence of narratives over time or across domains would benefit a lot
from a model that has learned to identify also the common discourses, as described in
section 2.1.1.

An additional issue with PolyNarrative is the lack of paragraph-level labels. While
annotations were made on this level, the corresponding labels have not been publicly
released.

6.3.1 Future datasets and taxonomies

As a future step towards more complete datasets, we see the need to create new datasets
with taxonomies consisting of a wider range of narratives, from different parts of the
political spectrum, including both misinformative and non-misinformative ones. Such
datasets would most suitably be multi-label, since many texts communicate more than
one sub-narrative, but labels would be assigned on the paragraph level as well, to facili-
tate model training.
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Another future direction consists of finding adequate ways to additionally make use
of the already existing datasets by combining them with each other or with new datasets.
Since CARDS and PolyNarrative have partly overlapping categories, a mapping can at
least be made for a subset of the datasets, allowing for simultaneous training on both
datasets. The real drawback for this method is that paragraph-level labels are not
publicly available for PolyNarrative, but annotation has been made on this level as well.
Given the paragraph-level labels, merging would be possible.
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7 Conclusion

This thesis has investigated how the contrastive learning framework can be used for
partly unsupervised climate change narrative classification, and compared the result of
models using this framework to classifiers, both in terms of performance on their own
dataset and task as well as cross-dataset performance. For the classifiers, the multiclass
models can be trained to get high scores on their own dataset, while the multi-label
models get scores in line with or higher than previous results, albeit lower than their
multiclass counterparts. For cross-task generalization, they both perform poorly, as
expected.

The contrastive models we have tried can achieve high scores on the taxonomy they
have been trained on, on par with the highest performing classifiers. Their represen-
tations can also be clustered using different thresholds to yield accurate predictions at
different label granularities. Simultaneously, they fall short on cross-dataset general-
ization, at least for the datasets trained and evaluated on. While it is hard to fully
explain this, it is likely that models learning to differentiate between certain kinds of
narratives do not easily generalize to completely unseen narratives. However, the low
performance can additionally partly be derived from the difficulty of training on the
multi-label dataset in general, as well as the fact that taxonomies differ even in terms
of hierarchy on the same categories. Furthermore, the chosen evaluation metric gives
unproportionally high scores to bad predictions, making it more difficult to make sense
of the results.

In terms of down-stream usage, the contrastive models are useful both for 1) classi-
fying documents into narratives, at least for documents within a domain similar to that
the model has been trained on and 2) providing a measurement of narrative similarity
between documents, something that could potentially be useful for comparing narratives
across time or between groups of people or domains. The multiclass classifiers trained
on CARDS are useful for the first task only. While the multi-label classifiers trained
on PolyNarrative also achieve higher scores than zero-shot prompted LLMs, their scores
are lower, which makes them less practically usable.

7.1 Answers to the research questions

(RQ1): Classifiers can be effectively developed using a BERT-based encoder model along
with a classification head for both the multiclass and multi-label task, getting
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scores in line with or above previous results, even those relying on much bigger
decoder-only models.

(RQ2): Models trained in a contrastive manner, using the Sentence-BERT architecture
and a hierarchical contrastive loss, prove effective for the multiclass narrative clas-
sification task, when paired with an appropriate clustering algorithm. They get
high results on fine-grained data when using the default margin as threshold, and
the hierarchical models additionally get high results with respect to the coarse
labels when choosing a different threshold.

(RQ3): (a) We have seen that some of the contrastive models, namely the hierarchical
ones, are able to achieve just as good results as the best classifiers, in terms
of ARI scores.

(b) Neither the classifier models nor the contrastive models perform well when
evaluated on a different dataset. The representations learned by the con-
trastive models are not suitable enough for the PolyNarrative taxonomy, sug-
gesting that using the contrastive learning framework in the way we have used
it is not sufficient for getting high cross-dataset performance.

7.2 Future work

Some experiments were begun but not finished within the timeframe of this project,
and as future work, we would resume these. The most promising experiment uses the
narrative descriptions themselves as examples for a contrastive model, allowing the model
to learn to put texts and their corresponding narrative descriptions close to each other
in the embedding space. In this way, a contrastive model could be trained also on
a multi-label dataset, constructing one document-label description example for every
original label of a text. Document-label training could additionally be combined with
the current document-document training.

Another improvement to make to the contrastive models is to find hard negatives for
more useful training examples. Currently, the negatives are formed by random combi-
nations of examples, which is likely not optimal.

If this project would have spanned a greater period of time, efforts would also have
been put in to create a new dataset that comes to terms with the problems highlighted
in section 6.3. While capturing mainstream and alternative solution-oriented narratives
would be a challenge, it is still something worth pursuing.

On the evaluation side, it would be useful to test other multi-label clustering eval-
uation metrics, that unlike BCubed would give low scores to bad clusterings, and that
would be able to identify mappings between predicted and ground truth clusters, instead
of relying on counting labels for each example. Both Rosales-Méndez and Ramirez-
Cruz (2013) and Heusden, Kamps, and Marx (2022) have provided further extensions
of BCubed, solving some of the problems, and a synthesis of them could possibly work
well.
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7.3 Ethical considerations

Training and evaluating large models consumes a lot of energy due to the need for GPUs
with high power consumption, which may ironically pose an environmental problem.
While the exact amount of energy the model consumed is difficult to estimate, already
pretrained models have been used, and for most models, the finetuning stage was an
hour or less per configuration. When training the models, consideration was put into
the choice of GPU, choosing the smallest one sufficient for the current task. A single
T4 GPU with 16 GB of VRAM was used for the contrastive models and the classifiers
trained on CARDS. The PolyNarrative classifiers needed more VRAM to do a forward
pass due to the necessarily larger batch size, motivating the choice of A40, having 48
GB. This GPU was also used to evaluate Llama-3.1.

After careful consideration, concerning other aspects than the environmental one, we
have not identified any ethical complications.
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Appendices

A Prompts

The following prompts were used as input to the chat models.

Multiclass prompt

System message: You are an experienced analyst labeling articles with labels specific
to Climate Change.

Labels: {tazonomy}

You will apply a label to a paragraph if it presents at any point a narrative that is given
in the above list.

Answer strictly only with the id of the subnarrative (for example ’5.a’°) present in the
article, and not anything else. If you find no narrative, just output 'Other’. Strip down
the markdown artifacts.

Do not output anything from the text.

User message: What is the narrative and subnarrative in the following text? {tezt}’

Multi-label prompt

System message: You are an experienced analyst labeling articles with labels specific
to Climate Change.

Labels: {tazonomy}

You will apply a label to an article if it presents at any point a narrative that is given in
the above list. There might be multiple narratives and subnarratives in the same article.
Answer strictly only with a list of the ids of the subnarratives present in the article,
separated by semi-colons (for example ’5.a;1.b;1.c’) and not anything else. If you find
no narrative, just output 'Other’. If you find a subnarrative other than those listed, which
still belongs to one of the given narratives, output the narrative id followed by ’.Other’.
Strip down the markdown artifacts.

Do not output anything from the text.
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User message: What is the narrative(s) and subnarrative(s) in the following text?
{text}’
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Software and frameworks

The dataset handling as well as training and evaluation of models and visualization of
model results were implemented in python, along with these libraries and repositories:

pandas and datasets for dataset handling,
spaCy for tokenizing during the explorative data analysis,
torch and numpy for matrix and tensor computations,

transformers, for loading and finetuning the RoBERTa classifiers, as well as using
Llama 3.1 for inference,

sentence-transformers, for loading and finetuning the S-BERT models,
langchain, for getting inferences from DeepSeek,

pydantic, for structured output in above inferences,

scikit-learn, for agglomerative clustering and model evaluation,
bcubed, for BCubed evaluation,

PossibilisticCMeans', for possibilistic c-means clustering, and

matplotlib, for visualizations.

The code needed to replicate the experiments has been made available at https://
github.com/ErikKjellberg/mlt-thesis.

!Not on PyPI, but available at https://github.com/holtskinner/PossibilisticCMeans.
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