
LLM-Assisted TARA Review

Automating Verification and Quality Assurance in Automotive
Cybersecurity Engineering

Masters in software Engineering and Management

Master’s Thesis in Computer science and engineering

Nisha Sridhar
Neeraja Kurmam

Department of Computer Science and Engineering
CHALMERS UNIVERSITY OF TECHNOLOGY
UNIVERSITY OF GOTHENBURG
Gothenburg, Sweden 2026





Master’s Thesis 2026

LLM-Assisted TARA Review

Automating Verification and Quality Assurance in Automotive
Cybersecurity Engineering

Nisha Sridhar,Neeraja Kurmam

Department of Computer Science and Engineering
Chalmers University of Technology

University of Gothenburg
Gothenburg, Sweden 2026



Automating Verification and Quality Assurance in Automotive Cybersecurity Engi-
neering

© Neeraja Kurmam, Nisha Sridhar, 2026.

Supervisor: Björn Praestegaard Larsen, Department of Computer Science and En-
gineering
Examiner: Morten Fjeld, Department of Computer Science and Engineering

Master’s Thesis 2026
Department of Computer Science and Engineering
Chalmers University of Technology and University of Gothenburg
SE-412 96 Gothenburg
Telephone +46 31 772 1000

Typeset in LATEX
Gothenburg, Sweden 2026

iii



Abstract

Context: Threat Analysis and Risk Assessment (TARA) is a central activity in
automotive cybersecurity engineering. TARA artefacts are used to document cy-
bersecurity risks, threat scenarios, risk treatment decisions, cybersecurity goals, and
supporting evidence for compliance-oriented engineering activities. In industrial en-
vironments, these artefacts are often updated iteratively as system designs evolve
and therefore require repeated review to ensure completeness, consistency, traceabil-
ity, and documentation quality.

Problem: Reviewing completed TARA artefacts is a time-consuming and expert-
intensive task. Manual sanity checking requires cybersecurity engineers to inspect
structured artefacts, verify relationships between elements, identify missing or in-
consistent information, and assess whether the documentation is suitable for further
engineering and compliance activities. This becomes challenging in large-scale de-
velopment environments where expert availability is limited and TARA information
may be distributed across multiple teams. At the same time, fully relying on Large
Language Models (LLMs) for review decisions introduces risks related to hallucina-
tion, inconsistent outputs, and limited auditability.

Method: This thesis follows a Design Science Research approach and presents a
hybrid LLM-assisted TARA review prototype. The prototype processes structured
XSAM/XML artefacts and combines deterministic checklist-based validation with
an AI/RAG-based explanation layer. The deterministic component performs re-
peatable rule-based checks for machine-checkable aspects such as completeness and
traceability. The AI/RAG component uses retrieved domain knowledge, parsed
XML evidence, and deterministic findings to support semantic review tasks, in-
cluding consistency-oriented observations, compliance-oriented explanation, and re-
viewer support. The system was evaluated through an iterative expert-driven pro-
cess using representative XSAM/TARA artefacts and predefined sanity-check rules.

Result: The evaluation indicates that the hybrid approach can support TARA
sanity checking by producing structured review reports, improving consistency of
rule-based validation, and providing grounded explanations for expert reviewers.
Across refinement stages, agreement with expert assessment increased from 51.9%
to 74.1%, while verdict accuracy improved from 70.4% to 88.9%. The results show
that deterministic validation is suitable for repeatable structural checks, while the
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LLM/RAG layer is useful for explanation and interpretation. However, the study
also shows that expert judgement remains necessary, especially for review criteria
requiring project-specific context, architectural information, or evidence not repre-
sented in the analysed artefacts. Overall, the thesis demonstrates the feasibility
of using a hybrid deterministic and LLM-assisted approach as a decision-support
mechanism for reviewing completed TARA artefacts in automotive cybersecurity
engineering.

Keywords: Automotive cybersecurity, Threat Analysis and Risk Assessment (TARA),
XSAM (XML Security Assessment Methodology), Large Language Models (LLM),
Retrieval-Augmented Generation (RAG), sanity check, ISO/SAE 21434, Design Sci-
ence Research (DSR), Prompting strategy.
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1
Introduction

Modern road vehicles are increasingly de�ned by software and connectivity. Vehicle
systems now integrate electronic control units, internal networks, cloud services,
mobile applications, and over-the-air update mechanisms. While these technologies
enable new functionality and faster feature delivery, they also increase the potential
attack surface and expose vehicles to evolving cybersecurity threats.

To manage these risks, automotive organisations follow structured cybersecurity en-
gineering processes supported by standards and regulations such as ISO/SAE 21434
and UNECE R155/R156. A central activity in this context is Threat Analysis and
Risk Assessment (TARA), which is used to identify cybersecurity risks, analyse
threat scenarios, evaluate potential impact, and determine appropriate risk treat-
ment decisions. The outputs of TARA are documented as artefacts that support
design decisions, compliance activities, and later engineering work.

In large-scale development environments, TARA artefacts are updated repeatedly as
systems evolve. Ensuring that these artefacts remain complete, consistent, traceable,
and suitable for review is therefore challenging. In practice, quality assurance of
TARA artefacts often depends on manual expert review. Such review can be time-
consuming, di�cult to scale, and sensitive to di�erences in reviewer experience and
interpretation.

Recent advances in arti�cial intelligence, particularly Large Language Models (LLMs),
have shown potential for supporting documentation-intensive engineering tasks.
However, LLMs also introduce risks such as hallucinated outputs, weak traceability,
and inconsistent reasoning. This makes it important to investigate how LLMs can be
used in a controlled and auditable manner, especially in safety-critical engineering
contexts.

This thesis investigates how LLM-assisted review can support quality assurance of
completed TARA artefacts. Rather than replacing the TARA process or expert
judgement, the thesis focuses on sanity-check activities that help identify potential
issues such as missing information, inconsistent relationships, weak traceability, and
compliance-oriented documentation gaps.
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1.1 Background

1.1.1 Automotive Cybersecurity Engineering

Automotive cybersecurity engineering focuses on ensuring that vehicle systems re-
main resilient against cyber threats and that cybersecurity risks are reduced to an
acceptable level [22, 13, 20]. Modern vehicles are no longer isolated mechanical sys-
tems, but highly connected cyber-physical systems that integrate software, electronic
control units, communication networks, cloud services, and external interfaces. This
increasing connectivity enables advanced functionality such as over-the-air updates,
remote diagnostics, and vehicle-to-everything communication, but it also expands
the attack surface and introduces new security challenges [40, 7].

Because automotive systems are safety-critical, cybersecurity failures may have se-
rious operational and safety consequences. As a result, cybersecurity must be ad-
dressed systematically across the vehicle lifecycle, from concept and design to pro-
duction, operation, and maintenance [22, 13]. In practice, this requires structured
methods for identifying risks, specifying controls, and maintaining evidence that
cybersecurity activities have been performed appropriately.

1.1.2 ISO/SAE 21434 and Cybersecurity Risk Management

A key framework for automotive cybersecurity engineering is the ISO/SAE 21434
standard, which de�nes processes and expectations for managing cybersecurity risks
throughout the road-vehicle lifecycle [22, 13, 20]. The standard requires organiza-
tions to establish cybersecurity governance, identify relevant assets, assess risks,
de�ne cybersecurity goals, derive cybersecurity requirements, and maintain trace-
able evidence for assessment and audit purposes.

ISO/SAE 21434 emphasizes that cybersecurity engineering is not limited to technical
controls alone. It also requires structured documentation, lifecycle integration, and
the ability to justify decisions related to threat assessment, risk treatment, and
veri�cation. This documentation plays an important role in demonstrating that
cybersecurity has been addressed systematically and consistently [22, 12]. As a
consequence, engineering artefacts produced during cybersecurity activities must be
of su�cient quality to support downstream use in requirements engineering, design,
veri�cation, and compliance work.

1.1.3 Threat Analysis and Risk Assessment (TARA)

Threat Analysis and Risk Assessment (TARA) is a central activity in automotive
cybersecurity engineering and a core part of the ISO/SAE 21434 framework [22, 13,
20]. The purpose of TARA is to support the systematic identi�cation and assessment
of cybersecurity risks associated with a vehicle system, its components, interfaces,
and operational context. In practice, TARA helps engineers identify valuable assets,
de�ne relevant threat scenarios, assess the potential impact of successful attacks,
estimate attack feasibility, and determine appropriate risk treatment decisions [22,
2, 45].
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TARA provides a structured way of reasoning about how cybersecurity threats may
a�ect a system and what actions are needed to reduce the resulting risks to an
acceptable level. The process typically begins with an understanding of the item
under analysis, including its boundaries, interfaces, assumptions, and operating en-
vironment. Based on this context, engineers identify assets that require protection,
analyse how those assets may be threatened, and evaluate the consequences if a
threat scenario were realized. The outcome of this analysis supports the de�nition
of cybersecurity risks, risk treatment decisions, cybersecurity goals, and supporting
claims or rationales that can be carried forward into later engineering activities.
Detailed cybersecurity requirements, for example at the system or component level,
are derived later as part of downstream cybersecurity engineering activities rather
than as direct outputs of the TARA activity itself. [22, 13, 26].

In industrial practice, TARA is not a one-time activity but an iterative process
that evolves together with system development. As architectural decisions change,
new interfaces are introduced, or assumptions are revised, the TARA may need
to be updated accordingly. This iterative character makes TARA highly relevant
across the broader engineering lifecycle, including requirements engineering, design,
veri�cation and validation, and compliance-related activities [22, 16, 28]. Because of
this, the quality of TARA outputs has a direct in�uence on downstream engineering
work.

Figure 1.1: Threat Analysis and Risk Assessment work�ow.
Source: Authors' own illustration from industry information and created using AI
tool

1.1.4 TARA Artefacts

In this thesis, TARA artefacts refer to the documented work products produced
during or after a TARA activity. These artefacts typically include the item de�ni-
tion, asset descriptions, damage scenarios, threat scenarios, feasibility and impact
ratings, risk values, risk treatment decisions, cybersecurity goals, supporting claims
or rationales, and traceability links between threats, risks, goals, claims, and mit-
igation measures [22, 13, 33]. Depending on the engineering environment, such
artefacts may also include assumptions, review evidence, and structured links to
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related engineering work products.

Detailed cybersecurity requirements, for example at system, function, or compo-
nent level, are treated in this thesis as downstream artefacts derived from TARA
results rather than as direct outputs of the TARA activity itself. This distinction is
important because TARA results such as risks, risk treatment decisions, cybersecu-
rity goals, and supporting claims can provide input to later cybersecurity concept
development and requirements engineering activities.

These artefacts are not only used during the TARA process itself, but are also reused
across other activities such as cybersecurity concept development, requirements en-
gineering, architectural design, veri�cation planning, testing, and compliance prepa-
ration [22, 26, 28]. Their quality therefore a�ects more than cybersecurity analysis
alone; it also in�uences how e�ectively cybersecurity knowledge can be reused and
maintained throughout the development process.

In industrial settings, TARA artefacts are often maintained in structured or semi-
structured formats, for example within specialized cybersecurity tools or exported as
XML-based documents. This structured nature makes them suitable for automated
processing but also means that relationships among artefact elements, such as links
among assets, threats, risks, goals, claims, and mitigations, must be preserved for
downstream review and analysis to remain meaningful [22, 41, 1].

1.1.5 Challenges in Reviewing TARA Artefacts

Although TARA is a structured process, maintaining high-quality TARA artefacts
in practice remains di�cult. Automotive development environments are character-
ized by evolving architectures, iterative design changes, and increasing system com-
plexity. As a result, TARA documentation may become incomplete, inconsistent,
outdated, or insu�ciently traceable if it is not reviewed carefully [22, 4, 33].

Typical review problems include missing assets or incomplete threat coverage, con-
tradictions between descriptions and ratings, absent links between threats and risk
treatments, and insu�cient rationale for key decisions. These issues reduce con�-
dence in the documented analysis and can create di�culties for downstream engi-
neering activities, especially when artefacts are reused for requirement re�nement,
audit preparation, or veri�cation planning. Manual review by experienced engineers
is commonly used to detect such issues, but this review can be time-consuming,
di�cult to scale, and dependent on limited expert availability [5, 19].

Traceability is particularly important in this context. Engineers and assessors need
to understand how speci�c threats relate to assets, risks, goals, requirements, and
controls. When these links are missing or unclear, both technical reasoning and
compliance-oriented review become more di�cult [1, 10]. This motivates the need
for review support mechanisms that can help identify documentation weaknesses in
a more repeatable and systematic way.
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1.1.6 Automation and AI Support in Automotive Cyberse-
curity

Several research e�orts have explored automation support for TARA-related activ-
ities in automotive cybersecurity. These include structured risk assessment frame-
works, automated threat surface analysis, attack tree generation, and methods for
integrating cybersecurity artefacts with downstream veri�cation or testing activities
[45, 48, 9, 28]. More recent work has also begun to investigate how AI and LLM-
based techniques can support threat analysis, risk assessment, and requirements
engineering tasks in the automotive domain [35, 3, 36].

Such work suggests that AI can assist with tasks involving technical language, semi-
structured artefacts, and reasoning over relationships between di�erent engineering
concepts. However, many existing e�orts focus on generating artefacts, such as
attack trees, requirements, or threat assessments, rather than reviewing the quality
of already completed TARA documentation. This leaves a gap in understanding how
automation can support the veri�cation and quality assurance of TARA artefacts
once they have been produced.

1.1.7 Large Language Models for Review Support

Large Language Models are relevant in this context because TARA artefacts of-
ten contain a mix of structured and semi-structured information, including textual
threat descriptions, rationale �elds, tables, and linked artefact elements. LLMs may
be able to assist review tasks by interpreting technical language, detecting missing
links, identifying inconsistencies, summarizing �ndings, and transforming documen-
tation into structured outputs that are easier to inspect [35, 37, 32].

At the same time, the use of LLMs in engineering contexts raises important con-
cerns. LLM outputs can be �uent but incorrect, insu�ciently justi�ed, or inconsis-
tent across runs. Their use in high-stakes domains therefore requires careful task
design, explicit review boundaries, and mechanisms that support transparency and
auditability [14, 32]. Rather than treating the model as a replacement for expert
judgement, it is more appropriate to consider it as a decision-support mechanism
whose outputs must remain inspectable and challengeable by engineers.

1.1.8 Research Gap and Motivation

The literature shows growing interest in automotive cybersecurity automation, struc-
tured TARA methods, and AI-supported engineering analysis. However, less atten-
tion has been given to the speci�c problem of reviewing completed TARA artefacts
for quality issues such as incompleteness, inconsistency, weak traceability, and in-
su�cient compliance-oriented documentation. Yet this review step is important be-
cause TARA artefacts are reused across later engineering activities and often serve
as evidence in assessments and audits [22, 13, 33].

This thesis addresses that gap by focusing on AI/LLM-assisted review of completed
TARA artefacts. The work investigates which review tasks are suitable for automa-
tion, evaluates an automated reviewer against an expert baseline, and discusses
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how such an approach may be integrated into practical automotive cybersecurity
engineering work�ows. In this way, the thesis positions itself at the intersection of
automotive cybersecurity engineering, structured artefact review, and responsible
use of LLMs in engineering quality assurance.

1.2 Problem Statement

Threat Analysis and Risk Assessment (TARA) is a central activity in automotive cy-
bersecurity engineering and produces artefacts that support cybersecurity decision-
making and provide evidence for compliance-oriented engineering activities through-
out the vehicle lifecycle [22]. In industrial practice, completed TARA artefacts, such
as asset lists, damage scenarios, threat scenarios, risk ratings, risk treatment deci-
sions, cybersecurity goals, supporting claims or rationales, and traceability links, are
reused in later engineering activities, including cybersecurity concept development,
requirements engineering, architecture design, veri�cation planning, and audit or
assessment preparation [22, 23, 33]. Therefore, defects or weaknesses in completed
TARA documentation can propagate into downstream activities, reduce traceability,
and weaken con�dence in compliance readiness.

Although cybersecurity requirements may be derived from TARA results, they are
treated in this thesis as downstream artefacts rather than direct outputs of the
TARA activity itself. For example, cybersecurity goals, supporting claims, and risk
treatment decisions identi�ed during TARA may later be re�ned into cybersecurity
requirements at system, function, or component level. This distinction is important
because the focus of this thesis is on reviewing completed TARA artefacts and their
quality, rather than on reviewing the full downstream cybersecurity requirements
engineering process.

Despite structured processes, ensuring high quality in completed TARA artefacts
remains di�cult. Automotive systems evolve continuously, architectures change fre-
quently, and di�erent teams may interpret risk rating and documentation expecta-
tions di�erently. As a result, TARA artefacts often require a manual �sanity-check�
to con�rm completeness, internal consistency, traceability between relevant artefact
elements, and compliance-oriented documentation quality [22, 4]. However, manual
review is time-consuming, depends on limited expert capacity, and is challenging to
apply consistently at scale, especially in large-scale Agile environments with frequent
iterations [4]. Additionally, compliance-oriented perspectives, for example alignment
between ISO/SAE 21434 and ASPICE for Cybersecurity, emphasize structured evi-
dence and traceability, which can further increase the review e�ort when performed
manually [33].

While prior research proposes automation for parts of threat modelling and TARA-
related artefact generation, many approaches focus on creating artefacts, such as
threat modelling support, attack tree generation, or downstream test generation,
rather than verifying the quality of completed TARA artefacts as a repeatable review
process [3, 9, 48, 28]. Recent work also demonstrates the feasibility of LLM-based as-
sistance in TARA work�ows, yet systematic evaluation of an LLM-assisted reviewer
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for completed TARA artefacts validated against expert review and designed as a
sanity-check mechanism remains limited [36]. This creates a practical and research
gap: organizations lack a scalable, reproducible, and auditable approach to help
review completed TARA artefacts in modern automotive development work�ows.

1.3 Aim and Objectives

The aim of this thesis is to investigate how AI, speci�cally Large Language Models
(LLMs), can support the review and quality assurance of completed TARA artefacts
in automotive cybersecurity engineering, and to design and evaluate an LLM-assisted
�sanity-check� approach that identi�es potential issues related to completeness, con-
sistency, traceability, and compliance-oriented documentation quality in a controlled
and auditable manner [22, 4, 33].

To achieve this aim, the thesis pursues the following objectives.

First, it de�nes the scope of TARA artefacts and review tasks, focusing on the
reviewable work products expected in ISO/SAE 21434-aligned cybersecurity engi-
neering. These include the item de�nition, asset lists, damage scenarios, threat sce-
narios, risk ratings, risk treatment decisions, cybersecurity goals, supporting claims
or rationales, and traceability links [22]. Detailed cybersecurity requirements are
treated as downstream artefacts that may be derived from TARA results, rather
than as direct outputs of the TARA activity itself.

Second, it conducts a systematic review of the PRISMA-based literature to synthe-
size existing research on TARA practices, traceability and compliance evidence, and
automation/LLM support relevant for reviewing cybersecurity engineering artefacts
[38].

Third, it designs an LLM-assisted review mechanism that produces structured and
actionable �ndings, such as missing elements, inconsistencies, weak traceability, or
documentation gaps, and that can be used as decision support for engineers [36].

Fourth, the thesis establishes an expert-informed baseline by collecting review results
from experienced reviewers and representing these �ndings in a structured form
suitable for comparison.

Fifth, it evaluates the LLM-assisted reviewer against the expert-informed baseline
using appropriate quantitative and qualitative measures, such as agreement with
expert �ndings, rule-level accuracy, faithfulness of generated explanations, and in-
dicators of practical usefulness.

Finally, the thesis analyses limitations and failure modes and discusses how the
approach could be integrated into practical automotive engineering work�ows, in-
cluding large-scale Agile contexts, continuous delivery and monitoring practices, and
compliance-driven documentation activities [4, 33].
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1.4 Research Questions

ˆ RQ1:Which TARA review tasks (completeness, consistency, traceability, com-
pliance) can be supported by LLMs or automation?

ˆ RQ2:How does an LLM-based reviewer compare with expert review in accu-
racy/agreement and e�ort?

ˆ RQ3:How can an LLM reviewer be integrated into engineering work�ows (Ag-
ile/DevSecOps/CI/CD) and compliance activities?

1.5 Scope and Delimitations

The scope of this thesis is limited to the review and quality assurance of completed
TARA-related XML artefacts. The work does not aim to perform the complete
Threat Analysis and Risk Assessment process from the beginning, such as identify-
ing all possible threats, calculating full risk values, or deriving cybersecurity goals
from scratch. Instead, the thesis focuses on the later review phase, where already
produced TARA artefacts are checked for completeness, consistency, traceability,
and compliance-oriented documentation quality.

This scope is intentional and re�ects the research problem addressed in the thesis. In
industrial practice, completed TARA artefacts are reused in cybersecurity concept
development, requirements engineering, architecture design, veri�cation planning,
and compliance preparation. Weaknesses in these artefacts may therefore a�ect
downstream engineering activities. By focusing on review support, the thesis in-
vestigates how sanity-checking can make the assessment of existing TARA artefacts
more systematic, repeatable, and transparent.

The proposed prototype is positioned as a review-support mechanism rather than a
replacement for expert judgement. It assists engineers by identifying potential doc-
umentation gaps, inconsistencies, weak traceability links, and checklist-based issues.
The evaluation focuses on feasibility, usefulness, transparency, and expert alignment
rather than full industrial deployment or complete ISO/SAE 21434 compliance as-
sessment.

The thesis is also delimited by the available evaluation material. Due to con�den-
tiality restrictions, the evaluation is based on representative XSAM/TARA artefacts
rather than complete original industrial artefacts. As a result, the �ndings should
be interpreted as evidence of feasibility and review-support potential rather than
proof of general performance across all industrial TARA contexts.

1.6 Contributions

This thesis contributes to the area of AI-assisted cybersecurity engineering by inves-
tigating how Large Language Models (LLMs) can support the review of completed
Threat Analysis and Risk Assessment (TARA) artefacts while maintaining trans-
parency, traceability, and reviewer control.
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The main contributions of this work are as follows:

1. A hybrid review framework for TARA artefacts.

The thesis proposes a framework that combines deterministic validation with
LLM-assisted reasoning. Deterministic checks are used for repeatable valida-
tion tasks such as completeness and traceability veri�cation, while the LLM is
used to explain �ndings and support reviewer understanding. This approach
allows AI to assist the review process without being solely responsible for
review decisions.

2. A structured approach for di�erent review activities.

The work distinguishes between review tasks that can be validated through
prede�ned rules, tasks that require semantic interpretation, and tasks that
still depend on expert judgement. This provides a practical view of where
automation can be applied and where human expertise remains necessary.

3. An evidence-grounded review process.

The proposed framework combines information extracted from XSAM/XML
artefacts, deterministic �ndings, and retrieved domain knowledge to support
review reasoning. By linking generated explanations to available evidence, the
approach aims to improve transparency and reduce unsupported conclusions.

4. An empirical evaluation of AI-assisted TARA review.

The thesis evaluates the proposed framework through iterative re�nement and
expert-guided assessment. The evaluation investigates how the framework sup-
ports completeness, consistency, traceability, and compliance-oriented review
activities within the context of automotive cybersecurity engineering.

Together, these contributions demonstrate how AI can be integrated into TARA
review activities in a controlled and explainable manner while preserving the impor-
tance of human oversight in safety-critical engineering environments.

1.7 Thesis Outline

The remainder of this thesis is structured as follows.

Chapter 2 presents the systematic literature review. It describes the PRISMA-
based review process, including the search strategy, eligibility criteria, study selec-
tion process, data extraction, and thematic synthesis. The chapter also identi�es
the research gap related to the review and quality assurance of completed TARA
artefacts.

Chapter 3 describes the research design and methods. It explains the Design Science
Research approach adopted in the thesis, the industrial research context, the sys-
tem work�ow, the evaluation design, the evaluation metrics, validity and reliability
considerations, and ethical considerations.

Chapter 4 presents the design and implementation of the AI-assisted TARA re-
viewer. It explains the design goals, system architecture, execution work�ow, review-
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task and rule design, knowledge grounding strategy, prompting strategy, implemen-
tation technologies, and structured output format.

Chapter 5 presents the evaluation and results. It describes the evaluation setup, arte-
facts, expert validation process, initial prototype behaviour, iterative re�nements,
representative review results, and quantitative �ndings related to accuracy, expert
agreement, and explanation faithfulness.

Chapter 6 discusses work�ow integration and practical implications. It considers
how the proposed TARA sanity-checking prototype could support ISO/SAE 21434
lifecycle activities, Agile and DevSecOps work�ows, continuous integration, con-
tinuous delivery, monitoring practices, traceability to engineering tools, adoption
considerations, and risk mitigation.

Chapter 7 discusses the �ndings of the thesis. It interprets the evaluation results,
relates them to the research questions, discusses implications for TARA review work-
�ows and existing research, and re�ects on threats to validity, limitations, and future
work.

Chapter 8 concludes the thesis by summarizing the main �ndings and contributions.
It highlights the feasibility of combining deterministic validation with LLM/RAG-
based explanation for TARA sanity checking and outlines the role of the proposed
prototype as a review-support mechanism rather than a replacement for expert
judgement.
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Systematic Literature Review

This chapter presents the systematic literature review conducted to position the the-
sis within existing research on TARA, automotive cybersecurity, artefact quality as-
surance, traceability, compliance alignment, and automation-supported review. The
chapter �rst explains the PRISMA-based review method, including search strategy,
eligibility criteria, study selection, and data extraction. It then presents the selected
studies through a thematic synthesis and identi�es the research gap addressed by
this thesis.

2.1 Review Objective

This chapter presents a systematic review of the literature conducted to critically
examine existing research on the review and quality assurance of Threat Analysis
and Risk Assessment (TARA) artifacts in automotive cybersecurity. The primary
objective of this review is not only to identify existing approaches, but also to
evaluate their e�ectiveness in addressing key quality aspects, including completeness,
consistency, traceability, and compliance.

We speci�cally focus on completed TARA artefacts, as these represent the �nal
outputs used in decision-making within cybersecurity engineering processes. While
analysing the literature, we observed that a large portion of existing work emphasizes
the generation and structuring of TARA artefacts, whereas comparatively limited
attention is given to the systematic veri�cation of these artefacts after completion.
This indicates a potential imbalance between artefact creation and artefact valida-
tion in current research.

Furthermore, this review examines the extent to which automation techniques, in-
cluding Large Language Models (LLMs), have been applied to support review ac-
tivities. Our analysis reveals that although automation is widely used to improve
e�ciency and consistency in artifact generation, its application to support indepen-
dent reasoning-based validation of completed TARA artefacts remains limited.

The �ndings of this review provide a critical foundation for addressing the research
questions de�ned in Section 1.4 and for positioning the contribution of this thesis
within the current state of research. In addition, the review supports the indus-
trial case study conducted in collaboration with Volvo Trucks, where representative
XSAM/TARA artefacts based on industrial structure and review practices are anal-
ysed to assess the feasibility of LLM-assisted review mechanisms.
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2.2 Method (PRISMA)

This study adopts the PRISMA (Preferred Reporting Items for Systematic Reviews
and Meta-Analyses) guidelines to systematically identify, screen, and select rele-
vant research studies. By following this structured approach, we ensured that the
literature review process remained transparent, consistent, and reproducible. In ad-
dition, the use of PRISMA enabled us to apply clear selection criteria at each stage,
reducing potential bias and supporting the inclusion of high-quality and relevant
publications for the review.

2.2.1 Search Criteria

A systematic search was conducted across multiple scienti�c databases to identify
peer-reviewed studies relevant to TARA, cybersecurity requirements engineering,
traceability, automation, and LLM-based approaches within automotive cybersecu-
rity.

To ensure broad coverage and reduce the risk of missing relevant studies, the search
was performed using the following databases:

ˆ IEEE Xplore

ˆ Chalmers Library discovery service

ˆ Scopus

ˆ Elsevier ScienceDirect

ˆ SAE Mobilus / SAE publications

The databases used for the literature search are summarized in Table ??.

Database Focus Area
IEEE Xplore Engineering and technical research
Scopus Multidisciplinary indexing
ScienceDirect Applied and industrial research
SAE Mobilus Automotive standards and publications
Chalmers Library Aggregated academic sources

Table 2.1: Databases used for literature search

While most selected studies were recent, a small number of earlier works from 2014-
2019 were intentionally included because of their foundational relevance. These
studies introduced concepts related to automated quality assurance, requirements
analysis, traceability, and the use of TARA outputs in downstream engineering
activities.

Some studies from adjacent cyber-physical system domains were also encountered
during the search. These studies were screened only to check whether their �nd-
ings were transferable to automotive cybersecurity artefact review. They were not
included in the �nal review unless they had a clear connection to TARA artefacts,
traceability, compliance, veri�cation, or quality assurance of completed artefacts.
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Including these foundational and transferable studies helped capture the background
of artefact-level validation and supported the motivation for this thesis, which ex-
tends these ideas toward LLM-assisted review of completed TARA artefacts.

2.2.2 Search Strategy

The search strategy was developed to identify studies relevant to the review and
quality assurance of completed TARA artefacts in automotive cybersecurity. Since
the topic combines several research areas, the search was built around four main
keyword groups: TARA and threat modelling, the automotive domain, review and
veri�cation activities, and automation or AI-supported methods.

The same search logic was used across all selected databases. However, the exact syn-
tax was adjusted where necessary to match the search requirements of each database,
such as IEEE Xplore, Scopus, ScienceDirect, SAE Mobilus, and the Chalmers Li-
brary discovery service. This helped keep the search process consistent while still
allowing practical di�erences between database search interfaces.

The general search expression followed this structure:

(TARA OR "threat analysis� OR "risk assessment� OR "attack tree�OR "TARA
review� )
AND (automotive cybersecurity OR vehicle OR Functional level OR automa-
tion TARA steps)
AND (review OR validation OR veri�cation OR traceability OR compliance)
AND (LLM OR NLP OR RAG OR automation OR "arti�cial intelligence�)

Table 2.2 summarizes the main search dimensions and keywords used in the review.

Category Keywords

TARA concepts TARA, threat analysis, risk assessment, attack tree

Automotive domain automotive, vehicle, TARA Review, CAV

Review activities review, validation, veri�cation, traceability, compliance

Automation and AI LLM, NLP, RAG, automation, arti�cial intelligence

Table 2.2: Search dimensions and keywords

This search strategy provided broad coverage of studies related to automotive cy-
bersecurity, TARA, traceability, compliance, and AI-supported engineering. During
screening, many retrieved studies were found to focus mainly on generating TARA
artefacts, threat models, attack trees, or requirements. Since the objective of this
thesis is to study the review and quality assurance of completed TARA artefacts,
additional �ltering was applied during the screening and eligibility stages to retain
studies that were clearly relevant to artefact review, validation, traceability, compli-
ance, or automation-supported quality assurance.

2.2.3 Eligibility Criteria

To ensure that only relevant and high-quality studies were included, clear inclusion
and exclusion criteria were de�ned before the screening process. These criteria were
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applied consistently during title, abstract, and full-text assessment.

Inclusion criteria were applied �rst to determine whether a candidate study was
relevant to the review objective. A study had to satisfy at least one inclusion
criterion to proceed further in the selection process. Exclusion criteria were then
applied to remove studies that were outside the de�ned scope, such as non-peer-
reviewed sources, unrelated AI studies, runtime-only security studies, or studies
without clear relevance to TARA artefacts, traceability, compliance, veri�cation, or
quality assurance.

A study was considered eligible only if it satis�ed at least one inclusion criterion and
did not meet any exclusion criterion. If a study did not clearly satisfy any inclusion
criterion, it was excluded even if it did not explicitly meet an exclusion criterion.
This rule ensured that every included study had a clear and traceable connection to
the review objective.

2.2.3.1 Inclusion Criteria

The �nal review included peer-reviewed journal articles and conference papers.
Studies were considered relevant if they focused on automotive cybersecurity en-
gineering or on closely related cyber-physical systems with clear transferability to
the automotive domain.

During the search process, some studies from adjacent domains were also encoun-
tered. These studies were screened to check whether their �ndings were transferable
to automotive cybersecurity artefact review. However, they were not included in
the �nal review unless they had a clear connection to TARA artefacts, traceability,
compliance, veri�cation, or quality assurance of completed artefacts.

In addition, selected studies were required to address at least one of the following
aspects:

ˆ Review, veri�cation, or quality assurance of completed TARA artefacts

ˆ Traceability between threats, risks, requirements, and controls

ˆ Compliance or alignment with standards such as ISO/SAE 21434 and UNECE
R155/R156

ˆ Automation approaches, including LLM- or NLP-based techniques, for sup-
porting review or veri�cation activities

During this stage, many studies were found to address automation or AI in general,
but only a limited number speci�cally focused on veri�cation or review of completed
cybersecurity artefacts.

2.2.3.2 Exclusion Criteria

Studies were excluded if they focused on non-automotive domains without clear
transferability to automotive cybersecurity. Non-peer-reviewed sources, such as
blogs, tutorials, and opinion-based content, were also excluded to maintain aca-
demic rigor.
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In addition, studies that addressed unrelated AI applications or focused only on
runtime security mechanisms without connection to TARA artefacts, traceability,
compliance, or veri�cation were not considered. Duplicate records, extended ab-
stracts, and incomplete versions of the same work were also reviewed, and only the
most complete version was retained for analysis.

The �nal inclusion and exclusion criteria used during screening and eligibility as-
sessment are summarized in Table 2.3.

Inclusion Criteria Exclusion Criteria

Peer-reviewed journal articles and con-
ference papers

Blogs, tutorials, opinion articles, and
other non-peer-reviewed sources

Studies related to automotive cyberse-
curity or cyber-physical systems with
clear transferability to automotive cy-
bersecurity

Studies from non-automotive domains
without clear transferability to auto-
motive cybersecurity

Studies addressing TARA, artefact re-
view, traceability, compliance, veri�ca-
tion, or quality assurance

Studies focused only on runtime secu-
rity without connection to TARA arte-
facts, traceability, compliance, or veri-
�cation

Studies discussing automation, AI,
LLM, NLP, or tool support for review,
veri�cation, or quality assurance

Studies addressing unrelated AI appli-
cations without relevance to TARA re-
view or artefact quality

Table 2.3: Inclusion and exclusion criteria

2.2.4 Study Selection Process

The study selection process followed the PRISMA framework and consisted of four
main phases: identi�cation, screening, eligibility assessment, and inclusion.

During the identi�cation phase, records retrieved from all selected databases were
combined into a single dataset, and duplicate entries were removed. In the screening
phase, titles and abstracts were reviewed to remove studies that were clearly outside
the scope of this research.

In the eligibility phase, the full texts of the remaining studies were assessed in detail
against the prede�ned inclusion and exclusion criteria. Reasons for exclusion were
documented to support transparency and reproducibility.

Finally, studies that satis�ed at least one inclusion criterion and did not meet any
exclusion criterion were included in the qualitative synthesis. During this process,
many initially relevant papers were excluded because they focused mainly on artefact
generation or general cybersecurity automation rather than artefact-level review and
validation.

2.2.5 Data Extraction

For each included study, relevant data were systematically extracted to support
comparative analysis and thematic synthesis. The extracted information included:
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ˆ Publication year and venue

ˆ Domain context, such as OTA, V2X, or CAV

ˆ Types of artefacts addressed, such as TARA outputs, attack trees, require-
ments, traceability links, controls, or tests

ˆ Type of review or quality assurance task, such as completeness, consistency,
traceability, or compliance

ˆ Automation approach, such as LLM, RAG, formal methods, or tool support

ˆ Evaluation approach and metrics, such as accuracy, expert agreement, or e�ort
reduction

ˆ Key �ndings, limitations, and identi�ed research gaps

During data extraction, many studies were found to report improvements in process
e�ciency or artefact generation. However, only a limited number provided detailed
evaluation of completed artefact quality or comparison with expert assessments.

2.2.6 Synthesis Approach

A qualitative thematic synthesis was used to analyse the selected studies. Instead
of reviewing each paper individually, the literature was grouped based on common
research focus areas. This helped compare existing approaches and identify where
current research provides strong support and where limitations remain.

Four themes were identi�ed during the synthesis:

ˆ T1: Artefact-Level Quality Assurance � studies focusing on complete-
ness, consistency, correctness, and documentation quality of cybersecurity or
TARA artefacts.

ˆ T2: Traceability and Compliance Alignment � studies focusing on links
between threats, risks, requirements, controls, veri�cation evidence, and stan-
dards such as ISO/SAE 21434 and UNECE R155/R156.

ˆ T3: Automation and AI-Supported Review Mechanisms � studies
using automation, rule-based methods, NLP, LLMs, or related AI techniques
to support cybersecurity engineering or artefact processing.

ˆ T4: Evaluation and Work�ow Integration � studies discussing how pro-
posed approaches are evaluated and how they may be integrated into engi-
neering work�ows such as Agile, DevSecOps, CI/CD, or compliance-oriented
review processes.

All four themes were used to identify the research gap. T1 and T2 helped identify
what quality and traceability problems exist in TARA-related artefacts. T3 helped
identify how automation and AI have been applied so far. T4 helped assess whether
existing approaches have been empirically evaluated and integrated into practical
work�ows.

The relationship between the reviewed literature themes, the identi�ed research gap,
and the proposed research direction is illustrated in Figure 2.1.
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Figure 2.1: Thematic synthesis of the literature, identi�ed research gap, and
proposed research direction. Source: Authors' own illustration, created using
draw.io/Miro; wording and layout were language-polished with AI tool.
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As shown in Figure 2.1, the reviewed literature provides strong support for TARA
structuring, traceability, compliance alignment, and automation-assisted engineer-
ing. However, limited support was found for the systematic review and quality as-
surance of completed TARA artefacts using evidence-grounded and expert-evaluated
AI-assisted methods. This observation helped de�ne the research gap addressed in
this thesis.

2.3 Results

2.3.1 PRISMA Study Selection Summary

The study selection process followed the PRISMA framework. In total, 81 records
were identi�ed across the selected databases. After removing 30 duplicates, 51
records remained for further screening. Following relevance �ltering, title and ab-
stract screening, and full text eligibility assessment, 18 studies were included in the
�nal qualitative synthesis.

ˆ Records identi�ed: n = 81

ˆ Duplicates removed: n = 30

ˆ Records after duplicate removal: n = 51

ˆ Records excluded after initial �ltering: n = 21

ˆ Records screened by title and abstract: n = 30

ˆ Records excluded during screening: n = 11

ˆ Full-text articles assessed: n = 19

ˆ Full-text articles excluded: n = 1

ˆ Final included studies: n = 18

The complete study selection process is illustrated in Figure 2.2.

As shown in Figure 2.2, the review process reduced the initial set of 81 records to
18 �nal studies through duplicate removal, screening, and eligibility assessment.

2.3.2 Study Characteristics

The main characteristics of the selected studies are summarized in Table 2.4. The ta-
ble provides an overview of the dominant focus areas, automation trends, evaluation
approaches, and validation focus observed across the reviewed literature.

As shown in Table 2.4, most reviewed studies focus on supporting artefact generation
or process structuring. Fewer studies directly address the validation and quality
assurance of completed TARA artefacts, which supports the research gap addressed
in this thesis.
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Figure 2.2: PRISMA �ow diagram showing the study selection process for the
systematic literature review.
Source: created using miro board and polished using AI tool.
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Aspect Observation

Focus area Most studies focus on artefact generation and process sup-
port.

Automation AI, LLMs, and tool-supported methods are increasingly used.

Evaluation Evaluation is mostly qualitative or based on case demonstra-
tions.

Validation focus Limited focus is given to the review of completed TARA arte-
facts.

Table 2.4: Summary of study characteristics

2.3.3 Thematic Synthesis

2.3.3.1 T1: Artefact-Level Quality Assurance

Artefact-level quality assurance is one of the most relevant themes in the reviewed
literature. Several studies propose structured TARA frameworks to improve com-
pleteness, consistency, and methodological rigor during artefact creation [41, 42, 30].
These approaches de�ne systematic steps for deriving assets, threat scenarios, dam-
age scenarios, risk evaluations, and mitigation strategies. Some also introduce scor-
ing mechanisms or combine functional-level and component-level analysis to reduce
gaps in threat coverage [42, 30].

However, these studies mainly strengthen the process of creating TARA artefacts
rather than independently validating the quality of artefacts after completion. Com-
pleteness is often treated as the presence of required elements, while less attention is
given to whether the content is contextually correct, logically consistent, or mean-
ingful for downstream cybersecurity engineering.

Other studies focus on standardizing cybersecurity risk assessment across lifecy-
cle phases and improving alignment between safety and security processes [45, 2].
While these contributions improve procedural consistency, they still depend largely
on process adherence and expert judgement. They do not provide strong mecha-
nisms for checking whether the �nal artefacts are semantically valid or whether the
relationships between artefacts are su�ciently justi�ed.

Research from requirements engineering shows that automated techniques can detect
ambiguity, incompleteness, and missing regulatory information in textual artefacts
[18, 26]. This indicates that documentation-level quality checking is technically
feasible. However, these approaches are not directly designed for completed TARA
artefacts, where quality depends not only on text clarity but also on cybersecurity
reasoning, traceability, and risk relationships.

Overall, the literature shows good maturity in supporting structural completeness
and process consistency. At the same time, it provides limited support for semantic
validation of completed TARA artefacts. This means that existing approaches can
help ensure that artefacts are produced and structured, but they do not su�ciently
assess whether the �nal artefacts are correct, traceable, and meaningful. This �nding
supports Research Question 1 by showing that structural checks are well supported,
while content-level and reasoning-based validation remain open challenges.
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2.3.3.2 T2: Traceability and Compliance Alignment

Traceability and compliance alignment form another important theme in the re-
viewed literature. Several studies focus on creating structured links between TARA
outputs, cybersecurity requirements, controls, veri�cation activities, and regulatory
evidence [34, 16, 26]. These approaches are valuable because they help engineers
maintain consistency across artefacts and support later testing, auditing, and com-
pliance work.

We found that many studies treat traceability mainly as a structural problem. For
example, links are created between threats, requirements, controls, and tests using
mappings, goal models, or formal linkage mechanisms. Other studies extend this
idea by supporting cross-standard alignment, especially between ISO/SAE 21434
and ASPICE for Cybersecurity [34, 13]. This helps show coverage of required clauses
and provides documented evidence for compliance activities.

Some studies also explore dynamic traceability by integrating external threat intel-
ligence into TARA-related processes [17, 44]. This supports lifecycle updates and
helps keep threat models and risk assessments relevant over time. Related work
in safety-critical and requirements engineering also shows that structured links be-
tween goals, requirements, and implementation artefacts can support change impact
analysis and lifecycle consistency [1, 10].

However, we observed that traceability validation is still mostly focused on whether
a link exists, rather than whether the link is correct, meaningful, or su�ciently
justi�ed. Similarly, compliance checking is often treated as coverage checking, where
the presence of evidence is emphasized more than the quality of the evidence. This
means that an artefact may appear traceable or compliant, even if the underlying
relationships are weak or incomplete.

Overall, the literature provides strong support for structural traceability and compli-
ance alignment, but limited support for semantic validation of traceability links and
compliance evidence. This supports Research Question 1 by showing that deeper
reasoning about artefact relationships remains underexplored.

2.3.3.3 T3: Automation and AI-Supported Review Mechanisms

Automation and AI-supported mechanisms are increasingly discussed in the re-
viewed literature. Several studies automate TARA-related tasks such as threat
identi�cation, risk evaluation, artefact generation, and test derivation [41, 42, 29].
These approaches are useful because they reduce manual e�ort, improve repeatabil-
ity, and help ensure that artefacts are produced in a structured way.

We also found studies that apply LLMs and other AI techniques to related engi-
neering tasks such as security test generation, requirements drafting, and feedback
classi�cation [24, 35, 37]. These studies show that AI can support documentation-
heavy engineering work by transforming unstructured inputs into more structured
outputs. In parallel, work on AI lifecycle management and RAG validation high-
lights the need for monitoring, evaluation, and governance when AI systems are
deployed in industrial environments [14, 32].
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However, most of these approaches focus on generating, transforming, or classifying
artefacts rather than reviewing completed TARA artefacts. Automation can help
produce artefacts e�ciently, but it does not automatically ensure that the �nal
artefacts are correct, complete, consistent, or meaningful in a cybersecurity context.

We therefore observed a clear limitation: very few studies examine whether AI sys-
tems can support reasoning-based review of completed TARA artefacts. In particu-
lar, the use of LLMs to assess completeness, consistency, traceability, and compliance
adequacy remains limited. This supports Research Questions 1 and 2 by showing
that current automation mainly supports artefact creation and process enforcement,
while expert-aligned artefact validation remains an open research area.

2.3.3.4 T4: Evaluation and Work�ow Integration

Evaluation and work�ow integration were identi�ed as less mature areas in the re-
viewed literature. Several studies report validation through case studies, examples,
or compliance demonstrations [42, 15, 30]. These evaluations often show improve-
ments in process consistency, artefact coverage, or manual e�ort reduction. However,
they are mostly qualitative and do not provide strong benchmarking against expert
reviewers.

AI-focused studies provide more measurable evaluation results, such as classi�ca-
tion accuracy, matching accuracy, or processing performance [24, 37, 35]. While
these metrics are useful, they are usually applied to tasks such as test generation,
requirements analysis, or classi�cation. They do not directly evaluate the review
of completed TARA artefacts, and they rarely compare AI-generated outputs with
expert cybersecurity judgement.

Research on AI lifecycle management and validation highlights the importance of
reliability, monitoring, and governance for AI-based systems [14, 32]. Other studies
discuss traceability and lifecycle integration of cybersecurity artefacts into develop-
ment processes [34, 1]. DevOps-oriented research also explores how AI components
can be integrated into CI/CD pipelines [37, 14].

Despite these contributions, we found limited evidence of automated semantic review
being integrated into continuous cybersecurity engineering work�ows. We also found
a lack of empirical comparison between automated TARA review outputs and expert
assessments. Metrics such as expert agreement, rule-level accuracy, faithfulness
of explanations, and e�ort reduction are not commonly reported in the reviewed
studies.

Overall, the literature shows progress in work�ow integration and AI-supported engi-
neering, but rigorous evaluation of LLM-based TARA review remains limited. This
supports the research gap addressed in this thesis, especially the need to evaluate
whether an LLM-assisted review approach can produce useful, evidence-grounded,
and expert-aligned �ndings for completed TARA artefacts.
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2.3.4 Research Gap

From the reviewed literature, we found that signi�cant progress has been made in
supporting di�erent stages of the TARA process. Existing studies provide structured
frameworks and modelling approaches for identifying assets, threat scenarios, risk
values, and mitigation strategies. Other studies focus on traceability and compli-
ance by linking cybersecurity artefacts to requirements, veri�cation activities, and
standards such as ISO/SAE 21434 [22] and UNECE R155. Automation and AI-
based methods are also increasingly used to support threat modelling, requirements
analysis, and test generation.

However,the main limitation is that most existing approaches focus on generating,
structuring, or linking TARA artefacts rather than reviewing the quality of com-
pleted artefacts.In practice, completed TARA outputs still need to be manually
checked for completeness, consistency, traceability,and compliance adequacy.This
review activity depends strongly on expert judgement and can be di�cult to scale
in industrial engineering environments.

We also found limited evidence on the use of Large Language Models for seman-
tic review of completed TARA artefacts.Although LLMs have shown potential for
analysing complex textual and structured information,few studies evaluate whether
LLM-based systems can support artefact validation or how their outputs compare
with expert assessments.

Therefore,this thesis identi�es a research gap in automated and reasoning-based re-
view support for completed TARA artefacts.The thesis addresses this gap by propos-
ing an LLM-assisted review approach that evaluates TARA artefacts with respect
to completeness, consistency, traceability, and compliance-oriented quality.The pro-
posed approach is further assessed by comparing its outputs with expert evaluations
in an industrial automotive cybersecurity context.
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Research Design and Methods

This chapter explains the research design and methods used in this thesis. It
�rst presents the overall research approach and justi�es the use of Design Sci-
ence Research. It then describes the industrial research context, the proposed
LLM assisted TARA review work�ow,and the evaluation design used to assess the
prototype.The chapter also discusses the evaluation metrics,reliability considera-
tions,limitations,and ethical aspects of the study.

3.1 Overall Research Approach

Design Science Research (DSR) was selected as the main research methodology
because the objective of this thesis is to design, implement, and evaluate an artefact
that addresses a practical engineering problem. DSR is suitable for studies where
knowledge is produced through the construction and evaluation of artefacts such as
methods, models, frameworks, or software systems [21, 46]. In this thesis, the aim is
not only to understand how TARA artefacts are reviewed, but also to develop and
evaluate a review-support prototype that can assist engineers in performing sanity
checks on completed XSAM/TARA artefacts.

The research process is aligned with the Design Science Research Methodology pro-
posed by Pe�ers et al. [39], which includes problem identi�cation, de�nition of solu-
tion objectives, design and development, demonstration, evaluation, and communi-
cation. The artefact developed in this thesis is a hybrid LLM-assisted TARA review
prototype. It combines deterministic checklist-based validation with an AI/RAG-
based explanation layer. The prototype is evaluated to assess whether it can sup-
port review tasks related to completeness, traceability, consistency, and compliance-
oriented documentation quality. Therefore, DSR was considered appropriate be-
cause it supports both practical system development and systematic evaluation of
the resulting artefact.

Other research methodologies were considered but were not selected as the main
approach. A purely observational case study could have described existing TARA
review practices in an industrial context, but it would not have supported the design
and evaluation of a technical solution [43]. Similarly, an interview-based qualitative
study could have provided useful insights into expert opinions and review challenges,
but interviews alone would not be su�cient to evaluate the behaviour of an imple-
mented prototype.
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A controlled experiment was also not feasible because the study did not have access
to a large annotated dataset of real industrial TARA artefacts or multiple indepen-
dent expert reviewers. Such experiments require stable benchmark data, labelled
ground truth, and repeated measurements under controlled conditions [47]. Due to
con�dentiality restrictions and limited expert availability, this was outside the scope
of the thesis.

A survey-based methodology was not selected because the aim of the study is not
to measure general opinions across a large population. While a survey could have
provided broader views on TARA review challenges, it would not support the design,
implementation, and technical evaluation of an automated review-support prototype
[25]. Action research was also considered less suitable because it usually requires
active intervention in an organisational process over time [6]. In this thesis, direct
integration into the company's internal tools, repositories, or operational review
process was not possible due to con�dentiality and access restrictions.

For these reasons, DSR was selected as the most appropriate methodology. It al-
lows the thesis to address a real industrial problem through the construction of a
technical artefact, while also supporting systematic evaluation and re�ection on its
usefulness, limitations, and future integration potential. The evaluation follows a
mixed-methods strategy, combining quantitative rule-level metrics such as accuracy
and agreement with qualitative expert assessment of explanation quality, usefulness,
and evidence grounding.

3.2 Research Context and Setting

This research is conducted in the context of automotive cybersecurity engineering,
where managing cybersecurity risks has become an essential part of modern vehicle
development. Today's vehicles are highly connected cyber-physical systems that
integrate software, electronic control units, and communication networks. While
this connectivity enables advanced functionalities such as over-the-air updates and
vehicle-to-everything (V2X) communication, it also increases the potential attack
surface.

To address these risks, the automotive industry follows structured cybersecurity
processes de�ned in standards such as ISO/SAE 21434. A key activity within this
framework is Threat Analysis and Risk Assessment (TARA), which is used to iden-
tify assets, analyse threat scenarios, evaluate risks, and de�ne mitigation strategies.
The results of the TARA process are documented in structured artefacts that de-
scribe relationships between assets, threats, vulnerabilities, and risk levels.

In industrial practice, these TARA artefacts are reviewed by cybersecurity experts
using dedicated tools. The purpose of this review is to verify that the analysis
is complete, consistent, and aligned with cybersecurity guidelines. As part of this
process, experts perform a set of basic validation steps, often referred to as �sanity
checks.� These checks ensure that essential elements are present, that relationships
between artefacts are properly de�ned, and that the overall structure of the analysis
is logically consistent.
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However, from our observations in the industrial setting, this review process presents
several challenges. TARA artefacts are typically generated by multiple development
teams across di�erent system components, resulting in a continuous �ow of docu-
ments that require validation. At the same time, the number of available expert
reviewers is limited. This creates bottlenecks, where reviews are delayed and back-
logs accumulate.

In addition, manual sanity checks are time-consuming and rely heavily on indi-
vidual expertise, which may lead to inconsistencies across di�erent reviewers and
development iterations. As system complexity increases, maintaining a consistent
and repeatable review process becomes increasingly di�cult.

These challenges highlight the need for more e�cient and scalable approaches to
support TARA review activities. In this context, automated methods, particularly
those based on Large Language Models (LLMs), o�er the potential to assist experts
by performing initial sanity checks and identifying potential issues in cybersecu-
rity artefacts. The goal is not to replace expert judgement, but to support it by
improving e�ciency and consistency in the review process.

3.2.1 System Work�ow

The overall work�ow of the proposed LLM-assisted TARA review system is illus-
trated in Figure 3.1. The work�ow shows how a completed XSAM/TARA artefact is
processed through parsing, deterministic rule-based checks, LLM-assisted reasoning,
and report generation.

TARA Input
(XSAM / XML)

Parser
(Entity Extraction)

Rule Engine
(Completeness, Traceability)

LLM Reviewer
(Consistency, Compliance)

Knowledge Base
(RAG)

Final Report
(Issues + Evidence)

Figure 3.1: Work�ow of the proposed LLM-assisted TARA review system.
Source: created in LaTeX using TikZ.
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The purpose of the work�ow is to support cybersecurity engineers during sanity-
check activities by automating initial review tasks and helping identify potential
issues in completed TARA artefacts. The system is not intended to replace expert
judgement, but to provide a structured starting point for further expert review.

The work�ow follows a hybrid approach that combines deterministic veri�cation
with LLM-based reasoning. This separation allows the system to handle both well-
de�ned structural checks and more complex semantic review tasks.The sanity-check
activities are based on a prede�ned industrial TARA review checklist. In the proto-
type, this checklist is operationalised into review rules that can be evaluated using
deterministic checks, LLM-assisted reasoning, or manual expert review, depending
on the nature of each rule.

The process begins with TARA artefacts provided in structured formats such as
XSAM or XML. These artefacts contain information related to functions, compo-
nents, assets, damage scenarios, threat scenarios, attack steps, risk evaluations,
assumptions, and risk treatment decisions.

In the �rst stage, the artefacts are processed by a parser that extracts relevant
entities and relationships from the XML structure. The extracted information is
converted into an intermediate structured representation, implemented as JSON-like
data objects used internally by the prototype. This representation contains the main
TARA elements, their identi�ers, textual descriptions, references, and relationships,
such as links between damage scenarios, threat scenarios, attack steps, assets, and
risk treatment decisions. This step makes the original XSAM/XML artefact easier
for the rule engine and LLM component to analyse while preserving traceability to
the source artefact.

The extracted data is then evaluated using a deterministic rule engine. At this stage,
the system performs sanity checks related to completeness and traceability. These
checks focus on verifying the presence of required artefact elements and prede�ned
relationships. Since these conditions are explicitly de�ned, deterministic veri�cation
provides stable and repeatable behaviour.

The intermediate rule results and selected artefact evidence are then passed to a
Large Language Model for semantic analysis. In this stage, the system evaluates
aspects such as consistency, compliance-oriented documentation quality, and logical
relationships between artefact elements. These tasks require contextual interpreta-
tion and therefore bene�t from LLM-based reasoning.

To support the reasoning process, the system incorporates a Retrieval-Augmented
Generation (RAG) approach. Relevant information, including review rules, de�ni-
tions, and cybersecurity guidelines, is retrieved from a structured knowledge base
and supplied as context to the LLM. This helps ground the generated reasoning in
domain-speci�c information.

Finally, the outputs from the deterministic checks and LLM analysis are combined
into a structured review report. The report summarizes identi�ed �ndings together
with supporting explanations and evidence. The generated output is intended to
provide engineers with a consistent starting point for further review activities.
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Overall, the work�ow is designed as a decision-support process that combines rule-
based veri�cation and semantic reasoning to support more e�cient and repeatable
TARA sanity checks.

3.2.2 Evaluation Design

The evaluation assesses how e�ectively the proposed system supports cybersecu-
rity engineers during TARA review activities. The focus is on whether the sys-
tem can help identify issues related to completeness, traceability, consistency, and
compliance-oriented documentation quality.

3.2.2.1 Evaluation Approach

An expert-driven evaluation approach was used because no fully annotated bench-
mark dataset of industrial TARA artefacts was available. The expected outcomes
for each review rule were de�ned based on expert guidance and existing industrial
review practice.

The original sanity-check checklist was provided by the industrial partner. It was
de�ned by domain experts within the industrial cybersecurity team based on practi-
cal TARA review experience and ISO/SAE 21434-aligned automotive cybersecurity
engineering expectations. In this thesis, the checklist was not newly invented by
the authors; rather, it was operationalised into prototype-readable review rules for
automated and hybrid evaluation. The full list of sanity-check rules is provided in
Appendix E.1.

The evaluation was performed iteratively. After the system generated a review re-
port, the outputs were analysed by an expert reviewer to assess whether the �ndings
aligned with expected review outcomes. Di�erences between the system output and
expert assessment were used to re�ne the rule implementation, prompting logic,
evidence extraction, and report structure over multiple evaluation cycles.

From a software engineering perspective, the work�ow can be viewed as a quality
assurance process. The deterministic rule-based component performs veri�cation
by checking structural aspects such as completeness and traceability. The LLM
component supports validation-oriented tasks that require semantic interpretation,
such as consistency and compliance-oriented reasoning.

Human evaluation was important in this study because expert assessment is widely
considered a reliable way to evaluate LLM-generated outputs for contextual and
domain-speci�c reasoning tasks [27, 8].

3.2.2.2 Evaluation Metrics

The evaluation combines quantitative rule-level measures with qualitative expert
assessment. Quantitative measures were used to compare the system output with
expert expectations, while qualitative assessment was used to evaluate the clarity,
grounding, and usefulness of the generated explanations.
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Accuracy measures how often the system decision for each review rule matches the
expert-expected outcome. It is calculated at rule level as shown in Equation 3.1.

Accuracy =
Ncorrect

N total
(3.1)

Here, Ncorrect refers to the number of rule-level decisions that match the expert
expectation, and Ntotal refers to the total number of evaluated rules.

Expert agreement measures how closely the system �ndings align with the expert
assessment across the evaluated rules. This was used as a primary alignment measure
because the evaluation followed an iterative expert-driven design rather than a fully
independent inter-rater study.

Cohen's Kappa was considered as a possible agreement measure because it accounts
for agreement expected by chance [31, 11]. However, it was not used as a primary
metric in this study because the evaluation involved one expert reviewer and iterative
re�nement rather than multiple independent raters.

Faithfulness was assessed qualitatively rather than calculated as a numerical met-
ric. In this thesis, faithfulness refers to whether the �ndings and explanations gener-
ated by the system are supported by the input TARA artefacts, extracted evidence,
and retrieved contextual information. This was important because LLM-based sys-
tems may generate plausible but unsupported explanations, commonly referred to
as hallucinations [27].

Practical usefulness was also assessed qualitatively through expert feedback. This
measure considers whether the generated �ndings are clear, relevant, evidence-
grounded, and useful as a starting point for further expert review.

Overall, the evaluation combines numerical comparison with expert judgement be-
cause automatic metrics alone are not su�cient for assessing semantic correctness
and reasoning quality in LLM-based systems [8].

3.2.2.3 Evaluation Work�ow

The evaluation followed an iterative expert-driven work�ow:

ˆ The system processed the TARA artefact and evaluated the 27 prede�ned
sanity-check rules.

ˆ A structured JSON report was generated with rule-level �ndings, explanations,
and evidence.

ˆ The generated outputs were reviewed by the expert reviewer, who acted as
the expert reference point.

ˆ Di�erences between expected outcomes and system �ndings were identi�ed
and analysed.

ˆ The rule implementation, prompting logic, evidence extraction, and report
structure were re�ned based on expert feedback.

ˆ Quantitative measures such as accuracy and expert agreement were computed.
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ˆ The expert assessed whether the generated reasoning was grounded, relevant,
and useful for TARA review.

The re�nement process did not involve �ne-tuning or retraining the LLM. Instead,
improvements were made to how the prede�ned checklist rules were operationalised,
how prompts were structured, how evidence was extracted, and how �ndings were
reported. The e�ect of these re�nements is reported in the Results chapter by
comparing the initial prototype output with the �nal re�ned system output.

3.2.2.4 Summary of Metrics

The evaluation measures used in this study are summarized in Table 3.1.

Table 3.1: Evaluation measures used in this study

Evaluation Measure Use in this Study

Accuracy Quantitative measure used to compare rule-level system
decisions with expert-expected outcomes.

Expert agreement Quantitative measure used to assess how closely the sys-
tem �ndings align with expert assessment across the
evaluated rules.

Faithfulness Qualitative assessment of whether the generated rea-
soning is grounded in the input artefacts, extracted ev-
idence, and retrieved context.

Practical usefulness Qualitative assessment of whether the �ndings are clear,
relevant, evidence-grounded, and useful for supporting
expert review.

3.2.2.5 Reliability

Reliability refers to the consistency and repeatability of the evaluation process.
In this study, reliability was supported by using the same prede�ned sanity-check
checklist across all evaluation cycles. The checklist, presented in Appendix E.1,
provided a common basis for comparing system outputs with expert expectations.

The use of structured JSON reports also supported repeatability, since each rule-
level �nding followed the same output format. However, the qualitative assessment
of reasoning quality still depended on expert judgement. This is a limitation of
evaluating LLM-generated outputs, especially when the task requires contextual
and domain-speci�c interpretation [8].

3.2.2.6 Limitations

This study has several limitations. First, access to original industrial TARA arte-
facts was limited due to con�dentiality and cybersecurity sensitivity. Therefore,
representative mock-up artefacts were used to preserve the structure of real XSAM/-
TARA documentation without exposing sensitive Volvo-speci�c information.

Second, the evaluation was guided by a single expert reviewer. While this provided
consistent feedback during iterative re�nement, it may also introduce subjectivity.
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Third, the study did not use a large annotated benchmark dataset, so the results
should be interpreted as evidence of feasibility rather than general proof of perfor-
mance across all industrial TARA contexts.

Finally, the prototype was evaluated in a standalone local environment and was not
integrated into operational engineering tools, cloud services, or Git-based work�ows.
This was intentional to ensure secure handling of cybersecurity-related artefacts.
Despite these limitations, the study provides useful insight into how deterministic
checks and LLM-assisted reasoning can support TARA sanity-check activities.

3.3 Ethical Considerations

This study involves cybersecurity engineering artefacts, which may contain sensitive
and con�dential information. To address this, the evaluation is conducted using
representative or mock-up artefacts that preserve the structure of real TARA doc-
umentation while removing or anonymizing any sensitive details. This ensures that
no proprietary or security-critical information is exposed.

In addition, the use of Large Language Models introduces considerations related
to reliability and responsible use. LLMs can generate outputs that appear correct
but may not be fully grounded in the input data. For this reason, the system is
designed as a decision-support tool rather than a replacement for expert judgement.
All �ndings generated by the system are intended to assist engineers and must be
validated by a human expert.

Transparency is also maintained by using structured outputs and clearly de�ned
rules, allowing the reasoning behind each �nding to be understood and reviewed.
Overall, the study aims to ensure that both data handling and AI usage follow
responsible and ethical practices within an engineering context.
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4
Artefact Design: AI-Assisted

TARA Reviewer

This chapter presents the design of the proposed AI-assisted TARA reviewer. It de-
scribes the design goals, system architecture, review rule design, knowledge ground-
ing strategy, prompting approach, and implementation structure. The chapter fo-
cuses on how the research artefact was designed to support sanity-check activities
for completed XSAM/TARA artefacts.

4.1 Design Goals and Requirements

In this work, we design an AI-assisted review support system to help cybersecurity
engineers analyse completed TARA artefacts. The system is not intended to replace
expert judgement, but to support sanity check activities by identifying potential
issues in cybersecurity documentation in a more structured and repeatable manner.

One important design goal is to support consistent review of structured TARA
artefacts. In practice, TARA information is distributed across multiple elements
such as assets, threat scenarios, attack paths, and mitigation links. The system
therefore needs to preserve relationships and traceability between artefacts during
processing and analysis [22, 1].

Another goal is to focus on review rather than artefact generation. While many ex-
isting AI-based approaches support threat generation or requirements creation, this
work addresses a later stage in the cybersecurity process where completed artefacts
need to be veri�ed. The system is therefore designed to analyse existing content
and identify issues such as missing links, incomplete information, and inconsisten-
cies [9, 48].

Transparency is also an important requirement. Since TARA review is a critical
engineering activity, the generated �ndings should be understandable and trace-
able. For this reason, each identi�ed issue is linked to a speci�c review rule and
accompanied by a short explanation that supports expert validation of the result.

The system is further designed to support multiple review dimensions, including
completeness, traceability, consistency, and compliance-related checks. Instead of
relying on a single generic analysis step, these review tasks are handled separately
in order to provide a more structured review work�ow.
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