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Abstract—This paper investigates a method that helps detect
inconsistencies between safety-critical systems’ textual safety
artifacts that safety cases rely on by involving NLP techniques. A
design science research study was conducted in three iterations.
I evaluate the method by conducting different experiments. The
designed artifact identifies inconsistencies between different texts
that are connected by trace links by checking similarities and
word vectors of the texts. The results indicate that involving
NLP technique word embedding can help with consistency
classification. In conclusion, NLP techniques may help detect
inconsistencies between safety artifacts that safety cases rely on,
which is helpful to reduce the risk of system failures.

Keywords—Inconsistencies, Safety-critical systems, Natural
language processing, Classification

I. INTRODUCTION

Safety-critical systems are developed according to func-
tional safety standards, which require a safety assurance case.
For instance, ISO 26262 is the safety standard in the auto-
motive domain, DO-178B for avionics, and IEC 62304 for
medical devices. Modern safety-critical systems are compli-
cated systems built with a lot of different components [1].
As systems in different domains become more and more
complicated, the consistency between safety artifacts that are
related to safety cases may not be easy to maintain [2].
Consistency here means that any changes that happen in the
safety artifact should be reflected in other safety artifacts. In
particular, each safety artifact should always semantically be
coherent and synchronized with other safety artifacts such as
requirements, use cases, and designs [3], [4].

Natural language processing (NLP), the study that applies
various computational methods to understand and produce
different human languages, is nowadays widely used in various
domains. In [5], the authors mention that some NLP tools
are good at checking the consistency of complex data which
will decrease the time consumed on maintenance. Therefore,
applying different NLP techniques to safety artifacts of safety-
critical systems that safety cases rely on, is a promising
method to detect inconsistencies of safety cases.

In this research, I developed a method that assists the
detection of inconsistencies between safety artifacts that are
connected by traceability links within the MobSTr dataset
developed by Maro et al. [6], by involving NLP techniques.
When evaluating the method, the results indicate that using
NLP techniques can help with identifying the inconsistencies

between textual safety artifacts. This is very beneficial for
safety-critical systems. If inconsistencies between safety arti-
facts can be detected, they can be solved by the engineers.
Detecting the inconsistencies is the first step for ensuring
consistency in a safety-critical system. Ensuring consistency
can mitigate the risk of loss of life and injury. Furthermore,
this paper can act as useful guidance on how to achieve
inconsistency detection by using NLP technology, as well as
a solid foundation for improving consistency assurance in the
future.

In this paper, Section II presents the background regarding
this research. Section III demonstrates the related work of this
research. Section IV is concerned with the methodology used
for this research. The results of each iteration are described
in Section V. Section VI focuses on a discussion regarding
this research. This paper is concluded with a conclusion in
Section VII.

II. BACKGROUND

A. Safety-critical systems & Safety cases

Safety-critical systems are systems whose failures can lead
to loss of life, serious property damage, or environmental
damage [7]. As stated in [8], “Safety cases are comprised of all
related safety engineering artifacts that argue that a system is
safe”, and the context of the argument is relevant to the context
of the system requirements. Therefore, when inconsistencies
appear between these safety artifacts when they change, the
argument of why a system is “safe” may not be correct and
complete anymore. A safety-critical system whose safety is not
assured can cause injuries and death. Therefore, for safety-
critical systems such as automotive vehicles, aerospace, and
medical systems, ensuring that the safety artifacts that safety
cases rely on remain consistent is extremely important.

Requirements are often written in natural language [9], as
well as commit messages, code comments, release notes, and
other similar textual contents. They might not be structured
and clear [10], and can very easily contain mistakes. Because
of this, inconsistencies between these safety artifacts can easily
occur. If inconsistencies are not detected in time, it can harm
system safety. Besides, the ambiguous or unstructured textual
content can mislead the development team to introduce or
ignore some bugs that will place the system at risk.



As arguments to verify that the system is safe, safety cases
argue that the system meets the safety requirements and these
safety requirements are complete and sufficient. Accordingly,
if changes in safety requirements and other textual contents
such as system failures are not reflected in safety cases,
inconsistencies of safety cases can appear. Safety cases still
argue that the system is safe depending on the old safety
requirements, while there might be some changes in the new
safety requirements. This is a big safety risk.

As stated in [11], safety-critical systems which do not meet
safety requirements can lead to disasters. For example, a
train accident happened in Singapore since a safety protection
software feature was removed accidentally [12]. Therefore,
assurance of the consistency between safety artifacts that
safety cases reply on, and safety requirements is crucial to
prevent accidents.

B. Traceability information model of the dataset
This subsection presents the traceability information model

(TIM) of the MobSTr dataset [6] for which I designed the
artifact. Fig. 1 shows parts of the TIM of this dataset. As
shown in Fig. 1, the safety case has traceability links to safety
requirement, hazard, and FMEA (Failure Mode and Effects
Analysis). Hazard has traceability links to safety goal and
effect. Effect is a consequence of a failure of a component
within the system, which can lead to hazards. Safety goal,
which is derived from hazard, inherits from safety requirement.
These links indicate that safety case relies on safety artifacts
effect, hazard, safety goal, and safety requirement. In order to
ensure safety cases remain consistent when there are changes
within the system, we have to ensure the consistency between
safety artifacts that safety cases rely on as well.

Therefore, the designed artifact focuses on detecting incon-
sistencies between textual safety artifact components effect,
hazard, safety goal, and safety requirement within Fig. 1. Each
effect is connected to a hazard, each hazard is connected to
a safety goal, and each safety goal is connected to safety
requirements. Since these trace links are transitive, as long
as effect and safety requirement remain consistent with each
other, all other trace links are consistent as well. Thus, the
designed artifact check the consistency between all these safety
artifacts by checking the consistency between effect and safety
requirement.

C. Textual data processing
When detecting inconsistencies between textual safety arti-

facts by involving NLP, some special techniques are needed.
This subsection presents the techniques and the terminologies
that are related to Natural language processing.

1) Natural language processing (NLP)
In order to investigate how to detect inconsistencies with

NLP, first, it is important to understand what NLP is. Natural
languages are languages that humans use in daily life for
communications [5]. NLP covers different kinds of computer
manipulation of natural language [5]. For example, human-
machine translation and speech recognition are products that
utilize NLP techniques [13].

2) Text similarity
Some advanced NLP techniques can calculate the similarity

between texts. As a promising approach to detect inconsisten-
cies between texts, text similarity assesses how similar two
texts are. This kind of similarity can be lexical similarity and
semantic similarity [14]. Lexical similarity depends on the
character sequence of words [14], while semantic similarity
depends on the similarity of the meaning of the content.
Semantic textual similarity (STS) measures the degree to
which two sentences are semantically equivalent to each other
[15]. Some methods that are used to calculate text similarity
require some preprocessing of the raw texts. Normalizing texts
is one type of text preprocessing.

3) Text normalization
Texts can include non-standard words such as numbers,

abbreviations, and punctuation, which may increase the ambi-
guity of the texts [16]. Therefore, a preprocessing of texts to
convert texts into standard formats, called text normalization
is needed. The first step of text normalization is tokenization,
which transfers the raw text data into a list of words and
punctuation [5]. After getting this list, we can remove stop
words and punctuation to retain the most important ordinary
words. Lowercasing the text also belongs to text normalization.
By converting the text into lowercase, for example, “No” and
“no” will be identified as identical [17].

4) Word embedding
Other than text similarity calculated by NLP, word embed-

ding [18] is also a promising technique of NLP that may be
used to detect text inconsistencies. Word embedding maps
each word in natural language to a high dimensional real-
valued vector. In a sentence, every word corresponds to some
vectors, which converts the text analysis to vector comparison.

D. Similarity metrics

For calculating text similarity, there exist different kinds of
similarity metrics. In this subsection, I present the similarity
metrics that were used in this research.

1) Levenshtein distance
A metric that measures the text distance. Levenshtein dis-

tance [19] is calculated by the number of common characters
two words have. For example, the Levenshtein distance be-
tween “cat” and “hat” is 2, since these two words have two
common characters.

2) Jaccard index
A metric that measures similarity between two finite sam-

ple sets [20]. Jaccard index [20] is calculated by using the
intersection of two sample sets divided by the union of two
sample sets [20]. For example, for text1 = “I have a cat” and
text2 = “I have a hat”, the Jaccard index will be 3

5 (i.e., 0.6).
3) Cosine similarity
Cosine similarity [21], a metric that measures the similarity

of two non-zero vectors, is the cosine of the angle between
these two vectors in a vector space. These non-zero vectors
are obtained by using word embedding, an NLP technique that
was mentioned previously. Cosine similarity can be calculated
by using an open-source software library SpaCy [22]. When



Fig. 1: Information model the TIM is based on



using SpaCy to calculate cosine similarity between two texts,
the texts will first be converted to word vectors. Then the
cosine similarity between these two word vectors is calculated.

4) Universal sentence encoder similarity
Instead of using word embedding to calculate cosine simi-

larity, sentence embedding [23] can also be used to calculate
the similarity between texts. Instead of converting each word
to vectors, sentence embedding converts the entire sentence to
vectors. One popular technique of sentence embedding is the
universal sentence encoder. Universal sentence encoder [23]
embeds sentences into high-dimensional vectors, which can
also be used for checking similarities between texts.

E. Classification

To evaluate if a metric can be used for inconsistency detec-
tion, we need to investigate if the inconsistency classification
can be done based on this metric. For detecting inconsistencies
between safety artifacts, the classification is specifically text
classification.

1) Text classification
Text classification, which aims to predict which label or

tag a textual unit such as a sentence belongs to, categorizes
different texts into organized groups [24]. When implementing
text classification within a machine learning system, there
are inputs and outputs. These inputs that are fed into the
machine learning system are called features. From analyzing
the features, the system can generate labels as outputs.

2) Classifier
Minaee et al. [24] mentioned that within machine learning

models, features are extracted from the input text, and then
are fed to a classifier to predict. The classifier is an algorithm
that is trained to give a prediction based on the feature and
training data. Two commonly used classifiers were chosen in
this research. They are Support Vector Machine (SVM) and K-
Nearest Neighbors (KNN). To evaluate the performance of the
classifier, there are multiple measures. The measures that were
used to evaluate the performance of the classifier are presented
in Subsection II-F. Ground truth is needed to evaluate the
prediction performance of the classifier, which is the reality
that the classifier generates predictions based on. A threshold
of similarities needs to be inferred to evaluate if the similarity
metric can be used to train a classifier.

3) Threshold
Inferring a threshold can investigate if similarity metrics

can be used for inconsistency classification. The threshold can
provide guidance on what kind of values will be classified into
which class. With the threshold, we can train a classifier and
then evaluate how good the classification can be based on the
specific metrics. To evaluate the performance of a classifier,
the following measures are usually used.

F. Evaluation

To evaluate if different kinds of similarities can help with
the consistency classification of texts, different measures can
be used for analysis. Besides, to evaluate the classifier, some
data from the data that are fed to the classifier need to act as

the test set [5]. To increase the accuracy of evaluation, this test
set cannot be too small [5]. While increasing the size of the
test set can lead to a lack of training data, which can influence
the performance of the classifier [5]. Therefore, a technique
called cross-validation is introduced to solve this problem.

1) Cross-validation
Cross-validation enables us to evaluate different test sets

and then combine their scores [5]. Particularly, we divide the
test sets into N subsets, which are called folds [5]. For every
fold, the data in other folds act as training data, and then we
test the trained model on that fold [5]. The test is repeated N
times with training sets composed of those subsets that were
not selected as test sets.

2) Precision
The first evaluation metric is precision. Precision illustrates

the percentage of examples that truly belong to one class out
of the total examples that are predicted to belong to one class,
which is based on the prediction results.

Precision =
TP

TP + FP

TP: true positive, e.g., for a binary classifier, a cat picture is
predicted as a cat; FP: false positive, e.g., a not-cat picture
is predicted as a cat; FN: false negative, e.g., a cat picture is
predicted as a not-cat.

3) Recall
Recall illustrates how many percents of truly positive ex-

amples are correctly predicted.

Recall =
TP

TP + FN

4) F-score (F)
Since precision and recall can differ a lot from each other,

a combination of precision and recall is needed. F-score is a
combination of precision and recall, which gives a single score
[5].

F =
2× Precision×Recall

Precision+Recall

III. RELATED WORK

The previous works that investigate methods for detecting
inconsistencies of the systems can be categorized into two
types. One is without involving NLP techniques, the other one
is involving NLP techniques to ensure some specific kinds of
consistency, such as terminology consistency. There also exist
previous works that investigate how NLP handles text analysis.

A. Detecting inconsistencies without NLP

Bidirectional transformations (BX), which have different
applications in different domains, serve to maintain consis-
tency among interdependent artifacts [25], [26]. One method
of checking if BX is correct that Gibbons et al. [26] pre-
sented is a relational model. In this model, there is one
consistency relation which consists of two model sets and two
consistency restorers. BX is stated as “correct” if and only
if both consistency restorers indeed complete the consistency
restorations. Also, it will be stated as “no harm” if two sets



are already consistent. In this method, the consistency between
all related artifacts is checked via the transformation, which
is represented as a relationship between every two artifacts
[26]. In this research, I checked the consistency between every
two artifacts that are connected by a traceability link, which
was also considered as a relationship. However, instead of
focusing on the consistency restorations, this research focused
on identifying the suspected artifact links.

Sadeghi et al. [27] used a white-box method to guarantee
the consistency of different components of the system. The
authors used specific models, including a consistency model,
to check the safety adaptation of the system components.
When the code can not pass the consistency model’s check, the
component will be registered as “unsafe”. This way, it ensures
that the inconsistencies can be detected before they might
place the system at risk. Ensuring the consistency between
every two traceable components is also what my research
focused on. However, this white-box method does not involve
NLP to detect inconsistencies. It instead uses intra- and inter-
component dependency models to make sure that the system
is always in a consistent state [27].

B. Detecting inconsistencies with NLP

According to [28], the authors concluded that applying NLP
can decrease the influence of poor modeling practices such
as naming inconsistencies or ambiguity. They applied NLP
techniques to extract the SBVR (Semantics of Business Vocab-
ulary and Business Rules) business terms from visual models
automatically. Besides, by utilizing algorithms that involve
modern NLP techniques, the authors managed to improve the
quality of their previous designed transformation model for
observing the consistency between different business words.

Kim et al. [29] used an NLP parser to develop a Code
Dictionary that records domain words with dominant part-of-
speech and idiom identifiers, to detect inconsistencies of iden-
tifiers. The authors mentioned one challenge of this method is
that NLP parsers cannot recognize if one word is abbreviated
or not. For example, NLP parsers might not recognize that
“doc” means “document”, which can decrease the accuracy of
the parsed results [29].

These two papers illustrate that inconsistencies between ter-
minologies can be detected automatically by applying Natural
language processing techniques. Instead of only checking the
terminology consistency, I investigated how NLP can detect
the inconsistencies of two textual components which have
a traceability link between each other. In order to avoid
the challenge mentioned in [29], I made sure that the NLP
techniques were involved in the designed artifact can recognize
the abbreviated words.

C. NLP used for analyzing textual artifacts

In [10], the authors emphasize the importance of meeting
operating systems’ safety policies that are written in human
languages. Thus they applied NLP to handle the extraction
of those safety policies from requirement documents. Safety
cases, safety artifacts, and other elements that appear during

software development are written in natural language. The
achievement of automatic analysis on textual contents can
enhance not only the reliability and quality of the software
but also make work easier when developing and maintaining
the system. One challenge for NLP to work as expected, the
authors found, is that the text is perhaps vague and not well-
structured, or the information contained in the text is not
explicit [10].

This literature shows that NLP is a possible method when
handling text analysis and its limitation. In our research, NLP
techniques were involved for detecting inconsistencies of the
textual safety artifacts by analyzing the similarity or word
vectors of texts within two safety artifacts, which proves
that NLP is indeed a feasible method when analyzing text.
In order to avoid the challenge mentioned in this literature,
we compared the inconsistencies that the designed artifact
found with the ones we found manually. When conducting
the manual annotation, we managed to find texts that are
not explicit. According to the characteristics of these texts,
we found improvement of our designed artifact, to make the
designed artifact better handle vague or not well-structured
texts.

IV. RESEARCH METHODOLOGY

This study aims to investigate methods to identify inconsis-
tencies between different traceable textual components that are
related to safety cases, by using natural language processing
techniques. I broke down the aim into two main research
questions. The second main research question included three
sub-questions.

RQ1: How can inconsistencies between safety artifacts
that safety cases rely on be detected with the help of NLP
techniques?

RQ2: How accurate are different NLP techniques for de-
tecting inconsistencies between safety artifacts?

RQ2a: Does text normalization affect inconsistency detec-
tion?

RQ2b: Do different kinds of features affect inconsistency
detection?

RQ2c: Is there a difference between different classification
algorithms on inconsistency detection? (in particular SVM vs
KNN)

RQ1 aimed at investigating if using NLP can help with iden-
tifying inconsistencies between texts. RQ2 aimed at evaluating
the accuracy of inconsistency detection by applying different
NLP techniques. RQ2a aimed at investigating if normalizing
texts is beneficial when detecting inconsistencies between
textual safety artifacts. RQ2b aimed at investigating if dif-
ferent kinds of features affect the inconsistency classification
performance. RQ2c aimed at investigating the performance
differences between the SVM classifier and the KNN classifier.

Design science research was selected as the research
method. Design science research is a problem-solving
paradigm that creates and evaluates IT artifacts to solve
identified organizational problems in Information Technology
[30]. In my case, the artifact that I designed and developed



is a method that uses NLP to detect inconsistency between
two safety artifacts that are connected with a traceability link
within the dataset developed by Maro et al. [6]. What safety
artifacts my method is applied to and how these safety artifacts
relate to each other are shown in the following subsection.

I conducted this research by following the design science
research process model adapted from Peffers et al. [31]. As
shown in Fig. 2, this research was conducted in three iterations.
Every iteration includes five steps, which are identify problem
and motivate, define objectives of a solution, design and de-
velopment, demonstration, and evaluation. The final iteration
additionally includes one more step, which is communication.
The data collected from these three iterations contributed to
answering RQ1, RQ2, and RQ3.

In the first iteration, the aim was to develop and evaluate
an artifact to investigate a method that can extract the texts of
each component of every trace link and calculate the similarity
between each effect and its related safety requirements. In the
second iteration, the aim was to improve the designed artifact
by increasing the performance of the inconsistency detection,
based on the evaluation result of the previous iteration. In the
third iteration, the aim was to train a classifier to investigate if
checking similarities can help with identifying inconsistencies.

A. First iteration

During design and development step in the first iteration,
firstly, I conducted data preprocessing. As presented in Sub-
section V-A1, I simplified the original data model of the
dataset developed by Maro et al. [6] to understand how I
want the artifact to identify inconsistencies between safety
artifacts. Secondly, the initial version of the artifact was
developed, which is a method that detects consistency between
safety artifacts according to similarity calculated by baseline
methods. The method includes an algorithm that can extract
the textual data from the dataset, normalize the data, and
check the similarity between textual data that are connected
by traceability links by using baseline methods. The source
code of the algorithm can be found on the GitHub repository
1. Two baseline methods were utilized within the first iteration
to calculate the similarity between each effect-requirement
sentence pair according to two basic similarity metrics. One
similarity metric is Levenshtein distance, the other one is
Jaccard index. I chose these two similarity metrics because
these two metrics are basic methods to measure text similarity.
In order to investigate if NLP techniques are better than
techniques without NLP at identifying text inconsistencies,
a baseline method is necessary. Besides, I chose these two
similarity metrics because they are either proven to be effective
for similar tasks in previous researches. According to [32],
Levenshtein distance is proven to be the most promising text
distance measure compared to other text distance measures.
According to [33], Jaccard index can be used to help detect
inconsistent annotations in an annotated medical document.
The data normalization includes tokenizing the textual data,

1https://github.com/xunih/consistency-of-safety-artifacts

removing stop words, removing punctuation, and lowercasing
the textual data. Tokenizing transfers the raw text data into
a list of words and punctuation [5]. Thirdly, as presented in
Subsection V-A2, I conducted manual annotation to identify
the consistency of each sub-graph to gather ground truth data
for evaluating classifiers that were based on different metrics.

During the demonstration step, this algorithm was applied to
the dataset developed by Maro et al. [6]. During the evaluation
step, I inferred the optimal thresholds of similarities calculated
by Levenshtein distance and Jaccard index. The source code
that was used to infer threshold can be found on the GitHub
repository 1. As described in Section II-E3, thresholds can be
used for classification. Inferring the thresholds was a way to
investigate if it was possible to train a classifier to achieve
consistency classification between safety artifacts according
to similarities calculated by baseline methods.

B. Second iteration

During the evaluation step in the first iteration, since Lev-
enshtein distance and Jaccard index are baseline methods, the
results indicated that they are not good enough to be used as
similarity metrics for consistency classification. Therefore, the
problem of the second iteration was if similarity metrics that
involve NLP can be used for consistency classification.

During design & development step in the second iteration,
I decided to change the baseline methods to more advanced
methods that involve NLP for calculating similarity in the
method. I edited the algorithm to calculate similarity by
involving other more advanced similarity metrics, which are
pairwise similarity, cosine similarity, and universal sentence
encoder similarity. I chose these metrics because as described
in the Background section, they are more advanced metrics
that measure similarity based on word vectors. Besides, based
on previous researches, these three similarity metrics were
proven to have effective performance when handling similar
tasks. As illustrated in [34], pairwise similarity can be used
for training a classifier and it is proven to be effective.
According to [35], cosine similarity is a similarity metric
that can determine the similarity level of textual documents.
According to [23], the similarity that is calculated by universal
sentence encoder, performs much better than other baseline
methods. These similarity metrics need to be measured by
involving different NLP techniques.

During the demonstration step, this algorithm was applied
to the same dataset that is used in the first iteration. During
the evaluation step, firstly, I inferred the optimal thresholds of
pairwise similarity, cosine similarity, and similarity calculated
by universal sentence encoder. Secondly, a classifier that did
consistency classification according to these similarities was
trained. Thirdly, evaluation metrics for classification men-
tioned in Section II, including precision, recall, and f-score,
are calculated to evaluate the classification results. These
evaluation metrics can indicate if using these similarity metrics
can contribute to identifying inconsistencies between safety
artifacts.



Fig. 2: Design science research process applied to this study



C. Third iteration

During the evaluation step in the second iteration, the results
indicated that cosine similarity calculated by a large model
of SpaCy and similarity calculated by universal sentence
encoder may be used for consistency classification. However,
the performance of the classification is not good enough.
Therefore, the problem of the second iteration was if there
exist other features that involve NLP, can perform better than
similarity metrics for consistency classification.

During design & development step in the third iteration,
in the designed artifact, I added two classifiers SVM and
KNN that were mentioned in Section II and added features
that involve other NLP techniques. These features are not
similarities. A KNN classifier was chosen because KNN is
one of the oldest, simplest, and most accurate algorithms and
KNN can solve many different kinds of classification problems
[36]. A SVM classifier was chosen because the SVM classifier
has higher accuracy and it is faster when handling nonlinear
problems when comparing to other classification algorithms
[37]. I added a function to the algorithm that vectorizes the
words of the text by using word embedding. As mentioned
in Section II, using word embedding can get word vectors
of each sentence. The aim of getting these word vectors was
to evaluate if word vectors of two sentences can be used for
identifying consistency between the two safety artifacts.

During the demonstration step, this algorithm was applied to
the same dataset that is used in the previous iterations. During
the evaluation step, specific experiments were conducted to
evaluate if the classifier that takes similarities as features
performed better or the classifier that takes word vectors as
features performed better. Besides, I conducted some experi-
ments on the classifier that performs best to evaluate if text
normalization affected the inconsistency detection.

D. Validity threats

The validity threats that might affect the research were
categorized according the types of validity threats defined in
[38].

1) Conclusion validity
Conclusion validity is about if the treatments used in the

experiments are related to the outcomes [38]. In this research,
experiments were conducted to evaluate the deigned artifact.
Choosing statistical test for the data collected from the ex-
periments might affect the conclusion validity. To mitigate
the threats to conclusion validity, the normality of the data
was checked, in order to decide if parametric tests or non-
parametric tests should be chosen.

2) Internal validity
Internal validity is about how sure researchers can be the

used treatment led to the outcome [38]. When annotating the
consistency between every two linked components manually,
the researcher might ignore some inconsistencies. This will
affect the evaluation. In order to increase the accuracy of
human annotation, I introduced criteria of what kind of texts
are consistent and inconsistent. The criteria are illustrated in
Section V-A2. The manual annotation was conducted strictly

following the criteria. Furthermore, a volunteer was involved
to check the annotation work. This volunteer was one aca-
demic supervisor of this research.

In addition, the designed artifact was evaluated on one
dataset from “MobSTr” [6]. The quality of the dataset might
affect the internal validity. This dataset is developed by profes-
sional people who have experience working with safety-critical
systems. Thus, the quality of this dataset should be good.
However, since the quality of this dataset is not evaluated,
the outcomes of this research might be affected by the quality
of this specific dataset.

3) External validity
External validity is about the generalizaibility of the re-

search results outside the research scope [38]. In this research,
the evaluation of the designed artifact was conducted on
one dataset from “MobSTr”, which was provided by the
PANORAMA research project [6]. The generalizability of the
designed artifact might be limited because the designed artifact
was only examined on one dataset.

V. RESULTS

A. First iteration

1) Data preprocessing
The designed artifact focuses on identifying inconsistencies

between safety artifacts within the dataset that is presented
in Section II. Within the dataset mentioned above, there are
multiple effects, which can be related to multiple hazards.
Each safety goal has multiple safety requirements. Fig. 3
shows parts of the original data model. To better understand
which link the designed artifact should detect inconsistencies
on, the original model needed to be simplified. In addition,
since within each sub-graph all traceability links are transitive,
the sub-graph can be considered as “consistent” as long as the
effect is consistent with at least one safety requirement. There-
fore, I simplified the data model by considering each sub-graph
(e.g., Effect1-Hazard1-Safety Goal1-Safety Requirement1.1)
independently. Fig. 4 shows the simplified data model. The
artifact was designed to detect the inconsistency of each
sub-graph by identifying the inconsistency of each effect-
requirement sentence pair within the sub-graph.

2) Manual annotation
The manual annotation was conducted to establish the

ground truth, by following the criteria below. The manual
annotation results worked as the ground truth data when
evaluating different classifier’s performance. Ground truth data
are a labeled dataset that is large and are assumed accurate in
machine learning [39].
Criteria sub-graph consistency: Each sub-graph was anno-
tated as “consistent”, “suspect”, or “irrelevant”. Firstly, for
every effect, I went through all safety requirements that the
effect is related to, to check if the terminologies used in the
safety artifact “effect” are used in any of the related safety
requirements. Secondly, I checked the semantics of effect and
safety requirements, to see if their meanings are similar.

If a safety requirement contains at least an identical or
similar term that is used in the effect text, which does not



Fig. 3: Original data model

Fig. 4: Detailed simplified data model

belong to stop words in English, and the meaning of the
content is relevant to the effect, I annotated this sub-graph
as “consistent”. If there are no identical or similar terms, and
the semantics are not similar, the sub-graph was annotated as
“irrelevant”. If there is at least one identical or similar term
that is used in the effect, but the semantics are not similar, the
sub-graph is identified as “suspect”.

Table I illustrates examples of different types of sub-graphs
that are manually classified. Table II presents the proportions

of different kinds of sub-graphs within the dataset.

3) Designed artifact

The initial version of the designed artifact was developed in
the first iteration. The designed artifact is a method that uses
similarities calculated by Levenshtein distance and Jaccard
index between two sentence pairs to detect inconsistencies
between safety artifacts.

4) Results of evaluation

There were three classes of consistency, which are con-
sistent, suspect, and irrelevant. During the evaluation step, I
inferred two optimal thresholds a and b of similarities based
on the ground truth introduced in the manual annotation. As
mentioned in Section II, thresholds can be used for training
a classifier if two thresholds found are not identical and not
equal to 0. If the similarity of a sub-graph was smaller than a,
the sub-graph was classified into the “irrelevant” class. If the
similarity of a sub-graph is between a and b, the sub-graph
was classified into the “suspect” class. If the similarity of a
sub-graph was larger than b, the sub-graph was classified into
the “consistent” class.

When inferring the thresholds for similarities that were
calculated by Levenshtein distance, both thresholds were 0.
This indicates that it was impossible to train a classifier based
on the Levenshtein distance similarity. Therefore, calculating
Levenshtein distance similarity between safety artifacts is not
a promising method for identifying inconsistencies.

When inferring the thresholds for similarities that were
calculated by Jaccard index, one threshold was 0, the other one
was 0.08. Since one threshold was 0, although two thresholds
were different, all sub-graphs would be classified into only
two classes. This result indicates that it was impossible to train
a classifier based on the Jaccard index similarity. Therefore,
calculating Jaccard index similarity between safety artifacts is
also not a promising method for identifying inconsistencies.



Effect Safety requirement Classification Reason

No information about objects provided by
the lidar.

The system shall identify when the lidar
sensor has failed.

consistent Same term: ’lidar’. Semantics are relevant

No information about objects provided by
the lidar

The system shall use only information from
working sensors.

suspect Same term: ’information’. But semantics
not relevant

No information about objects provided by
the lidar

The system shall identify sensor failures. irrelevant No same/similar terms, semantics not simi-
lar

TABLE I: Examples of different kinds of sub-graphs

Sentence pair Proportion
Consistent 356 24%

Suspect 122 8%
Irrelevant 1010 68%

Total 1488 100%

TABLE II: Proportion of different kinds of sub-graphs

B. Second iteration

1) Designed artifact
The designed artifact was improved according to the eval-

uation results of the first iteration. The improved artifact is
a method that uses pairwise similarity, cosine similarity, and
universal sentence encoder similarity between two sentence
pairs to detect inconsistencies between safety artifacts.

2) Results of evaluation
When inferring the thresholds for pairwise similarities,

two thresholds were identical. Similarly, when inferring the
thresholds for cosine similarities that were calculated by using
a small data model of SpaCy, two thresholds were also
identical. As mentioned in Section II, SpaCy is an open-source
software library for NLP in Python and Cython programming
languages. These results indicate that it was impossible to train
a classifier based on pairwise similarity or cosine similarity
that was calculated by using a small data model of SpaCy.

When inferring the thresholds for cosine similarities that
were calculated by using a large data model of SpaCy, two
thresholds were not identical and not equal to 0. Therefore, I
trained a classifier to do the consistency classification accord-
ing to these thresholds. I evaluated this classifier by calculating
its precision, recall, and f-score. The evaluation results are
presented in Table III. From this table, we can see that the
average precision and average recall of the classifier are not
very high. The precision for the irrelevant class is 87.7%,
which is high, but the recall is much lower than precision.
While for “consistent” class and “irrelvant” class, precision is
similar to recall. Overall, the results indicate that the cosine
similarities calculated by the SpaCy large data model are not
good enough to be used for consistency classification.

When inferring the thresholds for similarities that were
calculated by using universal sentence encoder (USE), two
thresholds were not identical and not equal to 0. Therefore,
I trained a classifier to do the consistency classification
according to these thresholds. I evaluated this classifier by
calculating its precision, recall, and f-score. The evaluation
results are presented in Table IV. From this table, we can see

Class Precision Recall F-score
Consistent 0.46 0.49 0.48

Suspect 0.25 0.26 0.26
Irrelevant 0.88 0.35 0.50
Average 0.53 0.37 0.41

TABLE III: Evaluation results of SpaCy cosine similarity
classifier (RQ1, RQ2b)

that the average precision and average recall of the classifier
are low, which are all less than 50%. For class “consistent” and
“suspect”, the recall is much higher than precision. While for
“irrelevant” class, the precision is much higher than the recall.
Overall the results indicate that the universal sentence encoder
similarities are not good enough to be used for consistency
classification.

Class Precision Recall F-score
Consistent 0.37 0.83 0.51

Suspect 0.13 0.82 0.10
Irrelevant 0.83 0.50 0.44
Average 0.44 0.47 0.35

TABLE IV: Evaluation results of universal sentence encoder
similarity classifier (RQ1, RQ2b)

According to Table III and Table IV, we can now answer
RQ1 and RQ2b. For RQ1, involving some NLP techniques
such as universal sentence encoder and SpaCy to calculate
the similarity between two texts can help with identifying
inconsistencies. Therefore, with the help of NLP techniques,
the inconsistencies between textual safety artifacts are possible
to be identified by checking the similarities. For RQ2b, within
different features about similarity, the universal sentence en-
coder performs more accurately than other NLP techniques.
When calculating cosine similarity, the results calculated by
a large data model of SpaCy are more accurate than a small
data model.

C. Third iteration

According to the evaluation results, the performance of
the SpaCy cosine similarity classifier and USE classifier is
not very good. Therefore, to check if other commonly used
classifiers perform better, I added two classifiers SVM and
KNN which are commonly used for classification. Besides, to
check if other features perform better than similarities, I used
word embedding to get the word vectors of each sentence
pair. The word vectors were used as features. This aims at



investigating one kind of feature that performs better than
similarity for consistency detection.

1) Final designed artifact
In the third iteration, based on the evaluation results of

second iteration, I developed the final version of the designed
artifact that helps detect inconsistencies between safety arti-
facts of this dataset. The final designed artifact is a method that
utilizes word vectors of each effect and requirement sentence
pair as features to train a KNN classifier for consistency
classification. The sentence pairs within the dataset are not
normalized. Fig. 5 presents the designed method. The method
includes the following steps: 1. extract each effect and safety
requirement sentence pair; 2. conduct manual annotation as
ground truth data; 3. apply word embedding to get word
vectors of each sentence pair; 4. use word vectors as features
to train a KNN classifier with cross-validation. This final
designed artifact was evaluated by conducting 12 experiments.
The following subsections presents the details of these exper-
iments and their results.

2) Hypotheses
In order to investigate if text normalization will affect the

performance of the classifier, I set up hypotheses H0A and
H1A. H0B and H1B were set up to test which feature that is
fed to the classifier performs best when doing text consistency
classification.
H0A: There is no significant difference in the consistency
identification between normalized data and non-normalized
data.
H1A: There is a significant difference in the consistency
identification between normalized data and non-normalized
data.
H0B : There is no significant difference in the consistency
identification between having only similarities as features, only
word vectors as features, and having both as features.
H1B : There is a significant difference in the consistency
identification between having only similarities as features, only
word vectors as features, and having both as features.

3) Experiments
12 experiments were conducted on the dataset during the

evaluation step in the third iteration, to evaluate the per-
formance of the classifier. Every experiment consisted of
10-folds. As mentioned in Section II, this is a technique
called Cross Validation, which aims to evaluate the prediction
performance of the classifier. By evaluating the classifier,
firstly we can investigate if consistency classification between
textual safety artifacts can be identified with the help of NLP.
Secondly, we can investigate if text normalization will affect
the consistency classification. Thirdly, we can investigate
which feature and which classifier performs best. With these
investigations, I evaluated if the designed method helped the
consistency detection and what combination of different tech-
niques should be within the method to obtain best consistency
detection results. Table V shows the experiments and their
general outcomes.

According to Table V, we can answer RQ1. For RQ1, other
than the answers mentioned in Section V-B2, using the NLP

technique word embedding to obtain the word vectors of the
texts and use the word vectors to identify the inconsistencies
is also possible. Therefore, with the help of NLP techniques,
the inconsistencies between textual safety artifacts can be
identified converting texts to word vectors.

As shown in Table V and Fig. 6, we can see that in general
KNN classifier performs better than the SVM classifier. To
test the hypotheses described above, I chose the classifier with
better performance, which is KNN. Therefore, experiments 2,
4, 6, 8, 10, and 12 contributed to testing these two hypotheses.

According to Table V and Fig. 6, we can now answer
RQ2c. For RQ2c, according to the performance of the KNN
classifier and SVC classifier, there can be a difference between
different classification algorithms on inconsistency detection.
KNN classifier performs better than the SVM classifier.

Fig. 7 and Fig. 8 illustrate the boxplots of performance of
KNN classifier with 10-folds when using text normalization
and without using text normalization. We can tell that when
using similarities as features, the use of text normalization
affects the performance of the KNN classifier. The KNN
classifier with text normalization performs better than the
KNN classifier without text normalization. However, when
involving word vectors as features, the classifier without text
normalization performs better than the one with text normal-
ization. The boxplots of the performance of the KNN classifier
when using word vectors as features can be found in Fig. 10
in the Appendix.

Fig. 9 illustrate the boxplots of average precision, average
recall, and average f-score of KNN classifier with 10-folds
when using different features and without text normalization.
The boxplots of average precision, average recall, and average
f-score of KNN classifier with 10-folds when using different
features and with text normalization can be found in Fig. 11
in the Appendix. From these two figures, We can tell that
no matter with text normalization or not, involving word
vectors as features perform much better than only involving
similarities. Besides, when involving word vectors, adding
similarities as features does not have a profound impact on
the performance of the KNN classifier.

4) Statistical tests
To conduct statistical hypothesis testing for H0A and H1A,

firstly, I checked the normality of the sample data. The results
showed that data were not normally distributed. Therefore,
a non-parametric statistical test was chosen. Secondly, since
I would like to compare the results of every two experi-
ments, a statistical test that is used for comparing outcomes
between two independent groups of data was chosen. Hence,
I chose a non-parametric statistical test Wilcoxon rank-sum
test. Wilcoxon rank-sum test is equivalent to a Mann-Whitney
U-test [40], which is used to compare outcomes between
two independent groups of data. I conducted this test on
the outcomes of experiments 2 and 4; experiments 6 and 8;
experiments 10 and 12. All of the test results indicated that
we failed to reject the null hypothesis with a significance
level alpha 0.05. This means that we cannot tell whether text



Fig. 5: Final design of artifact

Experiment Normalization Feature Classifier Precision Recall F-score
1 Normalized Only similarities SVM 0.50 0.55 0.47
2 Normalized Only similarities KNN 0.58 0.49 0.48
3 Non-normalized Only similarities SVM 0.39 0.43 0.35
4 Non-normalized Only similarities KNN 0.54 0.52 0.50
5 Normalized Only word vectors SVM 0.51 0.50 0.48
6 Normalized Only word vectors KNN 0.65 0.66 0.59
7 Non-normalized Only word vectors SVM 0.54 0.54 0.51
8 Non-normalized Only word vectors KNN 0.74 0.71 0.68
9 Normalized Similarities and word vectors SVM 0.51 0.51 0.49
10 Normalized Similarities and word vectors KNN 0.65 0.66 0.59
11 Non-normalized Similarities and word vectors SVM 0.54 0.53 0.51
12 Non-normalized Similarities and word vectors KNN 0.74 0.71 0.68

TABLE V: Experiment outcome (RQ1, RQ2a, RQ2b, RQ2c). Precision, recall, and F-score are average precision/recall/F-score
Bold denotes that the best results with a statistical significance 0.05.

normalization has an impact on the performance of the KNN
classifier.

Now RQ2a can be answered. According to this statistical
test result, for RQ2a, we cannot tell whether text normaliza-
tion has an influence on identifying inconsistencies or not.
However, according to Table V, Fig. 7, Fig. 8, and Fig. 10,
the performance of the KNN and SVM classifiers within the
experiments can be different. For different classifiers, text
normalization can either improve the performance or reduce
the performance.

To conduct statistical hypothesis testing for H0B and H1B ,
firstly, since the data were not normally distributed, a non-
parametric statistical test was chosen. Secondly, since I would
like to compare the results of every three experiments, a
statistical test that is used for comparing outcomes between
three independent groups of data was chosen. I chose Kruskal-
Wallis Test [41]. Kruskal-Wallis Test is a non-parametric
statistical test to compare the outcomes between more than

2 independent groups of data. I conducted this test on the
outcomes of experiments 2, 6, and 10; experiments 4, 8, and
12. The results indicated that we reject the null hypothesis
with a significance level alpha = 0.05. This means that
the difference between having only similarities as features,
only word vectors as features, and having both as features is
statistically different.

Now RQ2b can be answered. According to the statistical
result, there is a statistical difference between having only
similarities as features, only word vectors as features, and
having both as features. According to Table V, Fig. 9 and
Fig. 11, For RQ2b, other than the answers mentioned in
Section V-B2, involving word embeddings perform more ac-
curately than involving similarity. Therefore, different kinds
of features may affect inconsistency detection.

Combining the answers to RQ2a, RQ2b, and RQ2c, now
we can answer RQ2. Different NLP techniques have different
performance when detecting inconsistencies. Using different
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Fig. 6: Boxplots of KNN and SVM classifier (similarities and word vectors as features, without text normalization)(RQ2c)
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Fig. 7: Boxplots of KNN classifier (similarities as features)(RQ2a)
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Fig. 8: Boxplots of KNN classifier (both similarities and word vectors as features)(RQ2a)
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Fig. 9: Boxplots of KNN classifier (without text normalization)(RQ2b)



classifiers and different text pre-processing might have an
impact on the detection performance. Overall, having word
vectors as features that are obtained by NLP technique word
embeddings, using KNN classifier, and without using text
normalization performs best.

VI. DISCUSSION

According to the answers to RQ1, engineers within the
safety-critical systems may utilize NLP techniques to detect in-
consistencies between safety artifacts. These NLP techniques
can be checking similarities of texts or word embedding
techniques. By understanding the answers to RQ2a, engineers
should be careful with text normalization when detecting
inconsistencies between textual safety artifacts. For different
classifiers, the impact of text normalization might be different.
Hence, engineers should consider the impact of text normaliza-
tion after choosing different classifiers. Based on the answers
to RQ2b, engineers should choose features that can lead
to best classification results when detecting inconsistencies
between safety artifacts. Different features to be fed to the
classifiers may affect the inconsistency detection. So engineers
should be careful with choosing features. According to the
answers to RQ2c, when detecting inconsistencies between
safety artifacts, engineers should choose the classifier that
performs best for specific classification problems. Different
classifiers might affect inconsistency detection. Concerning
the answers to RQ2, engineers within safety-critical systems
should choose specific NLP techniques that can perform
best for identifying inconsistencies between safety artifacts.
Different NLP techniques can have an impact on detecting
inconsistencies.

As mentioned in Section III, there are models that try to
reach a similar goal as this paper’s designed artifact. Within
the model of Bidirectional transformations [25], [26] and the
model developed by Sadeghi et al. [27], the models will mark
the consistency state. When the consistency state shows that
the system is not consistent, it can warn engineers that there
might exist suspected risk within the system. Similarly, in the
method presented in this paper, if a traceability link between
safety artifacts is not marked as “consistent”, it can warn
engineers that something might be wrong within this link. The
difference between this method and the previous two methods
is that this method uses the NLP technique word embedding
to detect the inconsistencies.

In order to warn engineers that there might exist inconsisten-
cies within some traceability links, the recall is more important
for classes “suspect” and “irrelevant”. This is because engi-
neers would not want to miss any inconsistent links. However,
precision is more important than recall for “consistent” classes.
This is because it will not have a bad influence on the system if
some consistent links are marked as “suspect” or “irrelevant”.

Compared to the NLP techniques used in [28] and [29], the
method presented in this paper uses a different NLP technique
and is used for a different field. However, the results of this
study are in agreement with the findings in [28] and [29] which
showed the potential of NLP within detecting inconsistencies.

The results of this study further support the idea of [10],
which argues that NLP can be used for text analysis. Although
the limitations mentioned in [10] did not show up, this study
has its own limitations. Firstly, the manual annotation results
themselves contribute to helping detect the inconsistencies
between safety artifacts within the dataset. However, there
was only one annotator for the manual annotation. Thus, inter-
annotator agreement [42] cannot be measured. This means that
those results might not be reliable enough to act as the ground
truth. Although there was a supervisor who volunteered to
validate the manual annotation results to try to decrease this
risk. Secondly, this method was developed specifically for the
dataset presented in Section II-B. Thus, the generalizability of
this method cannot be ensured, which means that it might not
work as expected for other data models. Thirdly, the quality of
the chosen dataset is a limitation. Since quality of the dataset
is not evaluated, it might affect the outcomes of this research.
Datasets with different qualities and contents might have a
different impact on the outcomes.

VII. CONCLUSION

This paper demonstrates the designed method that assists
the inconsistency detection between safety artifacts that are
connected by traceability links within the MobSTr dataset
developed by Maro et al. [6], by involving NLP techniques.
This will be beneficial for current safety-critical systems. The
practitioners who work with safety-critical systems in the
software engineering field can use the designed artifact to help
identify inconsistencies in systems. Furthermore, it will pro-
vide fundamental information about how NLP can contribute
to ensuring consistency between safety artifacts that safety
cases rely on. The fundamental information is that checking
the similarity between two texts and obtaining word vectors
can help with inconsistency detection. Having this information,
researchers can investigate more about how NLP can help
with inconsistency detection. Researchers can improve the
designed artifact according to the evaluation results of the
final iteration, which will contribute to better inconsistency
detection for safety-critical systems. As mentioned in Sec-
tion VI and Section IV-D3, the designed artifact was only
evaluated on one dataset in this research. Therefore, future
studies can be trying the designed artifact on more datasets
that are from safety-critical systems. Also, future studies can
be investigating if other NLP techniques can contribute to
detecting inconsistencies within safety-critical systems.
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APPENDIX
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Fig. 10: Boxplots of KNN classifier (word vectors as features)(RQ2a)
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Fig. 11: Boxplots of KNN classifier (with text normalization)(RQ2b)
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