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Sammanfattning

Djupinlärning har blivit ett ovärderligt verktyg för analys av mikroskopidata,
men dess integration i den rutinmässiga forskningen förblir omogen. Flera faktorer
bidrar till detta gap, inklusive den begränsade tillg̊angen till välannoterade dataset
och de höga beräkningskraven hos moderna arkitekturer. Mikroskopi innebär yt-
terligare utmaningar, eftersom den omfattar olika modaliteter och skalor – fr̊an
proteiner till vävnader – och genererar heterogena data som är sv̊ara att standardis-
era. Att skapa p̊alitliga annotationer kräver dessutom b̊ade expertis och tid, medan
ojämlik tillg̊ang till högpresterande beräkningsresurser ytterligare förstärker klyftan
mellan resursstarka institutioner och mindre laboratorier.

Denna avhandling hävdar att den r̊adande paradigmen att skala upp modeller
med allt större dataset och beräkningsresurser inte är tillräcklig för mikroskopi. I
stället utforskas rollen av induktiva biaser som en grund för att bygga modeller som
är mer dataeffektiva, beräkningsmässigt tillgängliga och vetenskapligt meningsfulla.
Induktiva biaser är strukturella antaganden inbyggda i modellens design som styr
lärandet mot mönster i linje med det underliggande problemet. Den första delen av
detta arbete undersöker deras centrala roll i utvecklingen av modern djupinlärning
och de olika sätt p̊a vilka de formar modellernas beteende.

Denna potential demonstreras genom tre fallstudier. För det första använder
MAGIK grafneurala nätverk för att analysera biologisk dynamik i tidsförlopps-
mikroskopi och avslöjar lokala och globala egenskaper med hög precision, även när
träningen sker p̊a begränsade data. Därefter utnyttjar MIRO tidsbaserade grafneu-
rala nätverk för att bearbeta dataset fr̊an Single-Molecule Localization Microscopy
(SMLM) vilket förbättrar effektiviteten och p̊alitligheten i klustring av variabla bi-
ologiska strukturer och skalor, samtidigt som stark generalisering bibeh̊alls med
minimal manuell övervakning. Slutligen introducerar GAUDI ett ramverk för rep-
resentationsinlärning för att karakterisera biologiska system, och tillhandah̊aller ett
fysiskt meningsfullt representationsutrymme för tolkbar och generaliserbar analys.

Resultaten som presenteras här visar att integrationen av induktiva biaser er-
bjuder en sammanh̊allen strategi för att utvidga djupinlärningens räckvidd inom
livsvetenskaperna, genom att öka tillgängligheten och säkerställa vetenskaplig nytta
under begränsade resurser.

Nyckelord: Djupinlärning, artificiell intelligens (AI), bildanalys, mikroskopi, induktiva



biaser, grafneurala nätverk (GNN), partikelsp̊arning, effektiv AI.
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Abstract

Deep learning has become an indispensable tool for the analysis of microscopy
data, yet its integration into routine research remains uneven. Several factors con-
tribute to this gap, including the limited availability of well-annotated datasets and
the high computational demands of modern architectures. Microscopy introduces
further challenges, as it spans diverse modalities and scales, from proteins to tissues,
producing heterogeneous data that defy standardization. Generating reliable anno-
tations also requires expertise and time, while unequal access to high-performance
computing further widens the divide between well-resourced institutions and smaller
laboratories.

This dissertation argues that the prevailing paradigm of scaling models with
ever-larger datasets and computational resources yields diminishing returns for mi-
croscopy. Instead, it explores the role of inductive biases as a foundation for building
models that are more data-efficient, computationally accessible, and scientifically
meaningful. Inductive biases are structural assumptions embedded in model design
that guide learning toward patterns aligned with the underlying problem. The first
part of this work examines their central role in the advancement of modern deep
learning and the diverse ways they shape model behavior.

This potential is demonstrated through three case studies. First, MAGIK em-
ploys graph neural networks to analyze biological dynamics in time-lapse microscopy,
uncovering local and global properties with high precision, even when trained on
limited data. Next, MIRO leverages recurrent graph neural networks to process
single-molecule localization datasets, improving the efficiency and reliability of clus-
tering for variable biological structures and scales while retaining strong generaliza-
tion with minimal supervision. Finally, GAUDI introduces a representation learning
framework for characterizing biological systems, providing a physically meaningful
representation space for interpretable and transferable analysis.

The findings presented here demonstrate that the integration of inductive biases
provides a cohesive strategy to extend the reach of deep learning in the life sciences,
enhancing accessibility and ensuring scientific utility under resource constraints.

Keywords: Deep learning, artificial intelligence (AI), image analysis, microscopy, in-
ductive biases, graph neural networks (GNNs), representation learning, single-molecule
localization microscopy (SMLM), particle tracking, efficient AI.
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Jesús Pineda, Giovanni Volpe, and Carlo Manzo.
Manuscript under review at JPhys Photonics, (2023).
https://doi.org/10.48550/arXiv.2303.03793

Paper VI: Active droploids
Jens Grauer, Falko Schmidt, Jesús Pineda, Benjamin Midtvedt,
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Chapter 1

Introduction

T oday, deep learning is not merely reshaping the world; it is reweaving its very
fabric. It stands as the ubiquitous architect behind recent breakthroughs in

science and industry, accelerating discoveries and redrawing the boundaries of what
machines can do. In fact, deep learning is already a part of our collective awareness:
many have witnessed its transformative power in everyday life. Yet such dazzling
progress invites crucial questions: How did deep learning reach this point? What
were the pivotal forces that fueled its ascent? And, perhaps more importantly, what
challenges are imposed by such rapid evolution?

1.1 A Brief History of Deep Learning

The origins of arti�cial neural networks, the computational foundation of deep learn-
ing, can be traced back to a striking announcement made in July 1958 by the U.S.
Naval Research O�ce. Reported in the New York Times under the headlineNew
Navy Device Learns by Doing, the story described the unveiling of the embryo of an
electronic computer designed to read and grow wiser through experience. This ma-
chine|the U.S. Weather Bureau's �ve-ton, $2,000,000 IBM 704 computer|learned,
after only a few trials, to distinguish with near-perfect accuracy between punched
cards marked on the left and those marked on the right.

This marked the �rst public demonstration of the Perceptron [1], a machine that
its creator, Frank Rosenblatt, passionately envisioned as one that \might be �red to
the planets as a mechanical space explorer." Rosenblatt's work built on the earlier
research of Warren McCulloch and Walter Pitts, who in 1943 introduced the �rst
mathematical model of a biological neuron [2]. Biological neurons are electrically
excitable cells that receive signals from other neurons through their synapses. When
the combined synaptic input exceeds a certain threshold, the neuron generates an
electrical impulse that can either excite or inhibit neighboring neurons. Inspired by
this mechanism, McCulloch and Pitts proposed a simpli�ed mathematical model of
a neuron capable of executing basic logical operations such as AND, OR, and NOT.

1



2 Introduction

For its time, this was a groundbreaking development, particularly in an era when
many believed that formal logic alone would su�ce to achieve arti�cial intelligence.

However, the McCulloch{Pitts model had one fundamental limitation: it could
not learn. It was rigid and static, much like a pre-wired electrical circuit. Rosen-
blatt's research marked a breakthrough by introducing the idea that arti�cial neu-
rons could adapt through adjustableweightsassigned to their inputs. These weights
acted as in
uence factors, determining how strongly each input a�ected the neuron's
output. By adjusting them in response to errors, the Perceptron acquired the ca-
pacity to gradually improve its accuracy|in essence, learning from experience.

1.1.1 Learning at Scale

The excitement sparked by Rosenblatt's discoveries was soon tempered by criticisms
from subsequent research, most notably those articulated by Marvin Minsky and
Seymour Papert in their 1969 bookPerceptrons. They demonstrated that single-
layer Perceptrons could not solve problems that were not linearly separable (such
as the XOR problem) because of their inherently linear nature. While this critique
was well-founded, the authors also (wrongly) speculated that the same limitations
would extend to multilayer networks. Later research in the 1980s would prove this
assumption wrong, but their claims nonetheless cooled enthusiasm for arti�cial neu-
ral networks for nearly two decades.

At the time, the training of single-layer networks was relatively well understood,
but there was no reliable method for e�ectively training multilayer networks. A key
challenge lay in the activation function: a mathematical function applied to a neu-
ron's output that introduces nonlinearity into the model and determines the signal
passed to other neurons. The original Perceptron employed a step activation func-
tion, producing a binary output (typically 0 or 1) depending on whether the input
exceeded a given threshold. While conceptually simple, the step function is not dif-
ferentiable. A paradigm shift occurred when researchers began using continuously
di�erentiable activation functions. Unlike the step function, these allowed the appli-
cation of the chain rule of calculus to propagate errors backward through multiple
layers, a concept known asbackpropagation, which opened the door to e�ectively
training deepneural networks.

Backpropagation rose to prominence with the 1986 paperLearning Represen-
tations by Back-Propagating Errorsby Rumelhart, Hinton, and Williams [3]. Its
theoretical foundations had been established earlier by Seppo Linnainmaa (1970) [4]
and later expanded by Paul Werbos (1974) [5], but the work of Rumelhart and col-
leagues was crucial in bringing backpropagation to the forefront. Their contribution
not only provided a practical demonstration of the method's e�ectiveness but also
countered the criticisms posed by Minsky and Papert, reigniting interest in neural
networks and sparking a renewed wave of research.

It was only a matter of time before the practical promise of neural networks
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began to materialize. In 1989, Kurt Hornik delivered a pivotal mathematical result,
proving that Multilayer Feedforward Networks are Universal Approximators, a theo-
rem that formally established that neural networks with su�cient layers and neurons
can approximate any continuous function to arbitrary precision [6]. That same year,
Yann LeCun demonstrated the real-world potential of neural networks by address-
ing the challenging problem of handwritten digit recognition, a task complicated
by the natural variability of human handwriting. Building on prior insights from
pattern recognition that emphasized the importance of local features in construct-
ing expressive representations, LeCun introduced a novel architecture speci�cally
designed to capture them. By modifying the structure of arti�cial neurons to detect
and interpret local patterns within the input, he laid the groundwork for Convo-
lutional Neural Networks (CNNs) [7, 8], which have since become a cornerstone of
modern computer vision. Around this time, new architectures also began to emerge,
including Recurrent Neural Networks (RNNs) [9] and their more robust successors,
Long Short-Term Memory Networks (LSTMs) [10], both of which opened the door
to meaningful progress in natural language processing and time-series analysis.

1.1.2 The Spark That Ignited the Field

At the dawn of the 21st century, the research community was actively exploring
new models and training strategies. Yet two essential ingredients were still missing
from the recipe that would eventually de�ne modern deep learning: vast data and
su�cient computational power.

One of the �rst to recognize the critical role of data, particularly in the context
of image classi�cation, was Fei-Fei Li, then a professor of computer science at the
University of Illinois Urbana{Champaign. Convinced that large and diverse datasets
were essential to advance deep learning, she led the creation of ImageNet, a massive
and meticulously labeled image repository designed to benchmark visual recognition
systems [11]. Launched in 2009, ImageNet contained more than 12 million anno-
tated images spanning thousands of categories|from everyday objects to dog breeds
and plant species|and quickly became a cornerstone for computer vision and deep
neural networks. It provided the scale, complexity, and semantic richness needed for
deep learning to acquire meaningful representations of the visual world. As Fei-Fei
Li later re
ected, \ One thing ImageNet changed in the �eld of AI is suddenly people
realized the thankless work of making a dataset was at the core of AI research" [12].

In 2010, Fei-Fei Li and her team introduced the ImageNet Large Scale Visual
Recognition Challenge (ILSVRC), an initiative designed to establish a competitive
benchmark for image recognition systems. What began as a benchmarking e�ort
soon became a turning point in the history of deep learning. The breakthrough ar-
rived in 2012, when a CNN known as AlexNet achieved a decisive victory at ILSVRC.
At the time, the human-level error rate on ImageNet was estimated at around 5.1%,
while AlexNet reached 15.3%|a dramatic leap forward considering that previous
models had struggled to break the 26% barrier [13]. Crucially, AlexNet's success
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was enabled by advances in computing hardware, particularly the use of GPUs for
training deep networks, which made large-scale deep learning practically viable.
Though still short of human performance, AlexNet provoked a surge of interest and
innovation, paving the way for increasingly sophisticated architectures. The decisive
milestone arrived in 2015, when ResNet [14], another CNN, achieved an error rate
of 3.57%, surpassing the threshold for human-level performance and marking the
dawn of modern deep learning.

1.1.3 Today's Deep Learning Recipe

Today, the in
uence of deep learning continues to expand rapidly, bringing society
ever closer to Rosenblatt's early vision of intelligent machines. Yet this progress
comes at a cost: modern systems demand immense computational power and vast
amounts of data, driving an increasing reliance on cloud infrastructure and special-
ized hardware, all of which contribute to rising energy consumption (Figure 1.1).

This dependency creates barriers to the broader adoption of deep learning, par-
ticularly in domains where high-quality annotated data are scarce or access to ad-
vanced computing resources is limited. One such domain is microscopy, the focus of
this dissertation, where generating large labeled datasets is costly, time-consuming,
and labor-intensive, and where large-scale infrastructure cannot be taken for granted.
Even in resource-rich �elds such as Natural Language Processing, where deep learn-
ing has advanced most rapidly in recent years, a sobering realization has emerged:
data are �nite. While this may seem obvious, it is a truth often overlooked in the
rush of progress [18].

In this dissertation, I argue that the success of deep learning has not been fueled
solely by access to extensive amounts of data and computational power; it has also
been driven by intrinsic factors. Speci�cally, deep learning has advanced in part
due to design choices that endow models with distinct properties and capabilities
for deriving representations from data. These choices, commonly referred to as
inductive biases, are far from incidental and have quietly guided the development of
deep learning [19].

The concept of inductive bias will be discussed in greater detail in the sections
that follow, as it forms a central thread throughout this dissertation. Understand-
ing and strategically leveraging inductive biases is key to lowering the barriers im-
posed by current deep learning trends. It also holds the potential to unlock strong
performance in data-scarce domains and to mitigate the growing, and potentially
unsustainable, energy demands of deep learning in the years ahead.

1.2 Deep Learning Meets Microscopy

It was only a matter of time before deep learning found its place in microscopy. The
complexity of microscopy data made it a natural candidate for deep learning{driven
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Figure 1.1: Floating-point operations (FLOPs), a standard measure of training cost,
reveal a sharp upward trend in the computational demands of deep learning. Since
the introduction of the Perceptron in the late 1950s, deep learning has evolved from conceptual
foundations into a data- and compute-intensive discipline. A pivotal moment came in 2010 with
the release of ImageNet, a large-scale annotated dataset that provided a benchmark for visual
recognition systems. At the time, this dataset, together with the increasing availability of GPU
acceleration, o�ered deep learning the fuel to scale, enabling models like AlexNet and ResNet to
challenge|and even surpass|human-level performance on classi�cation tasks. This breakthrough
sparked a wave of rapid developments in deep learning across various domains. Since then, the
�eld has followed a steep scaling trajectory, with computational requirements increasing exponen-
tially [15,16]. Data from Epoch AI [17].

analysis. Still, the trajectory of deep learning in microscopy has been marked by
both breakthroughs and persistent challenges [20].

The deep learning revolution in microscopy began in 2015 with the introduction
of U-Net [21]. This CNN demonstrated that deep learning could excel at cell image
segmentation, a task that had traditionally relied on intensive manual annotation or
classical image processing techniques. U-Net's success sparked a wave of innovation,
and deep learning soon found applications across the microscopy landscape: object
detection [22, 23, 24], segmentation [25, 26, 27], motion analysis [28, 29, 30], virtual
staining [31,32,33], image enhancement [34,35,36], and super-resolution imaging [37,
38,39]. Researchers quickly recognized that deep learning could not only accelerate
analysis work
ows but also uncover insights that had previously remained hidden
within the complexity of microscopy data.
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Yet a key realization within the community was that, for deep learning to truly
transform microscopy, it had to become accessible. One of the most persistent
barriers to adoption was the technical expertise required to implement deep learn-
ing models. Recognizing this challenge, interdisciplinary e�orts have emerged since
2020 to bridge the gap between deep learning and domain scientists. The result
has been a growing ecosystem of user-friendly tools designed to lower the knowl-
edge barriers to entry and empower researchers to harness deep learning without
becoming machine learning experts. Notably, open-source platforms such as Deep-
ImageJ [40], ZeroCostDL4Mic [41], ImJoy [42], Ilastik [43], Icy [44], QuPath [45],
DL4MicEverywhere [46], DeepTrack2 [23,47], and Deeplay [48] (the last two of which
I actively contributed to during my PhD) have played a crucial role indemocratizing
deep learning for microscopy.

1.2.1 Barriers to Adoption

Despite these e�orts, the integration of deep learning into routine microscopy analy-
sis pipelines remains slow and uneven. The hesitation is not due to a lack of interest;
on the contrary, researchers are eager to adopt these technologies. One main ob-
stacle is the scarcity of high-quality, representative, and well-annotated datasets.
Deep learning thrives on data, yet microscopy|with its vast diversity of imaging
modalities and experimental conditions|poses a formidable challenge to data stan-
dardization (Figure 1.2).

Each imaging system, experimental setup, and biological sample introduces its
own variability. Cells, for instance, exhibit di�erent shapes, motions, and behav-
iors depending on their type, internal dynamics, and external stimuli. Beyond cells,
microscopy spans a vast range of scales, from individual proteins to entire tissues,
adding yet another layer of complexity. This inherent heterogeneity makes it par-
ticularly di�cult to compile large, generalizable datasets.

The need for annotations further compounds the challenge. Supervised deep
learning depends on large datasets with carefully labeled input{output pairs. Yet
producing high-quality annotations for microscopy images is time-consuming and
requires specialized expertise. In many cases, even expert-generated labels su�er
from inconsistency or limited accuracy, further complicating model training. One
promising approach to overcoming these obstacles is the use of simulations. I have
actively contributed to this direction by co-developing DeepTrack2, a Python pack-
age designed to generate microscopy data tailored for deep learning across various
imaging modalities (described in detail inChapter 6: Practical Tools and Re-
sources). Several contributions in this dissertation rely on simulated data to achieve
generalization on experimental datasets. Nevertheless, generating high-quality sim-
ulations that faithfully capture the variability and underlying biophysical nature of
microscopy data remains a complex challenge in its own right.

Adding to these di�culties is the high computational cost of deep learning.
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