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Abstract

This thesis contains three papers, which all in different ways concern the asymptotics
of the Hegselmann-Krause model in opinion dynamics. In this model a set of con-
formist agents repeatedly and synchronously replace their real-valued opinions by the
average of those opinions that are within unit distance of their own. The resulting
dynamics become exceedingly subtle, and are sensitive to the precise initial configura-
tion.

In Paper I, my supervisor and I investigate the case when the system is initialised with
a chain of equidistant opinions. This includes determining the precise evolution for
every (possibly infinite) chain with inter-agent distance 1 or ~ 0.81.

In Paper II, I expand the current theory for the evolution of systems where a very large
number of opinions are independently drawn at random from the uniform distribu-
tion on an interval. I develop a method for approximating the updates of configura-
tions with arbitrarily many agents by updates of smaller ones which can be explicitly
computed. I use this method to show rigorously for the first time that for some interval
lengths, one asymptotically almost surely reaches a consensus. This gives theoretical
support for an observation by Lorenz, that sometimes a group that would not other-
wise reach a consensus could do so by individually becoming more closed-minded.

In Paper III, we show that if opinions are taken to be points on a circle with perimeter
larger than 2 instead of being real numbers, the resulting sequence of updates must
converge pointwise from any possible initial configuration.

Keywords: Opinion dynamics, Hegselmann-Krause model, bounded confidence, con-
sensus, piecewise linear dynamics.
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1 Introduction

Scientists use mathematical models to study all kinds of phenomena. Some-
times when a mathematical model is devised, it turns out to be interesting
beyond what it can teach us about the phenomenon it was originally meant
to model. Famous examples where mathematicians have taken great interest
in a model for its own sake, rather than because of some application, include
various percolation models, the Ising model and the logistic equation from
population dynamics.

A less famous example, which will be the subject of this thesis, is an agent
based model of opinion dynamics published by Hegselmann and Krause [6] in
2002. In their model, each agent holds an opinion which is repeatedly updated
to conform to those of the other agents. The point is that the agents use what
the authors refer to as bounded confidence: Any opinion too different from your
own is disregarded, so the confidence you put in other people’s opinions is
bounded.

Their original paper contains several variations, but the definition of the
Hegselmann-Krause (HK) model that will be used throughout this thesis, and
which is one of the most common, is the followingﬂ

Definition 1.0.1. Let n agents be indexed 1, 2, ..., n, and let each agent i hold the
opinion f(i) € R. The function f is referred to as an opinion profile and is without
loss of generality assumed to be non-decreasing.

The opinion profile f is then updated using the updating operator U, which is
defined as follows.

. 1 .
U6 = Zm ) > 16 (1.1)

JEN;

1There are a few different conventions regarding notation, which is reflected in the papers of
this thesis. The notation used above agrees with that in Paper II, the most recent paper, but the
basic model is defined the same in all three papers.

1



2 1. Introduction

where N7 (f) ={j €{1,2, ..,n}:|fG) — f(H)| <r}andr =1.

We will refer to the evolution of a profile under repeated applications of U as the HK-
dynamics.

In words, each update U moves each agent to the average taken over all agents
within unit distance. The reason for fixing » = 1 is that any result we can
show for another value of » would hold for this normalised version if profiles
are re-scaled by a factor r. Given an agent i, the agents in N;(f) are called
the neighbours of i, and it’s sometimes useful to think of the agents as nodes in
a neighbour graph with edges between neighbouring agents. For instance one
can fairly easily verify that if the neighbour graph at any point disconnects the
two parts can never reconnect.

There are many variations of the HK-model. Examples include, but are not
limited to the following.

e A version commonly referred to as the heterogeneous HK-model, where
agents have individual confidence bounds ;. This was discussed al-
ready in [6] and was further investigated in [11].

e A continuous-time version, where agents continuously change their
opinion towards the average of their neighbours.[4]

e A version where neighbouring opinions are weighted, depending on
how far away they are. This was discussed in [8].

e A version where some agents do not follow the dynamics, but can freely
choose their opinion in every step. This gives rise to a control problem of
how to best direct the so called tactical agents to achieve various goals.[7]

For the rest of this thesis we will, however, contend ourselves with the un-
adorned model given in Definition There are at least two reasons for
this. First, this is the version on which the largest amount of mathematical
work has been done. Perhaps with the exception of the continuous-time vari-
ant, the versions listed above are not as well understood as what I here call the
classical model. Second, the complexity of the classical model and the wealth
of phenomena that emerge from its definition are surely enough to fill several
theses on their own.

As stated above, the HK-model has received considerable interest, and at the
time of writing Google Scholar lists about 3000 citations. Most of these are
from the engineering fields, but in the twenty years since it’s introduction a
fair body of mathematical results about the model have accumulated. For



some intuition as to why this might be interesting for a mathematician, con-
sider the following.

On the one hand, the opinions after the update are linear combinations of
those beforehand, so, encoding the opinions as a vector x, computing the up-
dated opinions is as easy as multiplying x by some matrix A (from the left,
say). Examining (I.I), we also see that A is row stochastic, and the dynamics
may thus be described by a growing product of stochastic matrices. This is
nice. There is theory for those.

On the other hand, the matrix A depends on the vector z, and often changes
between updates. This is not nice. Say we would write the matrix that corre-
sponds to the operator U, and updates the vector z, as A(z). We then find that
the corresponding matrix for U? to be A(A(x)z)A(z), the one corresponding
to U3 to be A(A(A(z)x)A(z)x)A(A(x)x)A(x) and so on, with exponentially
longer expressions for each step. For some explicit opinion vector « and a
modest number of updates this can be done with a computer, but for general
« this is harder to handle.

Put more directly: U and its powers are piecewise linear operators. Another ex-
ample of piecewise linear operators, which has received a tremendous amount
of attention in recent years, are ReLU neural networks. As is the case with the
neural networks, as the dimension of the input (and output) vectors grow,
analysis of the system becomes highly nontrivial. There turns out to be a bal-
ance though: The rule in gives rise to surprisingly complex dynamics, but
is simple enough to admit some analysis. This makes the dynamics interesting
from a mathematical point of view.

One important set of questions about the HK-dynamics, which all of the pa-
pers in this thesis are concerned with in one way or another, is that of de-
scribing its asymptotic behaviour. There are at least two limits to consider,
corresponding to letting the the number of time steps or the number of agents
go to infinity, respectively.

The former of these amounts to defining the operator U> = limy;_,, U’ and
studying its properties. Already in [6] it was shown that not only does the
sequence converge when the operator is defined for any finite number n of
agents, but that for each profile f there exists a T such that UT ™ f = U™ f for
any positive ¢. The lowest such T is called the freezing time of the profile f, and
the profile U” f is said to be frozen. It is fairly straightforward to show that
a frozen profile must consist of a set of clusters, i.e. sets of agents that share
the same opinion, and that the opinions of clusters must be separated by more
than r. When all agents in a frozen profile comprise a single cluster we say that
the profile has reached a consensus, and if they are split up into more than one
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cluster we say that it has fragmented. Characterising what frozen profiles result
under different initial conditions and what their freezing times are constitute
a majority of the work done on the HK-model to date. Papers I and II are
both concerned with determining what different kinds of profiles will look
like after they freeze, and Paper III establishes this kind of convergence in a
version of the model where opinions are not real numbers but points on a
circle.

The latter form of convergence, where the number of agents goes to infinity,
has also been studied and is, in somewhat different ways, the subject of Papers
Iand IL

One important tool in studying this kind of limit is the continuous agent HK-
model, introduced in [2]. It generalises the traditional model by allowing for
an uncountable number of agents, indexed by the unit interval [0, 1] instead
of by a set of natural numbers.

Definition 1.0.2. Let the set of agents be indexed by the interval [0, 1] and let each
agent o € [0, 1] hold the opinion f(a) € R, where f is a non-decreasing function.
The function f is referred to as a (continuous-agent) opinion profile. (Note that f
itself is not assumed to be a continuous function.)

The updating operator U, when applied to an opinion profile, is defined as follows.

1
Uf(a) = LAGIEE f(B)dp (1.2)

where N () = {8 € [0, 1] : [ f(a) — £(8)] < 1}.

This continuous agent model is truly a generalisation of the traditional model,
in the sense that the latter may be emulated within the former by dividing the
unit interval into n segments of equal lengths and considering profiles that
are constant on each interval. It's easy to check that the resulting dynamics
are totally equivalent to (L.1)).

As for more general profiles in the continuous agent model, they can, how-
ever, be much harder to analyse. Even if we start with a function as simple
as a linear one, each update breaks it up into piecewise smooth pieces. Writ-
ing up expressions for each piece in terms of elementary functions becomes
impossible after only a few updates, and the number of pieces grows expo-
nentially with the number of updates. As opposed to the discrete case, there
is no guarantee a continuous profile will ever freeze, and in several interesting
cases we can actually show that it does not.

The difficulties just laid out buy us something though. Two key advantages of



working with the continuous agent model are

e it makes limits of profiles with an increasing number of agents easy to
define

e any distribution of agents can be approximated by a series of step func-
tions to arbitrary precision.

The continuous agent model also allows us to work with (random) distribu-
tions of agents directly, without taking the route through looking at particular
samples. Informally, the density of agents or the “popularity” of a certain
opinion then relates to the inverse of the derivative of the profile, so that the
steeper the profile is at an agent the less popular is its opinion. In the extreme
case, atoms in the distribution correspond to constant segments in the profile,
while discontinuities in the profile describe gaps in the support of the distri-
bution.

In many applications we are interested in distributions without atoms but
with connected support. Following [2] we refer to such distributions as regu-
lar, and they turn out to have nice properties.

Definition 1.0.3. A non-decreasing continuous agent profile f is said to be regular
if there exist strictly positive real numbers m and M, such that

(o)~ J(8)
"= e =M

for any distinct «, 8 € [0, 1].
The term (m, M)-reqular is used when there are specific numbers m and M which

satisfy the above inequality.

The easiest way to think about this definition is to take (m, M )-regularity to
mean that the profile f is a continuous function, and that the derivative [,
wherever it is defined, is contained in the interval [m, M].

It turns out that regularity is often preserved under updates.
Theorem 1.0.4. ([2l]) Let f be a regular profile such that f(1) — f(0) > 2. Then U f

is reqular.

In many cases of interest, it turns out that f(1) — f(0) < 2 must lead to a con-
sensus. Hence, regular profiles are quite nice to work with since the theorem
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implies that, if the range of opinions remains above 2, we can assume U’ f is
regular for all ¢. This is explored further in Paper II

This is the background we need to discuss some important results and open
problems, and to give short summaries of the papers. We will do this in the
following sections, but before doing so we'll take detour by a softer question.

1.1 What does the HK-model model?

I want to take a short moment to discuss what kind of process the HK-model
could be considered a model of.

In their original paper [6], Hegselmann and Krause ask the reader to imagine
a group of experts tasked to merge their respective estimates of the world
population at some particular time in the future. There are two aspects of this
picture that might mislead one’s intuition when thinking about the HK-model.
First, experts who make estimates typically do so, at least in part, based on
data and knowledge. Thus, while the opinions of their peers might influence
their own, there are also external influences. Second, while the experts in the
scenario are tasked to merge their estimates, each expert has an interest in
keeping the result as close as possible to that of their own original estimate,
rather than to keep in line with the others.

A first observation about the agents in the HK-model is that they, in contrast
to the above scenario, don’t base their updated opinions on anything except
the current opinions of the other agents. In that sense, the agents are perfect
conformists.

A second observation is that the agents have perfect knowledge of each
other’s position. The “opinions” in question must thus be openly shared by
each agent in an honest way.

Thus, I here suggest it might make more sense to think of agents conforming
their expressions rather than their actual opinions.

To illustrate what this means, we consider a real life field that better corre-
sponds to the premise of the HK-model, namely that of fashion. Many aspects
of how people dress are completely arbitrary, precisely controllable and visible
to others. Imagine wearing a tie and meeting with a new group for the first
time, only to find everyone else wears their ties slightly shorter than yours.
Being a conformist, you “correct” your tie before the next meeting. But only
up to a point: if most of the others wear their ties 10 cm long, or, for that mat-
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ter, down to their knees, you might simply disregard these people as weirdos,
and limit your conforming to reasonable people.

Though the choice of clothing, say, is subject to certain practical constraints,
and though real humans are not perfect conformists, I thus argue that the
HK-model better describes a population of conformists than a population of
compromisers.






2 Important results and open
problems

While some basic properties of the HK-model were presented in the previous
section, this section aims to give a sense of the kinds of questions about the
model that have attracted interest.

2.1 Maximal freezing time

Recall that, given a profile f, the freezing time of f is defined as the smallest
natural number 7T such that UT**f = U7 f for all t. The existence of this
number 1" was proven already in [6] for all discrete profiles, and it even turns
out that it can be bounded uniformly for all profiles with the same number n of
agents. Let F'(n) denote this bound. The following natural question follows:

Question 2.1.1. How quickly does F'(n) grow with n?

Upper bounds on the growth of F(n) have been found by several authors. In
2007 it was shown in [10] that F'(n) = O(n®), and in 2013 the current record
was proven independently in [12] and [1]], using different techniques:

Theorem 2.1.2. F(n) = O(n?).

In trying to find a lower bound on F(n), a natural first attempt is to sim-
ply spread n opinions out as much as possible, while keeping the neighbour
graph connected. This approach was taken at least as early as in [10], and is
achieved by placing the agents at n consecutive integers. The first time we up-
date this profile, all but the two agents at the very ends will find themselves in
a perfectly symmetric neighbourhood and will thus not move. At the second

9



10 2. Important results and open problems

update, the penultimate agent at either side finds exactly one neighbour has
moved, and will thus move as well while the remaining n — 4 agents in the
middle stay put. This continues for |3 | updates as the “wave” of movement
travels from the edges to the centre, and we conclude F'(n) > | %], hence, in
particular, that F'(n) = (n). In Paper I, we analyse this and other similar,
equally spaced “chains” and determine precisely their evolution. We thereby
improved the constant % and, for a few months in 2014, the best known lower

bound was F(n) > n.

Later in 2014, Hegarty and I proved the following bound.[14]
Theorem 2.1.3. F(n) = Q(n?).

The slow convergence is achieved by augmenting the “chain” of n agents out-
lined above with two large clumps of n agents each at distance + from either
end, and thereby obtaining something resembling a “dumbbell”. The agents
in the clumps only have one neighbour from the rest of the chain, and with
one single neighbour at distance 1+ and with n+1 in total they will move about
2 in the first update. It turns out this structure is stable enough to derive the
above result.

Finding the real growth rate of F'(n) is still an open problem. After an exten-
sive but fruitless search for a construction that takes even longer to freeze, I
dare state the following conjecture.

Conjecture 2.1.4. F(n) = O(n?).

Before closing this subsection, it should be noted that the freezing rates given
by F'(n) are upper bounds only. The constructions given are specifically con-
structed to be slow and are sensitive to the exact placements of the agents. For
comparison, just drawing agents independently at random from a large inter-
val seems to result in freezing times growing like O(log(log(n)), though this
has not been investigated in much depth.

2.2 Convergence of profiles in the continuous-
agent model

In contrast to the classical HK-model, even proving convergence of its
continuous-agent counterpart remains an open problem in general. Though
there are some partial results, most of them published in [2] and [3], the
following statement remains a conjecture.
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Conjecture 2.2.1. Let f be a continuous-agent profile. Then the pointwise limit
U f = limy_oo UL f exists.

One fact which contributes significantly to the difficulty in proving Conjecture
is the following observation, made in [2].

Theorem 2.2.2. Let f be a reqular continuous-agent profile such that U' f(1) —
Utf(0) > 2 for every time t. Then U f # Ut f for every t. In other words, f never
freezes.

This basically means that the only hope we have for a continuous-agent profile
to freeze in finite time is for its span of opinions to shrink below 2, which in
practice often equates to reaching a consensus. To date, very few continuous
continuous-agent profiles are known to converge to a fragmentation. The only
known class of examples which has been proven to do so were published in
[5] in 2014.

Theorem 2.2.3. There exists a reqular profile f such that
o U™ f exists,

e U f is not constant.
In fact, we have U™ f(1) — U f(0) > 2.
The result closest to proving Conjecture was presented already in [3]. To

state it formally, we need to introduce an alternative notion of convergence.

Definition 2.2.4. For a profile f and € > 0, we define the the open ball

Bu(fie) ={g € O: m({a € [0, 1] : |g(a) = f(a)| = €}) < ¢}, 2.1)

where m denotes Lebesgue measure and O denotes the set of opinion profiles. We write
—,, to denote convergence in the topology induced by these balls.

In words, two profiles are considered close if the set of agents whose opinions
differ by more than a tiny amount is tiny.

Theorem 2.2.5. ([3]) Denote by F the set of frozen profiles where the distance be-
tween any two clusters is larger than 1 and let f be a profile.

ThenU'f — U™ f =, 0and Ut f —, F.
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Informally, though we cannot prove that the sequence U' f converges point-
wise, it converges to the set of frozen profiles.

Despite the lack of a proof, all numerical and heuristic evidence so far sup-
ports Conjecture 2.2.1} and there is, to my knowledge, nothing that suggests
it would be false. Any example of a continuous-agent profile that fails to con-
verge pointwise to some limiting profile would be truly interesting!

2.3 Stability of frozen profiles

Though we cannot be certain the continuous-agent HK-model converges for
general initial profiles, in [2] the authors manage to show that if f is regular,
if U™ f exists and if U f(1) — U f(0) > 2, then U f must be what they call
stable.

I will refer to their notion of stability as BHT stability.

Definition 2.3.1. Let f be a frozen continuous-agent profile. We say that f is BHT-
stable if, for every € > 0, there exists § > 0 such that the following holds:

Take the profile f, add a cluster of weight at most § and renormalise all weights to give
a profile g. Then U g consists of the same number of clusters as f, and their weights
and positions are all within < of those of f.

In addition to the just given definition, I here suggest a stronger version of
stability.

Definition 2.3.2. Let f be a frozen continuous-agent profile. f is said to be strongly
stable if

9k —pu f - Uoogk —pu f (22)

for any sequence (gi) 4., of profiles.

In words, a frozen profile is BHT stable if you cannot qualitatively change the
profile by inserting a single additional cluster of arbitrarily small weight and
again update until the profile freezes. In contrast, a profile is strongly stable if
we could not qualitatively change it by adding any configuration of agents in
the spaces between clusters, provided their total mass is small. It is clear that
strong stability implies BHT stability.
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An example of a profile that is not BHT stable is given by

fla) = {_1 %“ISO‘S %1 2.3)

2 =

[f is clearly frozen. However, if we inserted a cluster of weight € with opinion
0 this changes. Applying (1.2), we see that the agents with opinion 1 would
1

move to %is = ﬁ, a
its equilibrium. After somewhere around 1 additional updates, the two large
clusters will come within % of the middle and become neighbours, and the
next update will bring the profile to a consensus. If the two clusters would
instead be separated by some distance larger than 2, any additional cluster
will be in sight of at most one of the large clusters, and may only affect it once
before being absorbed into it.

change of about 2¢. The central cluster will remain at

There is a simple test to determine whether a frozen profile is BHT stable or
not, given in [2]. Essentially, a frozen profile is stable if no two of its clusters
lie too close to each other.

Theorem 2.3.3. Let f be a frozen continuous-agent profile. Then the following two
statements are equivalent.

e fis BHT stable.

o Choose any two clusters of f, denote their opinions by a and b and let w, and

wy, denote their weights. Then |a — b| > 1 + max (% Lo

wp? we )°

Assume now f is a regular profile. By Theorem updates U’ f remain
regular as long as the range of opinions stays above 2. So intuitively, either
U*>f is a consensus or there must always be at least some agents holding
opinions between any forming clusters. It thus seems intuitive that failing to
be BHT stable would disqualify any profile from being an asymptotic limit of
regular profiles, and the authors of [3] indeed go on to prove the following.

Theorem 2.3.4. If U f exists with U f(1) — U f(0) > 2, it must be BHT stable.

This is as far as we get, though. If we are trying to prove convergence, the im-
plication points the wrong way: it doesn’t let us deduce that being sufficiently
close to a BHT stable frozen profile will guarantee that we will converge to-
wards something like it.

For this we would need something like the strong stability in Definition[2.3.2]
Almost by definition, we have the following theorem.
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Theorem 2.3.5. Let f be a regular profile. Then for every ¢ > 0 there exists § > 0
such that, if g € B, (f, d) is a regular profile then U g € B,,(f, €).

There is no example in the literature of a profile shown to be BHT stable but
not strongly stable, and despite an extensive search I have not managed to
produce any such examples myself. I thus pose the following conjecture.

Conjecture 2.3.6. A frozen profile f is strongly stable if and only if it is BHT stable.

Together with Theorem and Theorem proving this would prove
Conjecture for regular profiles.

2.4 Fragmentation of linear profiles

One question which has received much attention is the following.

Question 2.4.1. If fr(a) = La is a linear continuous-agent profile with opinions
spanning [0, L], does U f1, exist and, if so, what does it look like?

Even before the introduction of the continuous-agent model, several papers
considered various discrete approximations of linear profiles in the form of
equidistant profiles, notably [6] and [9]. It seems from simulations of equidis-
tant profiles that linear profiles with a large L tend to fragment somewhat
regularly into a sequence of no more than £ clusters but despite being the
subject of several publications nothing is proven about the fate of linear pro-

files, except for the partial results for a few small values of L given in Paper
IL.

One fairly modest rigorous formulation of a precise conjecture in line with our
current understanding of simulations made so far is the following.

Conjecture 2.4.2. Let f1, be the linear profile with opinions from 0 to L. Then U f,
exists and all but O(1) of the distances between consecutive clusters in U f, are
larger than 2.

The motivation for the caveat allowing some distances smaller than 2 is that
such small distances are observed in simulations at the centre of the profile,

n the literature one encounters the phrase “2r-conjecture” in reference to this phenomenon.
As far as we know, no precise formulation of an actual conjecture appears in the literature.



2.4. Fragmentation of linear profiles 15

especially when L is small. These seem to be a consequence of symmetry, and
how the two wavesﬂ of information from the edges collide.

We are still far from proving anything like Conjecture though, and per-
haps the clearest way to illustrate precisely how far is to note that the follow-
ing problem is still wide open.

Conjecture 2.4.3. If L is large enough, U f is not a consensus.

A first step might be to try and prove the following even weaker conjecture.

Conjecture 2.4.4. There is some L such that U f* is not a consensus.

It seems we need some new idea, or more likely ideas, before Question [2.4.1]
can be answered with mathematical certainty.

2As described in Subsection






3 Summaries of papers

3.1 Paperl

The research leading up to Paper I started with the following observation.

Observation 3.1.1. When n HK-agents are initiated with the integer opinions 1,
2, ..., n, they seem to evolve in a very regular manner: After every 5 steps, 3
agents disconnect from the rest at either side and reach local consensus, in the
way shown in Figure 3.1. This seems to go on until the profile freezes.

In the paper, we determine the the precise evolution of the neighbour graph
of such profiles.

Theorem 3.1.2. Let n > 2 be an integer, and write n = 6k + [ where 0 < [ <
5. Let & ,, denote the identity function on 1, 2, ..., n, i.e. a profile with n agents
holding consecutive integer opinions. If we compute the sequence of updates U'&; ,,
the following occurs:

(i) after every fifth time step, a group of three agents will disconnect from either end
of the neighbour graph and then collapse to a cluster in the subsequent time step.

(ii) the final, frozen profile, will consist of 2k clusters of size 3 with opinions dis-
tributed symmetrically about ™+ plus, if | > 0, one cluster of size | with opinion
(iii) the profile will freeze at time t = 5k + (1), where

-1, ifl € {2, 3},

e()=14 1, ifl=1, (3.1)
1+1, iflefo,4,5}

The first basic idea behind the proof is to shift focus from the actual opinions

17
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~

Opinion

2¢ o

Figure 3.1: The first steps in the evolution of a large number of agents initiated with consecutive
integer opinions.

of the agents to the gaps between them. We then note that we can describe
the updates in terms of multiplication of vectors of gaps with state-dependent
matrices, in the same way we described in the introduction for vectors of opin-
ions.

The second key idea is to combine several of these matrices with a shift, to
obtain a single operator that updates the profile until the first disconnection
occurs and then removes the disconnected agents. The point is that the “edge”
of what is left after the disconnection looks approximately like that of the pre-
vious profile. We show that the above combined operator indeed has an at-
tractive fixed point, and that the edges remaining after each disconnection
must converge to look the same.

Apart from being interesting in itself, Theorem relates to the following
basic result using integer valued profiles, which was mentioned in Subsection
and first observed in [10].

Observation 3.1.3. In a profile with initially integer opinions 1, 2, ..., n, agents
t,t+1,..,n+1—twill keep their initial opinions for at least ¢ — 1 updates.
This gives a linear lower bound | % | for the slowest freezing time for a profile
of n agents.

When Paper I was written, this was the state of the art for lower bounds on
tshe maximum freezing time, but Theorem improves the bound from % to
22 4+ 0O(1).

6
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Opinion

Figure 3.2: The first steps in the evolution of a large number of agents initiated with opinions at
integer multiples of 0.81.

We then go on to consider more general equidistant profiles, where the initial
opinions are consecutive integer multiples of some d € (0, 1]. In particular, we
determine the precise evolution of the neighbour graph up until the first time
it disconnects for every d € (3, 1]. We find that not every d results in periodic
behaviour, but that every value of d that we examine seems to eventually settle
into periodic evolution. We then go on to show the following.

Theorem 3.1.4. For n € Nand d € Ry, define 4, - {1, 2, ..., n} — R with
Ean(i) = di. &qp is thus a profile with n agents holding opinions that are integer
multiples of d.

Then, there exists a non-empty open subinterval I C (2, 3108] such that for any

d € 1, as we compute the sequence of updates U'&, ,, the following occurs:

(i) After every eighth time step, a group of four agents disconnects from either end of
the neighbour graph.

(ii) There are positive constants C, C’ such that the evolution described in (i) contin-
ues until there are at most C agents left in the middle. These will collapse to a cluster
after at most C' further time steps.

This further raises the lower bound on the maximum freezing time of a profile
of n agents ton + O(l)ﬂ

1 This lower bound was not long lived, and we soon improved it to O(n?) in [14].
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The poses paper a number of questions about equidistant profiles, all of which
remain open.

Paper I also contains a brief discussion about the relationship between ran-
dom profiles, equidistant profiles and linear continuous profiles. The ideas
outlined in this particular discussion could be considered the basic idea be-
hind Paper I

3.2 Paperll

This paper also concerns equidistant profiles, but rather than fixing an inter-
agent distance d and determining what happens as we let the span of opinions
L go to infinity, we fix L and let d — 0. I develop theory building on that
in [3] to relate the updates of a continuous-agent linear f;, to those of fine
equidistant discrete approximations f, r of fr, and also to random profiles
fT where opinions are drawn uniformly and independently at random from
the interval [0, L]. In particular I show that

U™ fr is a consensus <= U f,, 1 is a consensus <= U™ f7’ is a consensus

for all n sufficiently asymptotically
large almost surely.
(3.2)

I then apply this theory to address the following observation of Jan Lorenz,
paraphrased from [9].

Observation 3.2.1. Fix a large integer m, let f,, 1, denote a discrete profile with
n = [Lm] agents equidistantly spanning the interval [0, L], and consider the
profiles U f,, 1, for increasing values of L. Surprisingly, simulations suggest
the number of clusters in U™ f,, ;, does not increase monotonically in L. In
particular, there seems to be some L; ~ 5.23, Ly ~ 5.67 and L3 =~ 6.84 such
that

e U*f, 1 is aconsensus for L < L.
o U f, 1 consists of 3 clusters for L; < L < L.

o U™ f, 1 isaconsensus for Ly < L < Ls.

In the words of Lorenz: As L increases, consensus strikes back!
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Although the observation still is not fully explained, I manage to obtain the
following partial result.

Theorem 3.2.2. Denote by Cry(L, n) the final number of clusters in U f,, 1, and
let

Ciy(L) = Jim_ Cey(L. m),

whenever the limit exists, i.e. when Cry(L, n) is constant for all sufficiently large n.
Then

1. {L >0:Cgy(L) =1} is an open set.

2. If L} = 5.2, Ly = Ly = 6, there exists some number T such that, if L €
[0, L) U [Lh, L} then, for all sufficiently large n, U™ f,, 1 is a consensus.

Hence, there exist numbers 5.2 < Ly < Ly < 6 < Lg such that if L €
[O, Ll) U (LQ, L3> then CEq(L> =1.

By the equivalences (3.2) this implies that, for the same values L as in Theo-
rem consensus must follow for the linear profile f;, and asymptotically
almost surely for uniformly random profiles f7.

The proof can be reduced to a series of steps.

First, I choose an L and compute U7 f,, ;, for some T and some large but finite
n.

Second, I consider an arbitrary refinement of f, 1, that is a profile obtained
by starting with f,, ; and then inserting some number & of additional agents
between each pair of consecutive agents in f, ;. For each agent ¢, I bound
how much U7 f,, 1.(i) can deviate from the (i + (i — 1)k)’th opinion of any
refinement. In other words: If we refine a profile, update it 7" times and then
take away the inserted agents, how much could the result differ from the 7"th
update of the original profile? There are n left and right bounds, one pair
for each 4, and they are all independent of k. As the whole process is carried
out for thousands of L’s and n gets as large as 300 000 for some of them, this
requires a computer program.

Third, I show that U7 f,, ;, has some kind of structure, different ones for the
intervals [0, L}] and [L), L§], which guarantees U f,, 1, is a consensus.

Fourth, I show that any profile within the bounds found in the second step
of UT f,, , must have the same structure, and thus reach a consensus as well.
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Letting the resolution k of the refinements go to infinity, I can then use the
equivalences (3.2) to prove the theorem.

3.3 PaperIII

While Papers I and II study the asymptotic behaviour of large profiles with
many agents, Paper III considers a more basic question: If opinions sit in some
other set than R, does a limiting profile lim;_,~, U’ f even exist for any given
profile f? What about the case where opinions are points on a circle?

In the discrete case with n agents with real-valued opinions, as mentioned in
Subsection convergence was settled already in the original paper [6] by
Hegselmann and Krause: Any such profile must reach a limiting profile in
finite time.

In other settings the question can be more subtle. For instance, though we
sort of sweep the question under the rug in Paper II, as was noted in Subsec-
tion 2.2 we don’t actually know whether the continuous-agent model always
converges.

Let p denote the perimeter of a circle. In this paper we prove the following
theorem.

Theorem 3.3.1. If p > 2, the limit U f exists for any discrete profile f with opin-
ions on the circle with perimeter p.

As an important part of proving this theorem we consider the energy E(f) of
a profile f, defined as

E(f) =Y min{1, 5(f(i), ()}, (3.3)

i=1 j=1

where § gives the shortest distance between the opinions of agents i and j,
taken along the circle.

The point is that the energy is always positive and E(U f) < E(f) for any
profile f that isn’t frozen. The sequence of energies must thus converge to
some limit. One can then show that every time the neighbour graph changes
the resulting decrease in energy can be bounded away from 0, and one thus
deduces that the graph can only change finitely many times. Once the final
graph is reached, the updates can be described in terms of multiplication with
a single matrix, and convergence follows by standard linear algebra.
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The notion of energy, and the technique of finding a lower bound on the rate
at which it decreases, is well known and has been employed by various other
authors in Euclidean space. Our use of energy closely follows [1], and the
earliest example we could find of a similar technique is in [13]. One notable
feature distinguishing our proof from those in earlier works is that all previ-
ous proofs somewhere seem to use the fact that, in Euclidean space, one can
always find an agent that is most extreme in any given direction. This doesn’t
hold on the circle, which required us to modify the approach.

Finally, it is also worth noting that the convergence for this altered model is not
as well behaved as that of the classical model: Not only doesn’t every profile
have a finite freezing time, even the time needed for the neighbour graph to
settle down cannot be bounded in terms of the number of agents used. The
paper ends with some discussion of this and related facts.






Bibliography

[1] A. Bhattacharya, M. Braverman, B. Chazelle and H. L. Nguyen, On
the convergence of the Hegselmann-Krause system, Proceedings of the
4th Innovations in Theoretical Computer Science Conference (ICTS
2013), Berkeley CA, January 2013.

[2] V.D.Blondel, J. M. Hendrickx and J. N. Tsitsiklis, On the 2R conjecture
for multi-agent systems, Proceedings of the European Control Confer-
ence 2007 (ECC 2007), Kos (Greece), July 2007, 874-881.

[3] V. D. Blondel, J. M. Hendrickx and J. N. Tsitsiklis, On Krause’s multi-
agent consensus model with state-dependent connectivity, IEEE Trans. Au-
tomat. Control 54 (2009), No. 11, 2586-2597.

[4] V. D. Blondel, J. M. Hendrickx, and J. N. Tsitsiklis, Continuous-time
average-preserving opinion dynamics with opinion-dependent communica-
tions, SIAM J. Control Optim. 48 (2010), No. 8, 5214-5240.

[5] P. Hegarty and E. Wedin, The Hegselmann-Krause dynamics for equally
spaced agents, J. Difference Equ. Appl. 22 (2016), No. 11, 1621-1645.

[6] R. Hegselmann and U. Krause, Opinion dynamics and bounded confi-
dence: models, analysis and simulations, Journal of Artificial Societies
and Social Simulation 5 (2002), No. 3.

[7] R. Hegselmann, S. Konig, S. Kurz, C. Niemann and J. Rambau, Opti-
mal Opinion Control: The Campaign Problem, Journal of Artificial Soci-
eties and Social Simulation 18 (2015), No. 3, 1-18.

[8] J. Hendrickx, Order preservation in a generalized version of Krause’s opin-
ion dynamics model, Physica A: Statistical Mechanics and its Applica-
tions 387 (2008), No. 11, 5255-5262

25



26

BIBLIOGRAPHY

[9]

(10]

(11]

(12]

(13]

(14]

(15]

J. Lorenz, Consensus strikes back in the Hegselmann-Krause model of con-
tinuous opinion dynamics under bounded confidence, Journal of Artificial
Societies and Social Simulation 9 (2009), No. 1, 105-120.

S. Martinez, E. Bullo, J. Cortes and E. Frazzoli, On Synchronous Robotic
Networks — Part 11: Time Complexity of Rendezvous and Deployment Algo-
rithms, IEEE Trans. Automat. Control 52 (2007), No. 12, 2214-2226.

A. Mirtabatabaei and F. Bullo, Opinion Dynamics in Heterogeneous Net-
works: Convergence Conjectures and Theorems, SIAM J. Control Optim.
50 (2012), No. 5, 2763-2785.

S. Mohajer and B. Touri, On convergence rate of scalar Hegselmann-
Krause dynamics, American Control Conference 2013, Washington
DC, pp. 206-210.

M. Roozbehani, A. Megretski and E. Frazzoli, Lyapunov analysis of
quadratically symmetric neighborhood consensus algorithms, Proceedings
of the 47th IEEE Conference on Decision and Control (CDC 2008), pp.
2252-2257.

E. Wedin and P. Hegarty, A quadratic lower bound for the convergence
rate in the one-dimensional Hegselmann-Krause bounded confidence dy-
namics, Discrete Comput. Geom. 53 (2015), No. 2, 478-486.

E. Wedin and P. Hegarty, The Hegselmann-Krause dynamics for the
continuous-agent model and a regular opinion function do not always lead
to consensus, IEEE Trans. Automat. Control 60 (2015), No. 9, 2416-
2421.



	Introduction
	What does the HK-model model?

	Important results and open problems
	Maximal freezing time
	Convergence of profiles in the continuous-agent model
	Stability of frozen profiles
	Fragmentation of linear profiles

	Summaries of papers
	Paper I
	Paper II
	Paper III

	Paper I
	Paper II
	Paper III

