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Abstract
This thesis presents an empirical study connected to historical cryptography and especially 
within the framework of the research project DECRYPT. One of the research questions in the 
DECRYPT project relates to the use of language models for automatic cryptanalysis. In 
particular, whether historical language data result in more performant models than large scale 
models generated from contemporary language corpora.

The present thesis aims to explore this question for the English language applied to the 
classical cipher known as homophonic substitution. Key complexity and message lengths are 
also taken into consideration. A shorter survey of real historic cryptological keys is also 
performed in order to gain insights into key design. Statistical n-gram models are generated 
from the HistCORP collection of historical language and corpora. Test data is generated from 
the same dataset and encrypted with keys of different complexity. Each sample of test data is 
then cryptanalysed with a publicly available algorithm for cryptanalysis, and the results from 
different models are evaluated and compared.

The results of the experiments show that there are tendencies that historical texts are better 
analysed with models based on historical language data. In particular, the performance seems 
to correlate with the evolution of orthography. Key complexity and message length influence 
the results, where a less complex key and longer message length generally lead to better 
accuracy of the cryptanalysis.

The results can be viewed as a stepping stone into the broader question of automatic 
cryptanalysis of historical ciphers, and how suitable language models could or should be 
assembled.
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1. Introduction
Privacy and secure messaging have been hugely important topics in the past decades with 
instant, global communications made possible via the internet. However, the importance or 
desire to keep certain information from the public view is anything but new. Keeping secrets, 
and disclosing them only to the intended recipients (if any), has always been important for 
military, trade, and diplomatic applications. At the same time adversaries want to retrieve the 
very same secrets to find a competitive edge, a strategic or tactical advantage, or for the 
exposure itself. This in turn leads to the need for development of new methods in order to 
keep secrets secret in a never-ending kind of cat and mouse game between cryptographers and 
cryptanalysts.

Historical cryptology aims to study the methods that were employed historically for secure 
communications. It can be said to have been outlined by David Kahn in his seminal work The 
Codebreakers, first published in 1967. A much more recent project in this area is DECRYPT. 
The overall aims for the DECRYPT project are to collect, transcribe, and analyse historical 
cipher documents that are scattered all around the world in archives and libraries. 
Furthermore, it aims to provide an infrastructure for the analysis of these documents which 
are valuable to a multitude of fields, such as history, linguistics, and history of cryptology and 
computer science in general. By pooling competencies and scholars from the various fields it 
is possible to coordinate their separate efforts. (Megyesi et al., 2020)

One of the research questions within the DECRYPT project relates to the use and role of 
historical language data in automatic cryptanalysis of historical ciphers, mainly in comparison 
with big data from language corpora based on modern standard languages. The main themes 
and questions in this thesis explore a subset of this larger question.

1.1 Purpose
The main purpose of this thesis is to experimentally evaluate different n-gram models’ 
performance in the context of cryptanalysis of homophonic substitution. Of particular interest 
is whether models built on historical language data perform better on texts composed in the 
corresponding time period than the models based on larger scale modern language data. 
Secondary objectives include how much plaintext is needed for a successful cryptanalysis, 
and how the degree of key complexity influences the result. The questions considered then 
are: Do language models generated from historical linguistic data perform better or worse 
than models built on contemporary language data? How do n-gram order, key complexity and 
message length influence the results? In a preliminary study the question of historical key 
design is also considered in order to evaluate key complexity: how many homophones were 
typically used per letter in historically used keys?

1.2 Outline
The rest of this thesis is outlined as follows. In section 2, terminology and relevant historic 
background is provided, as well as an overview of related research. In section 3, the general 
methodology and how the data was collected and processed is described. In section 4 the 
results of the various experiments and cryptanalyses are presented, which is then followed by 
an analysis in section 5. Finally, section 6 includes the concluding remarks, as well as 
thoughts on improvements and suggestions for future study.
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2. Background
In this section, terms for the description cipher documents and computational cryptanalysis 
are defined, followed by a description and history of some of the main concepts, as well as 
brief overview of related research.

2.1 Terminology
Within the field of cryptology (be it modern or historical), certain terms are commonly used, 
and must be defined. Cryptology is a field concerned with secure communication, and can be 
described as the science of secret writing. Cryptography deals with creating systems and 
methods for secret writing or secure communication, and cryptanalysis develops techniques 
trying to break those same systems and methods (Dooley, 2018).

The terms encryption or encipherment, or to encrypt or encipher, refers to the act of turning a 
piece of text from comprehensible language, into something unintelligible. The reverse act is 
referred to as decryption/decipherment, or to decrypt/decipher. Similarly, an encrypted piece 
of text is referred to as ciphertext, and a decrypted piece of text as plaintext. The original text 
or message may also be referred to as plaintext, but texts not intended for encryption or 
decryption, written in a natural language, may be referred to as cleartext. (Kahn, 2006)

When encrypting a text or message, one must decide on a cipher, i.e. a method or set of 
instructions on how to perform the encryption. Often a cipher depends on a key, which can 
look very different depending on cipher type. One of the simplest kind of ciphers is simple 
substitution or monoalphabetic substitution. In this cipher, each letter of the plaintext, a 
plaintext letter, is substituted with another letter or symbol. The key, in this case, describes 
how to substitute each letter in the plaintext, and which ciphertext letter it corresponds to, and 
vice versa (allowing decryption). In a slightly more complex form of substitution ciphers, and 
the main subject of this thesis, a plaintext letter may be substituted for any ciphertext letter 
among a set of alternatives. These alternatives are referred to as homophones, and the cipher 
itself is known as homophonic substitution (see section 2.2 for a more detailed description) 
(Kahn, 2006).

For the purposes of this project, the language model group of the DECRYPT project 
introduced the term homophonicity, which refers to how the homophones are distributed in a 
key. For instance, a key in which all plaintext characters map to two ciphertext homophones, 
we say that this key has homophonicity two. If the homophones in a key are not evenly 
distributed and a different amount of homophones is allocated to each plaintext letter, it is 
usually referred to as uneven homophonicity.

It is possible to use codes, which mean that certain words or phrases are substituted by 
something else (be it a word, symbol, or a set of characters or numbers). The key in this case 
is a list of codes and their meanings. In the literature, for example in Dooley (2018) and Kahn 
(1996), nomenclator is described as a system that uses a combination of codes and cipher, and 
the term refers to the whole key. However, in the DECRYPT projects nomenclator typically 
refers to syllables, double letters, titles, place names, proper names, etc. that are encrypted 
separately from the single letters as codes. (Megyesi, Tudor, Láng and Lehofer, 2020) A 
potential key may then be described as homophonic substitution with nomenclatures, or 
simple substitution without nomenclatures.
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A cipher may employ nulls or null characters. These are symbols or letters that have no 
corresponding plaintext letter. As such they have no meaning, and can be ignored when 
decrypting if they are known. They can be added to a ciphertext in order to make 
cryptanalysis harder and confuse an analyst. (Megyesi et al., 2020; Kahn, 1996)

In cryptanalysis, many methods have been explored and developed over time. Traditionally, 
in the absence of computers, these were carried out by hand, much like the encryption itself. 
Nowadays, however, computers may be utilised to automate much of this with algorithms. 
Two such algorithms relevant to this thesis are hill climbing and simulated annealing. Hill 
climbing is a heuristic search algorithm, that iteratively tries to find a better and better 
solution – as if it were climbing a hill to reach the top. It does this by continuously evaluating 
its progress via a cost function, i.e. a way of scoring how well it is performing. Simulated 
annealing is likewise a search or optimisation algorithm. One drawback of hill climbing is 
that it may come stuck on a local maximum, and thus fail to find the global best solution. 
Simulated annealing, on the other hand, tries to find the ultimate top by switching paths. 
(Skiena, 2020) Both of these are described in more detail in section 3.5.

2.2 Substitution Ciphers

2.2.3 Simple Substitution
Simple substitution ciphers have been used at least since antiquity. In fact, one variant still 
bears the name of one of Rome’s most (in)famous generals and leaders: Caesar. In this cipher 
– Caesar’s cipher – the letters of the alphabet are shifted to produce the ciphertext. (Dooley, 
2018)

Plain: ABCDEFGHIJKLMNOPQRSTUVWXYZ

Cipher: DEFGHIJKLMNOPQRSTUVWXYZABC

Caesar’s cipher nicely demonstrates how simple substitution is employed: To encipher any 
message, one simply needs to find the plaintext letter, and read which letter it corresponds to 
in the key.

Substitution ciphers remained the dominating cipher type for almost a millennium, until the 
decline of the Roman Empire, when cryptography almost disappeared completely from 
Europe until the late Middle Ages, or the Renaissance. In the Arab world, the interest in 
cryptography and science was kept alive, however, and under the Islamic Golden Age, the 
philosopher, scientist, and general polymath al-Kindi detailed for the first time a technique 
that would change cryptography – the first cryptanalytic tool, known as frequency analysis. 
(Dooley, 2018)

2.2.2 Frequency Analysis
The letters in written natural language are not randomly distributed. It is the order of the 
letters that make up words. This in turn leads to certain letters occurring more often than 
others, which then becomes a characteristic of the given language. The insight of al-Kindi is 
that the frequencies of occurrence remain unchanged in ciphers if each single letter is 
substituted for another. The only difference is that another letter takes another’s count or 
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frequency, and can thus be compared and substituted back to its original letter when 
identified. Just by compiling a frequency table and noting whether the distribution looks 
natural (but shifted), it is possible to identify whether a cipher is simple substitution. (Dooley, 
2018)

While different texts may have slightly different character counts, and might not correspond 
exactly to any reference table, the frequencies rarely differ by any vast amounts. (Kahn, 
2006). One can also take into account common digraphs (2-grams), or trigraphs (3-grams) to 
aid in noticing patterns. For example th, he, in, er, and nd are some of the most common 
digraphs in English. The relationships of these pairs will carry over to the ciphertext and can 
thus give more clues into how the text was encrypted. (Kahn, 2006; Dooley 2018)

Why letters differ in their frequencies of occurrence between languages is not known, 
however. It becomes a question of why certain languages favour certain letters over others, 
and how the evolution of sound sets and their connection to orthography work. For the time 
being, it can only be experimentally stated that the most common letter in languages such as 
English, French and German happens to be ‘e’, ‘o’ in Russian, and ‘a’ in Serbian and 
Croatian. (Kahn 2006)

2.2.3 Homophonic Substitution
Since the methodology and technique for both identifying and breaking simple substitution 
was found, messages enciphered using this cipher type can no longer be considered secure.

When the Western world once again started to find an interest in cryptology and ciphers, they 
developed systems which combined codewords and cipher. These systems would dominate 
cryptology for 450 years. The earliest ones used simple substitution, but in the 1400’s (the 
earliest known is from 1401), keys existed where each plaintext letter could be substituted by 
several alternatives, so called homophones. Especially vowels were subject to having more 
alternatives, suggesting that knowledge of frequency analysis was a motivator in the 
development of new ciphers. (Kahn, 2006) Examples of historical homophonic keys for the 
English language can be seen in section 4.1.

These combined systems with cipher and code (termed nomenclators by Kahn), became more 
and more popular over time, especially for diplomatic correspondence. The rise in popularity 
increased the motivation and importance in intercepting and breaking them. This led at first 
the Italian city-states to establishing secretaries in the 1500’s, specialising in creating and 
breaking ciphers, and by the mid-1600’s, most countries had their own versions. Diplomatic 
post was here routinely intercepted, copied, and returned to the original addressee. The offices 
became known as the Black Chambers (Dooley, 2018).

2.3 Related Research
Language models have been used quite a lot in conjunction with cryptanalysis of classical 
ciphers. Many focus on specific ciphertexts or present cryptanalysis algorithms. While there is 
no fully similar study to the one conducted in this thesis, the following articles touch on 
subjects that are relevant.
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Ravi and Knight (2011) presents a Bayesian approach for deciphering complex substitution 
ciphers. The focus is on the cryptanalysis algorithms, but two different methods are 
compared, and evaluated on a simple substitution cipher, and two homophonic substitution 
ciphers: one constructed, and one famous cipher written by the Zodiac killer. This is the first 
automatic decryption of the Zodiac-408 cipher. The different cryptanalysis methods are 
evaluated with different setups of language models (2-gram, 3-gram, and 3-gram plus 
wordlist), and the best results are achieved with 3-gram models and a wordlist.

Nuhn, Schamper and Ney (2013), apply a method for solving substitution ciphers, including 
the Zodiac-408 cipher, and evaluate n-gram models of orders four, five and six, where the 6-
gram models performed the best (lowest error rate). 

Petterson and Megyesi (2019) describe a method for matching known keys and applying them 
to ciphertexts, as well as identifying common errors that occur. They then continue to 
evaluate word-based language models in order to identify the language of a given text. 
Historical language models are used to test the assumption that historical texts would be best 
identified by models generated from historical text data. Notable issues arising are how 
languages have influenced each other over the course of time, where a Latin text, for example, 
may get a high score for German due to the many Latin words occurring in the used German 
historical texts. A brief comparison with modern language models seem to verify that 
historical language models do perform better, but definite conclusions would need further 
analysis.

Bean (2020) applies hexagram models in the cryptanalysis of a few classical ciphers, which 
he successfully manages to solve. It is concluded that the vast range of available public 
domain texts provided by Project Gutenberg enabled the solution of previously unsolved 
ciphers. The amount of text data directly leads to the ability to create higher-order frequency 
tables.

Megyesi, Tudor, Láng, and Lehofer (2021) performed an analysis of 700 keys from the 15th to 
the 18th century. The keys are investigated with respect to structure (morphology), character 
sets, key elements, language, and trends in design over time. The major findings were that 
keys, in fact, did evolve structurally over time. For example, character sets went from 
symbols in the earliest keys, to alphabetical, and eventually numerical sets were to become 
the standard while the use of null elements decreased over time.
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3. Method and Data
This section describes the data sources, how test data is generated, and the analysis 
performed. Most of the code for the data processing is written in C#, with some supporting 
scripts written in Python and Bash. The code is currently in a private GitHub repository, but is 
planned to be released publicly at a later date.

3.1 Overview
The procedure of generating all data is summarized in the following charts. A distinction 
between “training” and “test” data is made, so that there should not be any overlap and the 
texts will not be known to the models used in the cryptanalysis. In the succeeding subsections, 
each of the steps is explained in more detail.

Figure 3.1 shows how the source text data are split, and 80% of the texts are then processed 
into the training data. The training data is then used to generate language models and 
dictionaries. 
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Figure 3.2, shows schematically how the remaining 20% of the source data was used to 
generate the test data, i.e. encrypted messages, taking into account the other parameters, such 
as homophonicity (h) and character length. The middle step (“Generate test data”) represents 
a repeated action, and the containing steps are repeated until the complete, predefined, 
number of entries are generated. This is described in more detail in the following section 3.2.

Due to time constraints, it was decided that the final experiment will only focus on 200 
character and 500 character plaintexts, as well as only two different types of homophonicity: 
1) key homophonicity of two (relatively simple key), and 2) the so called uneven or realistic 
key homophonicity (complex key) . Furthermore, when running the full analysis, the number 
of texts per data file is reduced to 500, in order to save time. The selection is done by loading 
all data files, and then randomly selecting 500 out of the 1000 total entries. This effectively 
reduces the amount in half, but still provides a reasonably large data set to analyse.

3.2 Training & Test data
Texts used for generating training and test data come from the HistCORP1 collection of 
historical texts and corpora. (Pettersson and Megyesi, 2018) For the scope of this thesis, only 
texts in the English language are used. The texts are divided into subfolders comprising the 
centuries when the texts were written or published:

1. 1350-1399

2. 1500-1599

3. 1600-1699

4. 1700-1799

1 https://cl.lingfil.uu.se/histcorp/index.html
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5. 1800-1899

6. 1900-1999

Texts from between 1400 and 1499 are missing from the source material, and can thus not be 
included. By dividing the texts into smaller categories, it is possible to achieve smaller 
models, and to evaluate whether a ciphertext is best cryptanalysed with a model trained on 
texts from the approximate time period in which the text was produced. The earliest texts are 
mostly Biblical sources (e.g. from The EDGeS Diachronic Bible Corpus2), whereas the later 
texts are of different genres and styles (The Corpus of Late Modern English Texts3 and The 
Lampeter Corpus of Early Modern English Tracts4).

Before further processing of the texts a frequency analysis of all the texts from the respective 
time periods was performed in order to get the character sets (i.e. the alphabets) used. Since 
the goal of homophonic substitution is to obfuscate letter frequencies and better resist 
frequency analysis (see section 2.2.), the measured frequencies can be used later to guide the 
key generation. White space, numbers and the most common set of punctuation marks are not 
counted. A cut off value is set at 0.01%, meaning that letters or characters with a count less 
than 0.01% are not listed. The results can be seen in fig. 3.3. The most important notes are 
that 1) the frequency distributions are rather similar over the centuries, and 2) in the earliest 
texts, the yogh-letter should be included in the alphabet. The paragraph character “§” and the 
dot shown in 1500-1599 range were also both excluded, as they are not letters.

2 https://spraakbanken.gu.se/en/resources/openedges

3 http://fedora.clarin-d.uni-saarland.de/clmet/clmet.html

4 https://ota.bodleian.ox.ac.uk/repository/xmlui/handle/20.500.12024/2400
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The texts in each subfolder (century) are then split by 80% vs. 20%, resulting in a training set 
and a test set, respectively. The random number generators are all seeded with a known value, 
which makes it possible to recreate all data (both the train/test split, and the test data itself). 
The texts in the training set are copied elsewhere in order to later be used to generate models 
(see section 3.2) and dictionaries (section 3.3). The remaining 20% of the texts, the test set, go 
through further processing into the test data.

The generated test data consists of CSV-files (Comma-Separated Values), each with a 1000 
rows. The data filenames are separated in name by:

• A language code (en – English)

• Century the plaintext was written/published 

• Character length (200, 500, 1000) of the plaintext

• Homophonicity (two, three, four, five, uneven) of the key

To generate the test data, the texts in the test set are first normalised by removing spaces, 
punctuation, possible accents and capitalised. Then the text files for each century are 
randomly shuffled, so that there is a random selection of texts. A number of letters are then 
read from the first text file of this randomised list. The number is configured to be the 
character length (200, 500 or 1000) and this selection of characters is now the current 
plaintext. A random key is generated with a given homophonicity, which is then used to 
encrypt the plaintext into ciphertext. The resulting package including plaintext, ciphertext and 
key is saved and a new plaintext is retrieved from the random selection of texts, starting from 
where the last plaintext ended. If no more full length messages can be generated from a text 
file, it continues with the next file in the list. As an example, consider the text 
“THEQUICKBROWNFOXJUMPSOVERTHELAZYDOG”. If the character length were set 
to 10 characters per plaintext, it would result in three plaintexts which are then encrypted with 
a new key each:

• THEQUICKBR

• OWNFOXJUM

• PSOVERTHEL

The procedure is repeated until there are 1000 plaintext-ciphertext entries per time period, 
character length, and key homophonicity. A CSV-file is finally written into the test data 
folder. Examples of the test data can be seen in figures 3.4 and 3.5, edited to improve 
readability. They all contain an id number (first black row in black), plaintext (green), a 
representation of the key used (red), ciphertext (blue), and a reference to the source text 
filename (the last row in black). In the real datafiles each entry is a single line.
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For the sake of simplification, the keys and ciphertexts are all numeric, and use a fixed, i.e. 
uniform, length for each ciphertext letter. If the key needs less than 100 homophones, all 
plaintext letters map to two numbers (00, 01, …, 99) in the ciphertext. Otherwise (in the cases 
of key homophonicities four and five), the plaintext letters map to three numbers (000, 001, 
…, 999) in the ciphertext.

In the case of uneven homophonicity the keys use the percentage value of the measured letter 
unigram frequencies mentioned above (see figure 3.3). A number of homophones between 
one and five are assigned to each plaintext letter. Five homophones for the most common 
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Figure 3.4: Representation of test data. Example with uneven key 
homophonicity.

Figure 3.5: Representation of test data. Example with even (2) key 
homophonicity



letters, one homophone for the least common, and between two and four homophones for 
letters in between.

Null characters and nomenclature elements are not considered here since these complicate 
cryptanalysis.

The analysis runs several times, changing either the value of n for loading the n-gram models, 
the homophonicity of the key, or the character length of the plaintext. For example, one 
iteration may load trigram models, and 500 character plaintexts encrypted with a key 
homophonicity of two. The next iteration uses the same trigram models and the same 
plaintext character length, but texts encrypted with an uneven key homophonicity. For each 
ciphertext, the model that resulted in the best plaintext gets a point. In cases where two or 
more models perform the same, all those models get a point. Additionally, the average 
accuracy of the cryptanalysed plaintexts compared to the original plaintexts is saved for all 
models. This is done by comparing the retrieved plaintexts from the cryptanalyses with the 
real plaintext, and counting how many letters the analysis got correct.

3.3 Language Models
The language models used are all character-based statistical n-gram models. The format is 
specific to the CrypTool 2 software, since the cryptanalysis algorithm relies on it (see section 
3.5). Thus, the format of the models available on HistCorp cannot currently be used. The 
format used here consists of a metadata section consisting of a file identifier “CTLS” 
(CrypTool Language Statistics), the language code (in this case “EN” for English), a gram-
length integer describing the “n” value, and the model’s alphabet. The data section consists of 
an array with n-grams and their respective frequencies (in particular the logarithmic 
frequency). 

A step before generating the models themselves, is to clean up potential duplicated texts. It 
was discovered that some texts occurred in several of the centuries. This was in particular true 
for some Biblical texts. This has the potential of creating false matches in the later 
cryptanalysis, since some test data (or at least a version of it) could be present in the training 
data for another model. To overcome this, all folders were searched for any of the files used 
for generating the test data. If any were found, they were deleted.

The models are then trained on the test set. This is done by reading all the included texts, 
separating them into the gram-length (i.e. the current n-value), and counting the occurrences. 
The number of occurrences of any particular n-gram is then stored as the logarithm of the 
frequency of that n-gram relative to the full body of text data. The input texts are the different 
texts in the training set described above, and the values of n ranged from one through six. 

Other than the generated models separated by centuries, combined models from all the texts in 
the training set are generated for the different values of n. This allows a comparison of the 
smaller, more focused, models with larger ones. Before generating the models, a supporting 
Bash script is run that copies the files from the separate “year folder” (1350-1399/, 1500-
1599/, etc.), into a combined “1350-1999/” folder. Additionally, the texts are also evaluated 
against more general models, built from texts from Project Gutenberg5, to provide further 

5 https://www.gutenberg.org/
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comparisons. A summary of the models, their respective time periods and source material can 
be seen in table 3.1.

Time Period N-gram Source

1350-1399 1-6 HistCorp

1500-1599 1-6 HistCorp

1600-1699 1-6 HistCorp

1700-1799 1-6 HistCorp

1800-1899 1-6 HistCorp

1900-1999 1-6 HistCorp

1350-1999 1-6 HistCorp

<unknown> 1-6 Gutenberg

Table 3.1 Summary of generated models. It should be noted, that only 3-, 4-, and 5-gram 
models are used in the final analysis

3.4 Dictionaries
The cryptanalysis algorithm uses dictionary files in order to find words and lock homophone 
mappings (see section 3.5). In order to generate the dictionaries for the different models, the 
“dict” command of IRSTLM (Federico, Bertoldi and Cettolo, 2008) tool for generating 
language models was used, and then cleaned up by removing residual punctuation and accents 
through the use of a Python script. The resulting format is a single word per line, with words 
occurring in the source material.

For the combined model, a combined dictionary from the included text material is created, 
and for the Gutenberg model, a general English dictionary is used taken from the software 
CryptTool 2 (see section 3.5).

3.5 Cryptanalysis & CryptTool 2
CryptTool 26 is a platform for experimenting with and learning about cryptography, both 
modern and historical ciphers, concepts, and tools. It is one of the tools developed within the 
DECRYPT project and completely free and open source, meaning the source code is publicly 
available and anyone can contribute. CryptTool 2 can be browsed and downloaded from 
GitHub7. The interface is composed of “building blocks” that gives the user the opportunity of 
visualising how both cryptographic algorithms and methods work from a visual programming 

6 https://www.cryptool.org/en/ct2/

7 https://github.com/CrypToolProject/CrypTool-2
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approach. There are several built-in workflows, templates, and tutorials for encryption, 
decryption, as well as cryptanalysis and tools for breaking ciphers.

Figure 3.6 shows a run of the homophonic substitution analyser. The input ciphertext can be 
seen on the left top side, and in the centre is the result when running the analyser. The blue 
coloured letters are the result of the word locker described further down. It looks up long 
words in a dictionary (the exact lengths are customisable) to “lock” certain homophones, and 
assume those as correct. The words marked in green are homophones that are found so far. 
The user has the option to manually select or deselect any of the characters, or let the 
algorithm run completely by itself. This allows users to either attempt a fully automatic 
cryptanalysis, or a hybrid approach where the user can make any corrections or modifications 
that seem fit. The procedure can be restarted, and be run for as long as wanted. By default, 
CryptTool 2 uses the general English dictionary mentioned in section 3.4, and the 5-gram 
models generated from Project Gutenberg mentioned in section 3.3.

The cryptanalysis algorithm used in this thesis is the same homophonic substitution analyser 
that is implemented in CryptTool 2. It uses an approach that incorporates hill climbing and 
simulated annealing. A more detailed description how the homophonic cryptanalysis works is 
provided by Kopal (2019), but in general terms, the hill climbing algorithm can be described 
as follows:

1. Initial key generation. This step generates a start key, to attempt decryption with. It 
can be either a completely random key with even homophone mappings, or one with 
more unevenly distributed homophones, following the letter distributions of the 
(possibly just suspected) plaintext language. Sets the initial score to a low value.
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Figure  3.6: The homophonic substitution analyser in CryptTool 2



2. Modification. The key is modified slightly. Typically, this means two homophones in 
the key switch places.

3. Scoring. The ciphertext is decrypted using the new key, and the result is evaluated 
against a language model. If the score is better, this key is kept as global best, and the 
algorithm goes back to step 2. If it is worse, they key is reverted to the previous 
postition, and two other homophones in the key are chosen. (The key may also be 
rejected here by the simulated annealing, described below).

The initial key in the experiments executed in this thesis use the homophonicity value of the 
data file. If the currently analysed text is encrypted with a key of homophonicity two, it will 
generate an even key with minimum and maximum values of two. For an uneven 
homophonicity, it will load the unigram frequencies for the current time period, and use those 
to generate a key, similarly to how the key was generated in the test data generation.

When scoring, the text is decrypted using the current candidate key, and then each n-gram 
(with n depending on the model used) for the candidate plaintext is looked up in the model. 
The total score, or cost value, for the text and key, is the sum of the frequencies of the 
respective n-gram hits in the model. The better the score, the further the algorithm has 
“climbed up the hill” (i.e. it reaches better and better solutions). If the score is lower, it must 
trace back and try something else. Here, however, it may encounter a problem with hill 
climbing – it is possible it has reached a local maximum, and not the global maximum. To 
remedy this, simulated annealing will sometimes make the climbing step out of its current 
path, and try a different one. This is done by specifying a changing parameter, which, when it 
reaches some specified value, causes a jump to a new place. (Skiena, 2020). In the 
cryptanalysis here this is a parameter that decreases in value every time a key is changed and 
accepted. If the value of this parameter is low enough however, the key will be rejected, and 
the algorithm continues on in a new direction of changing the key.

It is possible that the starting key was not good enough, or that the algorithm fails to find a 
good key. In order to overcome that, the whole procedure is restarted several times, and the 
best key of all restarts and runs is the one that is considered the globally best key. This key is 
then returned as the result. The more restarts, the longer the cryptanalysis takes, however. 
Finding a good restart number is then about finding a compromise between overall run time 
and how many restarts are needed to guarantee a good enough result. The total number of 
evaluations (i.e. the amount of test data) and the amount of other parameters (orders of n-
gram models, homophonicities, and character lengths) also influence the total run time, and 
need to be taken into account. For this analysis, a fairly low number of 5 restarts was selected 
to keep this value stable.

In order to avoid changing a, possibly, correct mapping, there is also a word locker. The 
dictionaries are loaded in the beginning, and try to match revealed words in the decrypted 
result. The word finder is configurable to find words of a certain length (minimum characters 
and maximum characters), and the amount of words to find before locking. By choosing 
longer words, say between seven and ten characters long, we reduce the risk of false positives 
with very probable short valid words such as “the” or “this”. When words are found, those 
homophones are locked. This in turn leads to fewer remaining homophones to alter, when 
iterating through to the next cycle.
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3.6 Keys
A shorter survey of authentic keys is performed in order to better simulate a realistic key. The 
keys are all collected from the DECRYPT database8. The search criteria for the keys are:

• Tagged with English as language, which can mean cleartext in the key, or plaintext if 
there are decrypted messages linked to key

• Homophonic substitution as the type of key or cipher

• Available transcription of the key

It is not always easy to determine which language a key uses. However, most of the time, the 
keys feature nomenclature elements. If there are nomenclature elements with English words, 
it should hint that the key was originally used to encrypt messages in the English language. 
That, together with the tagged language and cipher type, is the basis for the selection of 
relevant keys. 

Transcriptions follow the guidelines described by Megyesi and Tudor (2021). Each 
transcribed key first has a metadata section. This includes data such as the transcriber’s name, 
transcription time, country, language, and image name. Following the metadata section is the 
key content. The most relevant part in this thesis, is the format of homophonic elements in the 
key. In general, this is accomplished by the ciphertext letter homophones being separated by 
the vertical bar, or pipe, character (“|”), followed by a dash (“-”), and finally by the 
corresponding plaintext letter. For example, if the letter A is to be encrypted by one of 13, 15 
or 24, this would be transcribed as 

13|15|24 – A.

From the database, about 30 keys from the 17th century were found using the above search 
criteria.

All keys used here can be retrieved by looking up the ID’s in the DECRYPT database. A 
complete list of the records ID’s containing the keys is provided as follows:

359, 460, 462, 369, 370, 373, 422, 423, 424, 425, 426, 427, 429, 430, 431, 433, 476, 477, 481, 
498, 501, 502, 504, 514, 515, 518, 591, 593, 785, 789, 924, 928, 932.

8 https://de-crypt.org/decrypt-web/RecordsList
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4. Results
In this section the results from the analyses are presented, starting with the keys from the 
database. In the subsections that follow, the results from the performances of the language 
models are presented, separated by the n-gram order.

4.1 Keys
The collected keys show quite a lot of variation in their composition. In general, there are two 
patterns in how the keys are designed and presented. Either there is a separate list of the 
alphabet, and their ciphertext homophones, followed by a separate list of nomenclatures. The 
other design is as exemplified in fig. 4.1, where the key is ordered alphabetically, the first 
entry is the single letter, followed by nomenclatures beginning with that same letter. They all 
use the regular English alphabet of A to Z. The homophones themselves are exclusively digits 
in all sampled keys. About 39% of the keys (13) do not use null elements.

Homophonicity Amount

2 4 

3 2

5 1

Uneven 26

Table 4.1: Summary of the gathered keys, with respect to their homophonicity

It is not uncommon that the same amount of ciphertext homophones are used for all plaintext 
letters. Out of the 33 collected keys, seven of them showed an even homophonicity 
distribution, cf. table 4.1, where most of them used a homophonicity of two. The most 
common, however, is to use a varying number of homophones. One pattern is, in particular, 
that the vowels get a certain amount of homophones, and the consonants another. For example 
in record 369 as seen in fig. 4.2, the vowels A, E, I, O and U each have five ciphertext 
homophones, and the rest of the letters have two. There are however clear exceptions, for 
example record 425 (fig. 4.3), where there is a significantly different distribution, with no 
clear pattern as to how the distribution was chosen. The extremely common letter E, for 
example, only gets assigned two homophones, whereas the less common W has five. One 
interesting note about the exemplified keys in figures 4.2 and 4.3, is that they are completely 
sequential in the digits, with lower numbers corresponding to early letters in the alphabet, and 
vice versa. An example of a key, which does not use a full sequential numbering of the key 
can be seen in fig 4.4.

Except for three records (789, 928 and 932), all keys tend to use either V or U, and not both, 
suggesting that those letters were seen as interchangeable. This can also be seen in the 
nomenclatures: words beginning with U and V are listed under the same heading. See the 
example in record 429 (cf. figure 4.1). In the same record it can be seen that, together with 
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full words, also certain digraphs were used as nomenclature elements. There is a similar 
relationship between the letters I and J, with the exception that no keys included both, but 
always either I or J.

Considering all the keys collectively, and counting the number of homophones per plaintext 
letter, it’s possible to get a sense of the ranges used in the homophone counts. The result can 
be seen in fig. 4.5. There is quite a lot of variability, with some outliers. The interquartile 
ranges, and median values do, on the other hand, show that the vowels in general tend to get 
assigned slightly more homophones than other letters. Common consonants, such as S and T, 
show a slightly higher tendency of having more homophones, in that they’re missing the 
lowest counts (1). The letter J is notable, as showing no real range. The letters K, Y and Z 
likewise show no large ranges, but there is some variation for a few keys as seen by the 
outlier values.

             

21

Figure 4.2: Transcribed 
homophone mapping from 
record 369 (Kew, The 
National Archives, State 
Papers)

1|2|3|4|5 - A
6|7 - B
8|9 - C
10|11 - D
12|13|14|15|16 - E
17|18 - F
19|20 - G
21|22 - H
23|24|25|26|27 - I
28|28 - K
30|31 - L
32|33 - M
34|35 - N
36|37|38|39|40 - O
41|42 - P
43|44 - Q
45|46 - R
47|48 - S
49|50 - T
51|52|53|54|55 - U
56|57 - W
58|59 - X
60|61 - Y
62|63 - ZFigure 4.1: Example from 

the transcribed key of 
record 429 (Kew, The 
National Archives, State 
Papers), demonstrating U/V 
merger and digraph 
nomenclatures

635|636 - U
637 - va
638 - ve
639 - vi
640 - vo
641 - ur
642 - us
643 - um
644 - un
645 - up
646 - voyage
647 - unlesse
648 - victory
649 - victuall
650 - Vienne
651 - undertake
652 - venture
653 - Utrecht
654 - de Vic Baron
655 - D. de Villa Hermosa

Figure 4.3: Transcribed 
homophone mapping from 
record 425 (Kew, The 
National Archives, State 
Papers)

11|12|13 - A
14|15 - B
16|17|18 - C
21|22|23 - D
24|25 - E
26|27|28|31 - F
32|33|34 - G
35|36|37|38 - H
41|42|43 - I
44|45 - K
46|47|48|51 - L
52|53|54|55 - M
56|57|58 - N
61|62|63 - O
64|65|66|67 - P
68|71 - Q
72|73 - R
74|75|76|77|78 - S
81|82|83|84 - T
85|86 - V
87|88|91|92|93 - W
94 - X
95 - Y
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Figure 4.5: Box plot showing number of homophones per plaintext letter for 
33 keys from the 17th century

Figure 4.4: Transcribed  
key from record 789 
(Kew, The National 
Archives, State Papers)

20|5|52|66|67 - A
13|43|68 - B
19|32 - C
42|6 - D
22|33|51|58 - E
24|59 - F
25|64 - G
14|50 - H
23|31|35|57|75 - I
2 - K
12|49 - L
15|7 - M
11|45|61 - N
16|36|46 - O
27|3 - P
10|37|73 - R
18|41|71 - S
26|62|72 - T
47|55 - U
28|70 - V
1|30 - W
9 - X
40 – Y



4.2 Trigram models
Starting with considering the results from the experiments with a character length of 200 
characters per plaintext. Figures 4.5 and 4.6 show the results of which model performed best 
in cryptanalysis. The legend to the right shows which model the different colours refer to, and 
the texts that were analysed are displayed on the x-axis and include language (en), time period 
(e.g. 1350-1399), number of characters in the plaintext (e.g. 200 or 500) and homophonicity 
of the key used (TWO or UNEVEN). In figure 4.5 results for texts encrypted with a key of 
homophonicity two are shown, and in 4.6 for texts with a key of uneven homophonicity. The 
higher the bar the more ciphertexts were decrypted correctly using the respective language 
models.
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Figure 4.5: Best model results for 3-gram models, and key homophonicity 
two, 200 character plaintexts

Figure 4.6: Best model results for 3-gram models, and uneven key 
homophonicity, 200 character plaintexts



In the case of homophonicity two, there is a pattern that the very early texts were best 
analysed using the model generated from data of the same time period. Later texts, however, 
show an almost equal tendency to be analysed by any model, except the earliest ones: the blue 
14th century model and the orange 16th century model. There is a slight tendency that the best 
models chosen are the ones generated by texts from the same time period as the current texts 
being analysed, and its “neighbouring” models. For uneven homophonicity, this tendency is 
much less clear. By looking at the average accuracy achieved by the different models in 
figures 4.7 (homophonicity two) and 4.8 (uneven homophonicity), it’s possible to see why. In 
the case of homophonicity two, we can see that the earliest texts have a higher average 
accuracy of just under 80%, which then drops as it moves forward in time. Likewise, the other 
models have lower accuracy for the early texts, but increase as we get closer to the texts from 
the same time period. The combined model and the Gutenberg model do keep up, and their 
average accuracy curves show that they perform better with the later texts. In the case of 
uneven homophonicity, on the other hand, the overall accuracy is very low, and hardly any 
model performed better than the others.  
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Figure 4.7: Accuracy results for 3-gram models, and key homophonicity 
two, 200 character plaintexts



Figure 4.8

Turning the attention to the results for 500 characters per plaintext, there are similar patterns 
occurring. The tendencies of early texts are matched better by early models, neighbouring 
models matched together, and the earlier models having fewer matches on later texts are 
similar. Most notable are the results for uneven homophonicity (figure 4.10), which much 
more closely correspond to the results for homophonicity of two (figure 4.9) than seen above 
for the shorter texts. In these runs the combined model (the dark green bar in the diagrams) 
tended to get more matches than before.
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Figure 4.8: Accuracy results for 3-gram models, and key homophonicity 
uneven, 200 character plaintexts

Figure 4.9: Best model results for 3-gram models, and key 
homophonicity two, 500 character plaintexts



Figure 4.10

Concerning the average accuracy, there is again a similar pattern to the analysis of shorter 
texts. The overall accuracy was much higher for both homophonicities as seen in figures 4.11 
and 4.12. The combined model (dark green) and the Gutenberg model (light green) also, 
likewise, tend to get higher accuracy for later texts, and the early models start high, and drop 
over time. The overall accuracies for the uneven key, are remarkably low, even for 500 
characters, however overall higher than for shorter texts.

    Figure 4.11
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Figure 4.10: Best model results for 3-gram models, and key 
homophonicity uneven, 500 character plaintexts

Figure 4.11: Accuracy results for 3-gram models, key homophonicity 
two, 500 character plaintexts



   
   

4.3 Tetragram models
Continuing with tetragram models, and starting with 200 character plaintexts, the same 
pattern as for the trigram models reoccurs, which can be seen in figures 4.13 and 4.14. Texts 
encrypted with a key with homophonicity two show again the pattern of the earliest texts 
being much better analysed by the models built from texts from the same time period. It then 
gets more evenly distributed for the more modern texts. There is the same slight tendency of 
either the corresponding time period model to be chosen as the best match or one of its closest 
neighbours. The texts encrypted with an even key, similarly as for the trigram models, do 
show a minor hint of the same pattern.
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Figure 4.12: Accuracy results for 3-gram models, key homophonicity 
uneven, 500 character plaintexts

Figure 4.13: Best model results for 4-gram models, key 
homophonicity two, 200 character plaintexts



Comparing the average accuracies it can be seen that the accuracies for the uneven key are 
very low (fig. 4.16). The accuracies of the homophonicity two keys are, on the other hand, 
fairly high, especially for the latest centuries (fig. 4.15).

28

Figure 4.15: Accuracy results for 4-gram models, key homophonicity two, 
200 character plaintexts

Figure 4.14: Best model results for 4-gram models, key homophonicity 
uneven, 200 character plaintexts



Comparing to the results of the trigram models, when looking at the results for 500 character 
plaintexts (i.e. figures 4.11 and 4.12), both homophonicities show a similar result for the 
tetragram models. For homophonicity two (fig. 4.17), the number of matches reaches up to 
well over 100 in the later texts, suggesting that in many cases the models scored the same. 
Whereas for the uneven key homophonicity the matches are more evenly spread out over the 
models (fig. 4.18).
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Figure 4.16: Accuracy results for 4-gram models, key homophonicity 
uneven, 200 character plaintexts

Figure 4.17: Best model results for 4-gram models, key homophonicity 
two, 500 character plaintexts



For the longer texts, the accuracies reach fairly high levels with tetragram models, for both 
homophonicities (figures 4.19 and 4.20). Especially so for homophonicity two (figure 4.19), 
where the average accuracy reaches a percentage in the upper 90’s. The accuracy for the 
earliest models can also here be seen starting out with very high values, and later drop as 
language changes over time.
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Figure 4.18: Best model results for 4-gram models, key homophonicity 
uneven, 500 character plaintexts

Figure 4.19: Accuracy results for 4-gram models, key homophonicity 
two, 500 character plaintexts



4.4 Pentagram models
For the pentagram models, starting again with 200 character texts, there is the same pattern as 
seen in both the trigram and tetragram models. The two homophonicities differ in much the 
same way as seen in figures 4.21 (homophonicity two) and 4.22 (uneven homophonicity), 
where the results are similar but more pronounced for the less complex key.
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Figure 4.20: Accuracy results for 4-gram models, key homophonicity 
uneven, 500 character plaintexts

Figure 4.21: Best model results for 5-gram models, key homophonicity 
two, 200 character plaintexts



When analysing texts encrypted with an uneven key (fig. 4.24) the average accuracies are 
very low, whereas for homophonicity two (fig. 4.23) they correspond to the other results in 
the previous sections for the trigram and the tetragram models.
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Figure 4.22: Best model results for 5-gram models, key homophonicity 
uneven, 200 character plaintexts

Figure 4.23: Accuracy results for 5-gram models, key homophonicity 
two, 200 character plaintexts



When looking at the results for 500 character texts, however, a break in the previous pattern 
starts to appear. For homophonicity two  (fig. 4.25) the pattern remains, but for the uneven 
homophonicity (fig. 4.26) there is a very different picture.
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Figure 4.24: Accuracy results for 5-gram models, key homophonicity 
uneven, 200 character plaintexts

Figure 4.25: Best model results for 5-gram models, key homophonicity two, 
500 character plaintexts



Here the combined model (dark green in the diagrams) starts to dominate, especially for the 
early texts. The Gutenberg model (light green) takes over the lead in the later texts.

Figure 4.27 shows that the combined model consistently gets high accuracy scores for all time 
periods. Just like for previous results, the accuracies of the earliest models tend to be high for 
early texts, but drop for later ones.
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Figure 4.26: Best model results for 5-gram models, key homophonicity 
uneven, 500 character plaintexts

Figure 4.27: Accuracy results for 5-gram models, key homophonicity 
two, 500 character plaintexts



The accuracies for the uneven key (fig. 4.28) give some context for the resulting best model 
matches above. Here the early models consistently performed badly for all time periods, 
whereas the combined model performed fairly well overall. Notable here is also that the 1900-
1999 model (light blue colour in the diagrams) drops markedly in performance when entering 
the time ranges it could be expected to perform its best, i.e. for texts written or published in 
the 1900’s and its neighbouring century of the 1800’s.
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Figure 4.28: Accuracy results for 5-gram models, key homophonicity 
uneven, 500 character plaintexts



5. Discussion

5.1 Keys
From the collected keys from the 17th century, the most notable result is that the vowels tend 
to be assigned more homophones than consonants. The vowels are typically very common 
letters, so this is not surprising and also links back to the history of homophonic substitution 
(see section 2.2.3). The most common consonant in English, T, did show some slight 
tendencies of being assigned more homophones, but not necessarily proportional to it being 
the second most common letter (see the unigram distributions in section 3.2). The sample size 
for the keys (33) is, however, very small and opportunistic, so it is difficult to draw any 
definite conclusions.

Regarding homophonicity, an uneven homophonicity was the most common. The degree of 
unevenness does vary quite a lot, however. Examples of even homophonicity could be found 
and it can thus be concluded to have been used historically. One important fact to keep in 
mind, is that the security of the keys did not solely rely on homophone counts and obscuring 
letter frequencies. Null and/or nomenclature elements were commonly used as well, making 
the resulting ciphers more complex.

In conclusion, the decision to use an even homophonicity of two for the simpler case, and a 
more complex case determined by the letter frequencies, seems to provide a good 
approximation of historically used keys. While there definitely was some internal variation, 
the keys generated come relatively close to their historical counterparts. It does not seem like 
the exact letter frequencies were typically used to design keys, but common letters (especially 
vowels) show a greater tendency of being assigned more homophones, suggesting that it 
played a role. The sample size was however relatively small, consequently, a general 
conclusion cannot be drawn.

5.2 Model Performance
As shown in the results of the experiments (sections 4.2-4.4), there are a few commonly 
occurring patterns. Where the models do perform well, in the sense of higher accuracy values, 
it shows that especially the earlier texts are better matched by the corresponding models of the 
same time period. In the case of the very earliest texts (1350-1399), this could, at least partly, 
be explainable by the presence of a unique character: the yogh letter, which distinctly 
identifies the texts as Middle English. This letter was over time to be replaced by <y> and 
<gh>, but thanks to the presence of this letter the texts can be clearly identified as being an 
earlier stage of the English language. (Horobin and Smith, 2002) There are tendencies that the 
succeeding centuries (1500-1599 and 1600-1699) stand out more clearly in being matched by 
their corresponding models as well, or the neighbouring models in time. These do not have 
any special, easily identifiable, letters that could hint which century the text may be from, 
suggesting that historical text data indeed make a difference in cryptanalysis. The case that 
models close in time tend to match together, is not very surprising, as there is nothing 
inherently linguistic about separating texts by their centuries, but more a grouping of 
convenience. From, and including, the 1700-1799 texts, the three previous time periods lose 
matches, and the texts are much more evenly split between the remaining models. This 
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includes the combined and the Gutenberg models, which tend to do better for later texts. By 
looking at the raw data sizes of the training material (fig. 5.1), it can be seen that the text 
material is not evenly split, but that the bulk is from later centuries, with the most data dating 
from 1700-18999. This could partly be an explanation as to why the combined model perform 
better from the 1700’s and onwards. 

 

The general patterns of which models were chosen for the various texts can generally be 
grouped into three categories:

• 1350-1399

• 1500-1599, 1600-1699

• 1700-1799, 1800-1899, 1900-1999

As any language, English has moved through several stages in its development. It can be seen 
that the Middle English portions of the data give very distinct results. Another aspect of 
language change is orthography and tendencies in orthographic change can explain the other 
two groups. Modern English spelling is the result of a long process, where most of the 
changes happened in the 1500’s and 1600’s. At the time of the renaissance (1300-1600) there 
was a conscious, growing, concern about English spelling. Phonetic changes such as the Great 
Vowel Shift had led to spelling departing considerably from pronunciation. Political and 
social events in the 17th century, such as wars and conflicts, saw an increased sense of 
nationalism. Spelling eventually became viewed as a nationalising tool, due to the 
authoritative status of language. Printers and the printing press were naturally also a driving 
force behind the standardisation of language. In the 16th and 17th centuries published 
grammars were generally descriptive, but the last step of standardisation was reached with the 
“age of prescriptivism” in the 18th century, which saw the release of formal guides. 
(Condorelli, 2022) The texts in the data set could thus theoretically be grouped into the three 
mentioned categories by considering the change of the English language and its orthography. 
The general patterns of which models perform better show tendencies of verifying this.

9 The exact size of the Gutenberg data set is unfortunately not known
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Figure 5.1: Data size in megabytes of the raw training data



For message length, it seems the lower value (200 characters) does reasonably well with the 
less complex key (homophonicity two). The accuracies of the cryptanalyses do, however, 
drop dramatically when analysing texts encrypted with the complex key with uneven 
homophonicity. When increasing the character length to 500, both homophonicities result in 
the aforementioned patterns. In general, where the models performed reasonably well, the 
average accuracy is higher for the 500 character texts than for the 200 character texts. It can 
be concluded that 200 characters are enough for less complex keys, but for complex ones, 
longer texts are needed for good performance. This brings the discussion to the next 
dimension: key complexity. It should be noted that a homophonic key completely defined by 
its source language’s unigram distribution is close to a “perfect” key for this particular cipher, 
where the goal is to obscure those letter frequencies. It can safely be concluded that the higher 
the complexity of the key, the more text to analyse is needed. It is, however, more difficult to 
say exactly how much data is needed in a general setting. As a comparison, Ravi and Knight 
(2011) used a plaintext of 414 characters (plus spaces) with a similarly constructed key as in 
this thesis, and 408 symbols for the Zodiac-408 cipher, which places their texts in the middle 
of the message lengths used here (200 and 500 characters). The models they used were 
slightly different: 2-gram and 3-gram, with and without a wordlist. The closest comparable 
models would be the 3-gram models presented in section 4.2, since they all rely on a wordlist 
for locking homophones. For the 400 character homophonic cipher they report 100% 
accuracy, and 97.8% accuracy for the Zodiac-408 cipher. In general, the accuracies shown in 
section 4.2 do not reach those levels. Some individual texts might have done so, but the 
maximum or minimum values were not recorded, only the average.

The discussion about the aforementioned dimensions (character length, and key complexity) 
hold regardless of the dimension of n-gram order. The trigram models with 500 characters 
plaintext achieve lower accuracies. The overall best results were achieved by the tetragram 
models, which stand out in their consistently getting high accuracies (with the exception of 
200 characters and uneven key homophonicity). The largest deviation from the general 
tendencies, occurs for uneven key homophonicity with 500 character plaintexts analysed with 
the pentagram models. The best performing models in this case are the combined and 
Gutenberg models. Looking at figure 4.28, depicting the average accuracies for the models, 
show an almost completely consistent ranking in their accuracies for the different time 
periods. In the top positions (i.e. higher accuracy) are Gutenberg, the combined and the 1800-
1899 models. The 1700-1790 model comes next, albeit with a slight drop in accuracy for the 
latest time periods (but still with an ~85% accuracy). Next comes the 1900-1999 model, 
which interestingly enough drops in accuracy for the time periods it could be expected to 
perform the best. In the bottom there’s 1600-1699, 1500-1599, and 1350-1399 models. They 
consistently get bad results for all time periods, especially the latter two. This order does 
correspond well to the raw data sizes in figure 5.1, suggesting that data size matters much 
more noticeably for pentagram models. It can be contrasted with the Gutenberg models, 
where the source data size is in gigabytes. For the combined models, it should be kept in mind 
that they are the sum of all the “previous” models. And since the earliest texts include a 
unique letter, this is also included in the combined model, it might not be surprising that the 
clearest result for that experiment, was the correct matching of the earliest texts. Moreover, 
since the data sizes differ quite a lot, the majority of the statistical counts would be 
contributed by the larger data size of the 1800-1899 time period. At the same time, the results 
for homophonicity two does conform to the previously established patterns, so it is hard to 
draw any final conclusions. Where studies like Nuhn et al. (2013) and Bean (2020) report 
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good results with higher order n-gram models, the data size was significantly larger than for 
most of the models used here. The ciphers themselves are, furthermore, different from the 
ones analysed here why a full comparison of the results is not possible.

A final note is that the accuracies might have become better with more restarts, or other 
changes in algorithm parameters. The goal of this study is not necessarily to reach the highest 
accuracy, but to evaluate the general performance of the models. While accuracy of the 
cryptanalysis is intrinsically linked to the performance, it is definitely possible that they could 
be improved by more tuning of the algorithm, and letting it run longer on more powerful 
hardware.

In conclusion it can be noted that historical language data does correlate with which model 
performed the best for the given texts. This trend was more pronounced for the older text 
material. While uneven text distribution across the centuries might play a role in explaining 
this, historical developments in orthography is likely more important. Clearer conclusions can 
be drawn with respect to key complexity and character lengths, which in turn seem to 
correlate with each other. The more complex the key, the more input data was needed in order 
to perform a better cryptanalysis. When considering the n-gram order of the models, the best 
performance was achieved by the tetragram models, and the most deviating results for the 
pentagram models (with the more complex key). This result might have to do with the amount 
of available training data, since the larger models tended to perform better in these cases. But 
here, too, the conclusions should be considered carefully, and be regarded as potential trends, 
and further validated with the use of different models, source data, and languages.
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6. Conclusion

6.1 Concluding remarks
The main question that was examined in this thesis was whether historical language data leads 
to models that perform better than a general language data set in the cryptanalysis of historical 
ciphertexts. The results presented begin to affirmatively answer this question, and showed a 
connection to orthographic change in particular. Generally it can be concluded that ciphertext 
age, key complexity, and message length influence the results in different ways, and that they 
all should be considered when choosing suitable models for cryptanalysis. The amount of 
available source data for generating models should likewise be considered when choosing a 
suitable n-gram order. Hopefully these results can prove useful in future assembling of 
historical language data, language models, and their use in historical cryptology. There are of 
course limitations to both the methodology and to the conclusions that can be drawn.

Tuning the cryptanalysis parameters more carefully could potentially lead to better accuracies. 
These include number of restarts, cycle count (how many times the algorithm goes through 
the alphabet), the minimum and maximum lengths of locked words, etc. 

Perhaps introducing more variation to the generated plaintexts could be beneficial. Attempts 
to introduce randomisation was done, but as described in section 3.2 the plaintexts were 
generated by taking a certain amount of characters from a text file. The next plaintext starts 
where the previous one ends. If the source text file is very long, it leads to many plaintexts 
being from the exact same source. The random selection of these files did not take length into 
account, but instead randomised the files themselves.

6.2 Future
Originally the experiments and results presented here were to be followed by a closer 
qualitative analysis of the models’ performances. However, this part was excluded because 
the experiments executed here have shown to be more time-consuming than initially expected. 
Performing a closer inspection of the resulting plaintexts (after cryptanalysis) could 
potentially reveal common errors, or situations and contexts where the models might struggle. 
To expand upon and further analyse the results from the perspective of historical linguistics 
and language change over time, could also potentially be a very interesting endeavour. 
Another interesting avenue to explore could be to use real keys, instead of randomly 
generated ones, as well as attempting to analyse real examples of ciphertexts.

Changing, or updating, the source data could provide interesting opportunities. It could be 
investigated whether aspects such as text genre makes an impact. This is, of course, much 
easier said than done. Requiring large amounts of historical text data is of course a hard and 
time consuming problem. It is connected to the results that for 5-gram models there might 
have been too little data in order to generate good models. It would also be interesting to 
evaluate word-based n-gram models, or make sure the data for different time periods are 
roughly of the same amount to be representative.

When it comes to keys, the present study was very brief. A more thorough analysis of the 
different key elements, their composition, and evolution could provide further insights in how 
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keys were constructed and how they evolved. For both ciphers and keys, a clear future 
direction would be in doing a similar analysis for a variety of languages.
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