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Abstract

Argumentation occurs in all parts of life, and as such, is studied across dis-
ciplines. In natural language processing, the field of argumentation mining
aims to develop computational tools that automatically analyze and evaluate
argumentation. Such tools have many uses, from automatically grading essays
to identifying fallacies. In order to build such tools, annotated data is essen-
tial both for training and evaluating, especially with large language models
(LLMs). Creating annotated datasets, however, presents significant challenges,
not only because of the complexity of argumentation but also methodological
questions such as how to represent argumentation and how to evaluate annota-
tion quality.

To create more resources as well as investigate these challenges, in this
thesis, I explore several approaches to argumentation annotation. To this end, I
also present a comprehensive survey of argumentation annotation. Three anno-
tation approaches of varying complexity are explored: argumentation schemes
applied to editorials, argumentative spans to online forums and political de-
bates, and attitude annotation to tweets. The datasets thus represent a wide
variety of genres and approaches. Attitude in tweets was found to show the
highest agreement among annotators, while annotation of editorials with argu-
mentation schemes was the most challenging.

In the evaluation of the annotations, several types of disagreement were
identified. Most saliently, disagreement often occurred in cases where mul-
tiple interpretations are possible, challenging agreement as the primary mea-
sure of quality. These findings demonstrate the need for more comprehensive
evaluation approaches. I therefore demonstrate ways to evaluate beyond sin-
gle agreement measures: agreement analysis from multiple angles, annotator
pattern investigation, and manual inspection of disagreement.

To further explore argumentation annotation, | investigate how two differ-
ent LLMs annotate argumentation compared to human annotators, finding that
while the models exhibit similar annotation behavior as humans, with simi-
lar agreement levels and disagreement patterns, the models agree more among
themselves than human annotators.






Sammanfattning

Argumentation forekommer i alla delar av vart vardagsliv och studeras dér-
for inom flera discipliner. Inom sprékteknologi syftar forskningsomradet argu-
mentations brytning (argumentation mining) till att utveckla verktyg som au-
tomatiskt analyserar och utvdrderar argumentation. Sddana verktyg har manga
anvandningsomraden, fran automatiskt beddémning av uppsatser till identifier-
ing av felaktiga resonemang och slutsatser. For att bygga sadana verktyg ér
annoterade textmingder oumbaérliga bade for trdning och utvérdering; sirskilt
for stora sprakmodeller (LLM:er). Att skapa annoterade dataset innebér dock
betydande utmaningar, dels for att argumentation i sig ar komplext, och dels
uppkommer dven metodologiska fragor som hur argumentation ska represen-
teras och hur kvaliteten pa annoteringen ska utvérderas.

For att skapa fler resurser och undersoka dessa utmaningar utforskar jag
i denna avhandling ett antal olika sétt att annotera argumentation. For detta
andamal presenterar jag ocksé en utforlig oversikt dver argumentationsanno-
tering. Tre annoteringsmetoder med varierande komplexitet undersokt: argu-
mentationsscheman tillimpade pé ledartexter, argumentativa textspan i online-
diskussionforum och politiska debatter, samt attitydannotering av tweetar. De
annoterade dataméngderna representerar dirmed en stor variation med avseende
pa bade av genrer och annoteringar. Attitydannotering i tweets uppvisade hogst
Overensstimmelse mellan annoterarna, medan annotering av ledartexter med
argumentationsscheman var mest utmanande.

Vid utvardering av annoteringarna identifierades flera typer av oenighet
mellan annoterarna. Mest mérkbart var att det forekom oenighet i fall dér flera
tolkningar var mojliga, vilket star i motsats till principen om dverensstimmelse
mellan annoterare som det huvudsakliga mattet pa kvalitet. Dessa resultat visar
pa behovet av mer varierande och nyanserade utvirderingsmetoder. Jag fores-
lar darfor satt att utviardera bortom “monolitiska” matt pd dverensstimmelse
bestdende av ett virde: overensstimmelseanalys ur flera synvinklar, under-
sokning av monster hos annoterarna och manuell granskning i fall av oenighet.

For att ytterligare utforska argumentationsannotering undersoker jag hur
tva LLM:er annoterar argumentation jamfort med ménskliga annotaterare, och
finner att medan modellerna uppvisar liknande annotering som ménniskor, med
liknande 6verensstimmelse och oenighet, s& 6verensstimmer modellerna mer
sinsemellan 4n ménskliga annoterare.
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Introduction and background






Introduction

Mmm macka ost, mm macka gott,
ost gott,

“Yumm sandwich cheese, yum
sandwich tasty, cheese tasty.’

- My 1.5 year old daughter,
providing arguments for getting
out of bed and eating breakfast.

Argumentation starts at an early age, as exemplified by the quote above. It is
something everyone is familiar with, and anyone can argue. Presenting reasons
for your opinions or aiming to convince others is something we do at a daily
basis. It can take many shapes or forms, from a simple discussion to elaborate
arguments in a work setting. Argumentation can be a complex phenomenon,
and understanding someone else’s argument or point of view is not always
easy, nor is presenting convincing argumentation. Context plays a big part in
this, also exemplified by the added explanation in the quote. Sometimes, there
can even be differing views on what should be considered argumentation.'
Because of these complexities, it is no surprise that argumentation has been
studied in different shapes and disciplines since the antiquities. In NLP, the
study of argumentation is most often done within in the field of argumentation
mining, which aims to identify and analyze argumentation automatically. In
recent years the methods and algorithms for doing this have changed, especially
with the rise of large language models (LLMs). What has not changed is the
need for data annotated with argumentation, especially in languages other than
English. No matter the methods for identifying the argumentation, we need
something to compare against and test for. Creating and evaluating this sort of

"For example, you might not agree that there is argumentation present in the quote in the
beginning.



4 Introduction

data is the topic of this thesis. The language in focus is Swedish, as there exist
few resources for argumentation in this language.

1.1 Motivation

Argumentation mining emerged as research topic in the 2000s (Palau & Moens
2009), with the first studies aiming to find argumentative passages in scien-
tific papers (Teufel et al. 1999). The field has since then grown and now cov-
ers many genres and tasks (Lippi & Torroni 2016a, Stede & Schneider 2018,
Lawrence & Reed 2020). The task of identifying argumentation can take many
forms, from identifying argumentative components (Ajjour et al. 2017) to re-
constructing whole argumentative debates or inferences (Stahl et al. 2023). The
promises of argumentation mining to identify not only beliefs but their moti-
vation and reasoning result in many envisioned and actual uses. For example,
being able to retrieve arguments and their components could help battle mis-
information (Alhindi et al. 2021) and identify false claims and fallacies. It can
also be a useful tool in education (Stab & Gurevych 2017), supporting stu-
dents’ writing (Wambsganss & Niklaus 2022) or essay grading (Wachsmuth
etal. 2016).

However, creating these tools requires data labeled with argumentation,
both for training and evaluation. While many datasets have emerged since the
introduction of argumentation mining, most are in English. There are no argu-
mentation annotated resources in Swedish, which motivates their creation as
resource availability drives research possibilities. Additionally, since the start
of'this thesis work in 2019, the role of annotated data has extended from purely
training and evaluation data to fine-tuning and evaluation of large language
models. The role of annotated data is thus more crucial than ever for advancing
argumentation mining research.

Annotating argumentation is a complex task, and the challenges when an-
notating argumentation are two-fold: First, identifying and analyzing argumen-
tation itself, a phenomenon that can be ambiguous, context-dependent and im-
plicit. Second, designing the annotation task which requires careful consider-
ation. This includes deciding how to model argumentation, which can depend
on genre and research purpose. There is no single correct approach to annotat-
ing argumentation. Ideally, the annotation scheme should be specific enough
to capture important information but also be easy to apply for annotators.

The complexity of annotating argumentation also raises important questions
regarding evaluation. While high inter-annotator agreement typically indicates
quality, achieving this in argumentation annotation has proven difficult, with
many datasets reporting low to moderate agreement. Despite these known diffi-
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culties, few studies have examined agreement and disagreement patterns in ar-
gumentation annotation specifically. This leads to questions of how one should
evaluate annotations, outside of traditional measures. These questions are not
only important to address in argumentation annotation, but they also exemplify
broader issues in complex linguistic annotation tasks, making lessons learned
here valuable beyond argumentation annotation.

This thesis addresses these gaps and challenges by exploring argumentation
annotation from multiple perspectives: creating Swedish resources, investigat-
ing annotation approaches of varying complexity, thoroughly exploring eval-
uation methods including disagreement analysis, and comparing human anno-
tators with large language models.

1.2 Research aim & questions

This thesis concerns the creation and evaluation of argumentation corpora, and
in doing so it explores several questions related to argumentation annotation
and evaluation.

Research aim

Apart from the research questions presented below, the aim of the work in this
thesis is to create Swedish resources for argumentation mining. More specif-
ically, this work aims to explore how to annotate argumentation in different
genres and with different models. Towards this aim, this thesis examines three
different annotation approaches and the resulting four datasets in chapters 7,8
and 9. The projects differ in genre and annotation scheme, enabling us to com-
pare the approaches. These genres are editorials, online forum, political debates
and tweets. They were chosen based on the assumption that argumentation of-
ten occur in them.

Annotation of argumentation

In order to create and evaluate annotated resources, an understanding of what
annotation approaches exist and how well they work in practice is required,
which leads to the first research question:

RQ1 What approaches exist for annotating argumentation, and how suc-
cessful have they been? Are there any trends or patterns?
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This question can be investigated from several aspects. The main focus here is
the model of argumentation or annotation schemes used, as they form the core
of the annotation. Annotation schemes are also not covered extensively in other
surveys. In order to explore RQ1, this thesis first presents a survey of previous
annotation efforts for argumentation mining in chapter 6.

Evaluation of argumentation annotation

Evaluation is crucial when determining the success of an annotation. In the
evaluation of the annotated datasets in this thesis, several questions are inves-
tigated. First, as reaching high agreement between annotators was found to be
difficult, the focus is an an often overlooked part of evaluation — examining
disagreement:

RQ2.1 What causes disagreement in argumentation annotation? What
kinds of disagreement are there?

These questions are discussed in the chapters presenting the respective datasets,
chapters 7,8 and 9, but especially in chapter 10. In the analysis of disagreement,
and evaluation in general, there were cases where disagreement was due to mul-
tiple plausible interpretations. This raised concerns that traditional agreement
measures might not be enough to evaluate annotations, and prompted the ques-
tions:

RQ2.2 What is the role of agreement coefficients in argumentation an-
notation?

RQ2.3 How can we evaluate the quality of argumentation annotation
beyond traditional agreement measures?

RQ2.2 is discussed in chapter 11, and in the discussion in this thesis. RQ2.3
serves as an underlying theme in many places in this thesis, but is explicitly
discussed and demonstrated in chapters 4 and 10, which emphasize the im-
portance of knowing your data by showing annotator statistics. Additionally,
in order to answer this, in chapter 9, a new implementation of an agreement
measure more suitable for spans, Krippendorff’s unitized «, is presented.

LLMs as annotators of argumentation

The final research questions in this thesis explore an application of the anno-
tated datasets: to evaluate how LLMs annotate argumentation. Recent advances
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in large language models have raised questions about their potential as annota-
tors. Given the complexities in annotation of argumentation, and that they have
proven challenging for humans to agree on, investigating how LLMs perform
in these tasks can give insight both in model capabilities and the annotation
itself. Therefore, the following is investigated:

RQ3.1 How well can LLMs annotate argumentation, given annotation
guidelines?
RQ3.2 How do models annotate when humans disagree?

These questions are answered in chapter 12, which uses the guidelines from
previous studies to prompt LLMs.

1.3 Contributions

This thesis makes four main contributions: firstly a survey of argumentation
mining corpora, focusing on annotation of argumentation. Secondly, it presents
four resources for argumentation mining in Swedish, exploring different ap-
proaches to argumentation annotation. These represent, to my knowledge, the
first argumentation annotated resources in Swedish. The annotation schemes go
beyond the most common approaches in argumentation mining, thus providing
valuable information about these schemes. An overview and comparison of
these approaches is also described in chapter 4. The approaches are as follows:

1. In chapter 7 (Lindahl & Borin 2024) a dataset of Swedish editorials, an-
notated with Walton’s argumentation schemes is presented. This is one
of few efforts to annotate Walton’s schemes. I did not carry out the an-
notation of this dataset, but I post-processed and evaluated it. This is the
first time this dataset is presented. In the evaluation, we find that anno-
tation of argumentation schemes is difficult to agree on, likely due to the
complexity of the annotation. We find that aggregating the scheme cat-
egories improve agreement. Another important finding is that there are
several occurrences where multiple interpretations are possible, some-
thing which I investigate in later articles.

2. In chapter 8 (Lindahl 2020), a dataset from Swedish online forums anno-
tated with argumentative spans is presented. This dataset was annotated
by 8 annotators, who were asked to annotate spans of argumentation. For
this, a definition of argumentation, suitable for the domain, was derived.
I find that agreement differs between the different threads from the online
forums, but the overall agreement is moderate. One of the main issues of
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disagreement is over span boundaries. For comparison, this annotation
scheme was also applied to a political debate, which resulted in slightly
lower agreement overall. Compared to the online forum, the annotators
found most of the text to be argumentative in the debate.

3. In chapter 9 (Lindahl 2024), the third annotation approach is presented,
which is applied to tweets from Swedish political parties and party lead-
ers. This approach is annotation of negative and positive attitude, anno-
tated with spans. More specifically, the annotators were asked to identify
what the author of the tweet expressed a negative or positive attitude to-
wards. I find that the annotators agree on what is negative and positive,
but often do not agree on the location of spans.

The third main contribution concerns evaluation of argumentation annotation.
To better understand annotation difficulties, I present a thorough analysis of
the disagreement in two of the annotated datasets. This analysis is mainly pre-
sented in chapter 10, with additional discussion in the chapter 4. Across all
datasets, disagreement due to different interpretations is found, as well as sub-
sets with higher agreement (for example with respect to thread). These results
highlight the need for more in depth evaluation from several angles, which
is also demonstrated in chapter 10. Supporting this approach, I also present a
new implementation of an agreement measure for evaluating span annotations,
Krippendorff’s unitized alpha, ,«, in chapter 10. This agreement measure is
especially suitable for span annotations and enables a more nuance evaluation.

The fourth and final contribution is presented in chapter 12. Here, the data-
sets and guidelines from the annotation studies in this thesis are used to evaluate
how well LLMs can annotate argumentation. I find that the models perform
comparably to humans in all three annotation approaches. While their anno-
tations often align more closely with certain annotators, agreement between
models exceed agreement among human annotators, indicating similarities be-
tween models.

1.4 Notes and choices

The field of argumentation mining encompasses a wide range of tasks and the
field of argumentation studies even more, and all can not be covered in this
thesis. Here, the main focus is on the micro structure of argumentation. That is,
the annotations are all of argumentation or arguments and their inner structure,
as opposed to the relations between arguments.

The language of the datasets is Swedish, as well as the guidelines. In com-
paring the results in this thesis to others, I have assumed that the results are
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general enough to allow comparison across languages. Some assumptions con-
cerning annotation are also assumed to hold over all annotations, such as results
concerning genres. However, further research into language specific annotation
properties could be needed.

A note on terminology: the title of this thesis refers to the datasets as ‘cor-
pora’. This is to follow the terminology practices in the field and to indicate that
this thesis concerns collections of text. When discussing the specific datasets
and their properties, I use the term ‘datasets’. When discussing their broader
significance, I use the term ‘resource’ to emphasize their value beyond being
the result of an annotation study: for example their use for developing tools or
methods.

1.5 Overview of publications
This thesis contains the following publications:

1. Anna Lindahl & Lars Borin. 2024. Annotation for computational argu-
mentation analysis: issues and perspectives. Language and Linguistics
Compass 18(1). €12505. DOI: https://doi.org/10.1111/1nc3.
12505
Author contributions: 1 collected statistics and information for all the
corpora, and compiled them into different sections and tables. The intro-
duction and summary were written together, and I was the main author
of the other parts.

2. Anna Lindahl et al. 2019. Towards assessing argumentation annotation
- a first step. In Proceedings of the 6th Workshop on Argument Mining,
177-186. Florence: ACL. DOI: 10.18653/v1/W19-4520
Author contributions 1 post-processed the annotated data for analysis and
evaluation, and performed the analysis. I made all tables and selected all
examples. [ was the main author of most sections expect introduction and
the first part of the evaluation section.

3. Anna Lindahl. 2020. Annotating argumentation in Swedish social me-
dia. In Proceedings of the 7th Workshop on Argument Mining, 100—105.
Online: ACL

4. Anna Lindahl. 2025a. Annotating attitude in Swedish political tweets.
In Spela Arhar Holdt et al. (eds.), Proceedings of the third workshop on
resources and representations for under-resourced languages and do-
mains (resourceful-2025), 106—110. Tallinn: University of Tartu Library
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& ICCL

6. Anna Lindahl. 2022. Do machines dream of artificial agreement? In Harry
Bunt (ed.), Proceedings of the 18th Joint ACL - ISO Workshop on In-
teroperable Semantic Annotation within LREC2022, 71-75. Marseille:
European Language Resources Association
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Publications may have been altered to fit the current format. In cases where
examples in Swedish were not provided, these have been added to the publica-
tions. In some cases an explanatory footnote has been added. No other changes
have been made to the content. Two additional publications were not included
but might be of interest:

* Anna Lindahl & Stian Redven-Eide. 2022. Argumentative language re-
sources at sprakbanken text. In Clarin: the infrastructure for language
resources, eds. Darja Fiser & Andreas Witt, 667—690. Berlin, Boston:
De Gruyter

» Aleksandrs Berdicevskis et al. 2023. Superlim: a Swedish language un-
derstanding evaluation benchmark. In Houda Bouamor et al. (eds.), Pro-
ceedings of the 2023 Conference on Empirical Methods in Natural Lan-
guage Processing, 8137-8153. Singapore: Association for Computational
Linguistics. DOI: 10.18653/v1/2023.emnlp-main.506

1.6 Outline of thesis

This thesis is structured at follows. Part I, which includes this chapter, provides
relevant background and an overview of the annotated datasets presented in this
thesis. Part I then summarizes this thesis work with a discussion, conclusions
and a summary. Part II consists of the publications which detail and elaborate
on the main work in this thesis.

Chapter 2 introduces annotation, annotation practices and the role of anno-
tated data. Common methods of evaluating annotation are described and
criticism towards agreement measures are discussed.

Chapter 3 introduces argumentation, the field of argumentation mining and
annotation of argumentation.
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Chapter 4 presents a side by side overview of the annotated datasets. This
chapter also provides additional details concerning the third dataset, the
political debate dataset, which is not covered in the compilation part.

Chapter 5 concludes part I with a discussion concerning the research aim and
questions, followed by conclusions. This chapter ends with a summary
and outlook on future directions.

Chapter 6 presents a survey of argumentation annotated dataset. This survey
focuses specifically on the annotation.

Chapter 7 presents the first dataset, editorials annotated with argumentation
schemes.

Chapter 8 describes the annotation process and details for the second anno-
tated dataset: online forum annotated with argumentative spans.

Chapter 9 presents the fourth dataset and its annotation process, political tweets
annotated with attitude.

Chapter 10 further examines disagreement in the online forum and political
tweets dataset.

Chapter 11 discusses the relation between agreement scores and the possibility
to learn from annotations in argumentation mining.

Chapter 12 examines how LLMs perform as argumentation annotators, using
the guidelines and datasets presented in this thesis.

In Appendix A, the guidelines for each of the annotation processes is shown,
both in Swedish and translated to English.






Annotation

The most common way to create datasets for NLP tasks is arguably by annotat-
ing data with some information. This chapter describes the annotation process,
with a focus on evaluation of annotations. It also discusses disagreement in
annotations.

2.1 The role of annotated data in NLP

Data, especially annotated data, is the basis for learning in NLP (Bender et
al. 2021). Until recently, the standard method for learning a task in NLP was
to show many examples of this task, in the form of annotated data, for some
model to train or fine-tune on. With the emergence of large language models,
the need for large amounts of annotated data is not as big. However the amount
of data needed in order to train these models is larger than ever (Brown et al.
2020, Hoffmann et al. 2022, Touvron et al. 2023). Nonetheless, annotated data
still has a role to play, both for use in training, fine-tuning and evaluating these
models (Ouyang et al. 2022, Chang et al. 2024).

The underlying assumption of annotation of data is that if the annotation
process produces consistent results, then it is reliable and the labels are deemed
trustworthy. This means that if enough annotators agree on the labels, then
the annotations are assumed to have captured something which is true? or at
least reproducible (Artstein 2017). While in other fields such annotations are
used to draw conclusions about the underlying data, for example a medical
diagnosis, in NLP the aim is most often to learn a pattern from the annotations.
In other words, to learn some generalizable concept (reproduce the annotations)
to apply on new material.

Datasets are thus important for most tasks in NLP, making high quality data-
sets essential. For annotated datasets, agreement is considered one of the main
indicators of quality. High agreement, measured with some coefficient, is gen-

2This notion of ground truth in data has however been challenged and will be discussed later.
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erally seen as an indicator that the dataset can be learnt from (Reidsma & Car-
letta 2008). But, how to measure and interpret agreement is not always straight
forward. The role of agreement will be discussed more later in section 2.5. The
quality of a dataset is also more than agreement (Klie et al. 2024). Data should
be selected so that it represents the phenomenon being studied (Hovy & Lavid
2010). The annotators should be reliable and trusted not to make annotations
at random, especially important in crowdsourcing (Hovy et al. 2013), and care
should be taken that annotators do not introduce any bias in their annotations.

Despite the importance of quality data, many of these aspects are often over-
looked when creating datasets. In their extensive survey of data quality man-
agement practices, Klie et al. (2024) find that guidelines for good practices are
difficult to find and that while many datasets do follow some quality measures,
several issues remain, especially when evaluating data.

2.2 Annotation

Annotation? is not only a method for creating datasets in NLP, it is also used in
many other disciplines. For example, in social sciences, where the annotation
process is often referred to as coding. The general idea is that you have some
information that your data, in many cases text, is to be labeled with. As men-
tioned in the previous section, the purpose of the annotations are in these cases
not necessarily in order for something external (i.e. a computer) to learn from
the data, but to gather information about the data. Nonetheless, these two aims
can certainly overlap. What is to be annotated can vary between strictly objec-
tive* labels, such as presence of some particle or something more subjective
like sentiment expression.

Designing and carrying out an annotation task contains many steps (Hovy
& Lavid 2010). A suitable dataset needs to be selected and possibly collected.
Instructions or guidelines for the phenomenon to be annotated needs to be writ-
ten, also known as an annotation scheme. Depending on the phenomenon, these
guidelines can build upon linguistic theory or theory from some other relevant
field of research. The guidelines should give a definition or example of the la-
bels to be added to the data. The unit of the annotation also needs to be decided:
should the annotation be carried out on word-level, be restricted to sentences
or freely selected spans.

In order to ensure the quality of the annotations, a pilot study of the anno-
tation process can be done. This can be done by first having all the annotators
annotate a subset of the data, a test set, which is then evaluated. A meeting with

$Here “annotation” will to refer to labeling done by humans, not systems
*One can of course argue about if anything in this world is strictly objective.
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the annotators to discuss their experience and interpretations is also common.
After this, some changes to the guidelines might be necessary. The annota-
tors will hopefully annotate more coherently and aligned. Ideally, this process
should be repeated until a sufficient quality is reached (Hovy & Lavid 2010,
Monarch 2021), this can however be time-consuming and not always possible.
Klie et al. (2024) find that only 22% of their surveyed papers include even a
pilot study.

After the annotations are done, the dataset needs to be evaluated and curated.
Evaluation will be discussed in section 2.3. Most approaches to learning from
annotated data requires the annotations to be adjudicated in order to produce
a set of gold standard labels. The most common method is to use the majority
vote of the annotators to make this dataset (Sabou et al. 2014, Klie et al. 2024).
Alternative methods for aggregation include having the annotators sit down and
resolve each disagreement (as in for example Rosenthal & McKeown (2012)
or using probabilistic aggregation, the latter of which has been shown to result
in better gold standards (Passonneau & Carpenter 2013, Simpson & Gurevych
2019).

2.2.1 Annotators

Practically, annotation is carried out by one or more annotators, and the an-
notators’ capability will have an effect on the annotations (Hovy et al. 2014).
Depending on what is to be annotated, suitable annotators must be chosen. The
difficulty or subjectivity of the label can be reflected in the choice of annota-
tors. If you have a difficult phenomenon you might need experts in the subject
as annotators and in other cases you might want to access the annotators’ intu-
ition about language (Borin 2022). As most annotation tasks in NLP concern
linguistic phenomena, annotators often have a linguistic background, which is
assumed to be useful for the annotation (Artstein 2017). Another aspect to con-
sider is annotator bias, which have been shown to exist in NLP datasets (Geva
et al. 2019).

The difficulty of the task can also be reflected in the number of annota-
tors, however the number of annotators is more often a matter of funding. The
number of annotators can range between one to more than a hundred (Li et al.
2017). Annotators are sometimes trained in the annotation scheme for several
days (Visser et al. 2019), but they can also be given the guidelines without any
preparation.

When selecting annotators, one needs to decide if they should be experts
or have some relevant experience or if untrained annotators should be used. A
common approach is to hire several annotators through an online platform, so
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called crowdworkers. Several studies have investigated the difference between
crowdworkers and experts, and have found that crowdworkers can perform
similarly to experts (Snow et al. 2008, Hovy et al. 2014). But, there are still
advantages to using experts. For example, Iskender et al. (2021) find that ex-
perts agree more than crowdworkers on some labels. However, models trained
on the data perform similarly.

Especially when using crowdworkers or untrained annotators, it is impor-
tant to select them based on some quality measure, for example by using tests
or comparing to experts (Klie et al. 2024). This can be done both before and
after annotation. For example, Hovy et al. (2013) show a method for identi-
fying trustworthy annotators after annotating. A compromise can be to use a
combination between experts and non-expert annotators. This can be done by
for example having expert annotators annotate a subset of the data, and then
validate the non-expert annotations against them.

However, in most cases, annotators are crowdworkers, not trained or se-
lected through some procedure (Klie et al. 2024), possibly due to time and
monetary constraints.

2.3 Evaluating annotations

In previous sections, the importance of evaluating of annotators and the an-
notation scheme is mentioned. In practice, this is often done by examining the
annotations. An essential part of any annotation study is determining the quality
of the annotations and the annotation process (Hovy & Lavid 2010, Krippen-
dorff 2018). Quality can be broken down into subquestions such as:

1. Are the annotators in agreement with each other (inter-annotator agree-
ment)?

2. Do the annotations capture what we want to annotate?

3. Are the annotators consistent with themselves (intra-annotator agree-
ment)?

The first question concerns the reliability of the annotations: if the annota-
tors agree with each other on the same items, then it is assumed that the annota-
tions are reproducible and reliable (Krippendorff 2018). Krippendorff (2018)
describes certain conditions under which agreement can be used as an indi-
cator for reproducibility: the annotations should be based on written instruc-
tions, the annotators should work independently and the annotators should be
interchangeable. This can be quite a strict demand on many NLP tasks.’ As

> Also it might be impossible depending on one’s view of the phenomenon at hand
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Artstein (2017) points out, in linguistic and certainly NLP annotations, these
conditions are not always met. This is especially true in the case of the demand
of interchangeable annotators: often experts are used which cannot typically be
considered interchangeable.

The second question concerns the validity of the annotations. As pointed
out by Krippendorff (2018), “reliability does not guarantee validity”. The an-
notators could have misinterpreted the guidelines (or the guidelines could be
wrong) but in the same way, and thus agreement would be high but on the
same wrong things. In order to answer this question a manual inspection the
annotations is needed as well as seeing if they agree with each other.

The third question is rarely looked at, and concerns the stability of the an-
notations and highlights the fact that there are many aspects of annotation that
are not covered.

In practice, most work focuses on the reliability of the annotations and an-
swer it by calculating agreement using some agreement measure. Most often,
a single coefficient is reported, despite recommendations to do more analy-
sis (Artstein 2017, Krippendorff 2018). In their survey, Klie et al. (2024) find
that most papers reporting agreement as a quality measure do not interpret or
discuss the value.

The next section will describe the most common of these measures. While
these measures assume that the annotation can be represented in the form of
units (by tokens) this is not always the case when working with text and lan-

guage.

2.4 Inter-annotator agreement

There are several inter-annotator agreement (IAA) measures, usually measured
with an agreement coefficient calculated from the annotations. Here the most
common ones will be described. These measures are originally developed in
other fields such as content analysis (Krippendorff 2018) or social sciences. In
NLP, agreement coefficients were introduced in an influential paper by Car-
letta 1996. It has since been debated how suitable they are for computational
linguistics tasks and how to interpret them (Artstein & Poesio 2008, Reidsma
& Carletta 2008, Paun et al. 2022). However, they are still very much in use in
a wide range of NLP tasks. This will be further discussed in section 2.5.

For the first IAA measures described, the annotation scenario in table 2.1
below will be used to exemplify the agreement. This can be thought of as an
annotation scenario where annotators A and B annotate 50 sentences as for
(pro), against (con) or neutral (non) w.r.t. some topic.
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Annotator A
Category Pro Con Neutral  f;B (p;B)
Pro 6 4 2 12 (0.24)
Annotator B Con 4 11 2 17 (0.34)
Neutral 10 1 10 22 (0.44)

FiA(piA) 20(04) 16(0.32)  14(0.28) 50

Table 2.1: Example annotation with frequencies, proportion within parentheses

2.4.1 Observed agreement

Probably the most straightforward way of measuring agreement is observed
agreement. This is also known as percentage agreement. This measure is simply
the number of items where annotators agree divided by all items:

Observed agreement = Magree (1)

Nallitems

The observed agreement from the example annotations in table 3.1 would
be (6+11+10)/50 = 0.54. The advantage of this measure is that it it easy to un-
derstand, but it is also has some issues, especially when comparing studies or
variations of the same study. If these sentences instead had two labels; “pro” or
“con”, there is a higher chance of either of the categories having a higher per-
centage agreement than the three categories in the annotations in table 2.1, just
because there are fewer labels. Observed agreement also does not take agree-
ment by chance into account or the distribution of the labels. If our example
annotations had two labels, where the correct labels are “not argumentative” for
40 of them and “argumentative” for 10 of them. For each sentence, the chance
that the label would be “not argumentative” by both annotators is then 0.8x0.8
=0.64 and 0.2x0.2 = 0.04 for “argumentative”. This would result in an agree-
ment of 68% if the dataset was just annotated by chance. Also, if an annotator
would annotate all items with argumentative, they would be 80% correct (Paun
et al. 2022: p.13-14).

Further criticism comes from Krippendorff (2018), who argues that ob-
served agreement is uninterpretable from a reliability point of view because it
does not account for chance or variance in the data. Nonetheless, if these limi-
tations are taken into account, observed agreement can be a useful measure in
an IAA toolbox because of its straightforwardness.



2.4 Inter-annotator agreement 19

242 Cohen’s k

Cohen’s « (Cohen 1960) is among the most common agreement measures. In
its original form it is only applicable for agreement between two annotators,
where all units are annotated and there can be no missing annotations. There are
modified versions (Davies & Fleiss 1982), or some average values are calcu-
lated(Toledo et al. 2019). Cohen’s « was introduced for agreement in nominal
scales, originally exemplified with psychological measurements.

Similar to other agreement coefficients, Cohen’s s assumes that units are in-
dependent, annotators are independent and the label categories are independent
and mutually exclusive and exhaustive. Cohen’s kappa assumes the annotators
have their own prior distributions over the annotation categories, representing
their “their proclivity to distribute their judgments differently over the cate-
gories”(Cohen 1960).

Cohen’s k takes chance agreement into account by calculating “the pro-
portion of agreement after chance agreement is removed from consideration”
(Cohen 1960) The formula for « is :

P,— P,
K= ———
1-P,

P, is the proportion of observed agreement and P, is the proportion of ex-
pected agreement. P,, observed agreement, is calculated as described in the
previous section. Expected agreement, P,, is based on the individual annota-
tors’ prior distribution of the annotation categories. This distribution is esti-
mated from the annotations. The probability that annotator A will annotate an
item in category i, is the the proportion of all items annotated in category i by
annotator A. The probability that both annotators will annotate an item with
category i is the joint probability of p; A * p; B. P, is calculated by summing
the probabilities that both annotator A and B will annotate an item with the
same category, for all categories.

2)

Po=Y piA-piB G)
With the examples from table 2.1:

P.=04-024+4+0.32-0.3440.28 - 0.44 = 0.328 4)

Cohen’s « in this example is about 0.32. When agreement is the same as
chance, « is 0. Values below indicate agreement less than chance and values
above 0 indicate agreement above chance. A value of 1 indicates perfect agree-
ment.
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Cohen’s « is similar to the less applied (in NLP) Scott’s 7 (Scott 1955), but
they differ in that P, is calculated based on a shared distribution instead of the
individual coders’ distributions. The assumption is that the shared judgment
of the two annotators best represents a population. This probability is calcu-
lated as the number of items annotated by both coders as category i, divided
by the number of annotated items. For example, for table 3.1 p,., becomes
20+12/50*2 = The probability that a coder will annotate an item with category
1 is thus the same for both annotators, and then P. becomes:

Pezzpzz (5)

Scott’s 7 for table 3.1 is 0.30. Compared to Scott’s 7, s has been criticized
(Krippendorff 2018) for being biased towards different annotator distributions.
In two scenarios with the same observed agreement but different distributions,
the scenario with the most similar distributions will have a lower agreement.
This is because two very different annotator distributions will result in lower
expected agreement and thus higher agreement. However, Paun et al. (2022)
argue that this is not necessarily a bad thing and can depend on the application.
They further argue that 7 is more suitable when determining the reliability of
the annotation process, while & is suitable for determining trustworthiness of
the actual annotated items.

2.4.3 Fleiss’ &

Another common agreement coefficient is Fleiss’ x (Fleiss 1971). Despite the
name it is more similar to Scotts 7. It was introduced for scenarios involving
more than two annotators per unit, and cases where not all units have the same
annotator. It is thus useful in scenarios with a fixed number of annotators, where
not all annotators annotate all items. ©

Fleiss « is calculated as in 2, but differs in how observed and expected agree-
ment is calculated. Instead of observed agreement, the agreement for a unit is
defined as the proportion of pairs of annotators who agree on that unit, out of
all possible pair of annotations for that unit. For an item ¢, the proportion of
agreeing pairs (F;) is:

1 k
P = m ;nz](nzg - 1) (6)

®Scenarios with a varying number of annotators or where all items are annotated by everyone
were not considered in the original paper although it has since been used in such cases.
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where n is the number of annotations (or number of annotators) for item i.
n;; the number of annotators who agree on category j for unit ¢. The overall
agreement is then the mean of F;. Expected agreement is the same as in (5),

k
Po=> 1 (7
j=1

where p; is is the proportion of all annotations which fall into category j. N
is the number of units.

1 N
by = m lz:;lnij )]

2.4.4 Krippendorff’s «

Both Cohen’s and Fleiss’ x assume that all disagreements are equal, as well as
having a fixed number of annotations per item. Krippendorff’s e (Krippendorff
2018, 2011: ch.12) can handle missing annotations, as well as several scales of
measurement (ordinal, interval and ratio), not just nominal data. Annotators are
considered to be interchangeable. Compared to previous coefficients, « also
treats disagreements differently, it weighs the disagreements.

« has several forms for different scenarios, but the one that is almost exclu-
sively used in NLP is called ca by Krippendorff (2018) (referred to as Krip-
pendorff’s « in the literature and here). This coefficient was originally devised
for content analysis. The general form of o focuses on disagreement instead of
agreement, where D,, is observed disagreement and D, is expected disagree-
ment.

D,
a=1-— D. 9)

Similar to previous coefficients, D, is disagreement within annotated units,
and D, is the expected disagreement where labels added to units by chance.
When there is no disagreement « is 1, (perfect reliability/agreement). When
agreement is 0, it is the same as chance agreement. When « is below 0, agree-
ment is less than chance, and could indicate systematic disagreement.

The calculation of « differs slightly depending on how many annotators and
labels there are, but here o will be exemplified in a scenario of many annotators,
annotating nominal data and with missing data. This is seen in table 2.2, where
there are three annotators annotating N = 5 units. The calculation of o can be



22 Annotation

illustrated with coincidence matrices such as in table 2.3 (Krippendorff 2011).
The coincidence matrix based on the annotations in 2.2 can be seen in table 2.4.

Annotator-Unit | 1 [ 2 |3 | 4| 5
Anna A|C|B|AJA
Lyra B|A|B|A]| -
Christoffer -|A|B|C| -
Nr of judgements
per unit, m,, 21313131112

Table 2.2: Example annotation

1 k
1 011 . 01k niy
C | Ocl | . | Ock Ne

ny || nE | =000k Nk

Table 2.3: A general coincidence matrix

A|B|C
Al2|11]2]|5
B|1|3]0)| 4
Ci2|1010]2

51412111

Table 2.4: A coincidence matrix based on table 2.2

The coincidence matrix shows coincidences within units, where ¢ and k
stand for labels. Coincidences are counted both as a c-k pairs and as k-c pairs.
For the pair A-A there are thus 4 occurrences (within unit 2 and 4). These
occurrences would go into the matrix if there were two annotators. When there
are more than two annotators, the occurrences are divided by the total number
of occurrences within the unit (m,,) minus 1:

nr of ¢c-k pairs inu
Ock = §
My — 1

(10)

u

For the A-A pair this is is % + 3%1 = 2 . Note that for the coincidence
matrix in 2.4, the unit 5 has been disregarded, as at least two annotations are
needed for an agreement or disagreement to occur. n is the number of pair-able
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values. From the coincidence matrix 2.4 we can then define observed disagree-
ment, D,:

D=~ S5 oud?, (n
c k

D, is the average of the difference within units ¢ and k, where n is the
number of pairable annotations/values. The difference between two values is
determined with §, a difference metric measuring the difference between the
two values ¢ and k. For nominal values, the difference is either 1, they don’t

match, or 0, they match. For difference metrics for other values, see Krippen-
dorft (2018).

0 iffc=k
nominalézk = {1 iff ¢ ?é k (12)
The expected disagreement, D,, is “the average difference between all val-
ues in the reliability data, that is within and between units.”(Krippendorff 2018:
ch.12,pp.21)and is calculated as below:

1
De=—— n.) ngd? (13)
) e S

For the example annotation, D, is 0.55, D, is 0.69, which, following equa-
tion (9), gives an « of 0.21,

2.4.4.1 Krippendorff’s unitized o

The standard «, as described in the previous section, is intended for annotation
of predefined units. For example, the units could be words and the annotation
could be part of speech tags. However, in some tasks units are not predefined.
In NLP the most relevant example of this is span annotation. In such a task,
annotators both decide where a span (a unit) occurs and which label it has.
Krippendorff’s unitized «, ,a (Krippendorff et al. 2016, Krippendorff 2013)
is intended for such cases. ,« is a family of coefficients for investigating dif-
ferent aspects of unitized continua and compared to the standard «, it accounts
for overlap of units. It also reports on agreement on labels and spans, both sep-
arately and together.

The standard ,,«v is calculated in the same way as « (equation 9), and reports
agreement over both spans and labels. The same metrics can be applied as to «.
The difference between the coefficients lies in how the observed and expected
disagreement is calculated. Instead of calculating these only on labels, they are
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calculated on coincidences of spans and unannotated segments, in which an
agreement needs to include both the same label and span overlap.

The other coefficients in the u,-family are described below. They are cal-
culated as above, but differ in how observed and expected disagreement are
calculated. For details see Krippendorff et al. (2016).

* |4« reports agreement on spans, disregarding labels.

+ ., reports agreement on labels, disregarding spans, by looking at only
overlapping spans.

* ruQ reports agreement on label &

Together, these coefficients can give a more detailed picture of agreement.
Despite this and its suitability for span annotation, u, has not been widely
adopted (Artstein 2017, Klie et al. 2024). One reason for this could be accessi-
bility, as there are very few implementations. Because of this, an implementa-
tion is presented in chapter 9.7

2.4.5 Other agreement measures

While the coefficients above are the most popular in NLP, there are other mea-
sures used for reporting agreement. Some of them are not originally intended
for agreement. Correlation, measured with for example Pearson’s correlation
coefficient, is sometimes used as evaluation measure. However, correlation
measures the degree to which two independent variables are related to each
other. This does not necessarily mean that they have the same values: one an-
notator can consistently annotate low values while another consistently anno-
tates high values for the same units. This will result in high correlation, but not
in high agreement (Paun et al. 2022: p.57 Krippendorff 2018).

Another measure which has been used for measuring agreement is F1-score.
It is most common in NLP for use in reporting the performance in some classi-
fication task, comparing the output to a gold standard. When applied to agree-
ment, one annotator is instead seen as the gold standard and the other as the
output from some system. However, as with observed agreement, F1 does not
account for chance agreement.

Duthie et al. (2016b) present an evaluation technique made specifically
for argumentation mining; the combined argument similarity score, CASS.
This technique combines metrics for different aspects of argumentation mining.

"The implementation can also be found here https://github.com/lindanna/
unitized_alpha
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However, the CASS score has not been widely adopted in the argumentation
mining community.

2.5 Interpretation of agreement coefficients

What is a good or sufficient value for an agreement coefficient? A value of 1
signifies in most cases perfect agreement, but this is often not a realistic ex-
pectation, especially when dealing with language. There is not one true answer
to what a good agreement value is, and there are different suggestions. Table
2.5 shows two of the most common scales for interpreting agreement. Krippen-
dorff sets 0.8 to be the limit « for considering the data to be reliable, and above
0.67 for tentative conclusions (Krippendorff 2018). For Cohen’s  and similar
coefficients, the scale by Landis & Koch (1977) is usually applied. It should be
noted that these scales, and indeed Krippendorff’s cutoff, is not based on any
inherent quality of the coefficients.

K Agreement o Agreement

<0.00 Poor 0.00 Below chance
0.00-0.20 Slight 0.00-0.67 Not reliable
0.21-0.40 Fair 0.67-0.80 Tentative conclusions
0.41-0.60 Moderate > (.80 Reliable

0.61-0.80 Substantial
0.81-0.1.00 Almost perfect

Table 2.5: Scales for interpreting Cohen’s s and Krippendroff’s «

The applicability of these scales in NLP tasks has been discussed (Reidsma
& Carletta 2008, Paun et al. 2022). For example, in many NLP tasks, 0.8 will be
a too strict cutoff point. These scales were originally made for studies in fields
other than NLP, where the aim is to reject or confirm a hypothesis. In most
annotation tasks in NLP, the aim is instead to create a dataset which represents
a phenomenon that can be learnt (supposedly by some algorithm). For this, the
data needs to contain some pattern which can be learnt from, and even then
there could be patterns of disagreement. In fact, there is some evidence that
agreement is not always a useful indicator of the possibility to learn from the
data (Reidsma & Carletta 2008). In 1996, when introducing « coefficients,Car-
letta (1996: p.253) notes:

“Whether we have reached (or will be able to reach) a reasonable level
of agreement in our work as a field remains to be seen; our point here is
merely that if, as a community, we adopt clearer statistics, we will be able
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to compare results in a standard way across different coding schemes and
experiments and to evaluate current developments—and that will illumi-
nate both our individual results and the way forward.”

However, it can be debated if this vision has been realized. While coefficients
have been widely adopted, as previously mentioned they are often reported
without interpretation (Klie et al. 2024). Reporting a single number of agree-
ment can also hide differences in the data (see Artstein (2017). The scales used
for agreement are often mentioned, but without further analysis. The agreement
in itself also is not always the main factor in deciding if the annotations should
be deemed useful or not. What is deemed an acceptable levels of agreement
seems instead to depend on the task, as well as what others have achieved in
the same task. Nonetheless, coefficients or other agreement measures do tell
you something about your data.

2.6 Annotation disagreement

No matter how you measure agreement, there will be some level of disagree-
ment. Disagreement occurs in most, if not all, annotation tasks. It is found in
seemingly straightforward tasks such as part of speech-tagging (Manning 2011,
Plank et al. 2014) or named-entity recognition (Feyisetan et al. 2018) , as well
as in more complex and less objective tasks such as hate speech (Akhtar et al.
2020, Goyal et al. 2022), sentiment analysis (Kenyon-Dean et al. 2018) or the
topic of this thesis: argumentation (Habernal & Gurevych 2017, Hautli-Janisz
et al. 2022, Schaefer et al. 2023). Carrying out the former tasks do of course in-
volve their own challenges and ambiguities, however, disagreement is typically
more frequent in the latter type of tasks (Uma et al. 2021b).

When working with annotation, it is important to understand how and why
disagreement is occurring, in order to deal with it. Disagreement can have many
causes. The design of the task or guidelines might need to be redesigned in
order to resolve vagueness. Disagreement can also be due to the quality of the
underlying data. Unreliable annotators, especially in crowdsourcing setups, can
also be the cause of disagreement. However, disagreement is not always due to
these factors and can instead carry information about the task or phenomenon
being studied or annotated.

Plank (2022) distinguishes between disagreement due to error (due to some
of the reasons mentioned above) or human label variation. Variation is when
difference of opinion occurs not due to some error in the annotation process
but instead due to ambiguity of some item or the possibility of several valid
interpretations. For example, in their annotation study Plank et al. (2014) find
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that the majority of the disagreements between annotators are due to different
linguistic interpretations. Likewise, Pavlick & Kwiatkowski (2019) find that
often the disagreements in their NLI study are not due to noise but systematic
disagreements.

When multiple interpretations are equally valid or possible, the idea of a
single ground truth as a basis for a gold standard is challenged (Plank 2022).
If there is not one correct answer, what should be learnt? In recent years, more
methods for learning from disagreements have been introduced (Uma et al.
2021b), taking into account the annotations from several annotators. For exam-
ple, by repeating items or labels with different annotation (Jamison & Gurevych
2015) or representing the annotations as probability distributions (Peterson et
al. 2019).

This recognition that multiple interpretations can coexist is closely related
to the idea of perspectivism (Cabitza et al. 2023). Perspectivism recognizes
that annotator disagreement can reflect different viewpoints and perspectives,
especially in subjective tasks. For example, an annotator’s ethnicity or social
background might influence their classifications in hate speech tasks (Akhtar
et al. 2020). Perspectivism holds that these different perspectives and interpre-
tations should be explicitly represented, in order not to lose important informa-
tion. Doing so can also mitigate bias and help include minority voices. This is
not only relevant in aggregation of annotations but in also in how annotation
projects are designed and evaluated as well as learning from the data (Basile
et al. 2020, 2021).






Argumentation mining

This chapter is organized as follows. First, a short overview over the study of ar-
gumentation is given. Following this, argumentation mining and its subtasks is
introduced, followed by applications and challenges. Finally, annotation of ar-
gumentation will be discussed, supplementing the survey presented in 6. While
this survey focuses on datasets for argumentation mining, this chapter focuses
on introducing the field in general.

3.1 Argumentation

The aim of argumentation mining is finding argumentation. But what is argu-
mentation? Argumentation is a complex phenomenon, which has been studied
from several angles and disciplines (van Eemeren et al. 2019). Argumentation
can take many shapes and it occurs in many different contexts — in our daily
life when we discuss dinner choices or in a courtroom. One definition of argu-
mentation is given below:

The act or process of forming reasons and of drawing conclusions and
applying them to a case in discussion.®

This definition refers to argumentation as a reasoning process. However, ar-
gumentation can encompass more beyond this definition.® van Eemeren et al.
(2019) provides a thorough discussion of what constitutes argumentation. At
the heart of argumentation lies a difference of opinion which the argumentation
aims to resolve. This opinion is represented by a standpoint, which is defended
by a set of propositions. This difference of opinion does not necessarily have to

Shttps://www.merriam-webster.com/dictionary/argumentation

° A word of caution about the word argumentation: even though many (European) languages
share the word ‘argumentation’, its meaning can differ. For example, in English the word can
carry a negative meaning and refer to quarrelling, while in other languages this connotation is
often lacking.
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be explicit. It could be imagined or anticipated, for example in a monologue or
opinion piece. However, there needs to be at least an assumption that the other
part is not in agreement, otherwise providing reasons for your standpoint is not
needed.

Beyond its structural features, van Eemeren et al. (2019) further describe
argumentation as both a communicative and interactional act complex. Argu-
mentation consists of a set of communicative moves. These moves are often
verbal, but not always. Argumentation is interactional in its nature. This may
take the form of an explicit dialogue, in for example a discussion, or implicit,
for example addressed to readers of an editorial. Argumentation is also an ac-
tivity for which “the arguer can be held accountable for”, meaning you are
assumed to commit to your standpoint and your propositions with which you
defend it. This is different from for example stating your opinion, in that you
are not (always) expected to rationally defend it.

The final part of the definition by van Eemeren et al. (2019) says that argu-
mentation involves appealing to the addressee as a “rational judge who judges
reasonably”. This means that the aim of the argumentation is to convince the
other by having them accept the standpoint, not with means of for example
force, but by seeing the soundness of the argumentation put forth. In compar-
ison, another form of persuasion could be to seek to persuade others by using
sentiment or pleas.

In daily life, all of these conditions might not be strictly met. Especially,
the aim to resolve the difference of opinion is not always there. This can be
seen in for example a political debate, where the argumentation might not be
carried out with the aim to convince the other part, as this is unlikely. Like-
wise, in discussions online, the intent of the argumentation could rather be to
to aggravate or to entertain. However, these examples should still be considered
argumentation, if one goes through the motions.

In this work, two of the annotation studies required a definition of argu-
mentation, as described in chapter 4 and 8. In these cases, the definition by van
Eemeren et al. (2019) has served as inspiration.

3.1.1 The study of argumentation

The many aspects of argumentation mean there are many ways to study ar-
gumentation (indeed van Eemeren (2017: 662) notes that “argumentation can
never be completely covered by approaching it from a single disciplinary an-
gle”). Argumentation has been studied since antiquity, the start usually at-
tributed to Aristotle’s Rhetoric (c. 350 BCE), in different shapes and disci-
plines. Argumentation is central to philosophy, where it serves both as an ob-
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ject of study and as a method for justifying claims (Dutilh Novaes 2022). In
rhetoric, argumentation is viewed as a means of persuasion. The focus lies in
its effectiveness and form. In logic, argumentation is viewed as a form of rea-
soning and inference, emphasizing validity and soundness.

Today, argumentation studies can be found in many disciplines. In linguis-
tics, it appears in the study of argumentative discourse, pragmatics or conversa-
tion analysis. Argumentation studies can also be found in, among others, psy-
chology and political studies. Argumentation mining falls within the study of
computational argumentation, but this field also includes other AI'° approaches
to argumentation, such as formal argument models (for use in computation) and
reasoning systems (Bench-Capon & Dunne 2007).

3.1.2 Modeling argumentation

In studying argumentation, models representing argumentation are essential.
However, argumentation can be modeled differently depending on the aim or
study. Bentahar et al. (2010) present a taxonomy of argumentation models
where they distinguish between monological, dialogical and rhetorical mod-
els. Monological models describe the structure of an argument: its components
and their internal relations. Dialogical and rhetorical models on the other hand
focus on “the process of argumentation in a dialogical structure” (Bentahar et
al. 2010). In argumentation mining, argumentation is modeled both with and
without any connection to argumentation theory, as shown in chapter 6. Mostly,
these are monological models. Here, a selection of those models used will be
introduced.

The simplest, and most straightforward way, to model an argument is with
the two components premise and claim, as seen in the example below.

* Premise: You have fever and a cough.

* Claim: You should not go to the office.

These components are sometimes called conclusion (claim), which is more
common in logical systems, and evidence (premise). Sometimes premises are
divided into major and minor premise.

Several influential approaches to the study of argumentation have emerged
in the last century. In The Uses of Argument 1958, Toulmin presents a model
of argumentation which provides an alternative way to model arguments. This
model more precisely describes the role of the premises, and distinguishes be-
tween them. The components of this model are claim, which states what is

10This includes the study of artificial intelligence before the emergence of LLMs
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being asserted or concluded. This is backed up by data, and a warrant, which
justifies the inference between the claim and the data. The warrant itself can be
backed up by backing, which ensures the warrant is true. Further components
are qualifier, which expresses how certain the claim is, and rebuttal, which
presents how the claim might be challenged. Below, an example with these
components are shown.

“Probably (Qualifier), you should not work today (Claim). You have
fever and a cough (Data), and you should not go to work when you are
sick (Warrant). There are rules against going to the office sick (Backing).
Unless, there is a possibility to work from home (Rebuttal).”

Another influential work in argumentation theory is the Pragma-dialetic ap-
proach (Grootendorst et al. 2004), which was developed to study argumenta-
tion as a discourse activity. The definition of argumentation in the previous
section is in line with this approach.

A further well known way to model argumentation is with the argumentation
schemes of Walton 2008, which are used in the first annotation project in this
thesis work, in chapter 7. These schemes are similar to the syllogisms of for-
mal logic, but are expanded and specified to fit a wider range of arguments. The
schemes describe how inferences are being made, and can be applied to every-
day argumentation to help identify and evaluate the pattern of reasoning. They
can also help reconstruct argumentation by identifying missing premises. Here,
an argument scheme is made up by a one or more premises and a conclusion,
with the premises sometimes divided into major and minor.!! A description of
the scheme called ‘Argument from Consequences’ is shown below:

Argument from Consequences:

Premise: If A is brought about, then good (bad) consequences will (may plausibly)
occur.

Conclusion: A should (not) be brought about. This scheme could be realized as in

the example below:

Premise: If you go to the office, you could infect others with your cold.
Conclusion: You should not go to the office
Scheme: Argument from Correlation to Cause

Each scheme also comes with a set of critical questions, which can both help
identify which scheme is being used as well as demonstrate the defeasibility of
an argument. For the ‘Argument from Consequences’ scheme, these are shown

"Note that the distinction is not done in the annotation projects described in this thesis.
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below. In the example above, this could for example be the question ‘Is your
illness contagious?’.

Critical question: If A is brought about, will (or might) these consequences occur,
and what evidence supports this claim?

Critical question: Are there consequences of the opposite value that should be taken
into account?

Argumentation schemes are are further described and exemplified in chapters
7 and 12, and an overview of scheme descriptions can be found in appendix
Al

3.2 Argumentation mining

In NLP, the study of argumentation is carried out within the field of argu-
mentation mining. This field aims to identify and analyse argumentation, our
opinions and how we argue for them (Lawrence & Reed 2020, Stede & Schnei-
der 2018). While related to other fields in NLP such as sentiment analysis and
opinion mining, the aim to find argumentation is relatively new. Among the
first publications to use the term “argumentation mining” was Palau & Moens
(2009). Other early efforts include Biran & Rambow (2011) who identify jus-
tifications in blog posts, or Cabrio & Villata (2012). However, contributions
to the field of argumentation mining began to increase around 2014.'? This in-
cludes both datasets (Aharoni et al. 2014) and techniques (Boltuzi¢ & Snajder
2014, Rinott et al. 2015). Since then, the field has expanded to include many
tasks, as presented in the next section.

3.2.1 Argumentation mining tasks

While the common aim in any argumentation mining task is to identify and
analyse argumentation,'? argumentation mining is not a very coherent field: it
encompasses a wide range of tasks. This diversity partly comes from the mul-
tifaceted nature of argumentation itself, as mentioned in the previous section.
Theoretical foundation (or lack thereof) will influence how to model and rep-
resent argumentation. How to model argumentation is also dependent on one’s
purpose. For example, one can aim to find argumentation from an information
seeking perspective (Habernal et al. 2014). A system for information retrieval
might prioritize including the topics in relation to argumentation while a sys-
tem for argument reconstruction might have more use for the relations between

12This year was also when the first workshop in argumentation mining was held.
3Excluding argument generation.
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arguments. Another reason for the wide range of tasks in argumentation mining
is that the full goal of identifying, retrieving argumentation and analysing it is
complex and includes many subtasks, which can be done with different levels
of complexity (Stab & Gurevych 2017, Stede & Schneider 2018, Lawrence &
Reed 2020).

Component . . .
~omponen Identify argumentative text ~ Segmentation
identification
Segment the text into ADU  Argument/Non argument
Component . . Identify clausal properties
poner Identify the central claim Centlly clausal properties,
classification intrinsic and contextual
Identify the role of the ADU
Structu . . .
STUCIIIe | Build overall structure Identify the general relations
identification

Identify argumentative

Identify type and quality relations

Table 3.1: Different ways to describe the argumentation mining task (Stab & Gur-
evych 2017, Stede & Schneider 2018, Lawrence & Reed 2020)

Table 3.1 shows different examples of how one can divide the full task. The
steps are in general some form of:

1. Segment text into argumentative and non-argumentative text.
2. Identify argumentation components.
3. Identify the relations between components.

4. Identify the relations between the arguments.

These steps can be divided into more fine-grained tasks (see Lawrence & Reed
(2020), and some tasks can be done together. The first step, identifying ar-
gumentative text, is often skipped in favor of identifying argumentative com-
ponents, indirectly segmenting the text. An exception is Ajjour et al. (2017),
who segment three different argumentation datasets into argumentative or non-
argumentative units. Similarly, Peldszus & Stede (2013) define the minimal
unit of argumentation as an argumentative discourse unit, ADU, and use those
for identification.

The second task concerns finding argumentation components, possibly in
the already identified argumentative text. Most often these components are
some form of claims and premises. For example, Haddadan et al. (2019) iden-
tifies claims and premises in US presidential debates. Hidey et al. (2017) also
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identifies claims but in another genre: the online forum Reddit.'* They fur-
ther annotate the semantic type of these components. Components can also be
modeled in other ways than following a claim and premise model. For exam-
ple by using Toulmin’s argumentation model (Toulmin 1958). An example of
this is found in the study by Lauscher et al. (2018a), who annotate scientific
publications with a simplified version of Toulmin’s model.

Following identification of components, the internal structure of the argu-
ment can be put together: are the components belonging to the same argument,
are the components attacking or supporting each other? For example, Gorur
et al. (2025) investigate how well open source LLMs can identify the relations
between two components across several datasets, and find that these models
could outperform previous baselines.

Finally, after having identified arguments, the relations between them can
be identified. Carrying out all the steps above is not always done. Instead, many
of these tasks are done separately, as shown in the previous examples. Also, not
included in the steps above are the tasks of identifying the types of argumen-
tation or determining the quality of argumentation, which has its challenges of
its own (Wachsmuth et al. 2024).

Argumentation mining has so far most focused on text, but multimodal ap-
proaches have become more common. For example, Mestre et al. (2023) inves-
tigate how audio can inform argumentation mining, and finds that when data
is scarce this improves their results. See also the shared task in multimodal ar-
gumentation mining (Nobakhtian et al. 2023), which concerns predicting the
stance and persuasiveness in tweets and their accompanying images.

3.2.2 Argumentation mining applications

Argumentation is present in most parts of our lives, and tools for identifying and
analyzing argumentation can be useful in many places.In information retrieval,
tools for searching for arguments have been presented as well as techniques for
searching for arguments for or against a topic (Wachsmuth et al. 2017, Stab
et al. 2018a). More recently, Ziegenbein et al. (2024) use argumentation in
order to better generate snippets for argument search. Extracted arguments can
support decision making, as demonstrated by Daxenberger & Gurevych (2020).

Argumentation mining can also play a role in analyzing the flow of infor-
mation, especially in social media (Habernal & Gurevych 2017) and news (Al
Khatib et al. 2016). For example, the role or argumentation (mining techniques)
in fact checking has been explored. Alhindi et al. (2021) use argumentation

Y“https://www.reddit.com/
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structure in order to determine what to fact check. Cabrio et al. (2013) present
a framework for supporting management of argumentative discussions online.

There are other domain-specific applications of argumentation mining. One
of the first argumentation mining papers, Moens et al. (2007) presents a model
for detecting arguments in legal text. In the social sciences, Vecchi et al. (2021)
envision an NLP moderator for use in social sciences, based on argumentation
mining techniques, for support in decision making and argumentation.

Argumentation mining techniques also have uses in education (Stab & Gur-
evych 2017). One of the most well-known argumentation mining datasets con-
sists of argumentation annotated essays, the persuasive essays corpus (Stab
& Gurevych 2014). Another example is Wambsganss & Niklaus (2022), who
present a corpora of annotated student-written texts and demonstrate how it can
be used in an argumentative writing support system. Another topic within ed-
ucation related argumentation mining is automated essay scoring (Wachsmuth
et al. 2016, Stahl et al. 2024, Persing & Ng 2015). For example, Ghosh et
al. (2016) show that argumentation features can be good predictors of essays
scores.

An application commonly advocated for in argumentation mining is the role
of argumentation in dialogical agents and chatbots, for example IBM’s project
debater (Slonim et al. 2021). With the emergence of chatbots such as Chat-
GPT, the role of agents specifically designed for argumentation might be chal-
lenged. However, the role of argumentation is more relevant than ever. While
LLMs (seemingly) can generate coherent arguments, argumentation mining
techniques still play a role in evaluating these or supplementing them, for ex-
ample by generating critical questions (Calvo Figueras et al. 2025). Indeed,
recent work has argued for incorporating argumentation principles into LLMs
themselves (Musi et al. 2025). While these models today are designed to agree
and mimic, they could instead take on a more participatory role, by using argu-
mentative moves such as expressing doubts or rebutting arguments. This could
not only help deliberation but also help enhance critical thinking.

3.2.3 Challenges

No matter the task or application, identifying and analyzing argumentation can
be challenging. This is not only true for computers, but also for humans (partly
demonstrated by the IAA values in chapter 6). There are many reasons for
this: one is because argumentation can take many forms. It can be a a complex
activity, with long, detailed arguments. Argumentation can also be a simple
statement of your opinion, given the right context.

Context can also determine if something should be classified as argumenta-
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tion or not. For example, a statement such as “I like cats”, could be interpreted
as argumentative given nr. 3 below, but not with the other two preceding state-
ments (example inspired by (Budzynska & Reed 2019)).

1. Which animals do you prefer?
2. We should get a cat.

3. Let’s get a dog.
— I like cats

The example above also illustrates a challenge when interpreting argumen-
tation: it can sometimes rely the intention of the speaker if something is in-
tended as argumentation. In some cases, it might possibly be subjective if some-
thing should be considered argumentative or not, or which role it should have
in in argumentation.

Argumentation can be carried out differently dependent on the genre (Atkin-
son et al. 2017). Social media argumentation differs from essays, containing
more noise and informal structure (Habernal & Gurevych 2017). Argumenta-
tion can even be difficult to understand if you are not familiar with the genre.
For example, the arguments in a scientific paper might be difficult to under-
stand for someone not knowledgeable of the field (Al Khatib et al. 2021). Ar-
gumentation in daily life is not structured the same way as argumentation in
for example a thesis, which (can) include well-formed arguments consisting of
clearly separated claims and premises. Argumentation also often relies on un-
derstated information or premises, so called enthymemes. Reconstructing such
information can be difficult, both in manual and automatic analysis (Feng &
Hirst 2011, Al Khatib et al. 2021).

Some of these challenges are especially present in genres where the lan-
guage is less formal, in for example social media. Because of these challenges,
annotating argumentation is often time-consuming. Annotators often need to
learn and follow guidelines detailing the specific task, as well as analyze the
text they are annotating.

3.3 Annotating argumentation

Most approaches to argumentation mining require annotated datasets. Chapter
6 provides an extensive overview of argumentation annotated datasets for ar-
gumentation mining. This section summarizes that chapter and reports on some
recent advances since its publication.

In chapter 6, the challenges of annotations are described. In annotation, the
problems of implicitness and differences between genres lead to challenges in
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designing the annotation task. Implicitness means guidelines need to describe
these scenarios and how to handle them, which can be difficult. Differences
between genres mean the annotation schemes needs to be selected with genre,
and aim of the annotation, in mind. Depending on the genre this might also
require some special knowledge from the annotators. These issues place big
demands on annotators in general, leading to argumentation annotation often
being a time-consuming and costly task.

The many tasks included in argumentation mining, together with the many
possible ways to model argumentation, lead to a wide variety of datasets. In
the survey in chapter 6, they are grouped by how they model argumentation,
with the focus being on the micro structure of argumentation. Similar to the
previous tasks, these groups are:

1. Argumentative text detection and stance classification
2. Claim and premise - models
3. Extended claim and premise models

4. Other models

The datasets cover a wide range of genres, as well as numbers of annotators
and evaluation methodologies. For example, some annotations are evaluated
on a subset of the annotated data while others evaluate all annotations. Patterns
found in all datasets are that they are often small, with moderate IAA, reflecting
the challenges of the task.

Since the publication of the survey in chapter 6, more datasets have been
presented (Schaefer & Stede 2022, Alhamzeh et al. 2022, Li et al. 2024). For
example, Ye & Teufel (2024) annotate undercuts in arguments from 400 an-
swers from the online question platform Quora.

While datasets focusing on the tasks mentioned above are still being pub-
lished, in recent years, there is a shift argumentation mining to more complex
tasks, and with them accompanying datasets. For example, Joshi et al. (2023)
present their corpus of 35k annotated argument-quality pairs. Glockner et al.
(2024) present a dataset for detecting fallacies, using it to test critical thinking
in LLMs. Work on incorporating perspectives in argumentation mining has
also been presented, using information from the annotation process (Romberg
2022).

There have also been more efforts to create datasets automatically. For ex-
ample, Stahl et al. (2023) create a corpus for enthymeme detection by creating
gaps in arguments. Ali etal. (2022) create a dataset of legal arguments using lin-
guistics rules. The increasing capabilities of LLMs has also resulted in studies
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exploring how to create annotated datasets with them. For example, Ruiz-Dolz
et al. (2024) create a multilingual dataset of argumentation schemes using GPT
and Imamovic et al. (2024) annotate attitude using ChatGPT.






Data

The work in this thesis concerns four datasets annotated with argumentation or
argumentation related information. This chapter presents an overview of these
datasets. In this overview, this chapter also provides a comparison of the agree-
ment and annotator statistics, complementing the descriptions in the original
papers. A detailed description of the annotation process and the documents in-
cluded in each dataset are described chapter 7, 8 and 9, respectively. The details
of the third dataset, the political debate, is only described here.

4.1 The datasets

The datasets described in this thesis are all annotated with argumentation or ar-
gumentation related information, such as the fourth dataset, which is annotated
with attitude.

An overview of the datasets is seen in table 4.1. The language of all datasets
are Swedish. Four different genres are represented, and they are all in areas in
which one can assume argumentation occurs. The size of the datasets corre-
lates with the complexity of the annotations. The largest dataset is the one with
the least complicated annotation scheme, making it possible for annotators to
annotate more text over shorter time.

Genre Size (tokens) Annotators Annotation
Editorials 20561 2 argumentation schemes
Online forum 28465 8 argumentation spans
Political debate 28269 6 argumentation spans
Tweets 759293 4 pos/neg attitude

Table 4.1: A summary of the datasets

The datasets were annotated by differing numbers of annotators, however
all of them had a background in linguistics. This means that they all had at least
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taken 60 ECTS in a linguistics or language related subject at university level.
All annotators were paid for their work. In the descriptions of the different
annotations below, letters are used to represent the annotators, for example
‘annotator A’. Note however that the annotators are not the same individuals,
except in the online forum and the political debate.

4.1.1 Editorials

The first dataset consists of 30 editorials from Swedish newspapers. Note that
the annotation of this dataset was not carried out by the author of this thesis,
the post-processing and evaluation were.

The editorials were originally collected by Hedquist (1978) for study of
emotive language, and were later annotated for argumentation. The aim of
the annotation was to annotate Walton’s argumentation schemes (Walton et
al. 2008). A short description of argumentation schemes is here included for
convenience, repeated from section 3.1.2. An argumentation scheme describes
how inferences are being made in an argument, for example by arguing that if
someone is an expert on something, one should trust their opinion (Argument
from Expert Opinion). A more formal example of an argument scheme is seen
below:

Argument from Consequences:

Premise: If A is brought about, then good (bad) consequences will (may plausibly)
occur.

Conclusion: A should (not) be brought about.

For guidelines, Walton’s book about argumentation schemes was provided.
However, only 30 of theses schemes were chosen for the annotation. For a de-
scription of these schemes, see appendix A.1. Two annotators with linguistic
background annotated all editorials. A pilot study was carried out by having the
annotators first annotate three editorials, followed by a discussion. Then, the
rest of the editorials were annotated.'> The annotation consisted several steps:
first marking the argument components conclusion and premise. These were
then combined to form an argument, which was then labeled with an argumen-
tation scheme. The components could be any span of text, and the components
could be used in several arguments. A span of text could also be marked with
different roles; a premise could be a conclusion in another argument. An argu-
ment could have one or more premises. For an annotated example see below.

Premise: Men mot detta mdste vigas de uppenbara risker som en utbyggnad av kérn-

15This annotation process was not carried out by the author of this thesis.
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kraften for med sig.

‘But against this, one must weigh the obvious risks that an expansion of nuclear power
entails.’

Conclusion: Avfallet maste lagras i hundratals dr.

‘The waste must be stored for hundreds of years.’

Scheme: Argument from Correlation to Cause

4.1.2 Online forums

The second dataset is made up of 9 threads from two different Swedish online
discussion forums. The threads were randomly selected and cover a variety of
topics. Because online discussion often contains informal language and differ-
ently structured argumentation, the aim of the annotation was to distinguish
argumentative and non-argumentative passages. This was done by asking the
annotators to freely mark spans of text which they considered as argumenta-
tion. Because there is no unified definition of argumentation, the guidelines
included a definition adapted to the domain, inspired by van Eemeren et al.
(2013). In order to find a suitable annotation scheme, initial test annotations
were carried out. Based on discussions and these annotations, a definition was
decided upon. The definition says that argumentation should include:

1. A standpoint/stance.
2. This standpoint is expressed with claims, backed by reasons.

3. There is a real or imagined difference of opinion concerning this stand-
point which leads to:

4. the intent to persuade a real or imagined other part about the standpoint.

The guidelines also included examples and a discussion of what was to be
considered argumentative. For the full guidelines, see appendix A.2. The an-
notation was carried out by 8 annotators. The first four of them annotated the
whole material. The second half also annotated the whole set of documents, but
they were also asked to provide a summary for each argumentative span they
annotated in the form of ‘X because of Y’. The purpose of this summary was
to see if it helped increase agreement. An example of an annotated post from
the dataset can be seen below, where underlined text indicates argumentation.
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Jag tycker vi borde slopa hemkunskapen i skolan. Jag anser att det dr
kvinnoférnedrande. 1800-talet ringde och vill ha tillbaka skolans kvin-
nosyn. Vad tycker ni andra?

‘I think we should eliminate home economics in schools. I consider it
degrading to women. The 1800s called and want the school’s view of
women back. What do you others think?’

In this post, most annotators agreed on the location of the argumentation, and
the summaries all said “Home economics in schools should be eliminated be-
cause it is degrading to women”.

4.1.3 Political debate

In order to compare how genre and differences in text would effect the anno-
tation, and more specifically agreement, the guidelines for the online forum
was applied to a new genre, a political debate. Compared to the online forum,
the explicit intent of a political debate is to discuss and argue for one or more
topics. Therefore, one could expect that more of the text would be considered
argumentative than in the online forums.

This dataset and annotation procedure is partly described by Lindahl &
Rodven-Eide (2022), which is not included in this thesis.'® The dataset is of
a debate from the Swedish parliament, a so called anférande (meaning parlia-
mentary speech). This debate consists of a transcript of 70 turns, in total 28,465
tokens. The debate is about changes in the unemployment insurance system and
different members of parliament have their say on the topic.

For the annotation, an adapted version of the guidelines for the online forum
was used, see appendix A.4. The main changes were the examples and the for-
mat of annotation. In the online forum any span was allowed, in this annotation
a span needed to include a full sentence or more, and to follow sentence bound-
aries. This was done in order to facilitate evaluation, but also because it was
observed that annotators often annotated following sentence boundaries. An
annotated part of a turn in the debate is seen below, where underlined indicates
argumentation:

Herr talman! I inledningen till det betinkande som vi debatterar i dag
stdr det att arbetsloshetsforsdkringen bestdr av en grundforsdkring och

16This work is not included in order to avoid repetition with already included work, especially
with chapter 8.



4.1 The datasets 45

en inkomstbortfallsforsdkring. Det dr sd som forsdkringen dr beskriven
i lagar och forordningar, men i verkligheten finns det vildigt lite kvar
bade av den allmdnna grundforsdkringen och av inkomstbortfallsforsdk-
ringen. 1 sjdlva verket dr, precis som har konstaterats tidigare i dag,
en majoritet av de arbetssokande i Sverige helt utestingda frdan arbet-
sloshetsforsdkringen. Genom en strid strom av dtstramningar i forsdk-
ringsvillkoren har den borgerliga regeringen lyckats mer dn halvera an-
delen arbetssokande som har rditt till arbetsloshetsersdttning.

‘Mr. Speaker! In the introduction to the report we are debating today,
it states that unemployment insurance consists of basic insurance and
income replacement insurance. This is how the insurance is described
in laws and regulations, but in reality there is very little left of both the
general basic insurance and the income replacement insurance. In fact,
as has been noted earlier today, a majority of job seekers in Sweden are
completely excluded from unemployment insurance. Through a steady
stream of tightening insurance conditions, the bourgeois government has
managed to more than halve the proportion of job seekers who are enti-
tled to unemployment benefits.’

4.1.4 Political tweets

This dataset consists of 4,280 tweets from Swedish political parties and the
party leaders. Thus, this fourth and final dataset is a return to the social media
genre but also concerns politics. In order to explore a new approach to annota-
tion, this dataset is annotated for attitude.

More specifically, the annotation aimed to identify what the tweet authors
expressed themselves negative and positive about, the object of some attitude.
An example of this annotation is seen below, where bold indicates a negative
attitude:

Nu behover varenda krona ga till att motverka kommunkrisen. Dérfor
sdger vi nej till hojd svensk EU-avgift. EU-byrakraterna far lov att ritta
munnen efter matsécken.

‘Now every penny needs to go towards counteracting the municipal
crisis. Therefore, we say no to increased Swedish EU fees. The EU
bureaucrats will have to cut their coat according to their cloth.’

The tweets were annotated by 4 annotators with a background in linguistics.
600 of the tweets were annotated by all of the annotators, the remaining tweets
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were annotated by a combination of three of the annotators. Before the main
annotation started, a test round of 315 tweets was done with all annotators.
After this, feedback was collected and a discussion was held. Based on this,
the guidelines were revised. They included many examples as well as possible
diagnostic questions. For the full guidelines, see appendix A.6.

4.2 Annotator statistics
4.2.1 Editorials

In the editorials, the annotators have annotated about the same amount of to-
kens. Annotator A annotated 62% of the tokens while B annotated 60%. In
figure 4.1, overlap between the annotators is shown. Note that this is on token
level, and only considers whether a token is annotated or not.
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Figure 4.1:  Overlap in number of tokens, editorials. A—B: annotators

Despite the high co-occurrence of annotations in figure 4.1, the annotators
differ in how they have annotated. Annotator A found 345 arguments while B
found 295. This is partly due to a difference in annotation pattern. Annotator A
often formed arguments with one conclusion and one premise, then re-used the
conclusion together with another premise. Annotator B instead chose to pair
one conclusion to several premises. They annotated around the same number
of premises (395 vs. 380) and but differed in amount of conclusions (292 vs.
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194). Among the 30 schemes, only 21 are used. Among the most popular for
both annotators are Argument from Consequences, Sign and Cause to Effect.

4.2.2 Online forums

In the online forums annotations the § annotators differed between annotating
10-61% of the tokens. On average they included 4 sentences per argumentation
span. Figure 4.3 shows the overlap between annotators on token level. Tokens
without annotations are excluded and cover about 40% of the tokens. Overlap
with less tokens than 300 is also not shown. In the figure, we can see that the
most common combination for tokens is that all agree, except annotator E. An-
notator E has also annotated the least tokens, while annotator G has annotated
the most.
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Figure 4.2: Overlap in number of tokens, online forums. A—E: annotators

4.2.3 Political debate

For the political debate, 6 of the 8 annotators from the online forum were em-
ployed. In this dataset, the annotators differed between annotating 35-89% of
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the tokens as argumentative. However, 4 out of the 6 annotated the majority
of tokens as argumentative. This is in line with the expectation that more text
would be considered argumentative in a debate than in the online forums. In
contrast to the online forum, tokens without any annotations are only 4.2% of
all tokens (1,184 out of 28,296 tokens). Another difference is that annotator E,
the outlier annotator in the previous annotation, has annotated the most tokens.
In the online forums, E annotated the least tokens. In this dataset, it is instead
annotator C that seems to be an outlier.
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Figure 4.3:  Overlap in number of tokens, political debate. B-E: annotators

4.2.4 Political tweets

In the tweets dataset, the annotators annotated between 95-84% of the tweets
they were shown. They annotated between 42-21% of the tokens in these tweets.
Similar to the editorials, one annotator chose to annotate spans differently than
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the others. Annotator A annotated more and shorter spans on average than the
other three annotators. Annotator A also annotated the most, both in tweets,
spans and tokens. Token overlap for the set of tweets annotated by all annota-
tors, disregarding labels, is seen in figure 4.4. Tokens without any annotations,
which comprised around 40% of the total tokens, are excluded.
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Figure 4.4:  Overlap in number of tokens, tweets. A—D: annotators

The patterns in the figure show that while annotator A has annotated the
most, A’s annotations often overlap with the others. Annotator D, who has
annotated the least tokens (and spans) more often overlaps with the others than
annotator B. Looking at labels, the annotators annotated more positive than
negative spans. While they annotated different amounts of spans, the proportion
of positive spans was around 70% for all annotators.

4.3 Inter-annotator agreement

The agreement in all datasets would in most cases be considered low to mod-
erate, according to previously mentioned scales in section 2.5. Given the com-
plexity of the argumentation annotation, this is perhaps to be expected. Differ-
ent measures of agreement for the datasets are reported in table 4.2. Although
it can be misleading, observed agreement is included as it is useful for com-
parison. Note that because of the possibility of several labels per token in the
editorials dataset, agreement in this table is reported on the presence of an ar-
gumentation component, not the type of component.
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%-agreement « tokens « sentences ,« (spans)

Editorials 0.60 0.15 N.A. 0.15
Online forum 0.25 0.30 0.36 0.30
Pol.debate 0.22 0.20 0.29 0.20
Pol.tweets 0.57 0.40 N.A. 0.34

Table 4.2: Agreement for the datasets

Comparing the datasets, agreement is higher in the datasets from the social
media (online forum and tweets). Agreement is also, not surprisingly, higher
at sentence—level. Comparing annotation schemes, the most complex scheme
(argumentation schemes) has the lowest agreement. Annotating attitude has the
highest. Comparing the two datasets which had the same annotation scheme,
the online forums and the debate, the online forums has the highest agreement.
Observed agreement is highest for editorials, followed by the tweets.

4.3.1 Editorials

In the 30 editorials, both « and ,« is low, however it differs a lot between
editorials. For some of the editorials, the alphas are around 0. The highest value
for an editorial is 0.44. A problem when applying IAA metrics to this dataset
is that the annotation allowed for overlapping annotations. Most annotations
measures do not allow for the units to have more than one label. Because of
this, conclusions and premises were compared separately. Agreement on token
level is seen in table 4.3.

%-agreement o
Premise 0.76 0.22
Conclusion 0.60 0.18

Table 4.3: Agreement for components in the editorials, token-level

The arguments and their components are also compared individually, see
chapter 7 for a more thorough comparison. Note that in this chapter another
measure of agreement than the one being use here is employed.

4.3.2 Online forums

Agreement for the online forums is seen in table 4.2 and 12.5. Agreement in the
online dataset increased when the span annotations were compared at sentence
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or post-level. Similarly to the editorials, agreement varied between the different
threads, between 0.42 and 0.17. In figure 4.5 the annotators of the online forums
are compared. Annotator E stands out with lower agreement than the others.
Excluding this annotator results in higher « on all levels.

Annotators Tokens Sentence Post
All 0.297 0.324 0.496
All without E~ 0.343 0.371 0.529

Table 4.4:  « for different levels in the online forum
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Figure 4.5: Pair-wise « for the online forums

4.3.3 Political debate

Although more text was annotated as argumentative than in the online forum,
agreement for the debate is in general slightly lower. Similarly to the forums,
there was an annotator who diverged from the others in terms of how much
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Annotators Tokens Sentence Turn
All 0.196 0.288 0.387
All without C  0.287 0.393 0.470

Table 4.5: « for different levels in the political debate
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Figure 4.6:  Pair-wise « for the political debate

they had annotated (31% compared to 58% or more). Interestingly, this an-
notator was not the same outlier as in the previous annotation. Excluding this
annotator resulted in higher agreement, as seen in table 4.5. In figure 4.6, pair-
wise agreement is shown. The outlier annotator from the online forums, E, is
here among the annotators with highest agreement.
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4.3.4 Political tweets

In the tweets dataset, agreement is the highest among the datasets. A more
detailed look at the agreement described per annotator combinations is seen in
table 4.6. In this table different versions of ,,cv, which measures span agreement,
is shown. Agreement is the lowest for |, vy, which measures agreement on span
location. This means the annotators do not agree on where the spans are located.
However, ., a, which measures agreement on label (in this annotation positive
or negative). This means that annotators agree on label in the locations where
they have annotated the same span.

Pair-wise agreement between annotators is shown in figure 4.7. Compared
to the other datasets, the agreement does not vary much between different an-
notator combinations. Annotator C and B are agreeing the most.

Combo u Qb cu®  cu(r COVerage
ABCD 0.34 031 0.84 13.5%
ABC 0.45 043 0.88 14.1%
ABD 0.39 036 091 12.6%
ACD 0.36 033 0.83 14.3%
BCD 0.41 038 0.89 14.5%
Average 0.39 0.36 0.87 -

Table 4.6: o for different annotator combinations in the political tweets (originally
from chapter 10)

4.4 Agreement & disagreement

In all datasets there is both disagreement and agreement. Because of the differ-
ing amounts of agreement, this is further explored. In general, the annotators
seem to agree on the general positions of the argumentation being annotated,
but boundaries vary. This is seen in the annotator statistics, where the majority
of annotators often agree on token level.

Agreement is found when argumentation is explicit. For example, in the
online forums where someone would take a clear, and often emotional, stance
against something. Similarly, in the political debate where criticism was ex-
pressed towards another annotators often agreed.

However, there is disagreement. Disagreement is explored in chapter 10 for
the online and tweets dataset: here a short overview of different examples of
disagreement will be shown. In the editorials, there was disagreement on all
levels of the annotation: on component, argument and scheme level. An exam-
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Figure 4.7: Pair-wise « for the political tweets

ple of this is seen below.

Premise A: Den privata konsumtionen har legat praktiskt taget stilla.

‘Private consumption has remained practically unchanged.’

Premise B: Den viktigaste trygghetsfragan av alla, den fulla sysselsdttningen, har inte
klarats av socialdemokraterna.

‘The most important welfare issue of all, full employment, has not been addressed by
the Social Democrats.’

Conclusion A & B: Socialdemokraterna dr inga mdstare i att fa fart pd ekonomin (A:
- det har vi dn en gang fatt bekrdftat.)

‘The Social Democrats are by no means masters at getting the economy going (A: —
we’ve once again had that confirmed.)’

Scheme A: Argument from Consequences

Scheme B: Argument from Correlation to Cause

In this example, the annotators chose the same conclusion but different



4.4 Agreement & disagreement 55

premises. A also chose to include more in the conclusion. Presumably because
of the different premises, they have found different schemes to be suitable. A
also used this conclusion in two other arguments, but with other premises. In
cases such as these, it is difficult to tell if one annotator’s interpretation is better
than the other.

In the political debate, much is annotated as argumentation. This is not
very surprising, given that the genre is a debate. Agreement is found in cases
where formal phrases occurs, such as greeting the speaker or a call for approval.
Agreement is also found when there is explicit criticism of something (in this
debate changes in the unemployment insurance).

Examples of disagreement is found in cases where the speaker is promoting
their party’s politics. Two annotators consistently did not annotate such parts
as argumentation. See the example below, where the underlined part is not an-
notated as argumentation by two annotators. The rest of the text is considered
argumentation by all annotators.

1 dag stdlls krav pad att den arbetssokande ska vara beredd att séka ar-
bete i hela landet fran forsta dagen. Det gor att forutsdttningarna for att
soka ett ldmpligt arbete som motsvarar den sokandes utbildningsnivd
och kompetens har blivit sdmre. Enligt var mening mdste regelverket
vara utformat sd att arbetslosa matchas till rétt jobb. Vi vill understryka
att en vdl fungerande arbetsloshetsforsdkring dr en viktig del av en flexi-
bel och vil fungerande arbetsmarknad. Férmdga till omstdllning och in-
novation i ndringslivet pd arbetsmarknaden dr av avgérande betydelse
for att Sverige ska kunna hdvda sig vil i den globala konkurrensen.

‘Today, job seekers are required to be prepared to seek work through-
out the entire country from day one. This means that the conditions for
finding suitable work that matches the applicant’s level of education and
competence have deteriorated. In our opinion, the regulatory framework
must be designed so that unemployed people are matched to the right
jobs. We want to emphasize that a well-functioning unemployment in-
surance is an important part of a flexible and well-functioning labor mar-
ket. The ability for restructuring and innovation in business and the labor
market is of crucial importance for Sweden to be able to compete suc-
cessfully in global competition’.

Other examples of disagreement occur in cases where information is provided,
such as “the Social Insurance Commission has received directives showing that
the government wants to implement compulsory unemployment insurance”,
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which could both be considered relevant background or part of argumentation.
In this case only 2 out of 6 considered the sentence as argumentation.

In the online forum and political debate datasets, what is to be considered
argumentation seems to cause much disagreement. In the online forum, dis-
agreement was found over boundaries and existence of argumentation. See be-
low for an example, which for context is a post in a discussion about having
your partners children being ungrateful towards you:

Forstar att det dr jobbigt. Men en tredring kan knappast forvintas vara
tacksam i ett storre perspektiv, eller ens en sexdring. De dr smd barn som
har fdtt livet vint upp och ner, precis som dina egna barn. Alla hanterar
det olika.

‘I understand it’s tough. But you can hardly expect a three-year-old to
be grateful in a broader sense, nor even a six-year-old. They’re little kids
whose lives have been turned upside down, just like your own children.
Everyone handles it differently.’

All annotators annotated the underlined part as argumentation. One of them
included the first sentence and 6 of them included the last sentence as well.
The argumentation was summarized as “You can’t expect small children to be
grateful, because their lives have been turned upside down and they deal with
it in different ways.”

In the tweets dataset, disagreement was found over labels, boundaries and
existence. In some cases, depending on what the annotator chose to include in
the span the label changed. In the example below, this is exemplified: A and
C have annotated “a ban on the sale of fossil-fuel cars..” as positive, while B
has only annotated “the sale of fossil-fuel cars™ as negative (bold = negative,
italics = positive).

A. Vihar enats om en kraftfull klimatpolitik med hoghastighetstag, nattag till
Europa och forbud mot forsdljning av fossilbilar 2030.

B. Vi har enats om en kraftfull klimatpolitik med hoghastighetstag, nattag till
Europa och forbud mot forséljning av fossilbilar 2030.

C. Vi har enats om en krafifull klimatpolitik med hoghastighetstdg, nattag till
Europa och forbud mot forsdljning av fossilbilar 2030.

A. “We have agreed on a powerful climate policy featuring high-speed trains,
night trains to Europe, and a ban on the sale of fossil-fuel cars by 2030.°
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B. “We have agreed on a powerful climate policy featuring high-speed trains,
night trains to Europe, and a ban on the sale of fossil-fuel cars by 2030.

C. ‘We have agreed on a powerful climate policy featuring high-speed trains,
night trains to Europe, and a ban on the sale of fossil-fuel cars by 2030.

In the example, A has also chosen to include “agreed on” in the positive span,
changing the object of the attitude to the agreement rather than the climate
policy.






Discussion and conclusions

This chapter will discuss the research aim and questions presented in chapter
1, followed by the main conclusions and a summary. The chapter is concluded
with an outlook on future research.

5.1 Discussion
5.1.1 Annotation of argumentation

The work presented in this thesis started with the aim to create Swedish re-
sources for argumentation mining. However, in order to create these resources,
an understanding of what annotation approaches exist and how well they work
in practice was required. While surveys of argumentation mining exist, no sur-
vey has focused specifically on annotation approaches. Therefore, the first re-
search question was:

RQI1.1 What annotation approaches exist for argumentation mining, and
how successful have they been? Are there any trends or patterns?

This question is addressed in chapter 6, which describes several argumentation
annotated datasets and their respective annotation scheme and methodology.
We find that there is a large variety of ways argumentation has been anno-
tated and in a range of different genres, similarly to findings in previous sur-
veys (Lippi & Torroni 2016b, Cabrio & Villata 2018, Lawrence & Reed 2020).
However, compared to previous surveys, which focus on argumentation min-
ing in general, chapter 6 focuses on annotation. In this chapter, we find that the
variety also extends beyond annotation schemes, but also to number of anno-
tators and other methodological decisions concerning the annotation process.
However, we find some general trends in how argumentation is modeled.
One of the most common approaches is to annotate some form of the argumen-
tation components claims and premises. However, the theoretical foundations
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for these components differ, with some studies not reporting any argumenta-
tion model as basis while others do. It is also not clear if this approach is more
successful than others in terms of annotator agreement. Instead, in comparing
models with similar annotation schemes, we find that genre seems to have an
impact on the agreement. Genres with user-generated content, such as social
media, have in many cases lower agreement than genres like essays or scien-
tific papers. For example, the essays of Stab & Gurevych (2017) compared to
the product reviews of Miller et al. (2019), which both employ the same anno-
tation scheme but where the latter reports lower agreement. As mentioned by
Habernal & Gurevych (2017), differences between the genres are presumably
due to the way the argumentation is being presented. In an essay, arguments are
explicitly structured and clearly marked, whereas in other genres argumenta-
tion may be more implicit or embedded within other communicative purposes.
Higher agreement scores are also found in annotation tasks with more restric-
tions, for example annotating already predefined spans (Trautmann 2020) or
annotating argumentation in relation to a topic (Stab et al. 2018Db).

The diversity of annotation approaches extends to annotation setups and
evaluation methods. For example, annotators can vary from being a few experts
to several crowdworkers. Different evaluation metrics are used, and they are
sometimes applied differently, for example on subsets of the data. In line with
research on the creation of NLP data in general (Klie et al. 2024), we also find
that many times information about the annotation and evaluation procedure is
missing.

Some of the differences in methods and schemes are to be expected — differ-
ent genres and tasks require different approaches, and there may not exist one
model suitable for all purposes, as argued by Habernal et al. (2014). Nonethe-
less, these differences make it difficult to compare results across studies and
genres, as well as to identify consistently successful approaches. In our survey
there is no clear “winner” among the annotation approaches, although some ap-
proaches report higher agreement than others, as previously mentioned. How-
ever, these approaches are not necessarily transferable to all genres or tasks. For
example, the annotation scheme used for essays (Stab & Gurevych 2017) is not
easily applicable on social media posts, as demonstrated by Torsi & Morante
(2018).

To address these challenges, the argumentation mining field could benefit
from the development of best practices and standardization.!” Indeed, some
recent work has called for more benchmarks in argumentation mining tasks.
While Gemechu et al. (2024) present research aimed at creating a benchmark
for the argumentation mining task of relation extraction, they note that “one

'"This also applies to the annotation field in general.
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of the main challenges in the area of argument mining, however, has always
been to compare advances in different contexts, understanding these contexts
as different annotation theories or argumentative domains”.

As described in chapter 3, subsequently to the initiation of this thesis work,
new datasets and studies have been published (Alhamzeh et al. 2022, Li et al.
2024, Ye & Teufel 2024), and the field is increasingly taking on more complex
tasks. However, these tasks rely on different underlying models of argumen-
tation, and no shared standard has yet emerged. While one cannot claim that
there are few datasets any more, the problems of standardization and cross-
study comparison still persist. Additionally, as in many areas of NLP, most
datasets are in English, though resources in other languages are slowly becom-
ing more common and, with the conclusion of this thesis there are four datasets
for Swedish.

5.1.2 Research aim: Creating argumentation annotated resources in Swedish

As stated above, the aim of this thesis is to create resources for argumentation
mining. As demonstrated in chapters 4, and more specifically in 7, 8 and 9, this
thesis three annotation approaches and four datasets. These annotation efforts
collectively explore different aspects of argumentation with varying complex-
ity. What follows is a discussion of the choice of annotation schemes and the
resulting annotations.

Choosing annotation schemes

The three different annotation schemes employed in this thesis reflect an evo-
lution in approach, each informed by lessons from the previous effort. The first
annotation employed Walton’s argumentation schemes (Walton et al. 2008) to
Swedish editorials, which is one of very few efforts to annotate these schemes
in NLP. As the annotation itself was not carried out by the author of this the-
sis, some motivations behind the methodological choices are not available. In
evaluating this annotation scheme, it was found that annotators often disagreed
and implemented the annotation differently. More specific annotator guide-
lines, instead of using the full book, would likely have reduced some of the
disagreement.

For the other annotation projects, the focus was shifted to genres presumably
full of argumentation: social media and debates. More specifically, the next
annotation was done on online forums.

As discussed above and in chapter 6, there is a diversity of annotation ap-
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proaches, without any obvious best annotation scheme. Building on the insight
that argumentation schemes were both challenging to learn and agree on, the
next approach focused on a more fundamental question. In this task, instead of
tackling the full task of identifying argumentation, components and schemes,
the aim was to distinguish argumentative text from non-argumentative text.
There were several reasons for choosing this approach: no clear model stood
out as a winner when examining current research, especially for user generated
content. There were also examples where identifying argumentation proved to
be easier than identifying components (Teruel et al. 2018, Habernal & Gur-
evych 2017).

This approach highlighted some key challenges in argumentation annota-
tion, especially disagreement over boundaries, which are elaborated further on
in this discussion. Another challenge emerged in the task description. In or-
der for the annotators to determine what was to be considered argumentative,
the guidelines included a definition of argumentation inspired by van Eemeren
et al. (2013). The definition itself can be seen in chapter 7. The discussions
on these platforms are often full of opinions, so the definition needed to clearly
distinguish the difference from expressing one’s opinion to argumentation. Be-
cause of this, the definition required that there was a perceived difference of
opinion, if there is to be argumentation, and there also needed to be an intent
to persuade. Determining whether these conditions were met proved difficult
and was the reason for some disagreement. This is further described in the dis-
cussion of RQ2.1.

To evaluate this approach across domains, the scheme was also applied to a
political debate. It was hypothesized that argumentation in the political debate
would be easier to agree on, due to the more explicit intent to argue. However,
agreement in this genre was slightly lower than the previous, confirming some
of the challenges from the online forum. This motivated a shift in annotation
approach.

For the final annotation project, the aim was to narrow the focus. Because
of this, another type of social media was chosen: political tweets. Compared
to the argumentation on online forums, where argumentation is occurring in
between other content, tweets are more concentrated in opinion expression and
argumentation. There were two reasons for choosing the political domain: po-
litical tweets limited the scope as compared to all possible tweets, and at the
time there was an ongoing election in Sweden.

For the tweets, the annotation task was determined to be identifying posi-
tive and negative attitude towards something. This shift in annotation approach
had several motivations. It was presumably a less complex annotation scheme,
more similar to stance detection, which often report higher agreement than ar-
gumentation components. There were also reports of similar approaches being
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successful (Bosc et al. 2016, Trautmann 2020). Another reason was that due to
the type of data: a tweet could, at that time, not be more than 280 characters
and thus cannot contain lengthy arguments.

Cross-study results and agreement patterns

The previous sections discussed the different annotation schemes. In this sec-
tion, the results of the annotation processes will be briefly summarised and
discussed.

The annotation efforts presented and evaluated in this work yielded varying
levels of agreement, as reported in the chapter 7, 8 and 9 which details the an-
notation efforts, and chapter 4. Agreement on similar levels is found in many
annotation studies in argumentation mining, especially in domains such as so-
cial media (Habernal & Gurevych 2017), also noted in among other chapter 6.
However, direct comparison of agreement to other datasets can be challeng-
ing, as annotation and evaluation methods often differ. There are also no other
similarly annotated datasets in Swedish that can be used for comparison.

Comparing agreement between the datasets in this thesis, agreement is higher
for the attitude annotation and argumentation spans, and lower for the argumen-
tation schemes. The complexity of these schemes is one reason for the lower
agreement. The annotators differ in how they formed arguments with the argu-
ment components, as well as what they considered to belong to an argument.
This, in turn, had an effect on the agreement on the schemes themselves. Even
given the same argument, determining what scheme is being used is no trivial
task and we found that grouping the schemes by category increased agreement.

Annotating argumentative spans in the online forum resulted in higher agree-
ment than the schemes. However, the annotation showed that distinguishing
argumentative text from non-argumentative is not trivial, especially when de-
termining the exact boundaries of argumentation. This was also seen in that
agreement increased when comparing agreement on sentence and post level:
the annotators agreed more on if a post contained argumentation than on ex-
actly where the argumentation was. This pattern was also found in the political
debate, where agreement increased when measured at turn level.

Turning to the political tweets, we can see that the assumption that annota-
tion of attitude would be easier holds to some extent. This is evident in cases
where the annotators agree on label when they have annotated spans in the
same location. However, the overall agreement is lower due to the annotators
not agreeing on location of many spans.

While the next section evaluates and examines the datasets further, two key
findings will be mentioned here. First, a pattern in all of these datasets is that
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much of the disagreement is over where argumentation is taking place. When
there are labels included in the annotation, as in the political tweets, they agree
mostly on the label when annotations occur in the same location. The major
challenge with all annotations thus seems to be agreeing on what is to be con-
sidered argumentation. Secondly, so far, agreement has been used as measure to
discuss how the annotations turned out. However, in all datasets, the existence
of multiple plausible interpretations was found. Dealing with this is challeng-
ing as this makes it difficult to both evaluate using traditional measures and
adjudicate the annotations into a gold standard.

The above findings demonstrate that the use of agreement in argumentation
is troublesome from multiple perspectives: disagreement indicate differences in
opinion rather than failed annotation; and therefore agreement cannot be used
exclusive as a measure of annotation success. These insights leave much to
learn from our annotation data and in the next section this issue will be further
discussed.

5.1.3 Evaluation of argumentation annotation

Evaluation is crucial in determining the quality of an annotation scheme and
procedure. Agreement is an important part of this evaluation, and this is usually
measured with a inter-annotator agreement (IAA). However, it is important to
note that while IAA measures how similar annotations are, it does not tell us
the reason why. It cannot tells us if this agreement (or disagreement) reflects
annotator competence, clarity of the guidelines, task difficulty, or the inherent
properties of the argumentative text itself. For example, low agreement could
be due to a number of reasons from annotators that misunderstand the task to
the fact that the underlying text contains different interpretations. Because of
this, it is important to investigate disagreement beyond a single IAA number.
As discussed in chapter 10, although the challenges of annotating argumenta-
tion are known, analysis of disagreement remains uncommon. Therefore, the
following questions were asked:

RQ2.1 What causes disagreement in argumentation annotation? What
kinds of disagreement are there?

The datasets in this thesis include many instances of disagreement. The nature
of argumentation itself, often implicit, context-dependent, and sometimes sub-
jective, is the reason for some of this disagreement. More evidence of this is
found in the annotation projects. Implicitness and ambiguity were brought up
in the annotator discussions and in their feedback as factors making it difficult
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judge what to annotate. In the annotation of the online forums, the problem of
implicitness was actualized in the instruction to determine intention. The def-
inition of argumentation required an intent to persuade, but this was reported
to sometimes be difficult to identify. On the online forums people would in-
volve themselves using anecdotes and similar, making it difficult to determine
what was part of an argumentation. Agreement was higher in passages in which
the post author was explicit or more vocal about their opinion. Likewise, argu-
mentation in the form of questions (“Why would you do that?”) or rhetorical
questions was reported as being tricky. Another common characteristic of on-
line content is irony and sarcasm, which was reported in both projects to make
it difficult to choose the exact passage where argumentation is expressed.

In the online forum project, in order to solve these issues the annotators
were told to add “I don’t agree” or “I agree” to the text to determine the intent
to persuade. If the sentence fit with the rest of the message, it could indicate
argumentation. Four out of the eight of the annotators were also asked to refor-
mulate the argumentation, in order to make the implicit explicit. In the political
tweets project the annotators were asked to only annotate explicit attitudes.

Context plays an important role in how to interpret argumentation. In both
datasets, some context about the outside world was necessary in order to de-
termine if something was a topic for argumentation. Sometimes knowledge
of a current ongoing political debate was needed. However, this also caused
some issues: the annotators in the political tweets project reported that it was
sometimes difficult to determine how much outside context was supposed to
be included. For example, should a tweet about trains automatically be inferred
as positive because it might be from the environmental party? Another aspect
of knowing the context is also knowing what is considered good or bad. This
can be cultural but also dependent on the specific forum or “bubble”.

Lastly, not to forget, disagreement can also be due to error on the part of the
annotator, however not many of these cases were found during manual inspec-
tion. Similarly, while the aim when designing the annotation processes in this
thesis has been to reduce the amount of ambiguity introduced into the task from
the guidelines, it can of course not be ruled out that the design of the task itself
had an effect. For example, choosing span as unit of annotation will naturally
lead to some disagreement. However, choices such as these can be a trade-off
between gaining information about the annotation and agreement.

Types of disagreement

Disagreement is discussed in the chapters describing the datasets, but mainly in
chapter 10, where disagreements in the online forum and the political tweets are
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investigated. In the datasets, disagreements were found in three areas: bound-
aries, existence of argumentation and over multiple possible interpretations.
Disagreement was also found over labels, when this was applicable.

Boundary disagreement means the annotators agree on one core part of the
argumentation, but not where it starts or ends. Something that may have re-
duced disagreement over this is to have the unit of annotation already prede-
termined. The choice to use spans as a unit of annotation in all annotations
presumably increased the disagreement. However, it is not clear if using pre-
determined units would have solved the issue of determining what is to be con-
sidered argumentation, and this choice would also mean that some potentially
valuable annotation information would be lost.

Disagreement over existence of argumentation is often due to ambiguity
and implicitness, as previously mentioned. This type of disagreement could
also be a matter of interpretation. In the political tweets dataset, the annotators
disagreed over where attitude was expressed. In the instructions, the annota-
tors were asked not to annotate a tweet if they found it to be too ambiguous.
In the cases of disagreement on this dataset, this could mean that both annota-
tors agree that there is some kind of attitude being expressed, but they disagree
about how obvious it is (certainly a disagreement in itself though). Further ev-
idence that some of this disagreement is about vagueness or ambiguity comes
from the discussions with annotators, where this would be brought up as a dif-
ficulty.

Much of the disagreement in these datasets concern this type of disagree-
ment: existence of argumentation. This means that instances of this type are not
necessarily a strict disagreement over two annotation categories but differing
opinions on how argumentative something is. This disagreement suggests that
the annotators have different thresholds were something should be considered
argumentative. Another indicator of this was that annotators would often agree
with each other during meetings on examples they previously disagreed on,
indicating that their presumed thresholds are not fixed.

The last type of disagreement, disagreement due to multiple possible inter-
pretations, is interesting. This type of disagreement is present in all datasets.
The first examples of this is shown in chapter 7, where there can be different
ways to form an argument and thus the resulting argumentation schemes differ.
As shown in chapter 10, there are also examples of when the annotators have
interpreted argumentation differently from each other in the other datasets.

Worth noting is that the annotators all reported that they understood the
guidelines and were confident in most of their annotations. In the political
tweets project, where the annotators were given the opportunity to mark tweets
as difficult during the test round, not many of them were marked. This suggests
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that the disagreement does not stem from misunderstandings, but rather from
interpretations.

These results about multiple plausible interpretations are in line with find-
ings in other fields (Plank et al. 2014, Pavlick & Kwiatkowski 2019) and with
recent calls for incorporating disagreement in all stages of NLP tasks (Uma et
al. 2021Db), instead of aiming to avoid it. However, while it is clear that phe-
nomena like hate speech can be subjective (Akhtar et al. 2020, Kanclerz et al.
2022), the extent to which argumentation annotation can be deemed subjective
is not clear.

Nonetheless, the existence of multiple plausible interpretations raises ques-
tions about whether, and how, annotations should be aggregated. More broadly,
it challenges the assumption that there is one single ground truth. This aligns
with the idea of perspectivism in NLP, which advocates for explicitly represent-
ing multiple viewpoints rather than collapsing them into a single label (Cabitza
et al. 2023, Basile et al. 2021). Viewed through a perspectivist lens, some of
the disagreements in this thesis could represent valuable information about the
complexity of argumentative discourse.

Given these results, traditional evaluation approaches may be insufficient.
Agreement will tell you that there is agreement in your data and that is impor-
tant, but these coefficients do not always tell the full story. So, that makes us
ask the question:

RQ2.2 What is the role of agreement coefficients in argumentation an-
notation?

Agreement is used as the primary indicator of quality in argumentation anno-
tation, however using it as the only measure as well as interpreting it can be
problematic. As described in the section about interpretation in chapter 2, us-
ing agreement coefficients for determining quality has been criticized. First,
they do not always behave as expected. Secondly, interpreting them can be
difficult. This is because scales on which they are often judged might not be
suitable for linguistic phenomena. This raises questions about the suitability of
these measures for linguistics or NLP applications, as linguistic annotation will
often be ambiguous one way or another (Artstein 2017).

The annotation work in this thesis illustrates and supports these concerns.
For example, the many instances of multiple possible interpretations that are
found in argumentation annotation (see for example chapter 10), indicate that
agreement measures are not necessarily suitable as the only measure of quality.

Outside of difficulties in interpreting agreement, it is also difficult to com-
pare agreement results. In argumentation annotation, a variety of coefficients
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are being used for determining agreement, as seen in chapter 6. However, Krip-
pendorff’s « seems to be the most prominent. They are also employed differ-
ently, for example on a subset of the data or only between experts and untrained
annotators.

Nonetheless, the purpose of argumentation annotated datasets is most often
to learn from them, and agreement, no matter the measure, is seen as a signal
for how well this can be done. However, as shown in chapter 11, there are in-
dications that this is not always the case. In this chapter, there are examples
showing that despite low agreement, there is still a possibility to learn from
the data. In argumentation mining in general, there is a discrepancy between
reporting agreement, but not commenting on the agreement in relation to re-
sults. For example, the value of the agreement coefficient is rarely discussed in
relation to aim, results or learning from the data.

To summarize, while agreement coefficients serve an important role in an-
notation evaluation, their limitations: interpretive difficulties, inconsistent ap-
plication, and possible poor correlation with the usefulness of a dataset, are
strong indicators that a single agreement score should not be the sole measure
of quality in argumentation annotation.

RQ2.3 How can we evaluate the quality of argumentation annotation
beyond traditional agreement measures?

If common agreement measures are not suitable as discussed in the previous
question, then what should one do instead? One answer is to use them more; as
argued by Artstein (2017): instead of looking at one number representing the
agreement of your annotation, examining agreement on different aspects can
be more informative.

In the evaluation of the datasets in this thesis, this is exemplified. The anno-
tations are investigated on different text granularity, token, sentence and when
applicable to higher levels. The possibility of aggregating labels and investi-
gating the labels separately was also explored. Pair-wise agreement between
annotators was also examined, revealing outlier annotators.

As argued in chapter 10, apart from inspecting agreement, an important part
of understanding the annotation is inspecting the annotators’ patterns. For ex-
ample, when inspecting the annotation statistics in all four datasets, a pattern
was found. There was always one or more annotators who annotated substan-
tially more than the others. In the political tweets, annotator A has annotated
around 40k tokens, while the other three have annotated 30-20k. In the online
forum three annotators have annotated 45-60% of the tokens, while the other
5 are around 30%. In the schemes annotator A annotated 62% of the tokens,
annotator B 61%, but they differ in scheme and number of arguments.
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Discrepancies such as these will lead to disagreement in most measures.
A relevant question here is if the annotator who have annotated the most also
includes the other annotators — is there some subset all agree on? The answer to
this question can be partly answered in the figures in chapter 4. For the political
tweets, A has annotated more but has mostly included the others’ annotations.

In order to investigate this further, I presented a new implementation of the
coefficient Krippendorff’s unitized alpha, ,,c, (Krippendorff et al. 2016). This
measure is especially suitable for investigating spans and labels. One of the
variants of unitized alpha, ., c, tells the agreement on parts of the continuum
which all annotators have marked. For the political tweets ., « is 0.84, which
shows that when they have marked the same span they also agree on the label.

A further important evaluation measure is to inspect the disagreements man-
ually, as demonstrated in among others chapter 9 in order to determine what
kinds of disagreement there is. For the datasets in this thesis, there was dis-
agreement in cases where multiple interpretations were possible.

Here, I have demonstrated ways to evaluate beyond single agreement mea-
sures: agreement analysis from multiple angles, annotator pattern investigation,
and manual disagreement inspection. However, in order to tackle the challenges
of comparing results across datasets as well as in interpreting results, more
methods and standardizations are needed.

5.1.4 LLMs as annotators of argumentation

The final research questions in this thesis turned from human annotators to
large language models (LLMs). In recent years these models have been applied
to increasingly complex tasks. In these tasks, models are not trained on several
instances but rather instructed through prompts, therefore making the task more
similar to annotation than classification. Because of this, many studies have in-
vestigated LLMs’ capabilities as annotators (Gilardi et al. 2023, Pavlovic &
Poesio 2024). These studies often lack an an extensive analysis of the annota-
tion.

However, not many studies have applied LLMs to argumentation annota-
tion. Given the complexity of this task, as demonstrated throughout this thesis,
it becomes relevant to investigate how LLMs perform in this task. Therefore,
the following question was examined:

RQ3.1 How well can LLMs annotate argumentation, given annotation
guidelines?
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This question is answered in chapter 12, which compares the previous annota-
tions by humans in this work to annotations by two LLMs. The models, GPT-40
and Claude Sonnet, were given the same guidelines as the human annotators
and were asked to annotate a subset of the data.

Analysis of the annotations showed that the models exhibited similar pat-
terns as humans in their annotations. For example, both models reached agree-
ment levels similar to the human annotators. Claude was more similar to the
human annotators, both in agreement and in how much they annotated. In-
terestingly, the agreement between models would often exceed the agreement
between human annotators. This could indicate underlying similarities in the
models’ reasoning and bias.

Overall, the analysis shows that the models can perform similarly to humans
in these types of tasks. However, echoing the discussion at the beginning of this
chapter about what an agreement score can tell us, it is difficult to determine to
which extent the models followed the guidelines. It could be the case that they
relied on some inherent knowledge instead. However, some examples indicated
that the models followed the guidelines better than humans. For example, they
annotated shorter spans (as instructed in the guidelines) than the humans in the
attitude annotation task.

In the annotation of these datasets, humans often disagreed. This prompted
the question:

RQ3.2 How do models annotate when humans disagree?

Comparing models with humans, there were some annotators to which the mod-
els aligned with more in terms of agreement. In the argumentation scheme task,
both models were more similar to annotator A. In the argumentative spans task,
the models agreed more with some of the annotators, these annotators differed
between models. This pattern was also found in the attitude annotation task.
Most notably however, as mentioned above, is that the models agree more be-
tween themselves than humans.

In regards to the kinds of disagreement found between the annotators, ex-
amples of this was also found between models and humans. Claude would
more often annotate longer spans, similar to most human annotators, than GPT-
4o, resulting in disagreement over boundaries. Disagreement over existence of
argumentation was also found. Previously, this was attributed to implicitness
and ambiguity, suggesting that annotators possibly had different thresholds to
what they considered argumentative. Since models agreed more between them-
selves, their possible thresholds might be similar.

Examples of disagreement due to multiple possible interpretations were also
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found, as shown in chapter 12, especially in the argumentation schemes. Com-
paring annotations also demonstrated the need for knowledge of the context.
In the example below, all human annotators annotated “The Left Party barely
reaches 10%” as positive, presumably because they are aware that 10% is high
for that specific party (the word “encouraging” could also indicate this). The
models did not annotate that part.!'

‘The Left Party barely reaches 10%, and the Sweden Democrats fall back
significantly. Just one of many polls, but still encouraging.’

To summarize, the models behaved similarly to the human annotators. Does
this mean that models are suitable as argumentation annotators? Employing
LLMs as annotators entails some methodological questions and challenges:
should one run be considered equivalent to one annotator? How should we
handle cases where the model refuses to annotate? When instructing models,
changes in prompting can yield unexpected results, highlighting that exactly
how these models work remains an open question. There is also evidence that
human generated labels are better for training (Mohta et al. 2023).

However, in the models’ favor, they may be better at interpreting guidelines
and produce more uniform output, as evidenced by their higher inter-annotator
agreement. Though, depending on the task, this uniformity is not necessarily an
advantage. As previously discussed, the variation found in humans can reveal
important information. Rather than simply replacing human annotators, using
models as annotators can serve to investigate the models themselves and their
inherent biases.

5.2 Conclusions

Part of the contributions of this thesis is found in the datasets it presents. When
starting out with annotating, it was no secret that annotating argumentation
was challenging. This research confirms this, as well as gives new insight into
these challenges. It also provides some grounds for optimism, as by examining
the three types of different annotation approaches, some of their strengths and
weaknesses have been demonstrated.

However, in the process of annotating and evaluating these datasets, further
research questions were explored. The main conclusions drawn from this work
include:

* Argumentation annotation, like argumentation studies, is a diverse field
with an abundance of annotation approaches. Partly due to differences

18 All annotators annotated “fall back significantly” or just “signifcantly” as negative.
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in domain, evaluation and how these schemes are applied, comparing
approaches is difficult. There is no obvious best model, although sim-
pler, structured schemes are often more successful. Given this diversity,
the argumentation mining field could benefit from benchmarks and best
practices.

* Three different annotation approaches were demonstrated and explored
in this thesis: argumentation schemes, argumentative spans and attitude.
These varied in complexity and achieved different levels of agreement,
with argumentation schemes showing the lowest agreement, while the
attitude annotation on tweets reached the highest agreement.

 Disagreement was found over boundaries, existence of argumentation
and label. Some disagreement was due to the nature of argumentation,
which can be ambiguous and implicit. This suggests that not all disagree-
ment indicates annotation failure.

* More significantly, disagreement was found to occur due to multiple pos-
sible interpretations. This makes it difficult to determine if one annotator
is more right than another, and needs to be taken into account when using
agreement as a quality measure.

* A single agreement score should not be the sole measure of quality in
argumentation annotations. This is both because of the existence of mul-
tiple interpretations and because of limitations in agreement measures
themselves: they can be hard to interpret and do not necessarily signify
the usefulness of a dataset. As demonstrated through investigation of dis-
agreement, thorough evaluation of annotations, beyond reporting a single
agreement coefficient, is important to understand the annotations.

* LLMs produce argumentation annotations similar to human annotators,
exhibiting similar disagreement patterns. However, agreement between
models was higher than agreement between human annotators, indicat-
ing similarities in the models. This suggests that employing LLMs as
annotators could both provide a complement to human annotators and,
more importantly, serve as a way to investigate and compare models.

These conclusions lead to another conclusion: we need better methods and
practices for evaluating argumentation annotation, and we need to learn how
to utilize data with disagreement in this field.



5.3 Summary 73

5.3 Summary

In this thesis, | have investigated and demonstrated different approaches to ar-
gumentation annotation and evaluation, with the aim of creating Swedish re-
sources for argumentation mining. Towards this aim, | have presented four
datasets annotated with argumentation and three accompanying annotation pro-
cedures, the first argumentation resources in the Swedish language. [ have also
presented an extensive survey of annotation approaches to argumentation. This
survey confirmed and detailed the diversity of annotation approaches, both in
regards to annotation scheme used and methodological choices. No approach
is clearly more successful than the other. While there are general trends, such
as annotating argumentation components, these approaches are often applied
differently across studies. This makes direct comparisons tricky, highlighting
the need for standardization in the field of argumentation mining.

In the resources I presented and developed in this thesis, I explored three dif-
ferent annotation schemes. The annotations represent different levels of com-
plexity, taking on the tasks of annotating argumentation schemes, argumenta-
tive spans and the argumentation-adjacent phenomena of attitude. The highest
agreement was found in in the attitude annotation on the tweets, although this
task was still challenging. Comparing the different genres, between the online
forum and the political debate which were annotated with the same scheme, the
agreement was lower for the debate.

Although higher agreement scores were not achieved in the datasets, my
analysis showed that this does not necessarily mean that the diverging annota-
tions have not captured argumentation. While all in different genres, consistent
similarities in agreement and disagreement were found. Across all datasets, dis-
agreement often occurred over the existence of argumentation (whether some-
thing should be annotated), indicating that ambiguity and implicitness are the
main challenges. Additionally, I identified many cases where multiple possible
interpretations existed.

Through comprehensive evaluation of these datasets, I have demonstrated
that agreement as a single measure of quality is not appropriate for these kinds
of complex annotations. Agreement is not always an indicator of whether data
can be learned from, and that the existence of multiple valid interpretations
means agreement does not always reflect annotation quality. In response, I have
demonstrated ways to evaluate beyond single agreement measures: agreement
analysis from multiple angles, annotator pattern investigation, and manual dis-
agreement inspection. In line with this I also developed and released a new,
accessible Python implementation of Krippendorff’s unitized alpha, ,,a, which
enables span evaluation from different angles in the data.

In the final part of this thesis, | investigate how two LLMs perform as an-
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notators of argumentation. I find that the models seemingly follow guidelines
and perform similarly to humans, while often agreeing more with each other
than the human annotators. This raises questions on the role of LLMs as an-
notators, both from a methodological perspective and regarding whether their
agreement means they are not capturing the variation that might exist in human
annotations.

5.4 Future directions

The work in this thesis opens up several directions in which future research can
be done.

Regarding the annotations in this thesis themselves, various aspects could
be further investigated. For example, applying the annotation schemes to other
genres, as well as extending the guidelines. This would provide valuable in-
sights as well as more annotated resources. Another aspect to investigate would
be to use fixed spans as unit of annotation, which could help distinguish be-
tween disagreement over the location of argumentation versus disagreement
over its existence.

This thesis has argued repeatedly for extensive and diverse evaluation prac-
tices of annotation. But, when deciding how to evaluate one must also consider
what the aim and the task of the annotation is. Is it important to capture all
interpretations? Is the aim to have a reproducible annotation? Can there be a
reason for the eventually different interpretations, for example some bias? Do
we need to learn from the data using some algorithm and what is important
then? These questions all need further research.

More diverse evaluation practices would not only benefit argumentation
annotation but annotation studies in general. However, in order for this to be
more widely adopted, best practices and accessible tools need to be available.
In line with this, the relation between agreement in data and machine learning
outcomes from them could be explored.

The analysis of disagreement revealed several causes and types of disagree-
ment, but it is still an open question how to deal with them in argumentation.
As I have shown, argumentation mining datasets in general often have lower
agreement, which makes it extra important to investigate them, and decide if
one wants to mitigate or embrace disagreement. This of course depends on
the type of disagreement, where multiple possible interpretations can provide
valuable insights in different perspectives but also challenges. For example,
how does one create a gold standard or evaluate output?

Since this thesis work began, argumentation mining has evolved, with the
field taking on more complex tasks. The emergence of LLMs has opened up
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more opportunities for applying these models to argumentation mining tasks
(Ku et al. 2025, Evgrafova et al. 2025). Argumentation itself can also inform
LLMs, by using principles of argumentation when interacting, possibly chang-
ing the role of LLMs from ‘stochastic’ to ‘reasonable’ parrots (Musi et al.
2025).

Following up on the final study, further exploration of LLMs as annotators
would give interesting insights. In this endeavor, knowledge of the models’
inner bias and workings could be gained. For example, comparing annotations
from short instructions to annotations based on guidelines in order to assess the
models’ knowledge.






Part 11

Compilation






Annotation for computational
argumentation analysis: Issues
and perspectives

This chapter is a postprint version of the following publication:

Anna Lindahl & Lars Borin. 2024. Annotation for computational argumen-
tation analysis: issues and perspectives. Language and Linguistics Compass
18(1). e12505. DOI: https://doi.org/10.1111/1nc3.12505

Abstract. Argumentation has long been studied in a number of disciplines, in-
cluding several branches of linguistics. In recent years, computational process-
ing of argumentation has been added to the list, reflecting a general interest
from the field of natural language processing (NLP) in building natural lan-
guage understanding systems for increasingly intricate language phenomena.
Computational argumentation analysis — referred to as argumentation mining
in the NLP literature — requires large amounts of real-world text with manually
analyzed argumentation. This process is known as annotation in the NLP litera-
ture and such annotated datasets are used both as “gold standards” for assessing
the quality of NLP applications and as training data for the machine learning
algorithms underlying most state of the art approaches to NLP. Argumentation
annotation turns out to be complex, both because argumentation can be com-
plex in itself and because it does not come across as a unitary phenomenon in
the literature. In this survey we review how argumentation has been studied in
other fields, how it has been annotated in NLP and what has been achieved so
far. We conclude with describing some important current and future issues to
be resolved.

6.1 Introduction

Argumentation is a feature of all human interaction, so it should not come as
a surprise that it has been studied since antiquity, for more than two millennia.
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Accounts of the history of this field of study usually begin with Aristotle’s
Rhetoric (c. 350 BCE).

At present, it is a multidisciplinary, somewhat fragmented field of inquiry,
with practioners from (at least) the disciplines of philosophy, linguistics/(speech)
communication, and — most recently — natural language processing (NLP),
which is the focus of this survey article.

The multidisciplinary character of argumentation research predictably makes
for a multitude of viewpoints on argumentation and a number of partly contra-
dictory definitions of the phenomenon itself. The main dividing lines seem to
dissect this field of study into three broad approaches, not counting NLP work,
which will be treated in more detail below (Blair 2012: Ch. 18; van Eemeren
2017; van Rees 2007):

1. dialectic, a largely normative approach to argumentation, pursued pri-
marily in (theoretical) philosophy;

2. rhetoric, a perspective focusing on the effectiveness of argumentation in
practice, also studied in philosophy; and

3. empirical study of argumentative discourse, carried out by students of
discourse and conversation analysis and of linguistic pragmatics.

In addition to these more theoretical approaches, practical study of argu-
mentation is conducted in several other disciplines, for example political sci-
ence, literary studies, and applied linguistics.

Given this plethora of approaches to argumentation studies, it is perhaps
not surprising to learn that argumentation does not have a unitary definition,
nor is there one single description of the structure of arguments which all stu-
dents of argumentation would agree upon. According to van Eemeren (2017:
661), “argumentation involves justifying our views to others [... and ... m]ore
often than not, the propositions that are justified by means of argumentation
are evaluative or prescriptive rather than purely descriptive”, i.e., statements
whose truth can be easily verified — or “established fact” — do not normally
appear as part of argumentation.!® At the same time, van Eemeren (2017: 662)
notes that “argumentation can never be completely covered by approaching it
from a single disciplinary angle”, to which we could add Blair’s (2012: Ch.
14) suggestion that arguments are best characterized not by their form(s), but
by their use(s).

Argumentation theory thus includes many approaches to argumentation,
and NLP work in the field to some extent reflects this variety, although far

19 Although exactly what constitutes established fact is of course eminently debatable, espe-
cially in these times of “fake news” and social-media driven conspiracy theories.



6.2 Computational argumentation analysis.: towards argumentation mining
81

from all approaches have been applied in NLP and some have been used more
than others, with a notable focus on the simpler models.

Bentahar et al. (2010) present a useful taxonomy of argumentation models
used in argumentation analysis, distinguishing primarily between models fo-
cusing on the internal and the external structure of arguments, largely coincid-
ing with the first and third approaches mentioned above. The former would con-
cern the components which make up an argument, the microstructure, and are
referred to as monological models. Examples of influential monological mod-
els are Toulmin’s (1958) model and Walton’s argumentation schemes (Walton
et al. 2008). The external structure of arguments, the macrostructure, refers to
the relation between arguments advanced in a coherent dialogue and models
describing these are referred to as dialogical models.

Work in NLP has mainly concentrated on models which can be used for
identifying argumentation and its structure, i.e., monological models, and these
will be in focus in this survey.2’

6.2 Computational argumentation analysis: towards argumentation min-
ing

Argumentation has in the last decade come into focus in NLP. Following in
the footsteps of the related fields of opinion mining and sentiment analysis, the
aim is to automatically retrieve and analyze argumentation in texts, a process
referred to in the field as argumentation mining.>' As opposed to opinion min-
ing and sentiment analysis, the aim here is not only to identify our beliefs, but
also how we argue for them.

A method for retrieving and analyzing arguments has many uses. For re-
searchers in the digital humanities and the social sciences it would be a valu-
able tool, enabling large-scale comparisons of argumentation between domains
or as an aid in text analysis. As a complement to opinion mining or sentiment
analysis, argumentation mining could provide information on a deeper level, it
would tell of the relations, not only what people think but how they argue for
it. Argumentation mining also has many possible commercial uses. Outside of
these fields, argumentation mining would also be useful in education, for ex-
ample in essay scoring (Attali & Burstein 2006, Song et al. 2014) or for use
in writing support (Stab & Gurevych 2017). Another possible application is to

2There has also been some work on finding patterns of inference in argumentation, so called
argumentation schemes, but to a much lesser extent (Reed & Rowe 2004, Visser et al. 2018b,a,
Lindahl et al. 2019). This strand of research will not be surveyed here.

2! Argumentation mining has so far focused on text — but there are examples of other modali-
ties being investigated such as images (Kiesel et al. 2021) or speech (Lippi & Torroni 2016a).



82  Amnotation for computational argumentation analysis: Issues and
perspectives

support decision-making by enabling search for arguments given a topic, as in
Stab et al. (2018a). And not to forget, a possible end-goal could be to actually
evaluate retrieved argumentation.

However, as we will see in the following sections, argumentation mining
raises many challenges. Argumentation can be complicated and difficult to
identify, especially in unstructured domains. This makes marking argumenta-
tion in text time-consuming and difficult. Argumentation also frequently relies
on implicit statements or left-out premises. What can be considered argumen-
tative can also be context-dependent and sometimes up for interpretation by the
reader. It also might require specific knowledge of a situation. For example, a
statement such as “I will not get vaccinated” would require the knowledge of
the antivaccine debate for it to be interpreted as argumentative (the context of
the utterance would of course also matter).

For all intents and purposes, argumentation mining is currently exclusively
based on machine learning, i.e., on methods which rely on annotated text as
training data,?? in the form of large and good quality corpora. Consequently
work on argumentation-annotated corpora will form the focal point of this sur-
vey. To create such corpora is however not very easy. Argumentation can be
complex, and is not always neatly structured or obvious, which makes argu-
mentation annotation demanding.

In one of the first argumentation mining papers, Palau & Moens (2009) raise
the questions of how to best represent argumentation and what are the elemen-
tary units of argumentation, and these questions still have no single answer.
They define the task as follows:

* Identify arguments
+ Identify the internal structure of the arguments (their microstructure)

+ Identify the interactions between the arguments (the macrostructure of
argumentation)

Peldszus & Stede (2013) suggest to break down the text in “minimal units of
analysis”, which they call argumentative discourse units (ADUs).?> Segment-
ing the text into these units is then the first step of argumentation mining, fol-
lowed by classifying and finally determining the relations between them. Then,

22In this and several other areas of NLP, machine learning (especially so-called deep learn-
ing, now often referred to as “Al” in public discourse) has completely superseded rule-based
methods, so that we do not currently find argumentation analysis systems like that described by
Cohen (1987).

BThis is at heart almost the same problem as discourse parsing, which has a long history in
NLP (Stede 2018).
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implicit ADUs can be filled in. Similarly, Stab & Gurevych (2017) divided
the task into component identification, component classification and structure
identification. Lawrence & Reed (2020) further develop this process by adding
intrinsic and contextual classification to the component classification step and
the identification of schemes to the structure/relations identification. They also
point out that these steps do not necessarily need to be carried out in a strict
order, as some tasks might inform each other.

The results of an argumentation mining task are often reported as F-score
(or Fl-score). This is calculated as the mean of the two classification (and
information-retrieval) performance measures precision (the share of true posi-
tives in the result) and recall (the share of retrieved true positives), and ranges
from O (very bad) to 1 (completely correct). Another measure which is some-
times reported is that of accuracy, again ranging from 0 to 1, and defined as
the fraction of correct predictions — i.e., true positives plus true negatives — of
all predictions made.

6.3 Argumentation annotation and inter-annotator agreement

The process of marking up argumentation (or other information) in a text is
in NLP called annotation. Usually this is carried out by two or more coders,
referred to as annotators. Typically a few trained annotators (around 2—4) or a
larger set of untrained annotators are used, e.g., in a crowdsourcing setup.

The quality of the annotations is most often judged indirectly, using a so-
called inter-annotator agreement (IAA) measure, designed to compensate for
chance agreement. The most common measures are Cohen’s « (kappa; for two
annotators), Fleiss’s x and Krippendorff’s « (alpha). These values range from
0 (no agreement) to 1 (perfect agreement). Values are usually interpreted using
a scale introduced by Landis & Koch (1977), where a value between 0.41 and
0.61 is considered moderate agreement and between 0.61 and 0.81 substantial
agreement. However, less than substantial agreement is a quite common result
in argumentation mining.

To annotate argumentation, one needs to decide upon a representation or
model of argumentation that can be applied to text. There is still no unified
or generally accepted model of argumentation (or a generally accepted way to
structure the task itself). Hence, although many corpora follow broadly sim-
ilar approaches, they vary in the details, how they model argumentation and
how they evaluate their annotation. This variety makes it sometimes difficult
to compare the corpora and machine learning results as well as to develop ma-
chine learning methods which can work over many corpora.

The choice of model is presumably a trade-off between model complexity
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and IAA. The simpler the model the simpler the annotating process will be, but
this will also mean less information about the argumentation. Another choice
to be made is what part of the text (unit) to annotate. This of course varies
depending on the argumentation model used but it is not always clear what is
suitable. It can be anything from word-level to annotating paragraphs or whole
documents as argumentative.

How to represent argumentation also depends on the goal and the domain.
For example, if the aim is to detect claims or if it is to study the relationships
between arguments. Likewise, it has been shown that argumentation differs be-
tween domains (Atkinson et al. 2017). In using social media it might be more
suitable to use a model fit for shorter texts and in the legal domain where argu-
mentation is more formalized you might need a specialized model.

As we have seen above there are many angles and perspectives one can
take on argumentation, and this is reflected in the corpora being created for
argumentation mining. There are now more and more argumentation corpora
coming out.?* As in many other NLP areas, most argumentation corpora are
created in English.

The corpora that are represented here are a selection that is deemed repre-
sentative enough for illustrating the variety of models of argumentation adopted
in NLP. The aim is to discuss corpora which model argumentation, and thus
approaches modelling quality, inference or the like have mostly been left out.
We have chosen to group the corpora according to how the argumentation is
modelled. There are examples of modelling being done according to (or in-
spired by) argumentation theories from other fields as well as modelling with
no reference to any theory.

The corpora are divided as follows: In Section 6.3.1 corpora annotated for
argumentative text detection and stance classification are described. This is fol-
lowed by corpora annotated with models based on two of the most fundamental
argumentation components: claims (sometimes conclusions) and premises in
Section 6.3.2. Extensions of these components are discussed in Section 6.3.3.
Finally, annotation based on other types of argumentation models such as Toul-
min are discussed in Section 6.3.4.

Worth noting is that the above distinction is not clearcut as many corpora
employ similar models, but derive them from different theories. Some corpora
are also annotated for more than one phenomenon.

Additionally, in each section, the machine learning results are reported.
Note that these results may not be the best that have been achieved. In the
cases where the corpus is presented with machine learning results these are

#See for example the proceedings volumes of the argumentation mining workshops held
annually since 2014, available through the ACL Anthology: https://aclanthology.org/.
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reported, otherwise a short search of related literature was performed. The ma-
chine learning results would deserve a separate survey, but this is outside the
scope of this overview. The take-away from the results should instead be an
indication of the extent to which the data can be used for machine learning.

Each section has two accompanying tables, one reporting corpus character-
istics and corpus statistics (Tables 6.1, 6.3, 6.5, and 6.7) and the other reporting
inter-annotator agreement and machine learning results (Tables 6.2, 6.4, 6.6,
and 6.8).

For other surveys that include descriptions of argumentation corpora, see
for example Stede & Schneider (2018) or Lawrence & Reed (2020), which
however are aimed at an NLP audience.

6.3.1 Argumentative text detection and stance classification

See Tables 6.1 and 6.2 for details of the corpora discussed in this section.

The argumentation mining task starts with deciding which parts of the text
are argumentative (thus similar to identifying arguments, the first step in the
list in Section 6.2). As argued by Ajjour et al. (2017), the segmentation of text
into argumentative and non-argumentative segments is a necessary first step in
an argumentation mining application. However, in practice this is often done
implicitly in the following step, finding argumentation components. In some
cases a document can be assumed to only contain argumentative text, in for
example editorials or debate texts.

When annotating for argumentation in itself, the problem of no unified def-
inition of argumentation comes up. This is discussed by Habernal & Gurevych
(2017), who annotate argumentative text as a first step. Different definitions
and dimensions of argumentation are discussed, and they start by annotating
990 user generated web content items as ‘non-persuasive’ and ‘on topic per-
suasive’, in relation to a topic. This annotation step reaches moderate agreement
(0.59 Fleiss’s k). Argumentation components are then annotated according to a
modified Toulmin model. While the component annotation reaches 0.48 Krip-
pendorff’s « for all topics, domains and components, for certain domains and
topics they reach substantial agreement for premises and claims (0.7-0.8 Krip-
pendorff’s «)). Another example of annotation of argumentation can be seen
in Lindahl (2020), where online forum threads are annotated with argumenta-
tion spans, using a definition of argumentation inspired by van Eemeren et al.
(2013). The agreement is between fair and moderate.

Even if it is challenging to annotate argumentativeness in itself, it might be
easier to agree when given a more specific task, such as naming argument com-
ponents. For example, Teruel et al. (2018) annotate argumentation components



86 Annotation for computational argumentation analysis: Issues and

perspectives

UOTJBOIJISSE[O 90UR)S PUEB UOI}OIOP X3} dAneuowNgIy 7' 2]

uonejal ou ‘proddns
oe)E (SIUSUIA)L]S
Ud9M19(q UOTJR[aI
LSY pue

(€10 9pa1s 29 snzsplad)
douonbas [1e19p

Spoene Qaoddns :90udjuds
U99M)9q UOTJR[AI

U301 000°0SS
‘sared juowngie 7o |

SUay0} 0896L
‘SQOUAUAS €/ T

‘SI[ONIE T

0961 udredwes [erjuspisard g woy

SUOIIRIB[O3P PUB SOY0eads

SO[O1}IE JIJIIUAIOS

(8107) ‘Te 30 TUIUSA]

(S107) Te 10 10uyosITy]

A[uo suoney

o1d0} UDAIS B 10J 90UIPIAD
‘31e ou ‘o1doy ‘yrm

“31e j10ddns “3i1e yoepe
o1do} 03 uonje[aI uI

uou ‘uoo ‘oxd

SQOUAUAS G/ G

SOOUIUAS 76H°ST “O0P 00F

S9OUAUAS ()08

erpadiyipm
SoYOILaS 93000 WO
SIUSWINJOP oM

S

[MBID UOWWO))

(8102) "Te 10 yoreuys
(a8102) 'Te 10 qeis

(0207) "T& 30 UUBUnNEL]

Jdo ] /A0ue)g
J0U 10 UoneIUdWNIIE $199M1 000t ONIM], (9107) 'Te 10 0sog
jou Jo uoneuoWINgIe Suoy0} ))S‘8T 8O wInIoy duIjuo (0207) 1yepur

1oddns “yoene ‘osrwuoad
‘wireo ‘wrepd Jofew
UrwIno [, parjIpowr jou
10 oArsensiad o1doj-uo

spIom (008 ‘syuowdpn( £

snd1oo eury ur suaxo} y 06
"SPUSWNS0P 07¢/066

sjuowagpnl syy3ry uewny jo

1no)) ueadoing
s3sod 3o1q
‘sysod wniog ‘safonie 0}

syuowwoo ‘sajone 1odedsmou

(8107) Te 10 oIS,

(L107) yokramp 29 Jeutoqeq

uoneIuIWNGIY

PPOA

sapsnels

Juu0)

loyny




87

6.3 Argumentation annotation and inter-annotator agreement

4 §,SSIO[ = ¥ ‘¥ S, UdY0D) = %)) S)NSaI SUILILI[-QUIYILW PUL VY] :UOHEOIJISSB[O 90UE)S PUB UONIIIP IX9) dANEIUOWNIIY

(0 s jjropuaddiry] = 0y

‘C'9 919V L

14 280 :1oddns 10 yoeny

14 $9°0 51 0u 10 B1y (1osqns) 274 €9°0 € JuowIE)S (8107) 'T& 10 TUIUD
o Y- () :0d£) uoneoy .
MU 7670 SUONE[Y ¥ Q0UdIUAS (S102) & 12 IouyosIry]
A[uo suoney
(eyep 3urpud[q) £ovINOI. %ptr/, . Jred .

:uonorpaxd 9ouspIAg ¥dvs0 PO 01 ooudjuas-o1doy (8102) "1e 32 yorpuys

(pmoio pue J1adxo “miq)

14 €40 :uou 10 Joddns oeny YD) €7L0 )

14 L9°0 :S1e ou 10 31y (3osqns uo suadxa) pmod £ $313dxa 7 SOUIDS (a8102) 1232 qeis

MDT1CL0

o . (pmo1d pue 119dxo *M1q)  SIOJIOMPMOID 6—G .
1d 6SL°0—L 0 :uou 10 uod ‘0id 1100 oY S110dx0 ¢ ueds (0207) 'Te 1o uueumnel],
J1do 1 /90ue)s
(L10T "Te 32 nuewsn(y)
201(J $8°() :90IN0§ (3osqns uo suradxa) )
(105qn8) ¥ £Z/+0 0% 30 wormd(y 05 L0 SJUpNYS pauren) ¢ NEEIN] 910¢ 'Te 19 9sog
Y /9/°0 :'31e ou 10 S1y
. e punoigoeq
0 8%°0-S€°0 onsmSur ‘m / ueds (0207) Tyepury
(610T 'Te 19 nex) o -
14 €89°0 :ostwaid 1o wrepp w w%mmw Mw w@wﬂwmwwwmm 14 ueds (8107) Te 30 [oNIDL
14 918°0 :SwIed .

. n oy 80 :susuodwod
14 1SZ°0 :siusuodwod Wi 650 PAISENSIOG pauren ¢ ueds  (£107) yoAaainn 2 [eurdqeyq
uonejudWN3IY
SI[NSAI SUTWIBI[ JUIYIBIA] VVI slojejouue Jo aIN syun) Joyny




88 Amnotation for computational argumentation analysis: Issues and
perspectives

in a corpus of European Court of Human Rights judgements, but they also re-
port agreement on whether a sentence contains an argumentation component
or not. This agreement is between substantial and almost perfect, higher than
the agreement for the components themselves. However, there is a difference
in domain and unit of annotation compared to the two previous examples.

Closely related to argumentation, and sometimes included in it, is stance
classification, i.e., automatic identification of the stance (towards something)
expressed in a text. This task seems to be easier in terms of [AA. For exam-
ple, Trautmann et al. (2020) annotated argument spans in sentences with ‘pro’,
‘con’ or ‘non’ tags in relation to a topic, reaching substantial agreement be-
tween experts and annotators (Krippendorff’s a of 0.71). Stab et al. (2018b)
also annotate argumentation in relation to a topic, defining an argument as “a
span of text expressing evidence or reasoning that can be used to either support
or oppose a given topic”. In this task they reach substantial agreement (0.721
Cohen’s x among experts and 0.723 between experts and crowd).

A task which implicitly must involve deciding what is argumentative text is
to annotate argumentative relations. For example, Kirschner et al. (2015) an-
notated relations between sentences, inspired by both Peldszus & Stede (2013)
and by rhetorical structure theory (RST; Mann & Thompson 1988). They reach
moderate agreement.

6.3.2 Claim — premise models

See Tables 6.3 and 6.4 for details of the corpora discussed in this section.

Annotating argumentation components is a fundamental task in argumen-
tation annotation, and using some version of a model based on claims and
premises for this is probably most common. Different variants of this can be
seen in Table 6.3. Often, no specific theory is named as inspiration for the
model and instead various argumentation theories are discussed. Claims are
also sometimes replaced by conclusions. Sometimes the claims and premises
are linked together, and trees or graphs, both within and outside arguments, can
be built.

A model based on claims and premises is used in one of the earliest argu-
mentation mining papers, by Palau & Moens (2009). They use two corpora,
Araucaria, in which the argumentation has been annotated based on Walton’s
argumentation schemes (Walton et al. 2008), and a corpus of judgments from
the European Court of Human Rights (Mochales & Moens 2008). In this for-
malism, an argument is a set of premises connected to a conclusion, and each
argument is described by an argumentation scheme. There is no IAA reported
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for the corpus, but when used for detecting argumentative sentences the accu-
racy is 73%.

One of the most well-known argumentation corpora annotated with a claim-
premise model is the persuasive essay corpus, presented by Stab & Gurevych
(2017). The argumentation in each essay is modelled as a connected tree struc-
ture, where a major claim is the root. The major claim is an “opinionated state-
ment that is usually stated in the introduction and restated in the conclusion of
the essay”. The rest of the essay is annotated with arguments which consist of
one claim and premises, where a premise is a “reason for the argument”. They
reach substantial agreement on both components and relations. The results from
their machine learning task is also high, as is also true of other studies using
this corpus (Eger et al. 2017, Spliethdver et al. 2019, Abbott et al. 2016).

Another well-known argumentation corpus is the microtext corpus, which
was created over the course of several annotation studies (Peldszus 2017, Peld-
szus & Stede 2013). The corpus consists of 112 short texts, originally in Ger-
man but also translated into English, written for the sake of argumentation
annotation. The model is a modified version of Freeman (1991), in which an
argument is “a non-empty set of premises supporting some conclusion”. The
arguments can then be represented as a graph, where the relations between ar-
gumentation components (nodes) are the arrows connecting them.

When annotating argumentation components, the domain seems to have
high influence on how much the annotators agree. For example the scheme
from the essay corpus is used by Miller et al. (2019) on product reviews, but
they reach lower IAA than for the essays. Another example of this is presented
by Torsi & Morante (2018), who try different annotation schemes for argu-
mentation components in their corpus consisting of documents from the vac-
cination debate, collected from blog posts, editorials and news articles. They
get fair to moderate agreement for both a claim-premise scheme as in Stab &
Gurevych (2017) and a Toulmin-inspired scheme (Habernal & Gurevych 2017)
(described in Section 6.3.4). Their final dataset is annotated with only claims
and the source of the claims, with an agreement of 54.4% between two annota-
tors. Morio & Fujita (2018a) also annotate online discussion forums, achieving
a Fleiss’s x value of 0.55 on premises and 0.53 for claims.

However, there are examples of user-generated content reaching higher IAA.
Hidey et al. (2017) annotate claims and premises in 78 discussion threads from
the Reddit subforum Change my view. They define claim as “proposition that
expresses the speaker’s stance on a certain matter” and premise as “proposi-
tion that expresses a justification provided by the speaker in support of a claim
to persuade the audience of the validity of the claim”. They achieved substan-
tial agreement on both claims and premises (0.63 and 0.65 Krippendorft’s «).
They further annotate types of claims and premises as discussed in the next sec-
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tion. Chakrabarty et al. (2020) expand this dataset with more threads and the
same relations as in Morio & Fujita (2018a), and reach similar agreement for
both tasks. The reason for the high agreement might be that although the data is
user-generated, it is from a forum where the aim is to persuade one another with
good arguments, and the text can thus be assumed to be both argumentative and
with explicit argumentation.

When looking into machine learning results for claim-premise models there
does not seem to be any correlation between substantial agreement and high F1
scores, despite Teruel et al. (2018) reporting that the machine learning classi-
fication fails at the categories for which humans disagree the most.

6.3.3 Extended claim — premise model

See Tables 6.5 and 6.6 for details of the corpora discussed in this section.

There are examples of a claim-premise based model being extended with ex-
tra information. For example Aharoni et al. (2014) annotate “context dependent
claims”, which are statements that support or are against a topic, and “context
dependent evidence”, which is a text supporting a context dependent claim.
The type of evidence was also annotated, as ‘study’, ‘expert’ or ‘anecdotal’.
Given a topic, five annotators search through Wikipedia articles for claims and
evidence in an iterative process. The IAA was determined using Cohen’s k,
with 0.39 for claims and 0.4 for evidence, which is between fair and moderate
agreement. This dataset is then extended by Rinott et al. (2015) who use it for
evidence detection. It is also used by Levy et al. (2014) for claim detection.
Bar-Haim et al. (2017) use an updated version of the dataset and further add
target annotations for the claims. They also compute stance based on sentiment
in the claims.

Park & Cardie (2014) also annotate types of support. They annotate com-
ments from an e-rulemaking forum. The comments were manually segmented
into propositions before annotating, which might be the reason for the good
agreement. The propositions were annotated as ‘verifiable support’, “‘unverifi-
able support’ or ‘not part of an argument’. The verifiable support was further
divided into ‘experiential’ and ‘non-experiential’. IAA on a subset of the data
(30%) was measured using unweighted Cohen’s  and was 0.73. This data is
then used for classification, with an average macro F-score of 0.69.

Hidey et al. (2017) annotate claims and premises for semantic type. Claims
were annotated as ‘interpretation’, ‘evaluation/rational’ and ‘evaluation/emo-
tional’. The premises were annotated for mode of persuasion: ‘logos’, ‘pathos’
or ‘ethos’. For this task, crowdworkers were used and the IAA was determined
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comparing the majority vote of them to an expert. For claim type this was Krip-
pendorff’s a 0.46, and for premise type this was 0.73.

Duthie et al. (2016a) annotate 60 transcripts (about 70,000 words) from UK
parliamentary records for ethos. More specifically, the transcripts were anno-
tated with the source and target of a statement and ethos support and attack.
They had two annotators and IAA was evaluated on a subset of 10% of the
data. Cohens « for whether statements expressed an ethos was 0.67, and for
recognizing if they were attacking or supporting it was 0.95.

6.3.4 Other argumentation models

See Tables 6.7 and 6.8 for details of the corpora discussed in this section.

Beyond claim-premise models, there have been other ways of modelling
argumentation. The prominent Toulmin model of argumentation has inspired
some studies. For example, in the previously mentioned work by Habernal &
Gurevych (2017), a modified version of this model is used to annotate user-
generated web content such as forum posts and blog posts. They generally
reach moderate agreement, but substantial for some components. Habernal et
al. (2014) compare annotating with the Toulmin model to a claim-premise
model, and find that the Toulmin scheme seems to fit shorter documents better.
Lauscher et al. (2018b) also use a modified Toulmin model, reaching 0.49—0.71
F1 on the annotation.

Another approach to argumentation modeling is seen in Visser et al. (2019),
who present a corpus of texts concerning the US 2016 election. The corpus con-
sists of transcripts of televised debates and comments on the social media forum
reddit. This corpus is annotated with inference anchoring theory (IAT; Budzyn-
ska & Reed 2011, Reed & Budzynska 2011). In this process locutions consti-
tuting ADUSs are first marked and assigned to a speaker, after which transitions
between the locutions are marked. Subsequently illocutionary connections are
marked, which represent the “intended communicative function”. These can be
for example ‘agreeing’, ‘disagreeing’ or ‘asserting’. Finally the propositional
content is reconstructed/reformulated, and between these propositions relations
can be marked, such as inference. The IAA is Cohen’s k 0.610 for television
debates and reddit combined, which is substantial. They also report another
IAA measure, CASS (Duthie et al. 2016b), of 0.752.

Beyond looking at argumentation components for modeling argumentation,
there have been other approaches to argumentation. For example Al Khatib
et al. (2016) annotate argumentation units based on the content, not the role
they take in argumentation, such as ‘common ground’, ‘testimony’, ‘statistics’,
‘assumption’ etc. The internet argument corpus also illustrates a different ap-
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proach to argumentation (Walker et al. 2012, Abbott et al. 2016). The corpus
consists of posts and comments from different online debate forums. Part of the
corpus is annotated with ‘topic’, ‘author stance’, ‘agreement’ and ‘sarcasm’.
The agreement varies over the tasks, with the lowest IAA for sarcasm (0.22
Krippendorff’s «) and highest for labeling agreement (0.62) Stance in relation
to topic varied over topics between 0.22—0.60 Cohen’s «.

Dusmanu et al. (2017) extend the DART dataset (Bosc et al. 2016) by hav-
ing two annotators annotate for argument presence, but also if the argument is
an opinion or factual. They also annotate the source of the factual argument.
This results in a x of 0.727 for the argument type task. Argument detection F1
is 0.78, and factual vs. opinion 0.80. Another additional approach is seen in
Boltuzié¢ & Snajder (2014), in which comments on blog posts are annotated for
which arguments from a list they contain.

6.3.5 Automatic methods of creating annotated data

With argumentation annotation being time-consuming and difficult, some stud-
ies have investigated the possibilities of generating annotated data automat-
ically, a not uncommon solution in NLP. This is usually not done with any
specific argumentation model in mind, instead keywords or rules are used. One
way of doing this is by so-called distant supervision, i.¢., to transfer annotations
from similar text passages, for instance by using keywords and quotations of
other users (Chakrabarty et al. 2020), or by taking advantage of metadata as-
sociated with the text (Al-Khatib et al. 2016, Rosenthal & McKeown 2015).
There have also been experiments with machine translation of a corpus anno-
tated for argumentation into another language, with promising results (Aker &
Zhang 2017, Abbott et al. 2016, Toledo-Ronen et al. 2020).

6.4 Summary: issues and perspectives

As we have seen above, argumentation annotation and analysis in NLP have
tended to work with a few, fairly simple argumentation models, especially in
comparison to the philosophical dialectic approach (monological models) men-
tioned above in the introduction. For example, Walton et al. (2008) describe
more than 60 argumentation schemes, and annotation efforts drawing on these
in NLP, even if not completely nonexistent (Reed & Rowe 2004, Visser et al.
2018b,a, Lindahl et al. 2019), certainly are situated well outside the method-
ological mainstream of the field.

On the other hand, as discussed in 6.3.2, on closer scrutiny even those who
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use a claim-premise model exhibit a fair amount of variety in their work, in the
details of how the model itself is implemented, in how annotation is organized
and IAA calculated, and in the way evaluation is carried out.

One probable reason for not adopting the more complex models such as
the argumentation schemes of Walton et al. (2008) could be that IAA is low
even with the simpler models used in most of the corpora described above,
rarely reaching the level of substantial agreement. This seems to indicate that
annotating even using a simple argumentation model is still a complex task.
Also, machine learning results when reported do not correlate well with TAA,
as mentioned above and as shown in Tables 6.2, 6.4, 6.6, and 6.8. This is part
of a larger set of issues increasingly discussed in data-driven NLP with regard
to how linguistic data are annotated, such as the role of expert knowledge ver-
sus native-speaker intuition (and perhaps more importantly: who counts as an
expert), how to deal with variation in the annotations, and how to take factors
such as these into account when setting up annotation tasks, as well as for cal-
culating both IAA and machine learning accuracy (e.g. Babarczy et al. 2006,
Bayerl & Paul 2011, Gillick & Liu 2010, Plank et al. 2014, Uma et al. 2021b,
Borin 2022, Plank 2022).

Even if our survey has turned up more than a few argumentation corpora,
on the whole these tend to be small, represent many different domains and text
types, deal mostly with English-language material, and frequently differ subtly
in how [AA is calculated. Not only are the individual corpora small, their great
variety — as evidenced in Tables 6.1, 6.3, 6.5, and 6.7 — also makes it difficult
to combine them into more extensive datasets, which could be used as training
data for the extremely data-hungry modern machine learning methods favored
in contemporary NLP.

The most urgently needed methodological initiative in order to advance the
field of argumentation mining theoretically is thus arguably to achieve some
form of standardization, which would allow researchers to conduct controlled
experiments elucidating the role of individual parameters of variation in argu-
mentation annotation, such as those mentioned above. It could also perhaps
be beneficial to the field to seek inspiration from work on argumentation in
linguistic discourse and conversation analysis (e.g. Paulus et al. 2018), which
might bring fresh insight to the problem of argumentation annotation and min-

ing.



Annotating argumentation
schemes

This chapter is a postprint version of the following publication:

Anna Lindahl et al. 2019. Towards assessing argumentation annotation - a first
step. In Proceedings of the 6th Workshop on Argument Mining, 177-186. Flo-
rence: ACL. DOI: 10.18653/v1/W19-4520

Abstract. This paper presents a first attempt at using Walton’s argumentation
schemes for annotating arguments in Swedish political text and assessing the
feasibility of using this particular set of schemes with two linguistically trained
annotators. The texts are not pre-annotated with argumentation structure be-
forehand. The results show that the annotators differ both in number of anno-
tated arguments and selection of the conclusion and premises which make up
the arguments. They also differ in their labeling of the schemes, but grouping
the schemes increases their agreement. The outcome from this will be used to
develop guidelines for future annotations.

7.1 Introduction

Argumentation mining — the automatic recognition and classification of argu-
ments and their components in text — is a useful technology for a number of
practical text-processing applications, both commercial and academic, and in
the latter case not least as a component of research tools in the digital humani-
ties and social sciences.

Many different annotation schemes for argument analysis have been pro-
posed in the literature (Lippi & Torroni 2016b, Macagno et al. 2017, Visser
et al. 2018b, Song et al. 2014), and a central concern in the context of argu-
mentation mining is to arrive at a scheme which is both expressive enough for
the intended tasks and explicitly defined in a way which makes it amenable to
high-accuracy automatic processing.

Automatic linguistic annotation often requires the use of a ground-truth data
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set — a gold standard — for evaluating — and often training — different kinds of
algorithms and software. Since the gold standard annotations will invariably
need to be introduced by humans, we require an annotation scheme which hu-
man annotators can learn (in a reasonable amount of time) to apply with high
accuracy and high inter-annotator agreement.

One of the most elaborate and extensive efforts to devise a comprehensive
set of argumentation schemes is that by Walton et al. (2008), which builds on a
long line of works in philosophy and law studies. Walton et al. (2008) further
explicitly intend their schemes to be usable “in AI”. The 60 schemes (with
additional sub-schemes in many cases) presented in the book are given detailed,
formalized descriptions, and in the present paper we describe and discuss the
initial stage in an effort intended to evaluate the suitability and usefulness of
this set of schemes for argumentation mining.

As indicated above, a prerequisite for this is that a sufficient amount of suit-
able text can be manually annotated with high inter-annotator agreement. Con-
sequently, we have initiated an annotation effort (the first of several), where a
small set of Swedish political texts (newspaper editorials) have been annotated
using the schemes of Walton et al. (2008). To the best of our knowledge, this
is the first annotation study which applies Walton’s schemes directly to text,
without any pre-annotated structure step beforehand. In the present paper, we
present and discuss the results of this exercise, and outline what the next steps
of this effort should be, based on these results.

7.1.1 Related Work

In Walton et al. (2008) an argumentation scheme is defined by a set of premises
and a conclusion, and a label for the scheme. For most schemes, there is also a
set of critical questions which are used for identification and evaluation. Wal-
ton’s schemes, or modified versions of them, have been used to classify argu-
mentation in many cases (Feng & Hirst 2011, Green 2015, Song et al. 2014,
Lawrence & Reed 2016). However, when annotating argumentation schemes,
in these cases the annotation has been done on already pre-segmented text,
identified as containing argumentation.

Visser et al. (2018b) use Walton’s original schemes for annotating nodes in
an argumentation structure. They reach an inter-annotator agreement of x =
0.723 (Cohen’s Kappa), but note that there are some schemes that are diffi-
cult for the annotators to distinguish, despite the use of a decision tree based
on Walton et al. (2008). The issue of distinguishing schemes and the need for
a taxonomy or classification of the schemes have been also been discussed
in Walton (2012), and there have been many suggestions for this (Walton et
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Annotator 1 Annotator 2

No. of arguments 345 195
Avg. no. of premises per arg. 1.26 2.03
Premises, in text 395 380
Premises, missing 42 16
Conclusions, in text 292 194
Conclusions, missing 53 1
Total no. of units 782 591

Table 7.1: Annotation statistics

al. 2008, Walton & Macagno 2015, Macagno et al. 2017). Because of this, in
addition to using the original schemes, we also use groups suggested in the
classification system mentioned in Walton et al. (2008).

7.2 Data Set Creation and Annotation

7.2.1 The Data Set

The data for this study were originally compiled by Hedquist (1978), who in-
vestigated emotive language® in Swedish newspaper editorials. He selected
a total of 30 editorials from 6 newspapers, all published in the period May—
September 1973, shortly before the Swedish national parliament elections at
the end of September 1973. The newspapers were selected so as to reflect the
five political parties then represented in the Swedish parliament, and the edi-
torials were selected on the basis of topic, with two general and three specific
topics per newspaper. The total number of words in this data set is about 19,000,
for an average word count per editorial of about 640.

For his investigation Hedquist annotated all texts manually for emotive lan-
guage, using a scheme which he developed specifically for this work. Together
with the existing and planned argumentation annotation described in this paper,
this data set comprises a small but rich foundation for future work on argumen-
tation mining in Swedish in particular, but also in more general terms on the
relationship between argument structures and sentiment.
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Annotation Procedure

The editorials were annotated by two annotators with solid training in linguistic
analysis, master students of linguistics at Uppsala University.

The instructions given to the annotators were minimal. In preparation for
the annotation task, they were initially given three editorials, asked to identify
and classify all arguments in them manually according to Walton et al. (2008).
After this they met with the project leader, for a discussion of differences and
difficulties. Other than that, they were expected to be able to understand the
description of the argumentation schemes as given by Walton et al. (2008),
as it was believed that somebody with their extensive training in linguistics
should be well equipped to understand and apply these descriptions, which are
couched in terms quite familiar to somebody who has been exposed to linguistic
semantics and pragmatics.

The annotation was done with the Araucaria tool for argument analysis (Reed
& Rowe 2004) which has support for Walton’s argument schemes. For the
annotation, the 30 most common schemes were used, as originally presented
in Walton (2013). In Araucaria, for a given text, the annotator selects any con-
secutive passage of text, labels it and possibly connects it to any other labeled
passage of text. From here on, these passages are referred to as units. The avail-
able labels are ‘premise’ and ‘conclusion’. A premise can only have one con-
clusion, but a unit can be annotated multiple times. This is suitable for chained
argumentation. After labeling, an argument scheme is connected to a conclu-
sion and one or more premises, and these parts together make up the argument.
Araucaria also allows adding so-called ‘missing’ units if an annotator feels a
conclusion or premises are left unstated/implied.

7.3 Results

The results from the two annotators differ significantly, both regarding what is
annotated and how it has been annotated. More specifically, they differ both in
numbers of arguments annotated and the distributions of units, and they even
differ in how they use the annotation tool, which results in different structure
of the file containing the argument information, although the retrieved infor-
mation is the same.

The number of annotated argument instances and units is shown in Ta-
ble 7.1. Annotator 1 (A1) has annotated about 150 more argument instances
than annotator 2 (A2), although the latter has annotated more premises on av-

»The phenomena investigated and described by Hedquist largely come under the heading of
what is now generally referred to as sentiment analysis.
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erage. By inspection it was observed that A1 often pairs a conclusion with each
of its premises into individual arguments with one conclusion and one premise
each, but assigns all of these arguments the same scheme. A2 usually includes
all premises attached to a conclusion as a single argument. This could be either
a difference in interpretation or usage of the tool, but this may be the reason for
the difference in the average number of premises.

The annotators have used the option of adding missing units differently,
with Al having added about 100 missing units and A2 17 as shown in Ta-
ble 7.1. The identification of implied conclusions or premises is a well-known
problem, and might be the reason for this discrepancy. In Table 7.2 the statistics
of multiple occurrences are shown. A1 has both more units repeating as conclu-
sions, and occurring as both premise and conclusion. On the other hand, A2 has
26 repeating premises while A1 has none. Most of A2’s occurrences are only
repeating once, but A1 has many conclusions which occur many times. This is
related to the difference in how the annotators divide the premises between ar-
guments. If a conclusion has 6 premises and A1 turns each conclusion-premise
pair into a separate argument, then the conclusion will occur 6 times.

Annotator 1 Annotator 2

Units as conclusion & premise 72  Units as conclusion & premise 12
Units as repeating conclusion 80 Units as repeating conclusion 7
Units as repeating premises 0  Units as repeating premises 26

Table 7.2: Occurrences of units

Of the 30 schemes described by Walton (2013), A1 uses 12 and A2 uses 21.
Together they use 22 different schemes.?® Both annotators use 4—5 schemes for
the majority of identified arguments, with the rest of the schemes having only
a few occurrences each. Even though A1 annotates more argument instances,
fewer schemes are used. Table 7.3 shows the the used schemes and their oc-
currences for Al and A2. The schemes Argument from Consequences and Ar-
gument from Sign are both heavily used by both annotators. The description of
these schemes are seen below.

Argument From Sign:

Premise: A is true in this situation.

Premise: Event B is generally indicated as true when its sign, A, is true in this kind of
situation.

Conclusion: B is true in this situation.

2623 of the annotated units of A1 are not marked with an argument scheme and are thus not
included.
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Scheme Al A2
Argument from Evidence to a Hypothesis 105 6
Argument from Consequences 90 20
Argument From Sign 47 22
Argument from Cause to Effect 30 18
Argument from Falsification of a Hypothesis 30 4
Argument from Commitment 11 3
Argument from Verbal Classification 9 15
Argument from Expert Opinion 8 7
Argument from Popular Opinion 7 12
Argument from Correlation to Cause 5 42
Argument from Analogy 2 1
Ethotic Argument 1 -
Argument from Popular Practice - 17
Argument from Position to Know - 8
Argument from Bias - 5
Causal Slippery Slope Argument - 4
Argument from Precedent - 3
Argument from an Established Rule - 2
Argument from Arbitrariness of a Verbal Classification - 2
Circumstantial Argument Against the Person - 2
Argument from Vagueness of a Verbal Classification - 1
Argument from an Exceptional Case - 1
Total 195 345

Table 7.3: Usage of schemes for Annotator 1 and 2

Argument from Consequences:

Premise: If A is brought about, then good (bad) consequences will (may plausibly)
occur

Conclusion: A should (not) be brought about.

From these descriptions it is seems that these schemes could be applied to a
wide range of argumentation, and this is probably why the annotators have used
them the most. Compared to some of the descriptions of the other schemes, they
are also possibly easier to understand and therefore easier to apply. But they
are also very general, and this raises the question in which cases an annotator
chooses the more specific scheme in favor of a more general one. Interestingly,
the scheme A1 annotated the most (Argument from Evidence to a Hypothesis)
is only used 6 times by A2. Likewise, A2’s most annotated scheme (Argument
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from Correlation to Cause) is only used 5 times by Al. The descriptions of
these two schemes are seen below. These schemes both describe correlation
between events, and one could possibly see the first as a subset of the second.
The similarities of the schemes are further explored in the next section.

Argument from Evidence to a Hypothesis:

Premise: If hypothesis A is true, then a proposition B, reporting an event, will be ob-
served to be true.

Premise: B has been observed to be true in a given instance .

Conclusion: A is true.

Argument from Correlation to Cause:
Premise: There is a positive correlation between A and B.
Conclusion: A causes B.

7.4 Evaluation

In order to measure inter-annotator agreement (IA) we use the measure in Equa-
tion 14 based on the Serensen—Dice coefficient, where a; and a9 are the sets
of annotations from each annotator, and m is the set of pairs of annotations
from a; and a9 that are matching (i.e. they are considered equivalent). Anno-
tations can be either units (spans of text representing premises or conclusions)
or arguments (a conclusion with one or more spans).

¢ = 2x|m|/(|ai| + [az]) (14)

We don’t use measures such as Fleiss’ kappa or Krippendorff’s alpha be-
cause these measures calculate agreement over annotation tasks that consist of
assigning a discrete label or score to each element in a set, which is different to
annotating spans over continuous text. Previous work on argumentation anno-
tation such as as in Stab & Gurevych (2017) uses them because their annotation
task is defined as marking whether pre-defined spans of texts do or do not con-
tain annotations or units, but in our annotation task the annotators themselves
create the spans.

To determine if two units are matching, the amount of overlap between the
strings representing the units is compared to a given threshold «. The strings are
defined as ranges of character indices within the text. The amount of overlap
is measured as the ratio between the length of the longest common continu-
ous substring to both strings and the length of the longest of both strings. For
example, the units below have an overlap of 0.68.

Unit 1. 7:48 Utgdngen kan leda till regeringsbyte, men den kommer inte att leda till
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ndgon forindring av trygghetspolitiken i det svenska vilfirdssamhdlllet.”’

“The result might lead to a change of government, but it will not lead to any change in
the Swedish welfare state.’

Unit 2. den kommer inte att leda till nagon fordndring av trygghetspolitiken i det sven-
ska vilfdardssamhdlllet.

‘it won’t lead to any change in the Swedish welfare state.’

Two values of a?3the arguments are compared, and if the conclusion matches,
the premises are compared. Given both a matching conclusion and premise, the
schemes of the two matching arguments are compared. If a unit occurs more
than once, it will belong to different arguments. Each occurrence is thus treated
as a unique occurrence.

7.4.1 Conclusions

In Table 7.4 the number of matching conclusions is shown. The IA is calculated
as per Equation 14, and is 0.26 for an « 0of 0.9. The average number of matching
conclusions per editorial is 2.37, with two editorials having no matches and one
having seven matches.

«
Conclusions 0.9 0.5
m 71 92
IA 0.26 0.34

Table 7.4: 1A and m for conclusions.

7.4.2 Premises

Given a matching conclusion between two arguments, the premises of the same
arguments are compared. Since the number of premises in an argument can vary
between the annotators, both matches with all premises matching and at least
one is displayed in Table 7.5. With the full overlap «, used for both premises
and conclusions, the IA is 0.56 for at least one matching premise. With the same
a, only 6 of the matching conclusions have all premises matching. Using the
0.5 a, the IA is 0.71 for at least one matching premise, and 0.20 all premises
matching. The IA within all arguments is low for both a.

"The number at the beginning of the sentence is sentence numbering present in the source of
the texts.
ZNote that o here does not mean Krippendorffs c.
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o
At least one matching premise 09 05
m 20 33
IA, within matching conclusions 0.56 0.71
IA, within all arguments 0.07 0.12
All premises match

m 6 9
IA, within matching conclusions 0.17 0.20
IA, within all arguments 0.02 0.03

Table 7.5: 1A and m for premises, given a matching conclusion.

It is important to note that even if two arguments have a matching conclu-
sion this does not necessarily mean that they should have the same premises, a
conclusion can be reached through different premises and argumentation. This
could explain why there are 71 matching conclusions, but only 20 of them share
at least one premise. An example of this can be seen below:

In the same way, a premise can be used for different conclusions. Table 7.6
shows the matching premises, regardless of whether they have a matching con-
clusion or not. There are 14 arguments where all premises match. Of these 14
matches, three have also a matching argumentation scheme. This means that
even if the premises match, there is disagreement about which scheme they
participate in. The two following examples show this. The first example is a
match in both conclusion and premises, but the schemes differ. The next exam-
ple has the same premise but different conclusion and scheme. This indicates
that a premise can be used for different schemes, and result in different conclu-
sions.

Premise: Den dr inte obegrinsad

‘It is not unlimited.’

Conclusion: Allmdnt sett dr det nodvindigt att hushdlla med energin
‘It is widely considered necessary to economize energy.’

Scheme Al: Argument from Consequences

Scheme A2: Argument From Sign

Premise: En vixling vid makten medfor att vi inte riskerar ndgra socialistiska ex-
periment under valperioden utan kan bygga vidare pa vilfdrdssamhdllets grund.

‘A shift of power will result in us not risking any socialistic experiment during the
elected term and instead we can further build on the foundations of the welfare soci-

>

ety.
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Conclusion Al: Viljare bor rosta pa oppositionen
‘Voters should vote for the opposition’
Conclusion A2: Résta inte bort samverkan!

‘Do not vote away collaboration!’

Scheme A1l: Argument from Consequences
Scheme A2: Causal Slippery Slope Argument

o
At least one premise match 0.9 0.5
m 74 99

IA, within all arguments 0.27 0.37

All premises match
m 14 20
IA, within all arguments 0.05 0.07

Table 7.6: 1A and m for only premises.

7.4.3 Argument schemes

After finding which arguments match in conclusion and premise, the argumen-
tation schemes are compared. Using 0.9 as the «, only 2 arguments have a
match in scheme, conclusion and premises. The schemes in these two argu-
ments are Argument from Sign and Argument from Cause to Effect. Using 0.5
as « instead, there are 4 matches. Three of them have only 1 premise and they
all overlap fully. The last one has half of the premises matching.

Based on the low numbers of matching schemes in the case where both
conclusion and premise match, conclusions and premises were compared sep-
arately. Of all the matching conclusions, 9 have the same scheme, see Table 7.7.
Figure 7.1 shows how the schemes co-occur when the conclusion is the same.
The schemes that match are the schemes which are most commonly used by
both annotators.

In Figure 7.1 we can see that Argument from Consequences and Argument
from Popular Practice have a high co-occurrence, compared to the others. This
could be because the annotators have have chosen different premises, for the
same conclusion and thus chosen different schemes. The descriptions of these
schemes are shown below.

Argument from Consequences:
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o
Scheme matches 09 05
m 9 10
IA, within matching conclusion 0.25 0.22
IA, within all arguments 0.02 0.02

Table 7.7: 1A and m for schemes, given a matching conclusion.

Premise: If A is brought about, then good (bad) consequences will (may plausibly)
occur.
Conclusion: A should (not) be brought about.

Argument from Popular Practice:

Premise: If a large majority (everyone, nearly everyone, etc.) does A, or acts as though
A is the right (or an acceptable) thing to do, then A is a prudent course of action.
Premise: A large majority acts as though A is the right thing to do.

Conclusion: A is a prudent course of action.

It seems that the difference between these schemes is dependent on the rea-
son for a proposed action. Should it be done because there is a desired outcome
(Consequences) or is the right thing to do because it is a popular practice? An
example of this disagreement is seen below. Possibly this example could be
argued to be both schemes.

Premise: Den hoga arbetslosheten i Sverige dr inte acceptabel ur ndgra synpunkter,
detta mdste slds fast med skéirpa. ‘The high unemployment rate in Sweden is not ac-
ceptable from any angle, this must be firmly established.’

Conclusion: Att skaffa fram nya jobb, mdste vara den viktigaste uppgiften for ndr-
varande. ‘To create new jobs must be the most important task for now.’

Scheme Al: Argument from Consequences

Scheme A2: Argument from Popular Practice

As mentioned above, matching premises were also compared, regardless of
conclusions. One could expect this to generate more scheme matches, as similar
premises would possibly be used in similar kinds of argumentation. However,
as noted in the previous section, of all the 540 arguments, only 14 have all
premises matching. Out of these, only 3 have the same scheme, as compared
to 9 scheme matches for the conclusions.

Because of the noted difficulty of distinguishing the schemes, both here and
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in previous research, and the low number of matches, the schemes were divided
into groups and these groups were compared instead. This division is suggested
by Walton et al. (2008) as a classification system for the schemes.

o
Matching schemes 09 05
m 3 7
IA, within matching 0.08 0.15
IA, within all arguments 0.01 0.03
Abductive reasoning 2 5
Casual reasoning 1 1
Practical reasoning 0 1

Table 7.8: Matching schemes with the new groups of schemes, given a matching
conclusion and at least one premise.

Using the new groups results in more matching schemes, but still the num-
bers are low for a match of both conclusion and premise, see Table 7.8. Ta-
ble 7.9 shows the same numbers but for only conclusions. The co-occurrence
matrix is again showed for an « of 0.9 and only conclusions, see Figure 7.2.
Most noteworthy are the 10 matches in the Abductive reasoning group and the
17 co-occurrences between the groups Arguments from Popular Practice and
Practical reasoning. This mismatch in groups is due to the previously discussed
co-occurrence of the schemes Argument from Consequences and Argument
from Popular Practice. The former scheme is in the group Practical reasoning
and the latter scheme is in the Arguments from Popular practice group, thus
transferring the co-occurrences to the new groups.

Again, a comparison of the schemes in the new groups but for only matching
premises was done. This however only led to 4 scheme matches and no pattern
in the co-occurrences.

o
Matching schemes 09 0.5
m 17 20
IA, within matching conclusions 0.48 0.43
IA, within all arguments 0.06 0.07
Abductive reasoning 10 12
Casual reasoning 6 6
Practical reasoning 1 2

Table 7.9:  Matching schemes with the new groups of schemes, only conclusions.



112 Annotating argumentation schemes

(6°0 ©) uoISN[OUOD dwes Y} PIM ‘sdnoIS Mou Ul SOWAYDS Y} J0J XLIBW JOUAIINIO0-0)) .7/ 24N

T Jojejouuy

3 o
Jnv. el ow.oV
& & S
X < =
&
94 OJ ¥
& & Yt
o (3] &
&7 & F
< Q Y
O - ] I I I I ]
€ 1 0 1 0 v - Bue uonyesyisse|d jeqian
£- 1 0 0 0 0 z - Buiuoseau [eanaeId
0 0 0 0 0 1 - bue paseq 2jnJ 2|g1se242q
@ -
£ 9 1 0 0 9 ~ buluoseal |ensed
Z 0 0 0 0 Z - mouy 03 uonisod wody syuswnbiy
6
i1 0 0 0 0 1 - a3110e.d Je|ndod wod) syjuawnbay
a 1 0 0 0 1 1 - Aypgipalad jeuosiad Burydene syjuswnbiy
1 T 0 0 0 1 - S35BD Uo paseq juawnbly
Gl
£ 1 0 0 0 ot Buluoseal aandNpay

Z lojejouuy



7.5 Conclusions and Future Work 113

7.5 Conclusions and Future Work

In this first annotation exercise, we wanted to investigate whether annotators
with a strong background in linguistics but who were given little explicit in-
struction for this specific annotation task would be able to recover the argu-
mentation schemes described by Walton et al. (2008). This turned out not to
be the case, with the annotators agreeing neither on whole arguments nor on
the units and schemes which make them up.?° This could be for at least three
reasons: (1) that the annotators would have needed more detailed and precise
instructions; (2) that the argumentation schemes themselves are too difficult
to recover from free natural text (despite their seeming formal characteriza-
tion); or (3) that the annotation task should be structured differently, in a first
step where spans representing argument instances are identified followed by a
second step where the instances and their components are labeled.>”

Some of the differences between the annotators would have been avoided
if they had more specific instructions for the tool. More strict and detailed in-
structions for the annotation itself could probably improve the inter-annotator
agreement, but might come with a loss of information. For example, a rule such
as marking sentences instead of spans would result in some loss of information,
since an argument might not be restricted to sentences. However, most of the
disagreements come from differences in the interpretation of argument com-
ponents and schemes, as shown in the examples in the previous section. For
example, the same premises and conclusions are used in different schemes,
and a single premise is used more than one scheme. In order to minimize infor-
mation loss but achieve high inter-annotator agreement a necessary next step in
annotating argumentation needs to be a discussion of what should be marked as
premises and conclusions and why the annotators have made the choices they
did.

Interpretation seems also to be the reason for the difference in the annotation
of the argumentation schemes, although the low inter-annotator agreement in
the argument components evaluated before the schemes might influence this.
If the annotators were given already annotated units they would possibly agree
more. The results of Visser et al. (2018b) indicate this, where they use already
predefined nodes and reach a high inter-annotator agreement.

»The use of only two annotators possibly influenced the result, making it difficult to conclude
when we are dealing with ‘normal’ disagreement or not.

391t was suggested by the anonymous reviewers that this would make for more effective an-
notation and higher inter-annotator agreement. We are not aware of any strong arguments in the
literature unequivocally supporting this view, nor of any empirical studies comparing the end-
to-end efficiency and efficacy of these two annotation workflows while controlling for other
potentially relevant variables. We note this as an interesting topic for future research.
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As previously shown, and also observed by others (Walton & Macagno
2015, Macagno et al. 2017), the original schemes can be difficult to distinguish
from each other. If they are to be used by annotators, then they need better in-
structions on when to use which scheme. As the post-annotation grouping of
schemes improved agreement, perhaps it would be effective to collapse them
already in advance, instructing annotators to use coarser groupings in cases of
doubt.

For the immediate future we plan to design two annotation exercises to fol-
low up on the experiment described in this paper and to address some of the
questions raised above. Further, the exercises will be carried out using two
different annotation workflows. In the first exercise, the annotators will be in-
structed to use the schemes of Walton et al. (2008), but this time according to an
explicit annotation manual. In the second exercise the annotators will be asked
to annotate the same texts according to some other proposed scheme, possibly
a less fine-grained version of the original schemes as this was shown to have
a positive effect on the inter-annotator agreement, but the exact scheme to be
used remains to be determined. We will also organize two versions of each ex-
ercise, one corresponding to the previous annotation round, where annotators
are asked to identify argumentation spans and classify them in one operation,
and another where argumentation span identification is separated from labeling
of schemes and components.

In all cases we plan to employ more than two annotators and there will be
a different set of annotators for each of the four annotation setups. The texts
to be annotated will include the editorials used for the work described in this
paper, but we may also decide to extend the data set. Hopefully, the planned
experiments will allow us to gain a better understanding of the advantages and
disadvantages of different schemes for argumentation annotation, as well as for
alternative organizations of the annotation workflow.
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Annotating argumentation in
Swedish social media

This chapter is a postprint version of the following publication:

Anna Lindahl. 2020. Annotating argumentation in Swedish social media. In
Proceedings of the 7th Workshop on Argument Mining, 100—105. Online: ACL

Abstract. This paper presents a small study of annotating argumentation in
Swedish social media. Annotators were asked to annotate spans of argumen-
tation in 9 threads from two discussion forums. At the post level, Cohen’s x
and Krippendorff’s o 0.48 was achieved. When manually inspecting the anno-
tations the annotators seemed to agree when conditions in the guidelines were
explicitly met, but implicit argumentation and opinions, resulting in annotators
having to interpret what’s missing in the text, caused disagreements.

8.1 Introduction

In recent years, argumentation mining has grown into a central research topic
within the field of computational linguistics. With the aim of automatically
identifying and analyzing argumentation in text, its envisioned applications
are many, from more effective document retrieval to learning aids Lawrence
& Reed 2020. There are many different approaches to how argumentation can
be modeled and annotated and there are now many data sets of different size
and level of annotation, with domains ranging from legal documents to social
media. However, in many of the existing data sets, inter-annotator agreement is
not very high and it is because annotating argumentation turns out to be a quite
challenging task. There is still a need of more annotated data, as well as inves-
tigating how to reliably annotate data. It is also important to investigate other
languages than English. Because of this, we have conducted a small annotation
study on Swedish social-media data where the focus has been on identifying
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instances of argumentation but not analyzing them further.?! This is both to
select documents for further analysis of the identified argumentation instances
but also in order to investigate how reliably annotators can agree on what is
argumentation or not.

8.2 Related work

Annotating with the aim to distinguish what is argumentative from what is not
argumentative has not been the most common goal in argumentation mining,
although it is necessarily part of studies that annotate components of argumen-
tation, either implicitly or explicitly as a first step in an argumentation mining
pipeline. When it comes to documents from the web, the annotation of argu-
mentation is usually done with respect to a topic. For example Habernal et al.
(2014), annotated comments and blog posts as argumentative with respect to
a topic in order to select documents for further annotation. On this they reach
a 0.51 Fleiss x and 0.59 Cohen’s x. Similarly, Habernal & Gurevych (2017)
annotated documents from web discourse as ‘non-persuasive’ and ‘on topic
persuasive’ before moving on to annotate micro-structure. They reached Fleiss
k of 0.59 on this task. In some studies presence of argumentation has been
annotated together with the stance or the type of the argumentation. For ex-
ample, Stab et al. (2018b) annotated sentences from the web for supporting or
opposing argument, or not an argument with respect to a topic. They reached
Cohen’s x 0.72 and an observed agreement between 0.86—0.84. More recently,
Trautmann et al. (2020) annotated sentences from the web with both expert and
crowd-sourced annotators. The sentences were annotated with argument spans,
and the spans were marked with stance with respect to a topic. The reached 0.6
Krippendorff’s o, and the crowd-sourced annotators reached 0.71 .

8.3 Data

The data in this study is from two of Sweden’s largest online discussion fo-
rums, Familjeliv (“Family life” FM), and Flashback (FB). Familjeliv is gener-
ally considered to be more about relationships and family life and Flashback
more about politics, although both forums cover a broad range of topics. Both
forums have a simple thread structure, where a thread is started with a post by

3n the literature it seems that the assumption is made that argumentation is universally
present in all languages and that its form is comparable across languages. This is obviously
subject to empirical verification, but we have not seen any literature addressing this question.
Impressionistically, descriptions of the kinds and structure of argumentation made for English
seem to apply also to Swedish, but more thorough studies of this would be needed.
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a user and then other users reply with subsequent posts, shown in chronologi-
cal order. There is a possibility for the users to cite each other, but there is no
visually explicit tree structure as for example on Reddit. For this study, nine
threads were randomly chosen among the threads which had a length of about
30 posts. These threads are shown in table 8.1. Threads 1-5 are from Familjeliv
and threads 6-9 are from Flashback.

8.4 Annotation
8.4.1 Annotation guidelines and setup

We employed 8 annotators in this study: one expert (the author) and 7 with lin-
guistic background. For the annotation, the annotation tool WebAnno (Eckart
de Castilho et al. 2016) was used. The annotators were asked to annotate spans
of argumentation, the spans could not overlap but otherwise there was no re-
striction on span length. Argumentation was only to be annotated within posts.
The annotation guidelines®? provide the annotators with a definition of ar-
gumentation, inspired by a simplified version of the definition given in van
Eemeren et al. (2013). The definition also includes persuasiveness, as this is
a fundamental part of argumentation, as discussed in Habernal & Gurevych
(2017) among others. The definition is seen below, and says that argumenta-
tion should include:

1. A standpoint/stance.
2. This standpoint is expressed with claims, backed by reasons.

3. There is a real or imagined difference of opinion concerning this stand-
point which leads to:

4. the intent to persuade a real or imagined other part about the standpoint.

What is considered as argumentation or an argument in argumentation min-
ing tasks varies and is often adjusted to fit the task or the domain, see for exam-
ple Bosc et al. (2016) who annotated tweets containing opinions as arguments
due to the implicit argumentation on Twitter. In some studies a definition of ar-
gumentation is not given, but rather definitions of what is being annotated, for
example argumentative components such as premises or claims. The definition
described here is not meant to cover all phenomena which could be considered
argumentative, the intent is to describe something which hopefully annotators

32please note that the guidelines were written in Swedish, which means some of the nuances
of the following descriptions might be lost in translation.
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can apply successfully and agree on. From this definition above these three
questions were derived:

* Does the poster’s text signal that he or she is taking a stance / has a
standpoint?

* Does the poster motivate why?

* Do you perceive the poster as trying to persuade someone?

If the annotator considered the answer to be affirmative for all the questions for
some span of text, they were instructed to mark it as argumentation. In addi-
tion to these questions two tests were supplied in order to aid in answering the
questions. The first test asked the annotator to reformulate the argumentation
as “A, because B”, in order to answer the first two questions. The second test
asked the annotator to insert “I agree/I don’t agree” into the text. If doing so
would not change the meaning of the text, this might indicate that the poster
is arguing, and was intending to persuade. These two tests were not meant to
give a definite answer but rather to guide the annotators. The guidelines also
included examples of argumentation from the forums, as well as examples on
how to apply the tests. Four of the annotators were also asked to write down
the reformulation of the “A because of B” test in the annotation tool. We’ve
chosen to treat the results from the all the annotators equally in this study as
we’ve yet to analyze the reformulations.

8.4.2 Annotation statistics

The annotators took between 4.5 and 12 hours each to annotate all the threads.
The annotators which had to write down a reformulation took the longer time.
Table 8.2 shows annotation statistics for each annotator. Annotator A is the
expert annotator and seems not to diverge from the others. The annotators an-
notated mostly one argument per post, in some cases two arguments per post
(compare number of arguments and number of posts in table 8.2). The annota-
tors differ in how many argument spans they have annotated. The annotators
also differ in how many sentences on average they have included in the argu-
mentation spans, which is reflected in how many of the total tokens they have
annotated. The annotators usually marked spans respecting sentence bound-
aries, but sometimes annotated half a sentence. When a post was annotated
with a span, all but one annotator annotated at least half the post on average.



120  Annotating argumentation in Swedish social media

no. o avg no.
Annotator 1O- &g mno.arg mo.arg . arg % of tokens sent/ arg,
spans tokens  sents. annotated
posts span
A 135 9346 601 124 46% 4.45
B 174 11721 765 149 57% 4.40
C 81 6049 414 79 30% 5.11
D 109 6755 451 97 33% 4.14
E 75 2094 140 70 10% 1.87
F 141 5704 367 114 28% 2.60
G 167 12578 821 153 61% 4.92
H 134 7118 495 121 35% 3.39

Table 8.2: Annotation statistics for each annotator.

8.4.3 Inter-annotator agreement

When calculating inter-annotator agreement (IAA) sentences were considered
as being argumentative if at least half of the tokens in it were labeled as argu-
mentation, posts were considered as being argumentative if they contained at
least one argument span. Observed agreement for tokens are 25%, for sentences
40% and 39% for posts. If we include posts where all but one annotator agree,
observed agreement is 60% and if we include posts were all but two agree it’s
86%. 70% of all the posts are labeled with an argument span by at least one of
the annotators; 47% of those posts are annotated with a span by at least 6 of the
annotators. Cohen’s x was measured pair-wise for all annotators and, as used in
Toledo et al. (2019), averages from Cohen’s x were calculated and are shown in
table 8.3. Annotator F has the highest average x, 0.55, and annotator E has the
lowest average. Values between 0.21 and 0.40 are considered fair agreement,
values between 0.41 and 0.61 are considered moderate agreement (Landis &
Koch 1977). Table 8.4 shows Krippendorftf’s «, for each thread and in total. «
varies between threads. [AA is the highest for posts.

In order to compare the annotators observed agreement and v were calcu-
lated holding out each annotator. Holding out annotator E had the largest effect,
changing observed agreement on post level from 0.39 to 0.45 and post level «
from 0.48 to 0.52.

8.4.4 Analysis of the annotation results

A manual inspection of the annotation of posts was done on the two threads with
highest «, thread 6 and 4, and the two threads with lowest «, threads 5 and 7.
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Average Cohen’s x  Average Cohen’s

Annotator Sentences Posts
A 0.44 0.52
B 0.42 0.53
C 0.30 0.42.
D 0.33 0.46
E 0.30 0.39
F 0.38 0.55
G 0.38 0.48
H 0.35 0.52
Task-average 0.35 0.48

Table 8.3: Average Cohen’s « for each annotator.

Thread Tokens Sents Posts
1 0.311 0.365 0.525
2 0.187 022 0.363
3 0.419 0.434 0.676
4 0.118 0.112 0.425
5 0.355 0.486 0.437
6 0.358 0462 0412
7 0.31 0.398 0.573
8 0.166 0.299 0.309
9 0.166 0.327 0.369
All 0.296 0.356 0.482

Table 8.4: Krippendorff’s a.

These four threads cover different topics, but the ones with lower o have fewer
tokens and shorter posts. High agreement was deemed to be when 6 or more an-
notators agreed, otherwise the agreement was considered low. High agreement
seemed to occur when the poster is very explicit with his or her opinion and
writes it in terms of “I”” and not “one”. Explicitly addressing a previous user, us-
ing confrontational language and contradicting also seems to occur within high
agreement posts. Below is an example of a post were all annotators agreed it
contained argumentation. The poster is clearly taking a stance, and is also sig-
naling that they think the person they are addressing doesn’t know what they

are talking about.

Jaha? Och hur tror du barnen kdnner just nu da? Att det dr sd jobbigt att
bo hos sin egen pappa att de hellre avstdr helt? Spelar ingen roll att du
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tyckte att det var trdkigt att inte bo med din pojkvin. Hdller med dvriga
i trdden om att ni borde bli sdrbo. For barnens skull. Du kan inte bara
tdnka pa dig sjdlv.

‘So? And how do you think the children are feeling right now? That
it’s so hard to live with their dad that they’d rather refrain from doing it
altogether? It doesn’t matter that you thought it was boring to not live
with your boyfriend. I agree with the others in this thread that you should
stop living together. For the sake of the children. You can’t just think of
yourself.’

Disagreements between the annotators seemed to occur when a poster is not ex-
plicit with his or her stance or opinion, as well when the poster is using irony.
Implicit argumentation (if there is any) such as that will force the annotator to
interpret what’s not being said in the text and this probably caused disagree-
ment. General statements that are not tied explicitly to the opinion of the poster
also seem to cause disagreements. The post below has a similar message as the
previous example, but this poster is more sarcastic, and the argumentation is
more implicit, if there is any. Here the annotators disagreed.

En tredring ska alltsa visa tacksamhet for att du har splittrat pa hans
fordldrar? Herregud sciger jag bara! Ar du verkligen pa riktigt?

‘A three-year old should be grateful because you split up his parents?
Oh my god! Are you for real?’

Another example of disagreement is seen in the post below where the user
could be interpreted as speculating, rather than arguing.

Fornamnens popularitet vixlar mellan generationerna. Namn som var
populdra under 1900-talets forsta hilft tex som Albin, Arvid etc., har
kommit lite dter. Namn som var vanliga for ndgra decennier sedan, Jo-
han, Andreas,Magnus, Tomas, Mattias, Stefan, Rickard och Anders verkar
helt ha forsvunnit nu. Jag tror att Anders dr eller varje fall var for nad-
gra dr sedan det vanligaste namnet pd personer med chefsposition inom
ndringslivet.

‘The popularity of first names is varying over generations. Names that
were popular in the 1900’s first half such as Albin, Arvid etc ., have re-
turned a bit. Names which were common a few decades ago, Johan, An-
dreas, Magnus, and Anders seem to have completely disappeared now.
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I think Anders is or was at least a few years ago the most common name
for persons in high positions in the business world.’

The guidelines asked for a stance or standpoint, which might be why posts
where the author is clearly taking a stance have high agreement. The third con-
dition, the intent to persuade, might be the reason posts with confrontational
(and sometimes condescending) language have high agreement —if someone
strongly disagrees with someone they might also intent to persuade them that
they are wrong.

8.5 Conclusions & future directions

IAA values such as the ones reported here are not uncommon in argumentation
mining tasks. Still, both the Cohen’s  of 0.48 and the Krippendorff’s v 0.48
are lower than the previously reported studies, (for example 0.59 Cohen’s x in
Habernal et al. (2014) or 0.71 Krippendorff’s «,, in Trautmann et al. (2020)).
However, as opposed to those studies, the annotators were not asked to anno-
tate with respect to a topic, so the results are not fully comparable. Annotating
only 9 threads might have affected the IAA, especially since the IAA varied
between the threads. When manually inspecting the annotations, it seemed as
when the conditions asked for in the guidelines were very explicitly met, an-
notators agreed. When the argumentation (or not argumentation) was more im-
plicit the annotators disagreed. This is something which has to be considered
when further developing the guidelines. Another thing to consider when an-
notating complex phenomena such as argumentation is that even though the
annotators disagree, it might not be the case that one is right and the other is
wrong. As shown in for example Lindahl et al. (2019) there are cases where
two different annotations could both be considered correct. If one allows for
several annotations to be correct, this would need to be reflected in both the
guidelines and evaluation.

In the future we plan to test the guidelines in a domain where one can assume
that people are more explicit with their argumentation, such as newspapers. We
also plan to extend the guidelines to annotate components of argumentation to
see how this affects the annotation.
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representations for under-resourced languages and domains (resourceful-2025),
106—110. Tallinn: University of Tartu Library

Abstract. There is a lack of Swedish datasets annotated for emotional and ar-
gumentative language. This work therefore presents an annotation procedure
and a dataset of Swedish political tweets. The tweets are annotated for positive
and negative attitude. Challenges with this type of annotation is identified and
described. The evaluation shows that the annotators do not agree on where to
annotate spans, but that they agree on labels. This is demonstrated with a new
implementation of the agreement coefficient Krippendorff’s unitized alpha, , .

9.1 Introduction

Automatic computational analysis of emotional and argumentative language
(sentiment, attitude, emotion, argumentation, etc.) has progressed considerably
over recent years, but annotated datasets are still lacking for all but a few lan-
guages. At the same time, such datasets are necessary at least as evaluation
data, for instance for evaluating approaches that attempt to alleviate the lack
of language-specific training data by involving machine translation or multi-
lingual LLMs. In addition to the fact that careful annotation of large volumes
of text for emotion and argumentation is labor- and time-consuming, like most
NLP annotation tasks, it is clear from the literature that this particular annota-
tion task is inherently difficult, due to its complexity and subjectivity (see for
example Lawrence & Reed (2020)). Here, we present a new dataset consist-
ing of Swedish political tweets manually annotated for positive and negative
attitude, more specifically what the attitude is towards. We have chosen to call
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the annotation in this dataset for attitude, but it could also be called stance, or
argumentation, as these concepts often overlap.

We also address some of the complexities encountered in assessing the qual-
ity of the annotations, in particular how to calculate inter-annotator agreement
in a reasonable way. For this purpose, we have reimplemented Krippendorft’s
unitized alpha measure (Krippendorff et al. 2016) in Python, thereby hopefully
making it more accessible to the NLP community.

9.2 Related work

Previous work on emotional and argumentive language in Swedish are few, and
work focusing on annotation of these concepts are fewer. There are however
exceptions. For example, some work has focused on sentiment, such as creating
a sentiment lexicon (Rouces et al. 2018b,a). There are also works describing
argumentation annotation.

Most similar to the task presented here is the aspect based sentiment analysis
(ABSA) corpus (Rouces et al. 2020, Sprakbanken Text 2023). The corpus con-
sists of editorials, opinion pieces and posts from online forum annotated with
sentiments and the aspect of the sentiment (source, target and expression). The
agreement was reported as Krippendorff’s « of 0.34 for documents and 0.44
for paragraphs.

Beyond the Swedish language there are others who have presented simi-
lar annotation tasks. For example, Bosc et al. (2016) present a dataset of 3883
tweets annotated for argumentation, where a tweet containing an opinion is
considered argumentative. The tweets were selected among current popular
discussion topics, such as politics. They reach a Krippendorff’s o 0.74 on a
subset of the dataset. Another similar task is presented in Trautmann (2020),
where aspects (defined as “the main point the argument is adressing”) are added
to previously annotated spans. These spans were annotated for expressing neg-
ative or positive stance or argumentation on a topic. Instead of asking the an-
notator to annotate freely, they were shown a set of candidates and asked to
choose the appropriate one. The agreement was 0.87 Cohen’s . Schaefer &
Stede (2022) also present a corpus of tweets, which consist of 1200 German
tweets related to climate change. While the unit of annotation is the same as
here, spans, their annotation scheme differs. They annotate different kinds of
claims and evidence as well as sarcasm and toxic language. For these categories
they reach between 0.41-0.83 Krippendorff’s c.

An analysis of the agreement of the annotations of this dataset was previ-
ously presented in Lindahl (2024), which discusses disagreement in argumen-
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tation annotation. Compared to this, in this paper we present the dataset, the
annotation procedure and add additional analysis.

9.3 Data

The tweets in this dataset were collected from the period between February
2018 to September 2022. This period roughly represents the time period (term
of office) between two Swedish general elections, held in September 2018 and
2022. The tweets were taken from the official accounts of the political parties
represented in the Swedish parliament as well as from the official accounts
of the political party leaders at the time and the official account of the prime
minister , in total 19 users®*. Only original tweets were collected, not retweets.
From this collection, around 4500 tweets were randomly selected, see table
1. However, we ensured the tweets were chosen from the whole time period
and that all users were represented. Still, because the users differ a lot in how
many tweets they publish, the amounts of tweets per user are not balanced. In
order to keep as much of the content, the preprocessing was kept to a minimum.
External links were removed.

Type Nr. of tweets Nr. of tokens
Test annotation 315 9677
Main annotation 4280 131338

Table 9.1: Data statistics

9.4 Annotation

The annotation was carried out by four annotators with linguistic background.
Before the main annotation started, a test round was carried out were all anno-
tators annotated 315 tweets. For the main round, around 600 tweets were an-
notated by all annotators. Due to time and monetary constraints, the rest were
annotated by three of the annotators (around 3300 tweets per annotator).

The annotation was done with the annotation platform Prodigy (Montani
& Honnibal n.d.). The annotators were shown one tweet at a time and could
choose to annotate spans with either positive or negative label. The spans could
not overlap.

33Not all parties or party leaders had an official account.
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For each tweet there was also the option to ignore the tweet (if there was
something wrong with the tweet) or to flag it as “very difficult to annotate”.
During the test round, the annotators were also asked to write a comment about
the tweets that were difficult to annotate and why. A meeting was also held
with the annotator between the test and main round in order to discuss difficult
examples. After the feedback from the test round the guidelines were updated,
see the next section.

9.4.1 Annotator guidelines

The purpose of this annotation was to find attitude in political tweets, more
specifically what the object of an expressed attitude is. In order to determine
what to annotate, this was formulated as the question “Is there a negative or
positive attitude expressed in the tweet?” in the guidelines. If that was the case,
the annotator was asked to mark the object of this attitude with a span. See this
example below, where bold indicates a negative attitude:

Nu behover varenda krona ga till att motverka kommunkrisen. Dérfor
sager vi nej till hojd svensk EU-avgift. EU-byrakraterna far lov att ritta
munnen efter matsécken.

‘Now every penny needs to go towards counteracting the municipal
crisis. Therefore, we say no to increased Swedish EU fees. The EU
bureaucrats will have to cut their coat according to their cloth.’

The object of the attitude could be both one word or a phrase, as well as the
full tweet if deemed necessary. The guidelines included several examples of
both negative and positive spans. They also included a test in order to determine
if an attitude was expressed - by adding “for” or “against”.

As an observant reader might have noticed, in the example above one could
argue that “The EU bureaucrats” should also be annotated as a negative atti-
tude. This highlights one of the difficulties in this annotation - what to include.
Implicitness and ambiguity was brought up by the annotators as difficult after
the first round, so for the main round they were asked to only annotate when
attitudes were explicitly expressed. If a tweet was too ambiguous, implicit in
expressing an attitude or the annotator had difficulties determining the object
of the attitude, they could chose to not annotate the tweet. Another reported
difficulty was regarding how much to include. Spans was chosen as unit for
the annotation in order to be able to capture different ways an attitude can be
expressed. Limiting the unit of annotation to tweet-level would have been to
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broad, as many tweets include more than one object of attitude. For the same
reason, and because of the unstructured language sometimes present in tweets,
annotating on sentence-level would not have been suitable. Because of this, we
chose to keep spans as the unit of annotation. But, because of the feedback,
the annotators were asked to annotate all instances of an attitude (instead of
marking longer spans) and to also keep their annotations as short as possible.

9.5 Annotation evaluation

As previously mentioned, a thorough analysis of the agreement and disagree-
ment in this dataset was done in Lindahl (2024). It is reported that even though
agreement is low, there are cases in which the annotators partly agree. There are
also cases where multiple interpretations are possible. Here we will summarize
some of the agreement and add new, additional analysis.

A new example of a how a tweet has been annotated by three of the anno-
tators is seen below, bold is again negative and italics is positive.

A. Aldre ska inte behdva fara illa av for 1dg bemanning. Kvinnodominerade
yrken mdste uppvdrderas och vérdesdttas sa att fler vill jobba kvar - det ar
vara ndra och kiras omvdardnad det handlar om!

B. Aldre ska inte behdva fara illa av for 1ig bemanning. Kvinnodominerade
yrken mdste uppvdrderas och virdesdttas s att fler vill jobba kvar - det &r
vara néra och kéras omvardnad det handlar om!

C. Aldre ska inte behéva fara illa av for 1ag bemanning. Kvinnodominerade
yrken mdste uppvdrderas och virdesdttas sa att fler vill jobba kvar - det &r
vara ndra och kdras omvdrdnad det handlar om!

A. ‘The elderly should not have to suffer due to understaffing. Female-dominated

professions must be revalued and appreciated so that more people want to
stay in their jobs - it’s about the care of our loved ones!’

B. ‘The elderly should not have to suffer due to understaffing. Female-dominated

professions must be revalued and appreciated so that more people want to
stay in their jobs - it’s about the care of our loved ones!’

C. ‘The elderly should not have to suffer due to understaffing. Female-
dominated professions must be revalued and appreciated so that more peo-
ple want to stay in their jobs - it’s about the care of our loved ones!’
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We can see that the annotators both agree and don’t agree. They all agree that
understaffing is negative, but they disagree on how much of the context should
be included. Annotator A has also included a span which the others have not
marked. This is in line with the reported difficulties about determining what to
annotate.

9.5.1 Annotator statistics

As described in the previous section, the annotators were given the choice to
ignore tweets and to flag them as extra difficult. In both the test and the main
round, almost no tweets were ignored due to errors. In the main round, the
annotators also found most tweets acceptable to annotate. One annotator, an-
notator D, marked more tweets as extra difficult to annotate compared to the
others. Interestingly, the annotators rarely agreed on the tweet being marked as
extra difficult.

A B C D
Nr.rejected 34 16 11 142

Table 9.2:  Rejected tweets

As reported in Lindahl (2024), the annotators marked spans in most tweet,
between 95-80% of the tweets. Annotator A diverged from the others, annotat-
ing more and shorter spans on average but also the most tokens. The average
length of a span was between 4-6 tokens.

Further examining the annotations, part of speech (POS) patterns were in-
vestigated. The annotators have a similar distribution over part of speech anno-
tated. The most common POS is nouns followed by verbs. Annotator A differ
again, their spans more often starts with proper nouns, compared to the others.
All of them starts their spans the most with nouns (Between 37-45% of spans).
The annotators also most often end the spans with nouns (about 70% of spans).

9.5.2 Agreement

As reported in Lindahl (2024), Krippendorff’s o (Krippendorff 1995) on token
level for all annotations is 0.41, ranging between 0.36-0.46 for different anno-
tator combinations. The agreement is low to moderate according to the scale
by Landis & Koch (1977), with higher in some annotator combinations.
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However, evaluation on token level is not always suitable for span annota-
tion. Most agreement measures assume that the units of annotation are prede-
fined. In span annotation, the annotator both divide some continuum into units,
in our case text into spans, and labels them. Because of this, we implemented a
version** of Krippendorff’s o developed specifically for determining the relia-
bility of the unitizing process and the labels: unitized alpha, , o (Krippendorff
et al. 2016, Krippendorff 2013). This coefficient has been suggested as an ap-
propriate measure for span labeling, but has not been adopted on a wide scale
(Klie et al. 2024). To our knowledge, this is the only python implementation
of this coefficient.

wo itself has four variants, all giving valuable information about the an-
notations. Three of them are shown in table 9.3. , « is the general agreement
of both the spans and the labels (in this case positive and negative). |, « de-
scribes the agreement between spans, disregarding the label (unannotated vs.
annotated segments). Taking the annotations in this paper as an example, this
variant reports agreement of all annotated spans, ignoring the label of these
spans. .« instead only consider the intersections of annotated segments and
describes agreement on label. ., « also reports its coverage, how much of the
data which consists of overlapping spans.

The fourth version, x,, v, reports agreement on each label separately, which
in our case is almost the same as ., for both categories.

Combo wQ W  cu® QL cOverage
ABCD 034 0.31 0.84 13.5%
ABC 045 043 0.88 14.1%
ABD 0.39 036 091 12.6%
ACD 0.36 0.33 0.83 14.3%
BCD 0.41 038 0.89 14.5%
Average 0.39 0.36 0.87 -

Table 9.3: , « for different annotator combinations

Like «, agreement is perfect when ,,«v is 1. Similar to other agreement coef-
ficients, how to interpret what is an acceptable or good level of ,, v is not always
clear.

In table 9.3 above, we can see that while agreement is low concerning where
the spans are located (|, between 0.31-0.43), it is high where the annotators
have annotated the same segments (., between 0.83-0.91). An example of this
can be seen in the example in the beginning of this section. The coverage of ., «
tells us that between 12-14% of the annotated data are overlapping spans. The

*https://github.com/lindanna/unitized_alpha
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annotators thus do not agree very much on where attitudes are being expressed.
However, when they do agree that an attitude is being expressed, they agree on
the label. Determining if something is positive or negative seems easier than
determining what to include.

9.6 Discussion & Summary

In this paper a dataset of annotated political tweets, with the accompanying
annotation procedure, was presented. The agreement (normal Krippendorft’s
«) for our dataset was similar to the ones reported in Rouces et al. (2020), but
lower than that in Bosc et al. (2016) or Trautmann (2020).

During the annotation process, based on the annotators feedback, we iden-
tified several challenges in annotating attitudes. The most prominent one was
what to consider an attitude. Due to ambiguity, implicitly and sometimes phras-
ing, the annotators reported difficulties determining what to include. While we
tried to solve this by only annotation explicit attitudes, it remained a problem.

By using our new implementation of unitized alpha (,«), we can confirm
this problem. The annotators differ in where they have annotated the spans,
resulting in general ,« of 0.34. However, at the places where they have anno-
tated the same spans, the agreement (., «) is 0.87. This highlights the need to
not only report one agreement number, but to look at annotations from several
angles.

A future annotation task of this kind could probably benefit from annotation
predefined spans, or annotating in several steps, as in for example Trautmann
(2020). Another factor to consider in this, previously shown by Lindahl (2024),
is that there can be several possible interpretations, naturally leading to lower
agreement.
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Abstract. Disagreement, perspective or error? There is a growing discussion
against the idea of a unified ground truth in annotated data, as well as the useful-
ness of such a ground truth and resulting gold standard. In data perspectivism,
this issue is exemplified with tasks such as hate speech or sentiment classifi-
cation in which annotators’ different perspectives are important to include. In
this paper we turn to argumentation, a related field which has had less focus
from this point of view. Argumentation is difficult to annotate for several rea-
sons, from the more practical parts of deciding where the argumentation begins
and ends to questions of how argumentation is defined and what it consists of.
Learning more about disagreement is therefore important in order to improve
argument annotation and to better utilize argument annotated data. Because of
this, we examine disagreement in two corpora annotated with argumentation
both manually and computationally. We find that disagreement is often not be-
cause of annotation errors or mistakes but due to the possibility of multiple
possible interpretations. More specifically, these interpretations can be over
boundaries, label or existence of argumentation. These results emphasize the
need for more thorough analysis of disagreement in data, outside of the more
common inter-annotator agreement measures.

10.1 Introduction
Annotated data is needed in most NLP and machine learning tasks, often build-

ing upon the idea that phenomena can be consistently and uniformly labeled
(Plank 2022). However, annotation can be a complex task with several steps
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(Krippendorff 2018, Artstein & Poesio 2008) and it is often the case, especially
the more subjective the task, that the annotators do not agree. Annotation dis-
agreements or variation can be due to several reasons, such as an unclear or
ambiguous task or annotator errors, but they can also be due to diverging opin-
ions (Dumitrache 2015, Uma et al. 2021b). Usually, these disagreements are
disregarded, no matter their reason, and the annotations are aggregated using
the majority vote for each annotation into a gold standard.

There is however a growing discussion concerning this practice, which ar-
gues that disagreements contain information which could (and should) be uti-
lized (Uma et al. 2021b). For example, Plank et al. (2014) show that disagree-
ment can be systematic and due to lingustically debatable cases rather than
annotation error. Plank (2022) further argues that by assuming there exists a
ground truth one misses information from disagreements, which can be due to
subjectivity or multiple plausible answers. Mostafazadeh Davani et al. (2022)
also discuss the issue of only using majority vote and present a model which
learns from all annotations.>”

A central concept in this discussion is data perspectivism,’® (Cabitza et al.
2023, Basile et al. 2020), which argues that in highly subjective tasks (and
many others) there isn’t always one single truth or interpretation to be found in
the data. For example, in tasks such as sentiment or hate speech classification,
an annotator’s ethnicity or social background might result in variation or dis-
agreement between annotators (Akhtar et al. 2020). Disagreement or different
perspectives could also arise due to ambiguity in language or to context Basile
et al. (2021). Therefore, in order not to lose important information, all perspec-
tives should be included in all steps when learning from (annotated) data, from
using and sharing non-aggregated datasets to taking in multiple perspectives
when evaluating (Basile et al. 2020, 2021).

An interesting example in this discussion is argumentation (annotation). Ar-
gumentation in itself is naturally full of perspectives and disagreement, which
can spill over into the annotation and corpus creation process. In NLP, argu-
mentation is often annotated with the intent of using it for argumentation min-
ing, which aims to automatically identify and analyse argumentation (Lindahl
& Borin 2024). Considering this aim, including and representing all perspec-
tives in argumentation should be relevant.

Annotating argumentation is challenging and time consuming. There is no
uniform or widely accepted definition of argumentation(van Eemeren 2017)
which can make designing an annotation task non-trivial. Argumentation can

351t has also been the focus of two recent Semeval tasks (Leonardelli et al. 2023, Uma et al.
2021a).
https://pdai.info/
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also be context-dependent, ambiguous and complicated (Stede & Schneider
2018), which can make reaching high agreement between annotators difficult.
Identifying and analysing disagreements will thus not only help identify differ-
ent perspectives but it will also be useful for developing better guidelines and
tasks in the challenging field of argumentation annotation.

Despite these challenges, not much work has looked at disagreement in ar-
gumentation annotation in detail, or from the perspectivist point of view. Any
study about argumentation annotation deals to some extent with disagreement
in data, but usually with the purpose of finding a single ground truth or at
least a way of creating a gold standard. An exception to this is the study by
Hautli-Janisz et al. (2022), which presents a taxonomy of disagreement in their
political debates corpus. Their corpus is annotated with argumentation, using
argumentation graphs.

Because of the above mentioned challenges, in this paper we present further
data on disagreement in argumentation annotation. Compared to Hautli-Janisz
et al. (2022), our corpora is in the domain of social media, in the Swedish lan-
guage. Our analysis and annotation schemes also differ. The contributions of
this paper are:

* Our data add to the knowledge of disagreement in argumentation anno-
tation, more specifically:

— Examples of disagreement from social media

— Examples of disagreement from Swedish language data

A comparison of annotation disagreements to quantitative measurements

We do the above by showing a range of examples of (presumed) disagree-
ment from two Swedish corpora annotated with argumentation. In our exam-
ples, we show that in most cases disagreement do not stem from one right and
one wrong interpretation. Instead, much of the disagreement could be consid-
ered different variations of the same argument or different, but equally plausi-
ble, interpretations. This is followed by various measures examining the dis-
agreement in the two corpora contrasting it to the quantitative analysis. The data
presented is also followed by a short discussion of what these disagreements
could mean for argumentation annotation.

10.2 Argumentation annotation

Argumentation is often annotated for the reason of argumentation mining or
the related field of stance detection. Argumentation mining aims to identify
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not just our opinions but how we argue for them, and can include everything
from classifying argumentation and its components to analysing argumentation
strategies or and inferences (Lawrence & Reed 2020, Stede & Schneider 2018).

Argumentation is difficult to annotate for several reasons, as mentioned in
the previous section. One reason for this is because there is no single defini-
tion of argumentation, and there might not be a definition which covers all
purposes (van Eemeren 2017). There are also several different argumentation
models (Bentahar et al. 2010, Toulmin 1958, Walton et al. 2008). Regardless of
theoretical foundation, argumentation is complex and context-dependent, and
often implicit (Lawrence & Reed 2020, Lindahl & Borin 2024). Annotators
are commonly told to disregard their own opinions when annotating argumen-
tation, but some argumentation might need domain-knowledge or expertise,
and it might even be up to personal opinion. There can also be cases where
there is more than one possible interpretation. Choosing what unit to annotate
is also not straightforward - argumentation can stretch over several sentences
or be contained in one phrase.

These difficulties are reflected in argumentation annotated corpora - many
are not very large with moderate IAA 37 (Rosenthal & McKeown 2012, Lippi
& Torroni 2016b, Torsi & Morante 2018, Wiihrl & Klinger 2021). The many
variants of annotation models, schemes and methods also make it difficult to
compare corpora and studies, especially when datasets are often already curated
and aggregated into a gold standard (Lindahl & Borin 2024).

10.2.1 Disagreements in argumentation annotation

Although many works on argumentation annotation discuss (dis)agreement to
some extent, they usually only report some IAA measure. The annotations are
then aggregated using majority vote, or it might not even be reported how the
gold standard was created.

However, there are examples of disagreement being treated differently. For
example, Rosenthal & McKeown (2012) have their two annotators resolve their
differences together when creating the gold standard. Haddadan et al. (2019)
resolve differences in their annotations by having experts annotate a subset of
their data. When curating the data the annotators who where agreeing the most
with the experts were chosen in cases of disagreement. Toledo et al. (2019)
remove judgments by annotators who have an average low agreement with the
other annotators or have failed hidden test questions (with predefined answers)
in the annotation task. They also motivate the usefulness of their data despite
the moderate agreement by showing it can be used for prediction successfully.

3TIAA should however not be seen as the only measure of quality.
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While there are alternative approaches to curating data, not as much work
exists which analyse and discuss disagreement. Stab & Gurevych (2014) anno-
tate the argumentation components claims and premises, and find that the most
disagreement occurs between the two (as compared to occurrence of compo-
nents). They find that this could be because some components can function both
as claim and premise, depending on which argumentation the component be-
longs to. In Lindahl et al. (2019) similar patterns are found, where a component
can be both a conclusion and a premise depending on the context. Teruel et al.
(2018) analyse their annotation of ECHR judgments. They find agreement on
what is argumentative but not on the components claims, premises and major
claims. When analysing the disagreements they find, in short, that claims and
premises presented as facts is the reason for some disagreements.

The previously mentioned Hautli-Janisz et al. (2022) present similar work
to what is presented here. They investigate annotation of political debates with
Inference Anchoring Theory (IAT) (Budzynska et al. 2014, 2016). Their anno-
tation/analysis of the debates is done within the IAT framework, which includes
segmenting the text into appropriate argumentative discourse units (called lo-
cutions) and their propositional content. These units are then used to build a
directed graph which shows the argumentation structure and relations. They
present a taxonomy of disagreement with three main categories: annotation er-
ror, fuzzy language and ambiguity. Annotation errors are annotations that don’t
agree with the guidelines, fuzziness refers to examples which can be ”seman-
tically and pragmatically fuzzy” and different interpretations occur because of
underspecified language . Ambiguity refers to “clearly separate interpretations
based on syntactic, (lexical) semantic or pragmatic ambiguity” (clearly separate
interpretations). The categories also include subcategories.

When it comes to incorporating the different annotators’ views into the
learning process, there are are some but not many examples of perspectives
being used in argumentation mining.>® Romberg (2022) predicts concreteness
and subjectivity, using both the hard labels from the data and a subjectivity
score from the annotations. Furthermore, Heinisch et al. (2023) explore dif-
ferent ways of representing perspectives (from majority vote to isolating an-
notators) in an argument quality task and van Der Meer et al. (2024) evaluate
diversity in an argument summarizing task.

3¥More examples will surely come as there is a shared task for perspective argument
retrieval in the argumentation mining workshop 2024: https://blubberli.github.io/
perspective-argument-retrieval.github.io/
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10.3 Case studies: two argumentation corpora

Below the two corpora discussed in this paper are described. The two corpora
are annotated for argumentation or stance. Both corpora have spans as unit of
annotation, decided independently by the annotators. This presumably leads to
more disagreement, but it also gives us the most information about the annota-
tors’ opinions and variation compared to annotating more discrete units.

10.3.1 Political tweets

This corpus consists of 4,028 tweets from Swedish political parties and party
leaders (in preparation). The tweets are annotated for positive and negative
stance by four annotators, with each tweet being annotated by at least three
annotators.

The annotators were first asked to determine if there was a positive or neg-
ative attitude expressed in the tweet (also phrased as if the tweeter was for or
against something). If so, they should mark the object the attitude is about. The
unit of annotation is spans, as an object of attitude can range from a single word
(littering”) or noun phrase (the sale of diesel cars”) to longer spans such as
sentences or tweets. The annotators were however instructed to annotate the
shorter interpretation if in doubt and if possible to avoid longer spans. They
were also told to annotate all instances of an attitude.

10.3.2 Online forums

This corpus consists of 9 threads from two Swedish online forums, about 28,500
tokens, annotated by 8 annotators Lindahl 2020. The annotators were asked to
annotate spans of argumentation, given a definition of argumentation. They did
not annotate any argumentation components or structure. Half of the annota-
tors also gave a summary of each argumentation span they annotated, providing

valuable insight in their perspectives®.

10.4 Examples of disagreements

In this section examples of disagreement from the two corpora are shown. All
examples are originally in Swedish. In the examples from the political corpus,
positive spans are shown in italics and negative spans in bold. In the examples
from the online forum corpus spans of argumentation are shown underlined.

3The summaries are not included in the original paper
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In the first example below we can see how the four annotators have anno-
tated a tweet in the political tweets corpus. There are several interesting things
to notice here. While a token comparison would indicate a high level of dis-
agreement, we can see that the four of them do agree on ”Centerpartiet”, *The
center party’, being described with a positive attitude (in bold). However, one
of the annotators have chosen to include the full sentence where the word oc-
curs (“Centerpartiet 11th of September”), which leads to token disagreement.*
Three of them have also chosen to annotate ”compassion” as positive, with two
of them including ”always”, which also increases token disagreement.

A. Attinte gora skillnad pa ménniskor, dela in dem utifrin ursprung eller
tro, det handlar om att visa respekt . Det dr egentligen ganska enkelt. Alltid
medmaénsklighet. Aldrig rasism. Rosta pd Centerpartiet 11 september. For
Sveriges bésta.

B. Att inte gora skillnad pd mdnniskor, dela in dem utifrdn ursprung eller
tro, det handlar om att visa respekt. Det ar egentligen ganska enkelt. Alltid
medmdnsklighet. Aldrig rasism. Rosta pd Centerpartiet 11 september. For
Sveriges bésta.

C. Attinte gora skillnad pa ménniskor, dela in dem utifrin ursprung eller
tro, det handlar om att visa respekt. Det dr egentligen ganska enkelt. Alltid
medmaénsklighet. Aldrig rasism. Rosta pa Centerpartiet 11 september. For
Sveriges bésta.

D. Attinte gora skillnad pd ménniskor, dela in dem utifran ursprung eller tro,
det handlar om att visa respekt. Det ar egentligen ganska enkelt. Alltid
medmdnsklighet. Aldrig rasism. Rosta pa Centerpartiet 11 september. For
Sveriges bésta.

A. ‘To not discriminate between people, distinguish them based on origin
or faith, that is a matter of showing respect. It is really quite simple. Always
compassion. Never racism. Vote for Centerpartiet 11th of September. For
Sweden’s sake.’

B. ‘To not discriminate between people, distinguish them based on origin or
faith, that is a matter of showing respect. It is really quite simple. Always
compassion. Never racism. Vote for Centerpartiet 11th of September. For
Sweden’s sake.’

“0One could of course argue that annotator B considers the positive attitude as referring to
voting for the center party on the 11th of September, instead of the general positive attitude the
other annotators presumably have inferred from the urging to vote message.
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C. ‘To not discriminate between people, distinguish them based on origin
or faith, that is a matter of showing respect. It is really quite simple. Always
compassion. Never racism. Vote for Centerpartiet 11th of September. For
Sweden’s sake.’

D. ‘To not discriminate between people, distinguish them based on origin or
faith, that is a matter of showing respect. It is really quite simple. Always
compassion. Never racism. Vote for Centerpartiet 11th of September. For
Sweden’s sake.’

The first sentence in the tweet displays a disagreement that might not be one.
Annotator B has annotated ”To not discriminate between people, distinguish
them based on origin or faith, that is a matter of showing respect” as positive.
Annotator A and C has instead chosen to exclude the initial ”To not”, resulting
in a negative label. Both of these annotations could be considered correct as
well as in some kind of agreement. This kind of issue also arises with terms such
as "stop” (stop the municipal crisis”), “prevent” ("prevent the climate crisis”).
This was brought up before the main annotation round and the annotators were
asked to not include the negative term in the annotation, but it might not have
been easy to determine in some cases.

A shorter example of disagreement about what to include is seen below. All
annotators agree that ”solve the problems” is positive and two of them have
annotated “not ignore them” as negative. Again, it is not obvious that either
annotation is clearly wrong or right, or in conflict.

A. Lét oss losa problemen. Inte blunda for dem.
B. Lét oss losa problemen. Inte blunda for dem.
C. Lét oss losa problemen. Inte blunda for dem.

D. Lat oss ldsa problemen. Inte blunda for dem.

A. ‘Letus solve the problems. Not ignore them.’
B. ‘Let us solve the problems. Not ignore them.’
C. ‘Letus solve the problems. Not ignore them.’

D. ‘Let us solve the problems. Not ignore them.’
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If we instead look at examples from the annotation of online forums, we can see
similar examples of disagreement over boundaries, even if the task is slightly
different. Spans annotated as argumentation are here underlined. In the example
below, 7 out 8 annotators agree that "It is like encouraging a life as a housewife”
is argumentation (the topic of the thread is home economics). Two of them have
also included ”And housewives do not belong in a society in the year 2020”.

* 5 of 8: Det dr ju som att uppmuntra till hemmafruliv. Och hemmafruar
hor inte hemma i ett samhélle ar 2020.

* 2 of 8: Det &r ju som att uppmuntra till hemmafruliv. Och hemmafruar
hor inte hemma i ett samhélle &r 2020.

* Det ar ju som att uppmuntra till hemmafruliv. Och hemmafruar hor inte
hemma i ett samhélle ar 2020.

+ 50f8: ‘Itis like encouraging a life as a housewife. And housewives don’t
belong in a society in the year 2020.

» 2 of 8: ‘Itis like encouraging a life as a housewife. And housewives don’t
belong in a society in the year 2020.’

+ 1 0of8: ‘Itis like encouraging a life as a housewife. And housewives don’t
belong in a society in the year 2020.’

Three of the annotators wrote a summary for their annotations. One of them
have chosen to motivate the argumentation using it does not belong in the
year 2020” even if the annotator did not include that in his or her span (this
would maybe be a reconstruction error in Hautli-Janisz et al. (2022)).

In the next example we can also see that most annotators agree that the first
sentence is argumentation, but only three of them have included the second
sentence. Two have also chosen not to annotate at all.

* 3 of 8: Anders &r ju ett gubbnamn just nu sa tror knappast att det hadde
varit populdrt endd. Dagens anders kéndisar kommer vara bortglomda
langt innan det blir populért igen.

* 3 of 8: Anders &r ju ett gubbnamn just nu sa tror knappast att det hadde
varit populdrt endd. Dagens anders kéndisar kommer vara bortglomda
langt innan det blir populért igen.

» 2 of 8: Anders ér ju ett gubbnamn just nu s tror knappast att det hadde
varit populdrt enda. Dagens anders kidndisar kommer vara bortglomda
langt innan det blir populért igen.
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* 3 of 8: “Well Anders is an old man’s name right now so I hardly think it
would have been popular anyway. Today’s celebrities will be long for-
gotten before it is popular again.’

* 3 of 8: “Well Anders is an old man’s name right now so I hardly think it
would have been popular anyway. Today’s celebrities will be long for-
gotten before it is popular again.’

» 2 of 8: “Well Anders is an old man’s name right now so I hardly think it
would have been popular anyway. Today’s celebrities will be long for-
gotten before it is popular again.’

Below is another example of how a post was annotated. A,F,G,H annotated
only the underlined part. B annotated the whole post. C annotated the first part
as one argument, and the second underlined part as another argument. D also
annotated the post as two arguments but split between the arguments at the last
sentence. E did not annotate the post at all.

Jag haller med. Smabarn kan vara jobbiga och téra pa relationer, ja. Och
foredra den ena fordldern, fullt normalt &ven om det séklart &r trakigt.
Vad har tredringen att vara tacksam for? Att hen ska vara ndjd och tack-
sam for att ni har “offrat” er och flyttat dit for att bo med dem &r for
komplicerat och for mycket begirt av en treéring oavsett om hen tycker
om att bo med er.

‘I agree. Young kids can be a handful and tough on relations, yes. And
to prefer one parent, is fully normal even if it of course is tough. What
does the three-year old have to be thankful for? That he/she should be
happy and grateful because you have “made a sacrifice” and moved to
live with them is to complicated and too much to ask of a three-year old
regardless if he/she likes to live with you.’

F,G,H, who annotated the same span, summarised the argumentation:

+ It’s too much to ask to expect gratefulness because the child is three years
old and has nothing to be grateful for.

* The three-year old can not be expected to be grateful because it is too
complicated and to much to ask of a three-year old.

* A three-year old does not need to be grateful, he/she is too small to un-
derstand what you have ”sacrificed”.
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In the summaries we can see that even if the annotators have annotated the
exact same parts, they interpret the argumentation slightly differently - there
is no reason for the three year old to be grateful compared to that there is a
reason to be grateful, but the three year old cannot understand it. The variation
in the summaries is similar to the “fuzziness” disagreement in Hautli-Janisz
et al. (2022), more specifically the subcategory “fuzzy reconstruction”.

These examples show some broad trends in disagreements (disregarding
disagreements from errors). These are :

1. Disagreement over boundaries — what to include
2. Disagreement over what to annotate — existence of argumentation
3. Disagreement over positive or negative label

We have seen examples of 1 in both corpora. This might indicate that there
is some agreement over some minimal unit of argumentation, but not where it
starts or ends. Examples of annotators summarising the annotations including
parts they did not mark in their spans might also indicate that these boundaries
are not set in stone. There are however examples where different boundaries
could result in slightly or very different interpretations, even if no example of
the latter was shown here.

We can see an example of 2 in the first example. This might be due to
different viewpoints or perspectives in the annotators. In the absence of an-
notation it is difficult to make any conclusions about why an annotator has
chosen or not chosen to annotate, expect that an annotator has not considered
the text argumentation. However, during discussions with the annotators, ex-
amples which one annotator had annotated as argumentative and the others had
not were brought up. The divergent annotator would often have the others agree
with him or her. It might not be the case that they strictly don’t agree on argu-
mentation they have left out to annotate but instead that they focus on different
things in the text.

The third disagreement category, disagreement over positive or negative
label, can be a ”real” disagreement. But it can also depend on what was included
in the annotated span, as we have seen. All three disagreements could also of
course indicate some problem in the annotator guidelines.

10.5 Disagreement in numbers

Can one assume that these examples of disagreements are representative for all
the annotations? Is it possible to find these kinds of disagreements computa-
tionally? We can find some clues if we look at the annotators. We can see dif-
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ferences in how much the annotators have annotated. Table 1 shows annotator
statistics from the political tweets corpus. A has annotated more, both in spans
and tokens, meaning A probably disagrees with the others over existence of ar-
gumentation. However, the proportion between negative and positive spans is
similar to the other annotators. A has also shorter spans on average than the oth-
ers, something which could indicate differences in splitting up argumentation
as shown the previous section (disagreement over boundaries).

A B C D
annot. spans 10304 5098 5254 3600
avg spans/tweet 3.2 1.9 2 1.3
avg span length 4 6 6 6
nr of pos spans 7185 3450 3735 2384
nr of neg spans 3119 1648 1519 1216
% tokens annot. 42% 29% 31% 21%
% tweets annot.  95% 81% 80% 84%

Table 10.1: Annotator statistics - political tweets

Annotator no. arg. no. arg. to- % of tokens avg. no. sen-
spans kens anno. t/arg span
A 135 9346 46% 4.45
B 174 11721 57% 4.40
C 81 6049 30% 5.11
D 109 6755 33% 4.14
E 75 2094 10% 1.87
F 141 5704 28% 2.60
G 167 1257 61% 4.92
H 134 7118 35% 3.39

Table 10.2:  Annotator statistics - online forum (Lindahl 2020)

We can see differences between the annotators in the online forum corpus as
well (table 2), with the number of annotated tokens ranging between 10 to 57%.
Annotator E has annotated a lot less than the others, which might indicate actual
error or misunderstanding of the task. Note also that C and D have annotated
roughly the same number of tokens but not the same number of spans, which
might indicate more agreement than seen in the numbers. Thus, comparing
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N

(a) ABC (b) ADC

Figure 10.1: Overlapping spans for annotators ABC and ACD

number of tokens and units annotated between annotators might hint that the
disagreement is over boundaries or over existence of argumentation.

With the differences in amount of tokens annotated, the IAA measures (table
3 and 4) are, as expected, low to moderate (Krippendorff’s a, K-a)(Landis &
Koch 1977).

Ka % agreement
Tokens Tokens

All 0.4 0.57

ABCD 0.36 0.46

ABC 0.46 0.63

ABD  0.39 0.58

ACD 036 0.53

BCD 0.42 0.6

Table 10.3: TAA for tweets

There are however differences between the annotators - some agree more
than others. In table 3, we can see that the ’ABC’ combination agree more than
’ACD’. Likewise, Cohen’s k pairwise between the annotators (tokens) vary
from 0.49 (A &B) to 0.30 (A & D). In the online forum it varies from 0.57 (A
& B) (or 0.55 B & H) to 0.14 (D & E). Note that using tokens or sentences for
IAA is only one way of measuring agreement, as shown in the examples in the
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previous section, where the annotators sometimes agree on a part of the same
span.

This partial agreement might indicate that there is some consistent overlap
between some of the annotators even if they don’t agree on the boundaries. In
the political tweets corpus, we find that the majority of the spans overlap with
at least one other annotator. In figure 1a, overlaps between spans among the
three annotators with the highest K-alpha is shown (ABC). Annotator A has
annotated the most spans, and most of the spans from the other two annotators
overlap with A’s. B and C do not overlap as much with each other. The overlaps
between the annotator combination (ACD) with the lowest k-alpha is shown in
figure 1b. Although the number of overlapping spans between all annotators is
greater in figure la than in figure 1b, annotator A’s spans overlap with more
spans individually in figure 2. The other annotator combinations show similar
patterns (see appendix A).

Tag combination % of total tokens
0,0,0 48
0,0,POS 16
0O,POS,POS 11
POS,POS,POS 8
0,0,NEG 8
NEG,NEG,0 5
NEG,NEG,NEG 3
NEG,POS,0 1
NEG,POS,POS 1
NEG,NEG,POS 0.3

Table 10.4: Distribution of tag combinations

If we instead look at the labels in the political tweets corpus, we can see
that despite the example of the label changing depending on span length, the
agreement is high. About 10% of tokens were annotated with either a positive
or negative label, and the observed agreement is 92% and K-« is 0.86. This
indicates that the annotators agree on what is negative and positive. The most
common disagreement is instead between no label and the positive label, fol-
lowed by no label and negative. Disagreement over existence or boundaries
of positive spans seems to be more difficult than negative spans. This can be
seen in table 5. This table shows the distribution of the tag combinations for all
tweets which has been seen by three annotators, regardless of annotator iden-
tity.



10.6 Discussion 147

10.6 Discussion

In comparing our disagreement categories to the categories in Hautli-Janisz et
al. (2022) we can find both similarities and differences. Their first category,
annotation errors w.r.t. the guidelines is difficult to compare against since our
annotation schemes differ (annotation of spans compared to construction of
argumentation graphs). As our guidelines allowed for any span length, we can’t
consider boundary disagreement as errors. While we do find some annotation
errors in our data, they do not seem to be behind the disagreement examined so
far. Annotation errors make up most of the disagreement in Hautli-Janisz et al.
(2022). Our manual analysis does not look at as many examples as theirs, but
it seems like disagreement over boundaries are more frequent.

Our first disagreement category, boundary disagreement, is similar both to
the *fuzziness’ and ’ambiguity’ category. Hautli-Janisz et al. (2022) distin-
guishes between the two by defining ambiguity as “those instances where a
string yields two fully discrete discourse or argumentative structures” whereas
fuzziness relates to language patterns common in natural language such as
vagueness which therefore result in different analyses which themselves are
valid, but illustrate the uncertainty in representing partially underspecified or
vague language.” A disagreement in boundary could result in both separate and
similar interpretations. Looking at the reformulations made by the annotators
in the online forums corpus, it seems that they do interpret the argumentation
similar but slightly different. This would mean that we found more fuzziness
than ambiguity.

No matter the type of disagreement, dealing with disagreements require
some kind of strategy. As mentioned in section 2.1, analysing and utilizing
disagreements in argumentation corpora is usually disregarded in favor for ma-
jority vote, or some other aggregation method is used. It would perhaps make
more sense, that in order to deal with disagreements one must first know what
kind of disagreements there are. If the disagreements are actual annotation er-
rors these should be dealt with accordingly. For example, there are methods for
finding unreliable annotators (Hovy et al. 2013, Simpson & Gurevych 2019).

However, as we have shown examples of here, disagreement in argumenta-
tion annotation is not always because of annotation errors but can be due to the
possibility of several interpretations or boundaries. A more thorough analysis
of the annotations, including both quantitative and qualitative aspects, instead
of only relying on standard IAA measures could help identify disagreements.
For example, the manual analyses we have shown here found that boundary
disagreement wasn’t necessarily wrong. A more liberal matching approach in
combination with agreement measures could help with resolving and measur-
ing such disagreement. Manual analysis could also identify specific disagree-
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ments like the effect inclusion of negation in a span has on disagreement. This
possibly could be solved (or identified) by automatically inverting the negation
in the text.

This still leaves the cases where there are different interpretations of the
same argumentation, or cases where annotators have annotated varying num-
ber of argumentation. Assuming we want to keep all perspectives, we could
resolve this by either weak perspectivism: creating a gold standard combining
all voices in some way, or strong perspectivism: using the data from the anno-
tators individually (Cabitza et al. 2023).

10.7 Conclusion and Outlook

In our examples, we have shown that not all disagreements in argumentation
corpora are the same, and that not all of them should be considered disagree-
ments but rather variation or perspectives. In order to determine what kinds of
disagreement there are, IA A measures are not enough and a thorough look at the
data is needed. This requires methodologies and research about disagreement
in argumentation annotation. The development of taxonomies of disagreement
specific to argumentation annotation, as in Hautli-Janisz et al. (2022), will also
help categorizing disagreement. More research is needed on disagreement in
argumentation corpora in order to find further patterns of disagreement or per-
spectives. An important part of this would be access to more non-aggregated
datasets, which would enable more studies across argumentation domains and
models. And finally, methods for learning from disagreement, such as soft loss
(Uma et al. 2020) or labels (Fornaciari et al. 2021, Wu et al. 2023), is as far
as we know a relatively unexplored area for argumentation annotated data and
will surely give interesting results when applied.
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10.A Appendix

Figure 10.2: Overlapping spans for annotators ABD

Figure 10.3: Overlapping spans for annotators BCD
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Abstract. In this paper the (assumed) inconsistency between F1-scores and an-
notator agreement measures is discussed. This is exemplified in five corpora
from the field of argumentation mining. High agreement is important in most
annotation tasks and also often deemed important for an annotated dataset to
be useful for machine learning. However, depending on the annotation task,
achieving high agreement is not always easy. This is especially true in the field
of argumentation mining, because argumentation can be complex as well as
implicit. There are also many different models of argumentation, which can
be seen in the increasing number of argumentation annotated corpora. Many
of these reach moderate agreement but are still used in machine learning tasks,
reaching high F1-score. In this paper we describe five corpora, in particular how
they have been created and used, to see how they have handled disagreement.
We find that agreement can be raised post-production, but that more discus-
sion regarding evaluating and calculating agreement is needed. We conclude
that standardisation of the models and the evaluation methods could help such
discussions.

11.1 Introduction

Most tasks in natural language processing require datasets annotated with some
information, preferably of high quality, to learn from. The quality of such data-
sets is often measured by how well the annotators agree on the phenomenon
being annotated: an inter-annotator agreement (IAA). The intuition behind this
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is that if a certain number of people agree upon something then the annotations
represent some knowledge which can deemed more reliable, and thus it will be
easier for a machine-learning algorithm to learn from the data.

However, in many tasks reaching high IAA is difficult, especially in more
complex and possibly more subjective areas. In the field of argumentation min-
ing, which aims to automatically identify and analyze argumentation, this is
especially true. Many datasets annotated with argumentation report lower IAA
than other tasks in natural language processing. This raises the question of what
do with datasets in which the agreement is lower, can this be solved and will
they still be useful?

In argumentation mining, there are several examples of corpora which have
an TAA on the lower side, but still have been proven useful (that is good re-
sults*') in machine learning tasks. These results might also indicate that the
current measurements of agreement might not be suitable for our tasks and
that the agreement measures themselves can be difficult to interpret, something
which has been discussed in Artstein & Poesio (2008).

Therefore, in this paper we describe some of these argumentation corpora, in
order to explore how the agreement in these corpora has been tackled or how
the (assumed) inconsistency can be explained. These corpora where selected
as they are all within the same task in argumentation mining and all report
moderate agreement but high F1-scores.

First, we give the field of argumentation mining a short introduction. Then,
the argumentation corpora are described followed by discussion.

11.2 Argumentation mining & annotation

Argumentation mining is a relatively young field which aims to develop meth-
ods and datasets for automatically identifying argumentation. This is a chal-
lenging task, as argumentation can be complex and often implicit. How to an-
notate argumentation is also a challenge in itself, because argumentation does
not have a unified definition which can be applied in all cases or an agreed upon
way of modelling it (van Eemeren et al. 2019, Habernal & Gurevych 2017).
Nonetheless, the argumentation mining process is often described similarly
— first identify the argumentative text, then the argumentation components such
as claims and premises. After this step, relations between components and the
arguments themselves can be annotated (for example attack or support) (Palau
& Moens 2009, Peldszus & Stede 2013, Stab & Gurevych 2017). There are also

“'What is “good” machine learning results can of course also be up for discussion but we
leave that for another paper.
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approaches focusing on argument quality (El Baff et al. 2018) or inferences in
argumentation (Visser et al. 2018b).

The agreement is often calculated using Cohen’s x, Fleiss’ x or Krippen-
dorff’s a, all of them measuring agreement (disagreement) by taking into ac-
count agreement (or disagreement) by chance. Values below 0 indicates agree-
ment less than the chance agreement, and 1 indicates perfect agreement. Values
between 0—1 are usually interpreted using the Landis & Koch scale, which says
that results between 0.41-—0.60 are moderate and 0.61-—0.80 are substantial. As
discussed in Artstein & Poesio (2008), the suitability of these measurements for
linguistic annotation is not always clear. Duthie et al. (2016b) raise the issue
of using Cohen’s x when evaluating argumentation, and suggest the CASS-x
technique, however this has not been widely adopted.

The variety in how argumentation is modelled means there is also a great
variety in how argumentation is annotated and how it is evaluated (see for ex-
ample Lawrence & Reed (2020) or Habernal & Gurevych (2017)). This can
make it difficult to compare results and datasets, even within similar tasks.

In this paper we focus on corpora annotated with the argumentation com-
ponents claims and premises, but as we shall see there are variations of how
to describe these components. There are also other examples of moderate IAA
and higher machine learning results in other areas of argumentation mining
Ajjour et al. (2017), Boltuzi¢ & Snajder (2014).

11.3 Corpora annotated with claims and premises

In this section we will describe examples of argumentation annotated datasets.
For each dataset, we will describe the data, annotation scheme and evaluation.
Then, the results from a machine learning experiment using the same corpus as
training data will be described. The datasets are also described in table 1.

A relatively early (with respect to the field of argumentation mining) ar-
gumentation annotated corpus was created by Rosenthal & McKeown (2012).
This corpus consists of 4,000 sentences, half taken from blogposts from Live-
Journal and half from discussions from Wikipedia debate forums. These sen-
tences were annotated, without context, for presence of an opinionated claim.
The definition of a claim was that “a claim is a statement that is a belief that can
be justified”. Two annotators annotated 2,000 sentences from each source, and
the agreement is reported as 0.5 Cohen’s « for 633 blogpost sentences and 0.56
Cohen’s k for 997 Wikipedia sentences. The final gold standard was created by
the annotators discussing and resolving all their disagreements. The final cor-
pus has a ratio of 60—40% claims—non-claims for the blogposts and 64—36%
for Wikipedia.
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Rosenthal & McKeown (2012) then use logistic regression together with
various features such as part of speech, sentiment and punctuation. They run
experiments on both balanced and unbalanced versions of the two corpora. The
best results on a balanced, combined, version of the corpus is 68.8% accuracy.
Interestingly, when training on one domain and applying it to the other, the
highest accuracy is achieved, between 74—76% for balanced, and 75-83% for
unbalanced datasets.

Teruel et al. (2018) perform an annotation study in which two annotators an-
notate major claims, claims and premises, and relations (attack or support) be-
tween them, in 7 judgments from the European Court of Human Rights (28,000
words). In their annotation study, they present a methodology for improving an-
notation guidelines. They loosely follow Toulmin (2003) when defining their
components, adapting them according to Stab & Gurevych (2015). They define
major claim as: “a general statement expressing the author’s stance with respect
to the topic under discussion”, claim as: “a controversial statement whose ac-
ceptance depends on premises that support or attack it” and premise as: “rea-
sons given by the author for supporting or attacking the claims”

While they find that annotators agree whether a sentence contains a span
which represents an argumentation component or not (0.77-0.84 Cohen’s x),
they agree less on which component is in the span (0.48—0.56 Cohen’s k). The
corpus contained 3.0% major claims, 18.2% claims, 26.6% premises and 52.2%
non-argumentative components. Noting that there is high disagreement in the
major claim category, the authors merge these categories. This increases the
agreement to 0.51-0.64 Cohen’s k.

There is no report on how the gold standard was created, but they report
that using the system developed by Eger et al. (2017), the automatic classifier
makes more mistakes in the categories in which humans disagree more. The
corpus is also used for classification by Frau et al. (2019), who report that they
use a version of the corpus with only claims and premises. They use a BILSTM
architecture with attention for two tasks: in a paragraph, detect which tokens are
part of a claim or not, and likewise, in a paragraph, detect claims and premises.
For the first task, they reach an F1-score of 0.82 and the latter 0.68.

In Haddadan et al. (2019), a corpus of transcripts from US presidential de-
bates between 19602016 is presented. The corpus consists of 6601 turns of
dialogue, made up of about 34,000 sentences. The debates are annotated with
claims and premises, where examples of claims are policies advocated for,
judgments about other parties and candidates, stances on controversial subjects
or opinions on issues, and premises are “are assertions made by the debaters
for supporting their claims (i.e., reasons or justifications)”. Three non-expert
annotators annotated the debates, and the IAA was determined on a subset of
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19 debates which were annotated by all three annotators. IAA was 0.57 x*
for sentences containing an argumentation component or not, and 0.4 « for ar-
gumentation components. In order to create a gold-standard, two expert anno-
tators annotated a subset of 6 debates. When resolving disagreement between
the non-expert annotators, the annotator which had the highest agreement with
the experts were chosen. The resulting corpus has 16,087 claims and 13,434
premises.

This corpus was then used for two classification tasks — argumentation de-
tection and argumentation component detection. The best results for both tasks
came from using an LSTM, 0.84 for the first task and 0.67 F1 for the second.

Schaefer & Stede (2020) annotate 300 tweet-reply pairs, where the first
tweet is seen as a context to the tweet which replies to it. The tweets are in Ger-
man and all contain the German word for climate. The tweets were annotated
with claim and evidence. A claim is described as a standpoint to a topic being
discussed, while evidence is a statement which is used to support a standpoint.
There were two annotators, and they reached an IAA of 0.55 Cohen’s kappa
for if a tweet contained a claim and 0.44 for if a tweet contained an evidence.
They found that 14% of the tweets contained no argumentation component,
27% contained one argumentation component and 59% more than one com-
ponent. Of the ones that contained one component, claim was the dominating
component. How the gold standard is created is not reported, but the corpus
is used for classification. Using different models, they achieve an F1-score of
0.82 for determining if a tweet contains an argument component, and 0.82 and
0.67 for if a tweet contained a claim or a premise, respectively. When classify-
ing spans in tweets in a sequence labelling approach, the F1 for argumentation
is 0.72, 0.59 for claims and 0.75 for evidence. Despite evidence having the
lowest IAA, the sequence labeling approach worked best for that category.

Wiihrl & Klinger (2021) also annotate tweets, but in English and in the
biomedical domain. Their corpus consists of 1200 tweets collected based on
keywords from the medical domain. They annotate claims in the tweets fol-
lowing Stab & Gurevych (2017), describing claims as the central component
of an argument in which the arguer expresses their conclusion. The claims are
further annotated as explicit or implicit. Two annotators annotated the tweets,
with 100 of the tweets being annotated by both annotators. The IAA was 0.56
k for claim or not claim, and 0.48 x for claims as implicit or explicit. About
44% of the tweets contained a claim.

There is no mention of how the gold standard was produced, but the corpus
is used for claim classification. The best macro F1 results are reached with
logistic regression for claims—non-claims and is 0.73 for explicit and implicit

“2The kind of & is not reported.
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claims, or no claim, the macro F1 is 0.54 using a pipeline approach. They also
report using their twitter corpus as training data and test it on a persuasive
essays corpus (Stab & Gurevych 2017), reaching 0.83 for the claims class.

11.4 Discussion and Outlook

As we have seen there are several ways the annotation and evaluation of argu-
mentation components can be carried out, as well as machine learning applica-
tions. There are also different strategies in solving disagreement.

Most of the above studies revised their annotation and discussed the guide-
lines in order to increase the agreement and three of the mentioned studies took
measures in order to increase the [AA after the annotation. Rosenthal & McKe-
own (2012) had their annotators solve their disagreement between themselves,
which resulted in good machine-learning results. Likewise, Haddadan et al.
(2019) solved the disagreement using expert annotators, also reporting good
machine learning results. However, while we can assume the expert annotators
to be more in agreement with each other (Bayerl & Paul 2011), we do not know
by how much.

Teruel et al. (2018) merge their annotation categories and increase their
IAA, but not to a substantial level. Still, their machine learning results show
that their corpus can be used for learning. Finally, for the two last studies we
are not told how a gold standard was reached, but the machine learning task
show that it is possible to learn from the data. Indeed, all studies described
above show that it is possible to either solve disagreement in data or to learn
from it anyway.

However, as previously mentioned, the measures of agreement can be dif-
ficult to interpret. But if we assume that the mentioned datasets all have not
good agreement, we can think of a few, not mutually exclusive, explanations
for the good machine learning results:

1. The corpus has been curated in such a way that the agreement has been
raised.

2. What the machine-learning learns does not correspond to the original
intention of the annotation.

3. The agreement measure is not representative of the “true” agreement.
4. High agreement is not needed in order to learn the task.

We have seen that 1. is indeed possible. Number 2 as an explanation could be
due to anything between an unbalanced dataset (although all mentioned data-
sets here are fairly balanced.) to the machine learning algorithm picking up
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spurious cues (which relates to the whole field of blackbox nlp, see for exam-
ple Niven & Kao (2019)). Number 3 would mean that there is agreement in
the data which is not captured by the chosen IAA measure or that the scale for
judging the TAA is not suitable. As previously stated, the suitability and inter-
pretability of the different agreement measures has been discussed. However,
they are still widely used as measure of quality, instead of for example percent-
age agreement. Perhaps, if the goal is to use the dataset for machine learning,
the machine learning results could be included in evaluating the quality of a
dataset.

Number 4 ties in to discussions in Uma et al. (2021b) which discuss scenar-
i0s where there might be more that one possible interpretation of a gold label
and how to learn from that. As two of the datasets provide the raw annotations,
approaches mentioned Uma et al. (2021b) would be also be a potential future
research. Number 4 also raises the question of whether there is a lower limit of
an IAA for the data to be useful.

All of above the explanations open up for more studies, but especially calls
for more discussion of IAA in relation to machine learning results, such as the
discussion in Teruel et al. (2018).

To conclude, we have seen that it is possible to achieve good results on clas-
sification tasks even with lower IAA. This raises several interesting questions,
such as what do the machine algorithm learn from or what is a sufficient IAA,
but also highlights the need for discussing these issues. In particular, it calls for
more discussion regarding agreement, how to calculate it and how to use it. It
also shows the need for standardisation in many of the aspects in argumentation
mining — the annotation, evaluation and use of datasets.
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Abstract. Annotated data is essential for most NLP tasks, but creating it can
be time-consuming and challenging. Argumentation annotation is especially
complex, often resulting in moderate human agreement. While large language
models (LLMs) have excelled in increasingly complex tasks, their application
to argumentation annotation has been limited. This paper investigates how well
GPT-40 and Claude can annotate three types of argumentation in Swedish data
compared to human annotators. Using full annotation guidelines, we evalu-
ate the models on argumentation schemes, argumentative spans, and attitude
annotation. Both models perform similarly to humans across all tasks, with
Claude showing better agreement with humans than GPT-40. Agreement be-
tween models is higher than human agreement in argumentation scheme and
span annotation.

12.1 Introduction

Annotated data is essential in most natural language processing (NLP) tasks,
including semantic and pragmatic analysis. While pretrained large language
models (LLMs) have reduced the need for large amounts of annotated train-
ing data, labeled data remains crucial for evaluation. However, creating high-
quality annotated data can be time-consuming and expensive, especially when
faced with the complex aspects of linguistic meaning involved in annotating a
phenomenon like argumentation.

Annotating argumentation is a challenging task, as it involves not only iden-
tifying opinions but how they are argued for. Argumentation in itself can often
be implicit and context-dependent, and sometimes even subjective, which can
lead to differing opinions among annotators. In NLP, the study of argumen-
tation is usually done within the field of argumentation mining, which aims
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to automatically retrieve and analyze argumentation (Stede & Schneider 2018,
Lawrence & Reed 2020). Because of the complexity of the task, argumentation
annotated datasets used in this field often report lower agreement than anno-
tation of other phenomena in NLP (Lytos et al. 2019, Lindahl & Borin 2024).
These challenges make argumentation especially suitable for investigation.

In recent years, LLMs have excelled at different complex tasks, often out-
performing previous baselines (Brown et al. 2020, Chowdhery et al. 2022).
Often, these models are not fine-tuned on data, but instead instructed through
prompts to perform various tasks, such as classification. This way of prompt-
ing is more similar to annotation of data, rather than training and then classify-
ing. This similarity between prompting and annotation has given rise to several
studies comparing how well LLMs annotate (Pavlovic & Poesio 2024), with
potential advantages in speed and cost (Ding et al. 2023). Recently, models
are able to handle longer inputs (compare OpenAl’s GPT-4’s context window
of 8102 tokens to GPT-40’s 128k), making it possible to prompt models with
actual annotation guidelines rather than shortened instructions.

Despite the capabilities of LLMs, not many studies have yet compared ar-
gumentation annotation of humans to that of models. Because of this, in this
study, three Swedish datasets annotated with different types of argumentation
are used to evaluate how well two LLMs, GPT-40 and Claude Sonnet, can an-
notate argumentation. The datasets are annotated for argumentation schemes,
spans of argumentation and attitude, respectively. Because these tasks are com-
plex and human annotators often disagree, we are also interested to see how the
models annotate in cases of disagreement. For example, is there some annota-
tors the models align with more? More specifically, this study asks:

1. How well can LLMs annotate argumentation, given annotation guide-
lines?

2. How do models annotate when humans disagree?

In answering these questions, this paper contributes a novel analysis of the
models’ capabilities as annotators of argumentation in three different tasks. As
far as the authors are aware, there are no other studies which analyse argu-
mentation annotation of these kinds. We find that both models can annotate
similarly to humans in all argumentation annotation tasks, with Claude show-
ing better agreement with humans than GPT-4o. In the argumentation scheme
and argumentation span task the agreement between the two models is higher
than between human annotators.
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12.2 Related work

In many tasks, it has been shown that LLMs can perform comparably to human
annotators. For example, Gilardi et al. (2023) use ChatGPT for four annotation
tasks (stance, topic, relevance, and frames) and find that the model performs
similarly to, or better than, human annotators in these tasks, compared to an
aggregated gold standard. Similarly, in Aldeen et al. (2023) GPT’s performance
in several classification tasks is presented. They find that the model overall
performs well but struggles with sarcasm and emotion detection. Other areas
where LLMs have been used for annotation are stance classification (Liyanage
et al. 2024) and grammatical annotation (Morin & Marttinen Larsson 2025).
However, not all studies find that LLMs perform well. LLMs seem to struggle
with more complex tasks, for example Wei et al. (2024) find that LLMs under-
perform in the task of event extraction.

As mentioned in the previous section, the difference between annotation
and classification in these kinds of studies is not always clear. In some studies
(for example in Liyanage et al. (2024) models are not given instructions similar
to that of what a human annotator would receive, but instead a shortened ver-
sion. As pointed out by Pavlovic & Poesio (2024), most studies compare model
output to a curated gold standard, without direct comparison to the other anno-
tators.

An exception to this is Renningstad et al. (2024), who annotate entity-level
sentiment in Norwegian texts by prompting ChatGPT. They compare the model’s
and five human annotators’ annotations to a curated dataset. Accuracy and Co-
hen’s & is lower for ChatGPT, with the exception of an outlier annotator. They
also find that ChatGPT’s errors deviate from the other annotators’ labels more
than the human annotators’ labels. Another example is the study by Li & Con-
rad (2024), who annotate stance using open source LLMs. They find that LLMs
show lower agreement with human annotators in cases where human annota-
tors themselves disagree. They also find that in these cases, the stance is less
explicit than in other examples.

In argumentation mining, studies have shown that LLMs can perform well
on different tasks. For example, Abkenar et al. (2024) perform argument dis-
course unit classification and relation classification using open source models.
Chen et al. (2024) explore the argumentation mining tasks of detecting claims,
stance and evidence types. They find that GPT-3.5-Turbo performs best on
complex tasks. Cabessa et al. (2025) fine-tune open source models and achieve
state of the art results for component classification, relation classification and
identification. Gorur et al. (2025) find that open source LLMs can outperform
the baseline in identifying argumentative relations. There are also examples
of LLMs being used to generate argumentation Rocha et al. 2023. However,
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LLMs have not been successful at all tasks. Ruiz-Dolz & Lawrence (2023)
find that GPT-4 performs below other models in their fallacy detection and
classification task.

When looking specifically at annotation of argumentation, there are few
studies. As far as the authors are aware, there is only the study by Mirzakhme-
dova et al. (2024) in which the annotation of argument quality is examined. In
this task, inter-annotator agreement (IAA) among human annotators is between
0.37—-0.40 (expert and novice annotators). They calculate IAA across several
runs with the same model, treating each run as a new annotator, and it is signif-
icantly higher (between 0.73-0.98). They also compare model annotations to
human annotations in cases where there is perfect agreement between human
annotators, and find that there is moderate agreement between the models and
humans for most categories.

12.3 Datasets

These datasets represent different annotation approaches in argumentation min-
ing, with varying complexity, document length and genre. The datasets are all
in Swedish. All datasets were annotated by annotators with a background in lin-
guistics and with Swedish as their native language. Letters are used to represent
the annotators below, for example ‘annotator A’. Note, however, that the an-
notators differ between the annotation tasks. The annotations of these datasets
are not available online, thus the risk of the model being informed by the anno-
tations beforehand is minimal. Dataset statistics are seen in table 12.1 below.
Note that in the following sections all examples are translated from Swedish to
English.

Annotation = Examples Tokens Avg.size

Arg. schemes 30 20561 685
Arg. spans 9 28465 3162
Attitude 500 15510 31

Table 12.1: Dataset statistics

12.3.1 Argumentation schemes

This dataset consists of 30 Swedish editorials from (Lindahl et al. 2019), with
topic such as energy politics and unemployment. The editorials are annotated
with Walton’s argumentation schemes by two annotators. An argumentation
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scheme describes how inferences are being made in an argument, for example
“Argument from popular opinion”. The annotation task consisted of finding
arguments, made up by a conclusion and one or more premises. This argument
was then labeled with an argumentation scheme. Components were annotated
as spans, and a span could have multiple roles (e.g. conclusion in one argument
and premise in another) and be used several times. An example of an annotated
argumentation scheme is given below.

Premise: Men mot detta mdste véigas de uppenbara risker som en utbyggnad av kérn-
kraften for med sig.

‘But against this, one must weigh the obvious risks that an expansion of nuclear power
entails.’

Conclusion: Avfallet maste lagras i hundratals dr.

‘The waste must be stored for hundreds of years.’

Scheme: Argument from Correlation to Cause

In this task, the annotators were instructed to use the book by Walton et al.
(2008), which introduces and describes argumentation schemes, as guidelines.
Although the book covers many different argumentation schemes, the number
of'scheme types available for annotation was restricted to 30. Because it was not
feasible to provide the whole book to the model, a list of descriptions of these
30 schemes was used instead. Below is an example of a scheme description.
Descriptions of all scheme types mentioned in this paper are found in appendix
12.B.

Argument From Sign:

Premise: A is true in this situation.

Premise: Event B is generally indicated as true when its sign, A, is true in this kind of
situation.

Conclusion: B is true in this situation.

12.3.2 Argumentative spans

This dataset consists of 9 threads from two Swedish online discussion forums
(Lindahl 2020). They are annotated with argumentative spans by 8 annotators.
The guidelines are approximately 2,800 tokens, with examples and diagnostic
tests. The guidelines also provide a definition of argumentation and a discus-
sion of what is to be considered argumentative. An annotated example, agreed
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upon by most annotators is seen below. Underlined indicates argumentation.

Jag tycker vi borde slopa hemkunskapen i skolan. Jag anser att det dr kvin-
noférnedrande. 1800-talet ringde och vill ha tillbaka skolans kvinnosyn. Vad
tycker ni andra?

‘I think we should eliminate home economics in schools. I consider it de-
grading to women. The 1800s called and wants the school’s view of women
back. What do you others think?’

12.3.3 Attitude

This dataset consists of 4280 tweets from Swedish political parties and party
leaders (Lindahl 2024, 2020). The aim of the annotation was to identify what
the tweet author expressed an attitude or stance towards. This was done by
marking spans of text that represented what the author expressed negative or
positive attitudes about. For example, (bold indicates negative attitude):

Nu behover varenda krona gé till att motverka kommunkrisen. Darfor
sdger vinej till hojd svensk EU-avgift. EU-byrakraterna far lov att ritta
munnen efter matsécken.

‘Now every penny needs to go towards counteracting the municipal
crisis. Therefore, we say no to increased Swedish EU fees. The EU
bureaucrats will have to cut their coat according to their cloth.’

The guidelines describe the task and provide examples. This annotation study
employed four annotators, and each tweet was annotated by a combination of
three annotators. A subset of the tweets was annotated by all four annotators.
From the tweets annotated by all four annotators, 500 were chosen for annota-
tion in this study.

12.4 Method

For this study, the models GPT-40 (gpt-40-2024-08-06) (OpenAl et al. 2024)
and Claude Sonnet (claude-3-7-sonnet-20250219)* were chosen. For both

$https://docs.anthropic.com/en/docs/about-claude/models/overview
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models, the temperature was set to 0. This was to make the results more con-
sistent and deterministic. GPT-40 was chosen because it is one of the most
prominent and well-known models, and one of the most commonly used ones
in annotation studies. It also is one of the most cost effective models. Claude
was chosen to provide a comparison with a different model architecture, it also
performed well in preliminary experiments. Initially, in order to compare the
results to an open source model, experiments were run with Llama 3.3-8B.*
However, this model did not perform well enough to be included in these ex-
periments, possibly due to the model size. A larger Llama model was not used
due to computational constraints.

For each annotation task, the model was given a prompt which consisted
of the original annotation guidelines together with short supplemental instruc-
tions. The prompt also included an example to be annotated. Both prompt and
examples were all in Swedish. The length of the guidelines is seen in table 12.2.

Editorials Online forum Tweets
Tokens 3426 2786 2349

Table 12.2: Guidelines statistics

The guidelines were not changed from the original annotation task, with
the exception of removal of tool-specific instructions. The supplementary in-
structions introduced the task and the guidelines, and told the model in which
format it should return the annotations. As previous studies have reported (Ron-
ningstad et al. 2024, Atreja et al. 2024), care must to be taken when craft-
ing instructions. When writing instructions in this study, variations in wording
were found to influence the annotations, and developing instructions that pro-
duced the correct output took some trial and error. For example, mentioning the
guidelines early in the instructions would increase the number of annotations
returned in the correct format. An example of a prompt can be seen in below,
see appendix 12.A for the other.

“Your task is to annotate text spans that you consider to contain argu-
mentation. Here are the annotation guidelines [guidelines]. The text is
from an online forum, where each post is marked with ”==". Divide the
annotations per post. Make the annotations in json format, as a single
object. Here is the text: [example].”

The prompt was sent for each example to be annotated. In the case of the ar-
gumentation schemes and the argumentative spans, an example would be an

*“https://www.1llama. com/models/11lama-3/
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editorial or a thread, respectively. For the attitude annotation, ten tweets were
sent at a time.

The guidelines for the argumentative spans and attitude tasks included an-
notated examples. In the argumentation scheme task, the guidelines did not in-
clude annotated examples. This was done in order to keep the annotation task
as similar as possible to the original annotation setup.

12.5 Results

In general, the models struggled with keeping within the instructions and of-
ten added extra knowledge. For example, they would add a motivation for the
annotation despite being explicitly asked not to. The models would also often
correct the spelling of misspelled words, which made it challenging to automat-
ically compare annotations. Some examples were returned without annotation
or annotated in the wrong format. Due to these issues, around 100 tweets could
not be included in the evaluation.

12.5.1 Argumentation schemes

This task concerned the annotation of argumentation schemes in editorials.
Comparing the annotated editorials, we found that Claude annotated more to-
kens than the annotators, while GPT-40 annotated fewer tokens, as seen in table
12.3. GPT-40 annotated about half as many tokens as the two annotators. How-
ever, for both models the number of annotated tokens varied between editorials,
sometimes matching the same number of tokens as the human annotators. An-
notator A and Claude annotated a similar number of arguments, and likewise
did annotator B and GPT-4o.

A B GPT-40 Claude
Anno. tokens 62% 59% 34% 71%

Arguments 345 195 187 372
Avg. nr.
premises 1.26 2.03 1.15 1.33

Table 12.3: Annotation statistics

Looking at types of argumentation schemes, the models annotated many
of the same schemes as the humans, but not necessarily for the same argu-
ments. The most common scheme for both models was ‘Argument from Con-
sequences’ (31% of the schemes for GPT-40 and 23% for Claude). This is the
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second most common scheme for both human annotators. The second most
common scheme for GPT-4o0, ‘Argument from Example’, was not used at all
by the other annotators. The second most common scheme for Claude, ‘Argu-
ment from cause to effect’, which is the fourth most common scheme for both
annotators.

In this annotation, an annotated span representing a component can be used
in more than one argument, and take on both the role of premise and conclu-
sion (in separate arguments). For this reason, agreement is first compared on
token-level and then on individual arguments. Table 12.4 shows agreement
in Krippendorft’s o (Krippendorff 2018) between annotators and models on
whether a token is annotated as being part an argument component, as well as
agreement on the separate component types. Overall, Claude agrees more with
the human annotators than GPT-40 does. Adding Claude’s annotation to the
humans annotations increases the agreement. GPT-40 agrees more on conclu-
sions than on premises, while the agreement between Claude and humans is
similar for both components. Interestingly, the highest agreement is between
the two models, without including the human annotators. It should be noted
that agreement in general is quite low, reflecting the complexity of the task.

Arg. vs.

non-arg Conclusion Premise
H 0.15 0.19 0.22
GPT+H 0.03 0.12 0.074
CL+H 0.16 0.16 0.18
CL+GPT 0.26 0.23 0.21
All 0.13 0.15 0.13

Table 12.4: « for the schemes. H= Humans,
GPT = GPT-40, CL = Claude

Agreement between humans and models varied between editorials, between
0.26—-0.26 for GPT-40 and between 0.38— -0.05 for Claude. One editorial had
lowest agreement between both models and humans, as well as low agreement
between the human annotators. Inspecting this editorial the annotators (both
models and humans) have found different arguments. However, as seen in the
example below, one conclusion was annotated by all, but together with different
premises and schemes.

Conclusion All: ‘Det dr inte svdrt att forstd att socialdemokraterna mera talar om
hur mdanga mdnniskor som dr i arbete dn om hur mdnga som saknar sysselsdttning.’
Premise A: ‘Om det dr mdanga som dr arbetslésa, dr det daligt att prata om hur mdnga
som saknar sysselsdttning.’

Premise A: ‘Mdnga dr arbetslosa’
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Premise B: ‘Socialdemokraterna har som bekant ersatt sitt gamla slagord “full sys-
selsdttning” med “arbete dt alla’.”

Premise B: ‘Ndr det gdller “arbete dt alla” svdvar socialdemokraterna mera pad
mdlet.’

Premise Claude: ‘Ndr det gdller “arbete dt alla” svivar socialdemokraterna mera
pd mdlet.’

Premise GPT-4o0: ‘Vid sin presskonferens i Malmé i fredags tonade statsministern,
tydligen medvetet, ned inneborden.’

Conclusion All: ‘It is not difficult to understand that the Social Democrats talk more
about how many people are employed than about how many lack employment.’
Premise A: ‘If there are many who are unemployed, it is bad to talk about how many
lack employment.’

Premise A: ‘Many are unemployed’

Premise B: ‘The Social Democrats have, as is well known, replaced their old slogan
”full employment”” with *work for all.”

Premise B: “When it comes to *work for all,” the Social Democrats are more vague
about the goal.’

Premise Claude: “When it comes to *work for all,” the Social Democrats are more
vague about the goal.’

Premise GPT-40: ‘At his press conference in Malmo on Friday, the Prime Minister,
apparently deliberately, downplayed the significance.’

Figure 12.2 shows pair-wise agreement between annotators. Both models agree
more with annotator A, and Claude agrees the most with all.

Looking instead at the individual arguments and their components, there are
25 arguments between all with the same conclusion. Out of these 25, 6 share at
least one premise. In these arguments, the models often agreed on the scheme,
while the humans more often disagreed.

Manually inspecting the annotated arguments further, more examples of an-
notators (both models and humans) choosing the same conclusion but different
schemes and premises is found. Likewise, there are examples of components
being used as both premise and conclusion, as in the example below.

Premise GPT-40 & A, Conclusion Claude: ‘Pd valdagen dr den enskilde viljaren
suverdn.’

Premise Claude & A, Conclusion GPT: ‘Detta dr demokratins grundval.’
Conclusion A: ‘Ddrfor dr maningen till vara ldsare: utnyttia mojligheten att bestdmma
hur vart land skall styras under den ndrmaste tredrsperioden.’

Scheme A: Argument from Consequences
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Figure 12.1: Pair-wise « on token-level, for the schemes

Scheme GPT-40: Argument from Popular Opinion
Scheme Claude: Argument from Position to Know

Premise GPT-40& A, Conclusion Claude: ‘On election day, the individual voter is
sovereign.’

Premise Claude & A, Conclusion GPT: ‘This is the foundation of democracy.’
Conclusion A: ‘Therefore, our appeal to our readers is this: take the opportunity to
decide how our country should be governed over the next three-year period.’
Scheme A: Argument from Consequences

Scheme GPT-40: Argument from Popular Opinion

Scheme Claude: Argument from Position to Know

12.5.2 Argumentation spans

In this task, the models were asked to annotate threads from online forums with
spans that they considered to be argumentation. Similar to the previous task,
GPT-40 annotated fewer tokens than most of the other annotators in the online
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Figure 12.2: Pair-wise « for the online forum

forums. The model annotated 17.4% of the tokens as argumentative, as com-
pared to between 20—44% for the other annotators. There is however an outlier
annotator who has annotated even fewer tokens. Claude annotated 33.6% as
argumentative. Agreement on token level is seen in table 12.5. Agreement be-
tween the two models and humans, both together and separately is very close
to the agreement between humans (0.39). However, agreement between only
the models is slightly higher (0.43).

H GPT+H CL+H GPT+CL Al
a 039 037 0.39 0.43 0.38

Table 12.5: « on token level, argumentation spans. H = Humans, GPT = GPT-4o,
CL = Claude

In table 12.2, pairwise agreement is shown. GPT-40 had among the low-
est inter-annotator agreement scores, while Claude achieved higher agreement
with human annotators. GPT-40 agrees the most with annotator C and H and
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Claude agrees the most with A and G. Interestingly, GPT-40 agrees more with
the outlier annotator E than most of the other annotators do.

The pairwise token overlap between the annotators was also compared, as
seen in table 12.3. For 4 of the annotators (A,B,G and F) more than 50% of
GPT-40’s and Claude’s annotations overlap with their annotations. In manual

G

H

claude gpt

A B C D E F G H gpt claude

Figure 12.3: Pairwise percentage overlap. The figure is not symmetrical, for exam-
ple are 71% GPT-40’s annotations found in A’s, but 37% of A’s found
in GPT-40’s.

inspection of the threads, examples of overlap and partial overlap were also
found. In the examples with high agreement, it was found that the human an-
notators and Claude often annotated longer spans, while GPT-40 did not. For
example, below all annotators (including the models) annotated the first part of
the text as argumentation, and while Claude and four of the human annotators
also annotated the underlined part.

Tvdirt om. Vi behover mer hemkunskap i skolan och fler dmnen behéver
integreras i hemkunskapen Hemkunskap dr ju det dmnet som verkligen
har potential att ldra ut verklighets och vardagsforankrad kunskap som
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behévs for att unga mdnniskor ska klara sig sjilva. Och kom inte och
sdg attt barnen fdr ldra sig sant dnda hemifran for det dr faktiskt inte
sdkert pd langa vdgar.

‘On the contrary. We need more home economics in schools, and more
subjects need to be integrated into home economics. Home economics
is the subject that truly has the potential to teach practical, real-world
knowledge that young people need in order to manage on their own.
And don’t come and say that children learn this kind of thing at home
anyway, because that’s actually far from certain.’

When inspecting spans with low agreement, the models sometimes annotated
spans that were probably not intended as argumentation. For example, the span
below was only annotated by one of the human annotators and is more narrative
than argumentative, but the models both annotated it as argumentative.

Efter att utan resultat ha kdmpat for att forbdttra situationen i flera dar
har jag beslutat mig for att ldmna.

‘After struggling for years to improve the situation without success, |
have decided to leave.’

12.5.3 Attitude

In this task, tweets were annotated for object of negative or positive attitude.
The number of tweets to be annotated was originally 500, but 97 of them were
excluded either due to wrong annotation format or missing annotations. As seen
in table 12.6, out of the remaining tweets, GPT-40 annotated the fewest tokens
(10%), while Claude annotated similarly to the human annotators. Compar-
ing label distribution, the models annotated a similar amount of negative and
positive tags, while the human annotators annotated more positive tokens than
negative ones.

Agreement on token level is shown in table 12.7. Unlike the previous tasks,
agreement between the two models is lower than other annotator combinations.
Agreement within humans and humans + Claude is similar, while GPT-40 has
lower agreement with humans.

Pair-wise agreement is shown in table 12.4. It is lower between GPT-40 and
the other annotators, while Claude’s agreement scores are more similar to the
human annotators.
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A B C D GPT CL
POS 0.67 063 071 0.62 052 0.56
NEG 033 037 029 038 047 043
Tok. 52% 23% 25% 25% 10% 33%

Table 12.6: Label distributions in annotations. Tok. = annotated tokens.
GPT = GPT-40, CL = Claude

H GPT+H CL+H GPT+CL Al
o 035 027 0.35 0.25 0.30

Table 12.7: « on token level, argumentation spans. H = Humans,
GPT = GPT-40, CL = Claude

For investigating labels further, Krippendorff’s unitized ,« is employed
(Krippendorff et al. 2016). This measure is suitable for comparing spans, but it
can also show agreement on only labeled spans (ignoring label combinations
such as NEG,0). As seen in table 12.8, agreement is high for all annotator com-
binations. This tells us that the annotators and models agree substantially on the
label, in instances when they have annotated the same span.

Annotators ., COVEr .5, COVEr

H 082 53% 082 53%
GPT+H 0.83 44% 0.83 45%
CL+H 083 53% 083 54%
GPT+CL 097 36% 097 39%
All 0.84 47% 084 48%

Table 12.8: ,« for labels. Cover = coverage, % of annotated spans. H = Humans,
GPT = GPT-40, CL = Claude

Manual inspection of examples with low and high agreement revealed that
low agreement often resulted from one annotator considering something argu-
mentative that the others did not. However, it was rarely the case that the models
annotated something which had not been annotated by at least one other anno-
tator. In cases of disagreement between annotators, there was no annotator who
the models with aligned more. In general, there were examples both where the
models seemed to be better at following the guidelines, and cases where they
annotated strangely. The models also often annotated shorter spans than the
human annotators.

An example of this is shown below, where bold signifies positive spans,
italics negative. In the example “aid is needed” is not an obvious object. On
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Figure 12.4: Pair-wise « for the tweets

the other hand, in the first sentence the models have annotated “Humanitarian
superpower”, which is more in line with the guidelines which instructed the
annotators to keep the spans as short as possible. The other annotators have
instead annotated the full sentence.

* GPT-40: Sverige ska fortsétta att vara en humanitdr stormakt. Vért bistand
behovs. De humanitdra organisationerna ér skamligt underfinansier-
ade.

* Claude: Sverige ska fortsétta att vara en humanitdr stormakt. Vdrt bistand
behovs. De humanitdra organisationerna ér skamligt underfinansier-
ade

* A & C: Sverige ska fortsdtta att vara en humanitdr stormakt. Vart bistand
behovs. De humanitdra organisationerna ir skamligt underfinansier-
ade.
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B: Sverige ska fortsitta att vara en humanitir stormakt. Vdrt bistdind be-
hovs. De humanitéra organisationerna dr skamligt underfinansierade.

D: Sverige ska fortsdtta att vara en humanitdr stormakt. Vart bistand
behdvs. De humanitira organisationerna ar skamligt underfinansierade.

GPT-40: ‘Sweden should continue to be a humanitarian superpower.
Our aid is needed. Humanitarian organizations are shamefully under-
funded.’

Claude: ‘Sweden should continue to be a humanitarian superpower. Our
aid is needed. Humanitarian organizations are shamefully underfunded.’

A & C: ‘Sweden should continue to be a humanitarian superpower. Our
aid isneeded. Humanitarian organizations are shamefully underfunded.’

B: ‘Sweden should continue to be a humanitarian superpower. Our aid
is needed. Humanitarian organizations are shamefully underfunded.’

D: ‘Sweden should continue to be a humanitarian superpower. Our aid
is needed. Humanitarian organizations are shamefully underfunded.’

What is included in a span can also affect the label, as seen in the example
below.

A B, & D: Sverige har nu en regering som inte kommer att infora mark-
nadshyror. Hyresgésterna ér dagens stora vinnare .

GPT-4o0, Claude & C: Sverige har nu en regering som inte kommer att
inféra marknadshyror. Hyresgésterna dr dagens stora vinnare.

A B, & D:* Sweden now has a government that will not introduce market
rents. Tenants are today’s big winners.’

‘GPT-40, Claude & C: Sweden now has a government that will not in-
troduce market rents. Tenants are today’s big winners.’
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12.6 Conclusions

The first question this paper asked was how well the models can annotate using
guidelines. In this study we have shown that both models exhibit similar an-
notation patterns and agreement to that of humans, which leads us to conclude
that the models can follow the guidelines and perform the task reasonably well.
As these are tasks where humans often disagree, reaching comparable levels of
agreement to humans could be a sign that the models, especially Claude, *un-
derstands’® the task.

In all tasks, GPT-40 annotated fewer tokens than the human annotators,
while Claude annotated a similar amount of tokens. Comparing agreement with
the annotators, GPT-40 agrees less with the annotators than Claude. Claude
exhibits agreement similar to that of humans, as well as higher agreement in the
argumentation scheme task. When manually inspecting annotated examples,
Claude would often annotate more similarly to humans, while GPT-40 shows
similar patterns as another, slightly worse, human annotator. However, both
models’ annotations were often valid. As there can be cases where multiple
interpretations are correct, for example in choosing a component as a premise
or conclusion, one can not always conclude that models are wrong even if they
choose to annotate differently than humans. However, there were some cases
where the models’ annotations did not make sense.

Because of the complexity of these tasks, and the fact that human annotators
often disagree in them, the second question asked how models annotate when
humans disagree. We found instances where models aligned with specific an-
notators and instances where they did not. In the argumentation scheme task,
both models agreed more with one of the annotators. Likewise, in the argumen-
tation spans and attitude task, there was higher agreement with some annota-
tors. However, in these tasks, the agreement is also different within the human
annotators themselves. Most prominently, however, agreement was higher be-
tween the models than the humans in the argumentation scheme and spans task,
possibly suggesting similarities in their reasoning. In the former task the mod-
els also agreed more on argumentation schemes types.

In the future, it would be interesting to compare how other LLMs annotate
these datasets, especially using open source models. It would also be valuable to
try these tasks in a zero-shot setting in order to examine the inherent knowledge
in the models. In general, there are many questions to answer regarding how to
use LLMs as annotators. For example, should each separate run be treated as a
new annotator? In that case, should a failed run be considered as an annotator
failing to perform the task?

#The discussion of what understanding in this context means is left for another study.
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Limitations

New models and new versions of existing models are released with increasing
speed. This leads to difficulties reproducing results, not only in this study but
for most studies employing LLMs.

12.A Appendix

Original and translated prompts for the different tasks.

12.A.1 Argumentation schemes

Swedish:

“ Din uppgift ar att att annotera Walton’s argumentationsscheman. Hér &r en
beskrivning av dessa scheman:

[guidelines]

Utifran dessa beskrivningar vill jag att du annoterar scheman. Gor detta genom
att mérka ut vad som dr conclusion/slutsats och vilka premisser som hor till
den. Sedan mérker du vilket argumentationschema som anviands. Jag vill att du
mérker ut exakta textspann. Mérk ut alla scheman du kan hitta. Var noggrann
och sluta inte forrén du inte hittar fler scheman. Aterge annoteringarna som en
enda json-fil, pd detta format: {”scheme”: “annotated scheme name”, ”com-
ponents”:[{”role”:’conclusion”,”’span”: the annotated conclusion”},{ ’role”:
“premise”, ”span”: "the annotated premise”} |} Inkludera hela textspannet i fil-

tet ”’span”, forkorta inte och rétta inga stavfel. Annotera denna text: [example]”

Translated:

“Your task is to annotate Walton’s argumentation schemes. Here is a descrip-
tion of these schemes:

[guidelines]

Based on these descriptions, I want you to annotate schemes. Do this by mark-
ing out what is the conclusion and which premises belong to it. Then you mark
which argumentation scheme is used. I want you to mark out exact text spans.
Mark out all schemes you can find. Be thorough and don’t stop until you can’t
find more schemes. Return the annotations as a single json file, in this for-
mat: {’scheme”: ”annotated scheme name”, “components”:[ {’role”:”conclu-
sion”,”’span”: ”the annotated conclusion”},{ role”: "premise”, ”span”: ’the an-
notated premise”}]} Include the entire text span in the ”span” field, don’t ab-
breviate and don’t correct any spelling errors. Annotate this text:

[example] ”
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12.A.2 Argumentation spans

Original:

“Din uppgift ar att annotera textspann som du anser innehéller argumentation.
Har ar annoteringsriktlinjerna [guidelines] . Texten &r frén ett online forum,
dar varje post dr markerade med ”==". Dela upp annoteringarna per post. Gor
annoteringarna i json format, som ett enda objekt. Hér &r texten: [example].”

Translated:

“Your task is to annotate text spans that you consider to contain argumenta-
tion. Here are the annotation guidelines [guidelines]. The text is from an online
forum, where each post is marked with ”==". Divide the annotations per post.
Make the annotations in json format, as a single object. Here is the text: [ex-
ample]. ”

12.A.3 Attitude

Original:

“Din uppgift ar att annotera tweets. Har dr annoteringsriktlinjerna . Gor anno-
teringarna genom att markera vilka ord som igér i positiva eller negativa span i
json-format pa detta sétt: [ {’tweet id”: 0, ”annotated tweet”: Nu_O behover O
varje O krona O gi O till O att O motverka O kommunkrisen NEG . O
Dérfor Osdger Ovi Onej Otill Ohdjd NEG svensk NEG EU-avgift NEG
. O },{"tweet™: ...}] ] Se till att det &r giltig json. Var noga med att annotera
vad det 4r som attityden uttrycks som, inte generellt negativa eller positiva ord.
Kom ihég att bade ord,fraser och hela meningar kan anntoteras. Annotera dessa
tweets: [10 examples] ”

Translated:

“Your task is to annotate tweets. Here are the annotation guidelines . Make
the annotations by marking which words are included in positive or negative
spans in json format like this: [{’tweet id”: 0 , “annotated tweet”: Now O
needs_O every O penny Oneeds Oto O go Oto O counteract Othe NEG
municipal NEG crisis NEG . O Therefore O we O say O no O to O in-
creased NEG Swedish NEG EU-fee NEG . O },{"tweet”: ...}] Make sure it
is valid json. Be careful to annotate what the attitude is expressed towards, not
generally negative or positive words. Remember that both words, phrases and
whole sentences can be annotated. Annotate these tweets: [10 examples] ”
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12.B Scheme descriptions

Argument From Sign:

Premise: A is true in this situation.

Premise: Event B is generally indicated as true when its sign, A, is true in this kind of
situation.

Conclusion: B is true in this situation.

Argument from Consequences:

Premise: If A is brought about, then good (bad) consequences will (may plausibly)
occur.

Conclusion: A should (not) be brought about.

Argument from Evidence to a Hypothesis:

Premise: If hypothesis A is true, then a proposition B, reporting an event, will be ob-
served to be true.

Premise: B has been observed to be true in a given instance .

Conclusion: A is true.

Argument from Correlation to Cause:
Premise: There is a positive correlation between A and B.
Conclusion: A causes B.

Argument from Popular Practice:

Premise: If a large majority (everyone, nearly everyone, etc.) does A, or acts as though
A is the right (or an acceptable) thing to do, then A is a prudent course of action.
Premise: A large majority acts as though A is the right thing to do.

Conclusion: A is a prudent course of action.

Argument from Example:

Premise: In this case, the individual a has property F and also property G

Premise: a is typical of things that have F and may or may not have G

Conclusion: Generally, if x has property F then (usually, probably, typically) x also
has property G

Argument from Position to Know:

Premise: a is in a position to know whether A is true (false)
Premise: a asserts that A is true (false)

Conclusion: A is true (false)
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Part I11

Appendices






Annotator guidelines

Note that instructions for the annotation tools have been excluded.

A.1 Guidelines for editorials

Note that this task used the book “Argumentation schemes” (Walton 2013) as
guidelines. For reference, the descriptions of the argumentation schemes avail-
able for annotation are included below. Also note that they were not provided
in Swedish.

Argument from Consequences:

Premise: If A is brought about, then good (bad) consequences will (may plausibly)
occur.

Conclusion: A should (not) be brought about.

Critical question: If A is brought about, will (or might) these consequences
occur, and what evidence supports this claim?

Critical question: Are there consequences of the opposite value that should be
taken into account?

Argument From Sign:

Premise: A is true in this situation

Premise: Event B is generally indicated as true when its sign, A, is true in this kind of
situation

Conclusion: B is true in this situation

Critical question: What is the strength of the correlation between A and B

Critical question: Are there any events other than B that would more reliably account
for A?

Argument from Example :

Premise: In this case, the individual a has property F and also property G

Premise: a is typical of things that have F and may or may not have G

Conclusion: Generally, if x has property F then (usually, probably, typically) x also
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has property G

Critical question: Is it actually the case that a has F and G

Critical question: Does the example of a actually support the general claim: is it really
an instance of the generalisation?

Critical question: Is a actually typical of the kinds of cases that the generalisation
ranges over?

Critical question: How strong, how widely applicable is the generalisation?
Critical question: Are there special circumstances pertaining to a that impair its gen-
eralisability?

Argument from Verbal Classification :

Premise: a has a particular property F

Premise: For all x, if x has property F, then x can be classified as having property G
Conclusion: a has property G

Critical question: Does a definitely have F, or is there room for doubt?

Critical question: Can the verbal classification be said to hold strongly, or is it a weak
classification that is subject to doubt?

Argument from Commitment :

Premise: a is commited to proposition A

Conclusion: In this case, a should support a

Critical question: Is a really committed to A, and if so, what evidence supports the
claim that she is so committed?

Critical question: If the evidence for commitment is indirect or weak, could there also
be contrary evidence, or at least room for the rebuttal that this case is an exception?
Critical question: Is the proposition A cited in the premise identical to the proposition
A cited in the conclusion? If not, what exactly is the relationship between the two
propositions?

Circumstantial Argument Against the Person :

Premise: Ifx claims that everyone (including x) ought to act in accord with, or support,
proposition A, then x is, or should be, committed to A

Premise: a claims that everyone (including a) ought to act in accord with, or support,
proposition A

Premise: It is indicated by a’s personal circumstances that a is not committed to A
Conclusion: a is inconsistent in a’s commitments, and there should be a weight of
presumption against a’s argument for a’s claim.

Critical question: Does a claim that everyone (including a) ought to act in accord
with, or support, A?

Critical question: What is the evidence from a’s personal circumstances indicating he
or she is not committed to A?
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Critical question: Does it follow from an affirmative answer to question 1 that a is,
or should be commited to A?

Argument from Position to Know :

Premise: a is in a position to know whether A is true (false)

Premise: a assets that A is true (false)

Conclusion: A is true (false)

Critical question: Is a in a position to know whether A is true (false)?
Critical question: Is a an honest (trustworthy, reliable) source?
Critical question: Did a assert that A is true (false)?

Argument from Expert Opinion :

Premise: E is an expert in domain D

Premise: E asserts that A is known to be true

Premise: A is within D

Conclusion: A may (plausibly) be taken to be true.

Critical question: Is E a genuine expert in D?

Critical question: Did E really assert that A is known to be true?

Critical question: Is the expert’s pronouncement directly quoted? If not, is a reference
to the original source given? Can it be checked?

Critical question: If the expert advice is not quoted, does it look like important infor-
mation or qualifications may have been left out?

Critical question: If more than one expert source has been cited, is each authority
quoted separately? Could there be disagreements among the cited authorities?
Critical question: Is what the authority said clear? Are there technical terms used that
are not explained clearly? If the advice is in layman’s terms, could this be an indication
that it has been translated from some other form of expression given by the expert?
Critical question: Is A relevant to domain D?

Critical question: Is A consistent with what other experts in D say?

Critical question: Is A consistent with known evidence in D?

Argument from Evidence to a Hypothesis :

Premise: If hypothesis A is true, then a proposition B, reporting an event, will be
observed to be true.

Premise: B has been observed to be true in a given instance

Conclusion: A is true

Critical question: Is it the case that if A is true, then B is true?

Critical question: Has B been observed to be true (false)?

Critical question: Could there be some other reason why B is true, other than its being
because of A being true?

Argument from Falsification of a Hypothesis :
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Premise: If hypothesis A is true, then a proposition B, reporting an event, will be
observed to be true.

Premise: B has been observed to be false in a given instance

Conclusion: A is false

Argument from Correlation to Cause :

Premise: There is a positive correlation between A nd B

Conclusion: A causes B

Critical question: Is there a positive correlation between A and B?

Critical question: Are there a significant number of instances of the positive correla-
tion between A and B?

Critical question: Is there good evidence that the causal relationship goes from A to
B, and not just from B to A?

Critical question: Can it be ruled out that the correlation between A and B is accounted
for by some third factor (a common cause) that causes both A and B?

Critical question: If there are intervening variables, can it be shown that the causal
relationship between A and B is indirect (mediated through other causes)?

Critical question: If the correlation fails to hold outside a certain range of causes, then
can the limits of this range be clearly indicated?

Critical question: Can it be shown that the increase or change in B is not solely due
to the way B is defined, the way entities are classified as belonging to the class of Bs,
or changing standards, over time, of the way Bs are defined or classified?

Argument from Cause to Effect:

Premise: Generally, if A occurs, then B will (or might) occur

Premise: In this case, A occurs (or might occur)

Conclusion: In this case, B will (or might) occur

Critical question: How strong is the causal generalization (if it is true at all)?
Critical question: Is the evidence cited (if there is any) strong enough to warrant the
generalization as stated?

Critical question: Are there other factors that would or will interfere with or counter-
act the production of the effect in this case?

Argument from Consequences :

Premise: If A is brought about, then good (bad) consequences will (may plausibly)
occur

Conclusion: A should (not) be brought about

Critical question: How strong is the likelihood that these cited consequences wil (may,
must, etc.) occur?

Critical question: If A is brought about, will (or might) these conequences occur, and
what evidence supports this claim?
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Critical question: Are there consequences of the opposite value that should be taken
into account?

Argument from Analogy :

Premise: Generally, case C1 is similar to case C2

Premise: A is true (false) in case C1

Conclusion: A is true (false) in case C2

Critical question: Are C1 and C2 similar in the respect cited?

Critical question: Is A true (false) in C1

Critical question: Are there differences between C1 and C2 that would tend to under-
mine the force of the similarity cited?

Critical question: Is there some other case C3 that is also similar to C1, but in which
A is false (true)?

Argument from Waste :

Premise: If a stops trying to realize A now, all a’s previous effors to realize A will be
wasted

Premise: If all a’s previous attempts to realize A are wasted, that would be a bad thing
Conclusion: a ought to continue trying to realize A

Critical question: Are a’s attempts to realize A really a negative value to be taken into
account in any practical decision on what to do now, or are they simply past events
that can no longer be changed?

Critical question: Is there sufficient reason to think that if a continues, A will be
realized? In other words, is A possible?

Critical question: Is there good reason to think that, from this point, the value of
realizing A is greater than the disvalue (cost) of continuing the process of attempting
to realize A?

Argument from Popular Opinion :

Premise: If a large majority (everyone, nearly everyone, etc.) accept A as true, then
there exists a (defeasible) presumption in favour of A

Premise: A large majority accept A as true

Conclusion: There exists a presumption in favour of A

Argument from Popular Practice :

Premise: If a large majority (everyone, nearly everyone, etc.) does A, or acts as though
A is the right (or an acceptable) thing to do, then A is a prudent course of action
Premise: A large majority acts as though A is the right thing to do

Conclusion: A is a prudent course of action

Ethotic Argument :
Premise: If x is a person of good (bad) moral character, then if x contends A, A should
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be accepted as more (less) plausible

Premise: a is a person of good (bad) moral character

Conclusion: if a contends A, A should be accepted as more (less) plausible

Critical question: Is a a person of good moral character?

Critical question: Is the question of a’s character relevant, in the context of dialogue
in the given case?

Critical question: How strong a weight of presumption in favour of A is claimed, and
is that strength warranted by the case?

Argument from Bias :

Premise: If an arguer x is biased, then it is less likely that x has taken the evidence on
both sides of an issue into account in arriving at conclusion A

Premise: Arguer a is biased

Conclusion: It is less likely that a has taken the evidence on both sides of the issue
into account

Critical question: What is the context of dialogue, and in particular, is it a type of
dialogue that requires a participant to take evidence on both sides of an issue into
account?

Critical question: What is the evidence for the charge that a is biased?

Argument from an Established Rule :

Premise: For all x, if doing A is the established rule for x, then (subject to exceptional
cases), x must do A (subject to penalty)

Premise: Doing A is the established rule for a

Conclusion: a must do A (subject to penalty)

Critical question: Is doing A in fact what the rule states?

Critical question: Does the rule doing A apply in this case?

Critical question: Is the rule ”For all x, x must do A” the right rule, or should some
other rule be the right one? Could there be more than one rule involved, with some
doubt on which is the more appropriate one?

Argument from an Exceptional Case :

Premise: For all x, if doing A is the established rule for x, then if the case of x is an
exception, the rule does not apply to the case of x

Premise: Doing A is the established rule for a

Premise: The case of a is an exception

Conclusion: a need not do A

Critical question: Is the case of a a recognized type of exception?

Critical question: If it is not a recognized case, can evidence why the establised rule
does not apply to it be given?

Critical question: If it is a borderline case. can comparable cases be cited?



A.1 Guidelines for editorials 215

Argument from Precedent :

Premise: The existing rule says that for all x, if x has property F then x has property
G

Premise: But in this case C, a has property F, but does not have property G
Conclusion: The existing rule must be changed, qualified, r given up, or a new rule
must be introduced to cover case C

Critical question: Does the existing rule really say that for all x, if x has F then x has
G?

Critical question: Is case C legitimate, or can it be explained away as not really in
violation of the existing rule?

Critical question: Is case C an already recognized type of exception that does not
require any change in the existing rule?

Argument from Gradualism :

Premise: Proposition A is true (acceptable to the respondent)

Premise: There is an intervening sequence of propositions, B1, B2, ..., Bn-1, Bn, C,
such that the following conditionals are true: If A then B1; If B1 then B2; ...; If Bn-1
then Bn; If Bn then C

Premise: The conditional 'If A then C’ is not, by itself, acceptable to the respon-
dent (nor are any sequences from A to C shorter than the one specified in the second
premise)

Conclusion: Proposition C is true (acceptable to the respondent)

Causal Slippery Slope Argument:

Premise: AO is up for consideration as a proposal that seems initially like something
that should be brough about

Premise: Bringing about A0 would plausibly cause (in the given circumstance, as far
as we know) Al, which would in turn plausibly cause A2, and so forth, through the
sequence A2, ..., An

Premise: An is a horrible (disastrous, bad) outcome

Conclusion: A0 should not be brough about

Critical question: Does the proponent’s description of the initial action A0 rightly
express the proposal being advocated by the respondent?

Critical question: Do any of the causal links in the sequence lack solid evidence to
back it up as a clausal claim?

Critical question: Does this outcome plausibly follow from the sequence, and is it as
bad as the proponent suggests?

Precedent Slippery Slope Argument :

Premise: Case CO would set a precedent with respect to an existing rule R

Premise: Case CO is similar to case C1, that is, if CO is held to be an exception to R,
then C1 must be held to be an exception too (in order to be consistent in treating equal
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cases alike). A sequence of similar pairs Ci, Cj binds us by case-to-case consistency
to the series, CO, C1, ..., Cn

Premise: Having to accept case Cn as a precedent, or as a recgnized exception to R
would be intolerable (horrid, bad)

Conclusion: Admitting case CO, or bringing it forward in the first place, is not a good
thing to do

Critical question: Would case CO set a precedent?

Critical question: What is the exact sequence of intervening steps in virtue of which
case CO would lead to Cn?

Critical question: What is the evidence showing why each of these intervening steps
would occur?

Critical question: Is Cn intolerable, and if so why?

Critical question: Which are the weakest of the intervening steps, and is the evidence
backing them sufficient to warrant the strength of the claim made in the conclusion?

Argument from Vagueness of a Verbal Classification :

Premise: Argument A occurs in a context of dialogue that requires a certain level of
precision appropriate

Premise: Some property F that occurs in argument A is defined in a way that is too
vague to meet the requirement of the level of precision appropriate for the context of
dialogue in which A occurs

Premise: If an argument A occurs in a context of dialogue that requires a certain level
of precision, but some property F that occurs in A is defined in a way that is too vague
to meet the requirements of that level of precision, then A ought to be rejected as de-
ficient.

Conclusion: Argument A ought to be rejected as deficient

Critical question: Does the context of dialogue in which argument A occurs demand
some particular level of precision in the key terms used?

Critical question: Is some property F that occurs in A too vague to meet the proper
level or standard of precision?

Critical question: Why is this degree of vagueness a problem in relation to the dia-
logue in which A was advanced?

Argument from Arbitrariness of a Verbal Classification:

Premise: Argument A occurs in a context of dialogue that requires a non-arbitrary
definition for a key property F that occurs in A

Premise: Some property F that occurs in argument A is defined in a way that is arbi-
trary

Premise: If an argument A occurs in a context of dialogue that requires a non-arbitrary
definition for a key property F that occurs in A, and F is defined in an arbitrary way in
A, then A ought to be rejected as deficient.
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Conclusion: Argument A ought to be rejected as deficient

Critical question: Does the context of dialogue in which argument A occurs require
a non-arbitrary definition of F?

Critical question: Is some property F that occurs in A defined in an arbitrary way?
Critical question: Why is arbitrariness of definition a problem in relation to the dia-
logue in which A was advanced?

Verbal Slippery Slope Argument :

Premise: Individual al has property F

Premise: For all x and y, if x has F then, if y is indistinguishable for x with respect to
F, then y also has F

Premise: For any given pair ai, aj of adjacent individuals in the sequence al, a2, ...,
an, individual aj is indistinguishable from ai with respect to F

Premise: But an does not have property F

Conclusion: It is not the case that al has F

Critical question: Does al have F?

Critical question: Is F really vague, in the sense that for all x and y, if x has F, then y
must also be conceded to have F?

Critical question: Are the pairs ai, aj in the continuum really indistinguishable from
each other?

Critical question: Is the conclusion that an does not have F truly the case (or at least
is the conclusion that an does have F truly unacceptable to the audience) ?

Critical question: Can some precise definition of F be given that will remove the
vagueness, sufficiently to stop the slope?

Full Slippery Slope Argument :

Premise: Case CO is tentatively acceptable as an initial presumption

Premise: There exists a series of cases, C0O, C1, ..., C(n-1), where each case leads to
the next by a combination of causal precedent, and/or analogy steps.

Premise: There is a climate of social opinion that once people come to accept each
step as plausible (or as accepted practice), they will then be led to accept the next step.
Premise: The penultimate step C(n-1) leads to a horrible outcome, Cn, which is not
acceptable.

Conclusion: CO is not acceptable

Critical question: What are the various subarguments or links that make up the inter-
vening steps from CO to Cn?

Critical question: How strongly is the conclusion phrased, that is, what is the burden
of proof in the dialogue?

Critical question: Is evidence given to back up each of the subarguments, and is it
strong enough to meet the requirements of burden of proof?

Deductive Argument from Ignorance :
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Premise: All the true propositions in domain D of knowledge are contained in K
Premise: A is in D

Premise: A is not in K

Premise: For all A in D, A is either true or false

Conclusion: A is false

Plausible Argument from Ignorance :

Premise: It has not been established that all the true propositions in domain D of
knowledge are contained in K

Premise: A is a special type of proposition such that if A were true, A would normally
or usually be expected to be in K

Premise: A isin D

Premise: A is not in K

Premise: For all A in D, A is either true or false

Conclusion: A is false
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A.2 Guidelines for the online forums — Swedish

Note that this version of the guidelines includes instructions on how to write
summaries of the annotated argumentation. These instructions applied to half
of the annotators.

Introduktion till uppgiften

Syftet med denna uppgift &dr att skapa triningsdata for att automatiskt iden-
tifiera argumentation i text. Detta faller inom faltet “argumentation mining”,
som handlar om just detta. Likt andra falt inom maskininldrning behovs an-
noterad data for att kunna trdna algoritmer att kinna igen argumentation. Detta
kan sedan anvéndas for att t.ex. analysera, utvirdera och ge feedback pa argu-
mentation. Din uppgift kommer att vara att ldsa igenom texter fran internetfo-
rum och mérka ut var i texten det forekommer argumentation. Nedan ges en
beskrivning av vilken slags argumentation vi &r ute efter.

Vad ar argumentation?

Alla kan argumentera och de flesta har en kénsla for vad argumentation &r.
Att formulera vad exakt som utgdr argumentation och vad som sérskiljer det
fran andra aktiviteter kan vara desto svérare. Vi kommer hir ge en definition
av argumentation som kan skilja sig fran din egen uppfattning, men vi ber dig
folja denna.

Argumentation uppstér nir det finns meningskiljaktigheter, och argumen-
tation blir da ett sitt att utbyta asikter eller stindpunkter kring en viss fraga.
Nér man argumenterar forsoker man fa en motpart att godta ens standpunkt,
man forsoker helt enkelt 6vertyga de/dem om att man har ritt*®. Man kan ar-
gumentera bade for och emot nigot. Oavsett, sa sker argumentationen genom
att man resonerar och ger anledningar som backar upp ens stdndpunkt. (van
Eemeren et al. 2013) (van Eemeren et al. 2014)

Argumentation framfors ofta pa formen ”A pa grund av/darfor B”, dar A ér
ett pastdende och B ér stod for detta pastdende. Detta pastaende reflekterar ens
stdndpunkt i en viss frdga. Nedan visas nagra enkla exempel pa detta:

1. ”Du borde inte dta socker, det ar daligt for hédlsan.”

41 de fall man &r emot nigot forsdker man Gvertyga en motpart om att man har rétt om att de
har fel.



220 Annotator guidelines

2. ”Jag anser inte att ’sksksk’ &r ett riktigt ord eftersom det inte 4r inlagt i
ordlistan.”

3. “Liberalerna har ingen verklig makt 1dngre, att rosta pa Liberalerna ar att
sldnga bort sin rost.”

I exempel 1 &r ”Du borde inte dta socker” ett pastdende talaren forsoker
Overtyga motparten om, och anledningen for detta ar att det ar daligt for hdlsan.
I exempel 2 &r pastaendet att ”sksksk” inte ett riktigt ord, med anledningen att
det inte &r inlagt i ordlistan. I 3 argumenteras det mot att rosta pé Liberalerna,
dar pastaendet dr att det ar att kasta bort sin rost att rosta pa Liberalerna.

Exemplen ovan uttrycker standpunkter i olika frdgor och som nimnts ovan
behover det finnas skillnader i asikter kring denna standpunkt for att nagot ska
riknas som argumentation. Det gor att det inte ricker med att framfora en asikt,
det kravs att en verklig eller tinkt motpart finns, som haller en motsatt stand-
punkt. Denna motpart maste dock inte vara en specifik person eller ens vara
verklig, det kan dven vara en uppfattning om att det finns skillnader. Ménga
argumenterande texter sdsom kronikor eller uppsatser har inte alltid en speci-
fik motpart, men argumenterar dnda for sin stdndpunkt. Det ar ocksé denna
motpart man syftar till att overtyga. | detta ingér att forsvara sin stdndpunkt,
bemota/attackera ndgon annans argument eller att forespréka sin stdndpunkt,
allt genom att man ger anledningar och resonerar.

Attavgora om nigot har som syfte att dvertyga eller om det finns en mening-
skiljaktighet beror ofta pa kontexten. Nar du ldser igenom texterna ar upp till
dig att avgéra om du anser att det dr argumentation, givet det du ldser i texten.
For att sammanfatta, argumentation bestar av:

1. En standpunkt/ett stillningstagande

2. Denna standpunkt uttrycks med olika pastaenden, uppbackade av anled-
ningar.

3. Detrader en verklig eller forestéilld meningskiljaktighet kring denna stand-
punkt vilket leder till att

4. man forsoker overtyga en verklig eller ténkt motpart om standpunkten.

Observera sist att vi inte letar efter logisk argumentation. Logisk argumen-
tation handlar om validitet av argument och slutledning. Detta &r visserligen
relaterat till den argumentation vi beskriver hir, men vi dr intresserade av argu-
mentation som uppstér pa grund av meningskiljaktigheter, inte argumentation
som handlar om slutledning.
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Argumentation pa forum

De trddar du kommer fa l1dsa kommer frén internetforumen flashback och famil-
jeliv. I det forsta inldgget i en trad inleder tradstartaren med det han eller hon
vill diskutera eller friga om. Hér kan det starta med argumentation direkt, eller
sd uppkommer det argumentation senare i traden.

Niér en trad inleds med argumentation brukar tradstartaren argumentera for
sin stdndpunkt, for att sedan emotségas eller fa medhall av de foljande inldggen.
Ibland ber tradstartan om bekriftelse for sin stdndpunkt. Det &r inte alltid trad-
startaren moter motsténd i trdden utan de som svarar instimmer och kommer
med argument som stddjer tradstartarens standpunkt eller pdbygger dens argu-
mentation. Det kan dock fortfarande forekomma argumentation. I sddana fall
argumenteras det inte emot ndgon i trdden eller emot tradstartaren, utan emot
en motpart utanfor forumet. En motpart kan vara en specifik person men ocksé
en vardering eller politisk inriktning.

Exempel dér det inte forekommer argumentation direkt kan vara fragor gél-
lande en situation i tridstartarens eget liv (”Ar min man otrogen?”) eller frigor
kring mer allménna hédndelser (”Varfor vill folk flytta till Stockholm?”’). Det
kan ocksa vara efterfragande av rad eller information ("Vem ar kéndisen det
skrivs om 1 aftonbladet?”). I manga fall leder inte dessa fragor till ndgon ar-
gumentation ("Det var X som blev arresterad’), men det kan ocksa vara sa att
tradstartarens frdga startar argumentation mellan de som svarar i trdden, dér
svaren argumenterar for en stdndpunkt i fragan ("Din man &r sjélvklart inte
otrogen, han har ju en nyfodd bebis hemma.”).

Argumentation sker inte alltid s& explicit som 1 de tidigare exemplen. Ex-
empel pa detta dr att den som argumenterar sillan markerar att de sjdlva ar
avsidndaren stdndpunkten, uttryck som “jag tycker” eller jag anser” uteldm-
nas ofta dven om talaren uttrycker en personlig asikt och inte fakta. Istéllet kan
uttryck som ”Man bor inte” eller liknande anvéndas.

Det ar stor variation mellan hur folk argumenterar pa dessa forum. Det kan
argumenteras med hénvisning till fakta och experter (pastddda eller verkliga),
men dven kinslor och moral kan anvédndas i argumentation.

Det &r viktigt att komma ihag att oavsett om man héller med om argumen-
tationen eller om den innehéller faktafel eller liknande, sa ska det fortfarande
riknas som argumentation. Vi dr intresserade av aktiviteten argumentation, inte
att avgora om nagon har ritt eller fel. P4 dessa forum kan det dven forekomma
kontroversiella eller stotande &sikter och uttryck. Vi har valt att inte filtrera
datan och ber dig ha overseende med detta di syftet med detta ar att skapa
modeller som kan hitta all slags argumentation. Om det &r nagot du tycker ar
direkt olampligt eller om du hittar négot olagligt, kontakta oss.
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Instruktioner

Du kommer fa ett antal dokument tilldelade dig, dir varje dokument &r en trad
frén ett internetforum. Lés igenom varje trad och for varje inldgg testa om du
kan svara ja pa frdgorna nedan.

1. Signalerar inldggsforfattarens text att den tar stillning/har en stdndpunkt
i en viss fraga?

2. Motiverar inldggsforfattarens varfor?

3. Uppfattar du det som att inldggsforfattarens forsoker overtyga nagon?

Om en text eller del av texten fér ja pa alla fragorna vill vi att du markerar
den som argumentation. Du kan markera hur langa eller hur korta textstycken
som du vill, men markera inte dver inldggsgrianserna. Du kan gora flera anno-
teringar inom ett inldgg om du tycker att det behovs. Efter att du markerat ett
textstycke vill vi att du skriver en kortfattad, en mening eller tva, sammanfat-
tning av vad som argumenteras for och varfor. Exempel pa hur du kan gora
detta kommer ldngre ner.

Eftersom kontexten ér viktig for att avgéra om nagon argumenterar gar det
bra att ga tillbaka och &ndra om du tycker att det behovs. Observera att citat av
andra inlédggsforfattare eller 6vriga inte ska annoteras. Om du har annoterat en
text som argumentation och det sedan citeras behdver du alltsé inte annotera det
igen. Det kan dven forekomma inldgg pa andra sprak, frimst engelska, dessa
ska inte annotoreras. Enstaka ord eller uttryck pa andra sprak gar dock bra att
annotera.

For att avgdra om en text signalerar en standpunkt(fraga 1), tink pa att stand-
punkten inte méste vara explicit uttryckt, och ofta uttrycks pastdenden som sig-
nalerar ett stillningstagande utan att sjdlva stéllningstagandet ar uttryckt. Fraga
3 berdr det som dr argumenterande med uttalandet och det handlar om hur du
uppfattar texten. Om du uppfattar att avsdndaren forsoker argumentera for sin
standpunkt, genom att forsdka dvertyga, genom att forsvara, forespraka eller
emotsiga, sa ir svaret ja pa fraga 3.

Om svaret dr ja pa frdga 1 och 2, dvs. texten uttrycker en standpunkt och
motiverar den, kan det tinkas svaret pa fraga 3 alltid blir ja. Hér vill vi dock
mena pa att kontexten spelar in i att avgora det. Tank dig uttalandet “Jag gillar
glass, eftersom det dr sott.” Det dr en motiverad stindpunkt, men som antagli-
gen inte syftar till att vara ett inldgg i en argumentation. Om det i trdden inte
rader en diskussion kring detta, vill vi inte annotera det som argumentation.
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Test

Haér beskrivs test som kan hjélpa dig avgora om nagot dr argumentation. For
att testa fraga 1 och 2 kan du foérsoka omformulera texten till A pga B”. A
ar da det som signalerar ens standpunkt, och B motiveringen till att man har
standpunkten. Om denna omformulering &r tydlig och kort kan du anvinda
den som sammanfattning av argumentationen.

T.ex. detta inldgg fran en trdd med titeln ”Avliva hund pa grund av bebis?”
Den forsta delen in inldgget skulle kunna omformuleras som Avliva inte hunden
pga den dr ett liv som inte ska kastas bort. Detta skulle dven kunna anvindas
som sammanfattning av argumentet.

Givetvis ska ni inte avliva hunden! Det &r ett liv vi snackar om, ni kan
inte bara kasta bort hunden nér det inte passar langre.

Ga till ett proffs. Hunden mar inte bra. Om det inte gar att hjélpa hen
fér ni omplacera.

I de fall man argumenterar emot nagon dr A inte alltid utskrivet, eftersom
A da ér negationen till det man argumenterar emot. In andra inldgget nedan
argumenteras mot det forsta, utan att negationen av det forsta inldgget explicit
skrivs ut. Det tredje inldgget 4r omskrivet och dndrat for att exemplifiera.

|

De antidemokratiska islameisterna borde skickas till Gotland!

|

Men det &r ju liberalerna som vill forbjuda yttrandefriheten

Omskriven 2

De antidemokratiska islamisterna borde inte skickas till Gotland
pga (Men) det dr ju liberalerna som vill forbjuda yttrandefriheten

Det ricker dock inte med ”A pga B” for att ndgot ska rdknas som argumen-
tation, fraga 3 (syfte att Gvertyga) behdver ocksa besvaras. For att avgora fraga
3 kan du testa att ldgga in ”Jag haller med” eller ”Jag haller inte med”. Om
det inte dndrar hur du uppfattar texten med dessa tillagg, &r svaret pa fraga 3
antagligen ja. Exempel:
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Jag haller inte med. Givetvis ska ni inte avliva hunden! Det &r ett liv
vi snackar om, ni kan inte bara kasta bort hunden nir det inte passar
langre.

Ga till ett proffs. Hunden mar inte bra. Om det inte gér att hjélpa hen
far ni omplacera.

Jag hailler inte med. De antidemokratiska islamisterna borde inte
skickas till Gotland pga (Men) det ar ju liberalerna som vill forbjuda
yttrandefriheten

Bada exemplen ovan uppfyller alla tre frdgorna, givet en kontext dér de &r
argumenterande. Det andra inldgget &r ocksa en kombination av bada testen.
Att testa att ldgga in ’jag haller inte med’ kan vara svart att genomfora for de
inldgg som inte har en motsatt stindpunkt direkt i trdden, som till exempel det
forsta inldgget i en trad. I dessa fall riktar inte inléggsforfattaren sin mening-
skiljaktighet mot ndgon i traden.

Trad 1

Denna trad startas med en fraga. Inldggsforfattaren uttrycker en standpunkt, att
hen tycker det &r dckligt att hens flickvén dricker gammalt kaffe, som uttrycks
som en fraga ("Eller bara dckligt?””). Det ges dock ingen motivering (2) och
hen vénder sig heller inte emot nigon for att 6vertyga (3). Detta ska dé inte
annoteras som argumentation.

1 Ar min flickvin konstig? (Kafferelaterat)

Hej!

Min flickvéan dricker kaffe varje morgon. Det enda konstiga ar att hon
brygger en stor kanna i borjan av veckan for att sedan virma upp samma
kanna kaffe i en veckas tid. Ar detta normalt? Eller bara dckligt?

Tack pa forhand!

Iinldgg tva har vi en tydlig ”A pga av B” struktur. Inldggsforfattaren tycker
inte att det dr normalt (1) och motiverar detta med att man kan kopa kaffe
pa flaska (2). Aven om vi som lisare eventuellt har svart att forstd hur detta
ar motiverande, kan vi dnda se att syftet med andra meningen é&r att den ska
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motivera att det inte dr normalt. Givet kontexten kan vi dven se att det finns
ett syfte att Overtyga (3). Detta ska d& annoteras som argumentation. En mojlig
sammanfattning skulle kunna vara Det dr inte normalt (att virma upp kaffe),
hade det varit normalt hade man kunnat képa det firdigbryggt eller Det dr
inte normalt att virma upp kaffe eftersom man inte kan kopa kaffe pa flaska i

affdren.

Inte normalt ndgon dag i veckan! I sa fall kunde man ju kopt fardigt
kaffe pa flaska...

Inldgg tre uttrycker tva standpunkter; att det &r &ckligt och att hon borde
kopa en kapsel maskin istdllet. Ingen av dessa dr dock motiverade, sa vi kan gi
vidare till nésta inlagg.

Men bl4da!! Varfor?? Ar ju inte sérskilt avancerat att gora nytt kaffe
varje dag.. hon borde skaffa sig en kapsel maskin istillet! Ett tips pa
vad du kan kopa nér hon fyller ér, haha!!

Till sist, inldgg fyra, som ocksé uttrycker en stdndpunkt (”det 4r inte van-
ligt”), och motiverar den med att hen sjélv inte gor sa. Det ska annoteras som
argumentation. En mojlig sammanfattning &r Det dr inte normalt eftersom jag
inte brukar gora sd.

Men hu! Nej det dr fasen inte vanligt. Jag kan iofs virma en kopp i

micron pa formiddagen som jag bryggt pa morgonen. Men inte efter
det, i synnerhet inte dagen efter .

Trad 2

I forsta inldgget uttrycker inlaggsforfattaren i sista meningen (’Sjélv anser jag
att mén forstar klimatet, migrationen och ekonomin bittre &n kvinnor.”) en
standpunkt (1), men motiverar inte varfor (2).
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1 Vilka politiska omréden forstar mén battre?

Vilka politiska fragor anser du att mén har en storre forstaelse for dn
kvinnor? Alltsd omraden dir midn som grupp lyckats skapa sig en mer
korrekt bild av verkligheten dn kvinnorna lyckats med.

Sjélv anser jag att mén forstar klimatet, migrationen och ekonomin bét-
tre &n kvinnor.

Naésta inldgg visas nedan. Inldggsforfattarens uttrycker hér ett
stallningstagande (1), och man skulle kunna utveckla den till att sdga Jag anser
att mdn forstar alla dmnen bdttre dn kvinnor. Inlaggsforfattarens motiverar
dock inte sitt stéllningstagande (2).

Alla.

I nésta inldgg citerar inldggsforfattarens en annans inldgg (citat ska inte an-
noteras). Inldggsforfattarens uttrycker en stindpunkt och motiverar den (1 och
2). Texten uppfyller ocksa fraga 3, eftersom vi vet att han bemoéter en annan
inldggsforfattare. Detta ska markeras som argumentation. En mgjlig samman-
fattning: Mdn kan de flesta dmnen bdttre dn kvinnor eftersom mdn litar mer pd
fakta och dr mer pdldsta.

Citat: Vilka politiska frdagor anser du att mdn har en storre forstdelse
for dn kvinnor? Alltsd omrdden ddr mdn som grupp lyckats skapa sig
en mer korrekt bild av verkligheten dn kvinnorna lyckats med. Sjdlv
anser jag att mdn forstar klimatet, migrationen och ekonomin bdttre dn
kvinnor.

Eftersom mén rent allmént 4&r mer kunskapstorstiga &n kvinnor och
dessutom litar mer pa fakta dn gruppens asikt har mén battre koll pa
det mesta fransett specifika kvinnliga intressen.

Kvinnors styrka ligger i skapandet och bevarandet av relationer. Men
det sker ibland genom att kvinnor negligerar fakta och tar till sig
och internaliserar en felaktig bild av verkligheten. Kvinnor &r konflik-
tavvikanfe och véljer relationer framfor att ha en korrekt bild av verk-
ligheten.
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Ovriga exempel

Argumentation kan uttryckas i olika former, nedan listats fler exempel pé saker
du kan stota pa i texten.

Retoriska fragor - ett stillningstagande eller pastdende kan uttryckas i
retoriska fragor. T.ex. ”Ska en person fa bestimma 6ver vad alla andra
ska fa dta pé arbetsplatsen?”

Hypotetiska uttalanden - Argumentation forekommer ibland i uttalanden
pa formen ”Om X sa borde vi Y”. T.ex. ”Om vi gor sa som du sdger sa
kommer alla bli urfattiga”.

”Meta”-argumentation - argumentation som ifragasatter hur eller var-
for andra argumenterar, istillet for det som huvudsakligen diskuteras.
T.ex.”Varfor tar du ens upp den hér fragan, den &r irrelevant, detta &r
viktigt istéllet.”

Argumentation baserad pa kénslor eller egna erfarenheter - som tidigare
sagt s& behover inte argumentationen byggas pa fakta eller dylikt. T.ex.
”Jag har aldrig traffat en polis som har hélsat pa mig, poliser ar alltid
otrevliga.”

Ironi och sarkasm - argumentation kan férekomma i dessa former.
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A.3 Guidelines for the online forums — English
Introduction to the task

The purpose of this task is to create training data for the automatic identifi-
cation of argumentation in text. This falls within the field of argumentation
mining, which focuses precisely on that. As in other areas of machine learning,
annotated data is needed to train algorithms to recognize argumentation. This
can then be used, for example, to analyze, evaluate, and provide feedback on
argumentation. Your task will be to read through texts from online forums and
mark where in the text argumentation occurs. Below is a description of the type
of argumentation we are looking for.

What is argumentation?

Everyone can argue, and most people have an intuitive sense of what argumen-
tation is. However, formulating exactly what constitutes argumentation and
what distinguishes it from other activities can be more difficult. Here, we will
provide a definition of argumentation that may differ from your own under-
standing, but we ask that you follow this one.

Argumentation arises when there are differences of opinion, and it becomes
a way to exchange views or standpoints on a particular issue. When arguing,
one attempts to get the other party to accept your standpoint: in simple terms, to
persuade them that you are right.*” One can argue both for and against some-
thing. Regardless, argumentation involves reasoning and providing justifica-
tions that support one’s standpoint. (van Eemeren et al. 2013) (van Eemeren
etal. 2014)

Argumentation is often presented in the form “A because B,” where A is a
claim and B is the support for that claim. The claim reflects one’s standpoint
on a particular issue. Below are a few simple examples of this:

1. “You shouldn’t eat sugar; it’s bad for your health.”

2. “I don’t consider ’sksksk’ a real word because it’s not listed in the dic-
tionary.”

3. “The Liberals no longer have any real power; voting for the Liberals is
a waste of a vote.”

“TIn cases where one is opposed to something, the aim is to persuade the other party that you
are right in thinking that they are wrong.
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In example 1, “You shouldn’t eat sugar” is the claim the speaker is trying to
persuade the listener of, and the reason for it is that it’s bad for one’s health. In
example 2, the claim is that “sksksk” is not a real word, with the reason being
that it’s not included in the dictionary. In example 3, the argument is against
voting for the Liberals, where the claim is that voting for them is a waste of a
vote.

The examples above express standpoints on different issues, and as men-
tioned earlier, there needs to be a difference in opinion regarding the standpoint
for something to count as argumentation. It is not enough to simply express an
opinion: there must be a real or imagined opposing party who holds a contrary
standpoint. This opposing party does not need to be a specific person or even
real, it can simply be the perception that differing views exist. Many argumen-
tative texts, such as opinion pieces or essays, do not always have a specific
opponent, but still argue for a particular standpoint. This opposing party is the
one the speaker aims to persuade. This involves defending one’s standpoint, re-
sponding to or attacking someone else’s argument, or advocating for a position,
all by providing reasons and reasoning.

Determining whether something is meant to persuade or whether a disagree-
ment exists often depends on the context. As you read through the texts, it will
be up to you to decide whether you consider it to be argumentation, based on
what is stated in the text. To summarize, argumentation consists of:

1. A standpoint/stance.
2. This standpoint is expressed with claims, backed by reasons.

3. There is a real or imagined difference of opinion concerning this stand-
point which leads to:

4. the intent to persuade a real or imagined other part about the standpoint.

Finally, please note that we are not looking for argumentation in logic. Ar-
gumentation in logic concerns the validity of arguments and inferences. While
this is related to the kind of argumentation we are describing here, our focus
is on argumentation that arises from differences of opinion, not argumentation
centered on formal reasoning or deduction.

Argumentation on Forums

The threads you will be reading come from the internet forums Flashback and
Familjeliv. In the first post of a thread, the original poster introduces what
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they want to discuss or ask about. Sometimes argumentation begins right away,
while in other cases, it emerges later in the thread.

When a thread begins with argumentation, the original poster usually argues
for a certain standpoint, which is then either challenged or supported by the
following replies. Sometimes, the original poster seeks confirmation for their
viewpoint. It’s not always the case that the original poster faces opposition,
respondents may instead agree and provide arguments that support or build
upon the original poster’s position. Even in such cases, argumentation can still
occur. Here, the argument is not directed at someone in the thread, but rather
at an external party outside the forum. This opposing party might be a specific
person, but it could also be a value system or political stance.

Examples where argumentation does not occur right away might include
questions about the original poster’s personal situation (“Is my husband cheat-
ing on me?”), or inquiries about general topics (“Why do people want to move
to Stockholm?”). They might also request advice or information (“Who is the
celebrity mentioned in Aftonbladet?”). In many of these cases, no argumenta-
tion follows at all (“It was X who got arrested”), but sometimes the original
question sparks argumentation between respondents, where replies take a clear
position on the issue (“Of course your husband isn’t cheating, he has a newborn
baby at home.”).

Argumentation is not always expressed as explicitly as in the earlier exam-
ples. For instance, those who argue rarely mark themselves as the source of a
standpoint: phrases like “I think” or “I believe” are often omitted, even when
the speaker is clearly expressing a personal opinion rather than a fact. Instead,
expressions like “One should not...” or similar formulations may be used.

There is considerable variation in how people argue on these forums. Ar-
guments may reference facts and experts (real or alleged), but emotions and
moral reasoning are also commonly used.

It’s important to remember that regardless of whether you agree with an ar-
gument, or whether it contains factual errors or similar issues, it should still be
counted as argumentation. We are interested in the activity of argumentation
itself, not in judging whether someone is right or wrong. Please also be aware
that these forums may contain controversial or offensive opinions and expres-
sions. We have chosen not to filter the data, and we ask for your understanding,
as the goal is to create models capable of detecting all types of argumentation.
If you encounter anything you find directly inappropriate, please contact us.
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Instructions

You will be assigned a number of documents, each of which is a thread from
an internet forum. Read through each thread, and for every post, ask yourself
whether you can answer yes to the following questions:

1. Does the author of the post signal that they are taking a position or ex-
pressing a standpoint on a particular issue?

2. Does the author provide a reason or justification for this standpoint?

3. Do you perceive that the author is trying to convince someone?

If a post or part of a post receives a yes to all three questions, we want you
to mark it as argumentation. You may mark text segments as long or as short
as you like, but do not mark across post boundaries. You may make multiple
annotations within a single post if you find it necessary. After marking a text
segment, we ask you to write a brief one or two sentence summary of what
is being argued for and why. Examples of how to do this are provided further
down.

Since context is important in determining whether someone is arguing, you
are free to go back and revise your annotations if you feel it is necessary. Please
note that quotes from other users or third parties should not be annotated. If
you’ve annotated a piece of text as argumentation and it is later quoted by
someone else, you do not need to annotate it again. There may also be posts in
other languages, primarily English. These should not be annotated. However,
isolated words or phrases in other languages can be included in your annota-
tions if they are part of an otherwise valid argumentation.

To determine whether a text signals a standpoint (Question 1), keep in mind
that the standpoint does not have to be explicitly stated. Standpoints are often
implied through claims, even when not directly expressed. Question 3 concerns
the argumentative intent of the statement, how you interpret the text. If you
perceive that the author is attempting to argue for their standpoint, by trying to
convince, defend, advocate, or counter, then the answer to Question 3 is yes.

If the answer to Questions 1 and 2 is yes, that is, the text expresses a stand-
point and gives a reason, then it may seem that Question 3 will always be yes
as well. However, we argue that context matters in making this judgment. Con-
sider the statement: “I like ice cream because it’s sweet.” This is a motivated
standpoint, but likely not intended as a contribution to an argument. If there is
no discussion in the thread around this topic, we do not want this annotated as
argumentation.
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Test

Here are some tests that can help you determine whether something qualifies
as argumentation. To test questions 1 and 2, you can try rephrasing the text in
the form “A because B”. A represents the standpoint, and B is the reason given
to support it. If this reformulation is clear and concise, you can also use it as
the summary of the argument.

For example, consider a post from a thread titled “Euthanize the dog because
of'a baby?” The first part of the post could be reformulated as: “Don’t euthanize
the dog because it’s a life that shouldn’t be thrown away.” This could also serve
as the argument summary.

Of course you shouldn’t put the dog down! We’re talking about a living
being, you can’t just throw the dog away when it no longer suits you. Go
to a professional. The dog isn’t doing well. If it can’t be helped, you’ll
have to rehome it.

In cases where someone is arguing against a statement or position, the “A”
part of the argument is not always explicitly stated, because A is then the nega-
tion of what is being argued against. In the second post below, for example, the
reply argues against the first post, without explicitly stating the negation. The
third version is a rewritten and modified example to illustrate this point.

The anti-democratic Islamists should be sent to Gotland!

But it’s the liberals who want to ban free speech.

The anti-democratic Islamists should not be sent to Gotland be-
cause (but) it’s the liberals who want to ban free speech.

However, the structure “A because B” is not enough on its own for some-
thing to count as argumentation: question 3 (the intent to persuade) must also
be answered with yes. To help determine question 3, you can try inserting the
phrase “I agree” or “I disagree” before the statement. If adding one of these
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phrases does not change how you interpret the text, i.e. it still feels like some-
one is expressing a standpoint and trying to convince someone, then the answer
to question 3 is likely yes. Example:

I disagree. Of course you shouldn’t put the dog down! We’re talking
about a living being, you can’t just throw the dog away when it no longer
suits you. Go to a professional. The dog isn’t doing well. If it can’t be
helped, you’ll have to rehome it.

I disagree. The anti-democratic Islamists should not be sent to Got-
land because (but) it’s the liberals who want to ban free speech.

Both of the examples above fulfil all three questions, given a context in
which they are argumentative. The second post also combines both of the sug-
gested tests. Trying out the “I disagree” phrasing can be difficult to apply in
posts where there is no clear opposing standpoint already expressed in the
thread, such as in the first post of a thread. In these cases, the author is not
directing their disagreement toward someone in the thread.

Thread 1

This thread starts with a question. The author expresses a standpoint, that they
find it disgusting that their girlfriend drinks old coffee, phrased as a question
(“Or just disgusting?”). However, there is no justification (2), and no clear in-
tent to persuade or oppose someone (3). This should not be annotated as argu-
mentation.

1 Is My Girlfriend Weird? (Coffee-Related)

Hi!

My girlfriend drinks coffee every morning. The only strange thing is
that she brews a big pot at the beginning of the week and then reheats
the same coffee all week long. Is that normal? Or just disgusting?
Thanks in advance!

In post two, we have a clear “A because B” structure. The author thinks it’s
not normal (1) and supports this with the reasoning that you can’t buy bottled
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coffee (2). Even if this reasoning might not seem convincing to all readers,
this second sentence is clearly meant to motivate that it is not notrmal. Given
the context, there is also an intent to persuade (3). This should be annotated as
argumentation. A possible summary might be: It’s not normal to reheat coffee
because if it were, you could buy it pre-brewed in bottles.

Not normal any day of the week! If it were, you’d be able to buy ready-
made bottled coffee...

Post three expresses two standpoints: that it’s disgusting, and that she should
get a capsule machine instead. However, neither of these is supported by rea-
soning, so this should not be annotated.

Ughhh!! Why?? It’s really not that hard to brew fresh coffee each day...
she should get a capsule machine instead! A gift idea for her birthday,
haha!!

Finally, post four also expresses a standpoint (“it’s not common”) and jus-
tifies it by referring to the author’s own behaviour. This should be annotated
as argumentation. A possible summary: I¢’s not normal because I don’t do that

myself.

Oh yuck! No, that’s definitely not common. I mean, I might reheat a

cup in the microwave later the same morning, but not after that, and
especially not the next day.

Thread 2

In the first post, the author expresses a standpoint in the final sentence (“Per-
sonally, I believe that men understand climate, migration, and the economy
better than women.”), which satisfies question 1. However, no reasoning is
given (question 2 is not met), .
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1 Which Political Areas Do Men Understand Better?

Which political issues do you think men have a better understanding
of than women? That is, areas where men as a group have managed to
form a more accurate picture of reality than women have.

Personally, I believe that men understand climate, migration, and the
economy better than women.

The next post is shown below. The author expresses a standpoint (1)—which
could be rephrased as: “I believe that men understand all subjects better than
women.” However, no justification is given (Question 2 is not met).

All of them.

In the following post, the author quotes someone else’s message (quotes
should not be annotated). The author then expresses a standpoint and sup-
ports it with reasoning (questions 1 and 2). The post also meets question 3,
as it responds to another participant’s comment and attempts to persuade. This
should be annotated as argumentation. A possible summary: “Men understand
most topics better than women because they rely more on facts and are more
knowledge-secking.”

Quote: Which political issues do you think men have a better under-
standing of than women? That is, areas where men as a group have
managed to form a more accurate picture of reality than women have.
Personally, I believe that men understand climate, migration, and the
economy better than women.

Because men, generally speaking, are more knowledge-driven than
women and rely more on facts than on group opinions, they have a bet-
ter grasp of most topics, except for certain subjects of specific female
interest.

Women’s strengths lie in creating and maintaining relationships. But
this sometimes leads them to neglect facts and internalize a distorted
view of reality. Women tend to avoid conflict and prioritize relation-
ships over having an accurate understanding of reality.
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Other Examples

Argumentation can appear in various forms. Below are additional examples of
expressions you may encounter in the texts:

» Rhetorical questions — A standpoint or claim can be expressed through
rhetorical questions. Example: “Should one person really get to decide
what everyone else is allowed to eat at work?”

* Hypothetical statements — Argumentation sometimes appears in the form
“If X, then we should Y.” Example: “If we do what you’re suggesting,
then everyone will end up poor.”

+ “Meta” argumentation — This is argumentation that questions how or why
someone is arguing, rather than engaging with the main topic. Example:
“Why are you even bringing this up? It’s irrelevant—this is what really
matters.”

+ Argumentation based on emotion or personal experience — As mentioned
earlier, argumentation does not need to rely on facts or data. Example:
“I’ve never met a police officer who greeted me, cops are always rude.”

* Irony and sarcasm — Argumentation may also appear in ironic or sarcastic
forms.
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A.4 Guidelines for the political debate — Swedish
Introduktion till uppgiften

Syftet med denna uppgift ér att skapa triningsdata for att automatiskt iden-
tifiera argumentation i text. Detta faller inom féltet “argumentation mining”,
som handlar om just detta. Likt andra félt inom maskininldrning behovs an-
noterad data for att kunna tridna algoritmer att kéinna igen argumentation. Detta
kan sedan anvéndas for att t.ex. analysera, utvirdera och ge feedback pa argu-
mentation. Din uppgift kommer att vara att lésa igenom texter fran internetfo-
rum och mirka ut var i texten det forekommer argumentation. Nedan ges en
beskrivning av vilken slags argumentation vi &r ute efter.

Vad ar argumentation?

Alla kan argumentera och de flesta har en kénsla for vad argumentation ér.
Att formulera vad exakt som utgdr argumentation och vad som sérskiljer det
frén andra aktiviteter kan vara desto svérare. Vi kommer hir ge en definition
av argumentation som kan skilja sig fran din egen uppfattning, men vi ber dig
folja denna.

Argumentation uppstér nir det finns meningskiljaktigheter, och argumen-
tation blir dé ett sdtt att utbyta &sikter eller stindpunkter kring en viss fraga.
Nar man argumenterar forsoker man fa en motpart att godta ens stdndpunkt,
man forsdker helt enkelt dvertyga de/dem om att man har ritt*®. Man kan ar-
gumentera bade for och emot ndgot. Oavsett, s& sker argumentationen genom
att man resonerar och ger anledningar som backar upp ens stindpunkt. (van
Eemeren et al. 2013) (van Eemeren et al. 2014)

Argumentation framfors ofta pa formen ”A pa grund av/darfor B”, dar A ar
ett pastdende och B ér stod for detta pastdende. Detta pastaende reflekterar ens
standpunkt i en viss frdga. Nedan visas nagra enkla exempel pa detta:

1. ”Du borde inte &ta socker, det ar daligt for hélsan.”

2. ”Jag anser inte att *sksksk’ dr ett riktigt ord eftersom det inte &r inlagt i
ordlistan.”

3. ”Liberalerna har ingen verklig makt langre, att rosta pa Liberalerna ar att
sldnga bort sin rost.”

81 de fall man &r emot ngot forsoker man Gvertyga en motpart om att man har rétt om att de
har fel.



238 Annotator guidelines

I exempel 1 &r ”Du borde inte dta socker” ett pastdende talaren forsdker
Overtyga motparten om, och anledningen for detta ar att det ar daligt for hdlsan.
I exempel 2 &r pastaendet att ”sksksk” inte ett riktigt ord, med anledningen att
det inte &r inlagt i ordlistan. I 3 argumenteras det mot att rosta pé Liberalerna,
dér pastéendet &r att det &r att kasta bort sin rost att rosta pa Liberalerna.

Exemplen ovan uttrycker stdndpunkter i olika frdgor och som ndmnts ovan
behover det finnas skillnader i asikter kring denna stdndpunkt for att ndgot ska
raknas som argumentation. Det gor att det inte ricker med att framfGra en &sikt,
det kravs att en verklig eller tinkt motpart finns, som haller en motsatt stand-
punkt. Denna motpart méste dock inte vara en specifik person eller ens vara
verklig, det kan dven vara en uppfattning om att det finns skillnader. Ménga
argumenterande texter sdsom kronikor eller uppsatser har inte alltid en speci-
fik motpart, men argumenterar dnda for sin stdndpunkt. Det ar ocksé denna
motpart man syftar till att dvertyga. I detta ingar att forsvara sin standpunkt,
bemota/attackera ndgon annans argument eller att forespréka sin stdndpunkt,
allt genom att man ger anledningar och resonerar.

Att avgdra om ndgot har som syfte att dvertyga eller om det finns en mening-
skiljaktighet beror ofta pa kontexten. Nér du ldser igenom texterna ar upp till
dig att avgora om du anser att det dr argumentation, givet det du ldser i texten.
For att ssmmanfatta, argumentation bestar av:

1. En standpunkt/ett stillningstagande

2. Denna standpunkt uttrycks med olika pastaenden, uppbackade av anled-
ningar.

3. Detrader en verklig eller forestdlld meningskiljaktighet kring denna stand-
punkt vilket leder till att

4. man forsoker overtyga en verklig eller tinkt motpart om standpunkten.

Observera sist att vi inte letar efter logisk argumentation. Logisk argumen-
tation handlar om validitet av argument och slutledning. Detta &r visserligen
relaterat till den argumentation vi beskriver hir, men vi dr intresserade av argu-
mentation som uppstar pa grund av meningskiljaktigheter, inte argumentation
som handlar om slutledning.

Argumentation i riksdagsdebatter
Du kommer f& annotera en enskild debatt frén riksdagen som utgér ifran ett

betinkande, alltsé ett lagforslag fran ett riksdagsutskott. Till betdnkandet har
det dven tillkommit vissa reservationer som nagra av talarna tar stéllning till.
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I detta sammanhang kan vi anta att manga av inlédggen innehaller argumenta-
tion. Fragan &r vilka meningar som &r del av argumentationen, och vilka som
inte dr det. I en typisk riksdagsdebatt argumenterar talarna for eller emot mo-
tioner, propositioner, betinkande samt reservationer mot dessa. Det &r viktigt
att komma ihag att oavsett om man héller med om argumen- tationen eller om
den innehaller faktafel eller liknande, sa ska det fortfarande rdknas som argu-
mentation. Vi &r intresserade av aktiviteten argumentation, inte att avgdra om
nagon har ritt eller fel. Politiker &r ofta skickliga talare, och de anvénder olika
retoriska grep for att Gvertyga. Allt vars syfte ar att Overtyga skall hir anses
som argumentation, inklusive sarkasm eller retoriska fragor.

Instruktioner

Lis igenom varje debattinldgg och for varje inldgg testa om du kan svara ja pa
fragorna nedan.

1. Signalerar debattoren text att den tar stéllning/har en stindpunkt i en viss
fraga?

2. Motiverar debattéren varfor?

3. Uppfattar du det som att debattéren forsoker dvertyga nagon?

Vi vill att du annoterar hela meningar, s om en eller flera meningar stdm-
mer Overens med ovanstdende ska du markera det som argumentation. Du far
mark- era hur manga meningar i f6ljd som du vill, men annotera inte over
debat- tinldggsgriansena. Da detta dr en text ddr man kan anta att det forekom-
mer mycket argumentation &r det ok att annotera de flesta meningar i ett inldgg
som argumentation, om du anser att det behovs, men tink pa att inte inklud-
era meningar som du inte anser dr argumentation. Gor hellre tva separata an-
noteringar i sddana fall. Som némnts i tidigare sektioner kan det som argu-
menteras for och motiva- tionen for det forekomma pa olika stéllen i texten. S&
lange du sjélv uppfattar att en mening hér samman med pagaende argumenta-
tion ar det ok att du mark- erar den, dven om motivationen skulle forekomma
i en annan del av inldgget, i en annan annotering. Vi vill dock att motivation
ska forekomma inom samma debattinldgg. For att avgora om en text signalerar
en stindpunkt (fraga 1), tink pé att stindpunkten inte maste vara explicit ut-
tryckt. Ofta uttrycks pastdenden som signalerar ett stillningstagande utan att
sjdlva stéllningstagandet &r uttryckt. Fraga 3 beror det som &r argumenterande
med uttalandet och det handlar om hur du uppfattar texten. Om du uppfattar att
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avsdndaren forsoker argumentera for sin stdndpunkt, genom att forsoka over-
tyga, genom att forsvara, forespraka eller emotsiga, s& ar svaret ja pa fraga
3.

Exempel pé argumentation i riksdagsdebatter
* Pastaenden kan ha olika funktioner i en debatt. Det dr upp till dig att

avgora huruvida ett pastdende ar del av argumentationen eller inte, ex-
empelvis som motivation for en slutsats:

Exempel pa motivation for en slutsats:

“Det finns tydliga siffror som visar att en stor andel av de jobb som
har skapats under de senaste tio aren har skapats i sma och medelstora
foretag.”

» Sarkasm kommer i olika former och har gérna syftet att forlojliga ett
tidigare inldgg:

Exempel pa argumentativ sarkasm:

“Framtidens jobb kommer inte att ramla ned som manna fran himlen.”

* Fragor i en debatt kan ha olika funktioner. Om en fraga stélls for att kon-
trastera talarens synpunkt med debattmotstandaren kan det vara i syfte
att overtyga nagon:

Exempel pa argumentativ fraga:

“Varfor skulle Sverige ansluta sig till ett forslag som ar dikterat for att
16sa upp politiska problem i lander som &r oférmogna att vidta de rétta
atgirderna i stéllet for att halla kvar trycket pa att de hér 1anderna maste
komma till rdtta med sina grundlaggande problem?”

* Retoriska fragor ir ocksé ett vanligt grepp i debatter. D4 ar det tydligt
att talaren inte vill ha svar pa fragan. Retoriska fragor stélls ocksé ofta i
syfte om att overtyga niagon:

Exempel pa retorisk friga:

“Ar det verkligen mer av samma gamla som &r 16sningen?”
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* Enretorisk utmaning ir nér talaren ber om grundlaget f6r en debattmot-
stdndares asikt. Denna ber d& om att asikten underbyggs vidare:

Exempel pa retorisk utmaning:
“Varfor kommer inte dessa satsningar fran regeringen?”

“Ar sinkt krogmoms det bista sittet att mdta den kris som nu kommer
frén Europa?”

* Hypotetiska uttalanden forekommer ibland pd formen “Om X sa borde
viY”:

Exempel pa hypotetiskt uttalande:

“Men vi har ocksé lart oss att om inte alla garanteras mat i magen, ett
tak over huvudet och en inkomst som man kan leva pa sd kommer de
politiska och medborgerliga réttigheterna som yttrandefriheten, motes-
friheten och organisationsritten att i realiteten forminskas till att bara
vara rattigheter for dem som &r vélbestillda och maktiga.”

* Kiinslomissiga argument forekommer éven i riksdagen. Argumenta-
tion behdver inte bygga pa fakta, utan forsoker ibland vicka medkansla
hos &horaren:

Exempel pa kiinsloméssig argumentation:

“Min dotters pojkvén ar fran Afghanistan, och att min dotter &r otrostlig
beror pa att hon varit med och hjélpt honom att skriva en *ansdkan om
verkstéllighetshinder’, ett sista forsok att fa stanna i Sverige och fa om-
fattas av den nya lagen.”

* 1 borjan av en debatten presenteras ofta &mnet och talarna. Exempel pa
detta kan ses nedan. I dessa fall brukar det inte forekomma argumentation
i borjan:
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Exempel pa formella kommentarer som inte ir argumentation:

“Fru talman! I dag ska vi debattera betdnkande AUS, Jamstilldhet.
Detta betidnkande behandlar motioner fran den allménna motionstiden
hosten 2010 och avser allménna fragor om jamstélldhet. Det innebar
att vi behandlar motioner om en jamstilld arbetsmarknad, ett jaim-
stéllt arbetsliv, unga och ett jamstallt arbetsliv, dndringar i diskrim-
ineringslagen, jimstélldhetsarbetets organisering, mansrollen och méns
jamstélldhetsarbete samt dvriga fragor om jamstélldhet. I betéinkandet
behandlas 19 motionsyrkanden. Utskottet avstyrker samtliga motion-
syrkanden. Foretrddare for Socialdemokraterna, Miljopartiet och Vin-
sterpartiet foljer upp sina motioner med totalt sju reservationer och ett
sarskilt yttrande. Dérmed dverldmnar jag betankandet till debatt.”

Exempel pa annoterade debattinldgg

Nedan ses ett exempel pa hur man kan annotera en debatttrad.
<B.ARG> = Borjan pé argumentation.
<S.ARG> = Slut pa argumentation.

“Fru talman! <B.ARG>Jag borjar med att yrka bifall till forslaget i fi-
nansutskottets betdnkande.<S.ARG> Betidnkandet handlar om ett kanske inte
alltfor spannande omrade, om man tittar pd vad det formellt handlar om: de
allménna bidragen till kommunerna. <B.ARG>Men samtidigt gar det inte att
debattera de allménna bidragen till kommunerna utan att tala om hela kommun-
och landstingssektorn och de viktiga tjadnster som utfors dér. For det ar trots
allt sa att de stora huvuddelarna av vilfardssektorn och de saker som utfors
finns inom ramen for kommuner och landsting. <S.ARG> Det ér ofta vi i den
hir kammaren fattar beslut och debatterar om den héir verksamheten, men till
syvende och sist dr det i kommunerna och landstingen man genomfor verk-
samheten, och dér finns ocksa de valda foretrddare som har ansvaret for verk-
samheten. Denna sektor omsétter i stort sett 800 miljarder kronor och har vida
arbetsuppgifter. I huvudsak finansieras verksamheten 6ver kommunalskatten,
dels den till primdrkommunerna, dels den till landstingen. Det innebér att besluten
Over ambitionsnivan i allt vésentligt fattas i andra sammanhang &n hér i riksda-
gen. Tittar vi ut 6ver Kommun- och landstingssverige ser vi att det ser olika ut.
Sverige dr olika. Det dr inte samma majoritet dverallt i landet. Majoriteten ser
inte ut som hér i riksdagen. Det dr olika koalitioner. Olika férsamlingar kom-
mer fram till olika beslut om ambitionsnivdn. <B.ARG>Néar man lyssnar pa
debatten hir i riksdagen far man en kénsla av att Sverige ar indelat i tvd mycket
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tydliga block - ett block som verkar vilja dra ned pa allt och att vilfdrdstjan-
sterna ska ga pa svéltniva och ett annat block med generdsa budgetar som skulle
vilja ha ett annat Sverige om man bara fick bestimma. Men i kommun- och
landstingssektorn ser det inte ut sa. Ungefdr hélften av kommunerna styrs av
koalitioner ddr Socialdemokraterna ingéar. [ utvirderingar av hur mycket man
satsar pa vélfardstjinster finns det inget tydligt monster att de partier som &r
1 opposition hér i riksdagen som majoritet i kommuner och landsting skulle
fora en visentligen annan politik. <S.ARG> Jag har ndgra kommentarer till
det som har varit uppe i debatten hér i dag. Till Pia Nilsson vill jag sidga att det
ar hedrande att ndgon ldser in sig s& noga pa de tidigare debatterna i det hér
sammanhanget. <B.ARG>Hon hade en kommentar om att jag for ett &r sedan
gjorde en bedomning av ldget nir det géllde hur 6verskottet skulle vara. Jag
har tydligen legat 5 miljarder fel i den beddmningen for ett &r sedan. Man ska
dé beakta att den hér sektorn omsitter 800 miljarder kronor, sa differensen ér
mindre dn 1 procent. Jag kan konstatera att det nog var fel p& prognosen, men
om man jamfor med andra prognoser som har gjorts pa ett ars sikt kan man nog
dnda vara ganska ndjd om man inte har mer fel dn 1 procent. Jag skulle ocksé
vilja lyfta fram H C Andersens Den fula ankungen . I den finns det en passage
déar ankmamman beskriver for den fula ankungen hur stor vérlden 4r. Den fula
ankungen tror att det bara ar den lilla polen ddr man sjélv dr som ar varlden,
och andmamman tydliggdr att varlden &r mycket, mycket storre: Den gér bor-
tom polen, dnda bort till ladugarden dér borta. Saken &r ju den att de bada hade
fel. Virlden ar dnnu mycket storre. Nér Pia Nilsson framhéller att regeringens
beddomningar for ett ar sedan inte har héallit exakt nir det géller utfallet vill jag
pépeka att vérlden dr mycket storre &n Sverige, och det har hént saker i varlden
under det senaste dret. Vi har i det ndrmaste en ekonomisk kollaps i Europa
och 1 USA. Att da tro att Sverige skulle forbli opaverkat och att prognoserna
skulle stimma ned pé tredje och fjarde véardesiffran dr vildigt naivt. Prognoser
ar prognoser. S& sent som i dag har Riksbanken meddelat en ny styrrinta. Om
vi tittar pa de prognoser som Riksbanken gjorde for ett ar sedan kan vi kon-
statera att inte heller de har haft helt rdtt. Men bara for att det ar svart att gora
prognoser ska man inte sluta att géra dem. Per Bolund lyfter fram behovet
av langsiktiga forutséttningar. Det 4r mycket viktigt. Vi tar i betdnkandet upp
att regeringen har fatt levererat till sig en utredning som heter Spara i goda
tider , som behandlar just den fragan. Utredningen lyfter fram att man ska ge
verktyg till kommuner och landsting sa att de har mgjlighet att spara i goda
tider for att jamna ut konjunktursvingningarna. Det dr helt ritt som Per Bol-
und séger att manga tjinster som levereras inom kommuner och landsting inte
ska paverkas av konjunkturen. Bara for att det ar l1dgkonjunktur ska man inte
lara sig mindre i skolan, och det ska inte vara sémre omsorg i barnomsorgen
for att det dr 1agkonjunktur. Inte heller ska man ldgga till kurspaket i grund-
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skolan for att det rékar vara hogkonjunktur. Det dr fullt klart att det behdvs
instrument.<S.ARG> Utredningen &r ldmnad till regeringen, och regeringen
kommer att d&terkomma. En annan fraga som behandlas i betédnkandet &r pri-
vata aktorer i skattefinansierad verksamhet. Det dr en frdga som dr mycket svar
och som ibland debatteras i ganska hogt tonldge. <B.ARG>Det ér viktigt att
komma ihdg att det i det hdr parlamentet finns en ganska bred enighet om att
vi i det hér landet har marknadsekonomi och att marknadsekonomin har tjanat
oss vildigt vil. Marknadsekonomi innebaér att vinst har varit en drivkraft i my-
cket av utvecklingen. Jag tror, eller rittare sagt jag ar 6vertygad om, att vi inom
viélfardssektorn maste vara noga med att inte séga nej till utveckling och inno-
vation. Om vi ska kunna ha kvar en vélfardssektor som levererar god kvalitet
och som vi har rdd med - beténk det som var uppe i forra debatten, om hur
det ser ut pa personalforsorjningssidan - maste vi dven i vélfardssektorn ha en
utveckling. Hur den utvecklingen astadkoms sé att man minimerar den negativa
sidan av den dr en stor utmaning, men om man siger nej till marknadsekonomin
och marknadseffekterna tror jag att man hamnar vildigt fel. Hir kommer lite
oroande signaler frdn Socialdemokraterna. De svenska Socialdemokraterna har
varit ett av vérldens framgangsrikaste vanster-center-partier. Det har man varit
for att man inte har sagt nej till marknadsekonomi. Man har bejakat marknad-
sekonomi. Nu dr det viktigt att det inte blir ndgon vénstersving, sé att man ger
sig ut pa en populistisk 6kenvandring. De stora forlorarna pa det skulle bli de
som ér i behov av vélfardstjansterna. <S.ARG> Det har tagits upp ett antal an-
dra fragor, och jag ér den fOrsta representanten for Alliansen att ga upp i denna
debatt. Jag inser att nagra har begért replik pa mig, men jag vill citera en his-
toria till. Det hér &r den lilla bocken Bruse. Det kommer en storre senare. Om
det dr nagon fraga som ni tycker vore mer vélriktad till ndgon annan an till mig
kan ni spara den. (Appléder)”

“Fru talman! Nar det géller differensen i prognosen kan jag bara konstatera
att ni gjorde fel igen. <B.ARG>Goran Pettersson séger att detta med att ge
bidrag till kommuner inte ar ett alltfor spdnnande omrade. Han verkar mena
att den kommunala verksamheten bedrivs ute i kommuner, sa den ska vi inte
dgna for mycket tid at 1 Sveriges riksdag. Tror verkligen Goran Pettersson att
regeringens politik och de beslut som fattas hér inte paverkar kommuner och
landsting? Det handlar om den fallerade arbetsmarknadspolitiken och om ut-
bildningspolitiken, som man undrar vart den har tagit vigen. Gymnasierefor-
men innebdr att kommunerna nésta ar ska spara 675 miljoner. Det &r i allra
hogsta grad ett tydligt exempel pa hur riksdagsbeslut paverkar kommunerna.
Det dr 60 000 gymnasieelever som saknar fullstdndiga betyg. Den hér regerin-
gen tycker trots det att man ska lagga ytterligare borda pd kommunerna och dra
ned ldrarresurserna och gora grupperna énnu storre. Jag undrar just vad elev-
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erna som sitter pa dhorarldktaren hir tycker om det. Vilket ansvar tar Géran
Pettersson for att skapa jobb? Det star mycket om arbetslinjen i betdnkandet.
Vad ér det for arbetslinje Goran Pettersson foretrdder nir han faktiskt sétter
képpar i hjulet for vara gymnasieelever nér det géller att fa en gymnasiekompe-
tens sd att de kan gé vidare. Bade du och jag vet att utan gymnasieutbildning ar
man hédnvisad till arbetsloshet - en arbetsloshet som redan i dag slar alla rekord
och som dessutom har 6kat sedan ni tilltrddde regeringstaburetten 2006. Vad
kommer Goran Pettersson och regeringen att gora at detta?<S.ARG>"

“Fru talman! <B.ARG>Lat mig klarldgga. Jag sade: det hir betdnkandet.
Det hér betdnkandet hanterar de allmédnna bidragen till kommunerna. Det in-
nebér framfor allt de omfordelningar som gors i form av skatteutjimningar.
Riksdagen fattar ocksé ett antal andra beslut om pengar till kommuner och
landsting. De fattas i respektive utskotts betdnkande. Fragorna ska ses i det
sammanhanget. Nér Pia Nilsson ldser det hér drets debatt infor nésta ars debatt
hoppas jag att hon anvinder en dverstrykningspenna och stryker for de stycken
1 mitt anforande dér jag talar om att kommuner och landsting 4r den viktiga de-
len i vdlfardssektorn. Den utgor den stora delen av pengarna och verksamheten
inom omradet.<S.ARG> Sedan dr det frigan om samspelet mellan riksniva
och kommunal niva. Riksnivan sitter ibland upp spelreglerna och gor ibland
omfordelning av pengarna. Men i det hér betdnkandet som vi debatterar hir och
nu, utgiftsomrade 25, ar det frdga om de allméinna bidragen. Vi hamnar pé lik-
nande siffror eftersom mycket ar fordelat enligt nyckeltal. Sedan skiljer det sig
pandgra saker. <B.ARG>Socialdemokraterna skickar med nagra uppgifter till
och lite pengar till dem. Det star er fullt fritt att gbra s i ert forslag. <S.ARG>"
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A.5 Guidelines for the political debate — English
Introduction to the task

The purpose of this task is to create training data for the automatic identifi-
cation of argumentation in text. This falls within the field of argumentation
mining, which focuses precisely on that. As in other areas of machine learning,
annotated data is needed to train algorithms to recognize argumentation. This
can then be used, for example, to analyze, evaluate, and provide feedback on
argumentation. Your task will be to read through texts from online forums and
mark where in the text argumentation occurs. Below is a description of the type
of argumentation we are looking for.

What is argumentation?

Everyone can argue, and most people have an intuitive sense of what argumen-
tation is. However, formulating exactly what constitutes argumentation and
what distinguishes it from other activities can be more difficult. Here, we will
provide a definition of argumentation that may differ from your own under-
standing, but we ask that you follow this one.

Argumentation arises when there are differences of opinion, and it becomes
a way to exchange views or standpoints on a particular issue. When arguing,
one attempts to get the other party to accept your standpoint: in simple terms, to
persuade them that you are right.*” One can argue both for and against some-
thing. Regardless, argumentation involves reasoning and providing justifica-
tions that support one’s standpoint. (van Eemeren et al. 2013) (van Eemeren
etal. 2014)

Argumentation is often presented in the form “A because B,” where A is a
claim and B is the support for that claim. The claim reflects one’s standpoint
on a particular issue. Below are a few simple examples of this:

1. “You shouldn’t eat sugar; it’s bad for your health.”

2. “I don’t consider ’sksksk’ a real word because it’s not listed in the dic-
tionary.”

3. “The Liberals no longer have any real power; voting for the Liberals is
a waste of a vote.”

“In cases where one is opposed to something, the aim is to persuade the other party that you
are right in thinking that they are wrong.
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In example 1, “You shouldn’t eat sugar” is the claim the speaker is trying to
persuade the listener of, and the reason for it is that it’s bad for one’s health. In
example 2, the claim is that “sksksk” is not a real word, with the reason being
that it’s not included in the dictionary. In example 3, the argument is against
voting for the Liberals, where the claim is that voting for them is a waste of a
vote.

The examples above express standpoints on different issues, and as men-
tioned earlier, there needs to be a difference in opinion regarding the standpoint
for something to count as argumentation. It is not enough to simply express an
opinion: there must be a real or imagined opposing party who holds a contrary
standpoint. This opposing party does not need to be a specific person or even
real, it can simply be the perception that differing views exist. Many argumen-
tative texts, such as opinion pieces or essays, do not always have a specific
opponent, but still argue for a particular standpoint. This opposing party is the
one the speaker aims to persuade. This involves defending one’s standpoint, re-
sponding to or attacking someone else’s argument, or advocating for a position,
all by providing reasons and reasoning.

Determining whether something is meant to persuade or whether a disagree-
ment exists often depends on the context. As you read through the texts, it will
be up to you to decide whether you consider it to be argumentation, based on
what is stated in the text. To summarize, argumentation consists of:

1. A standpoint/stance.
2. This standpoint is expressed with claims, backed by reasons.

3. There is a real or imagined difference of opinion concerning this stand-
point which leads to:

4. the intent to persuade a real or imagined other part about the standpoint.

Finally, please note that we are not looking for argumentation in logic. Ar-
gumentation in logic concerns the validity of arguments and inferences. While
this is related to the kind of argumentation we are describing here, our focus
is on argumentation that arises from differences of opinion, not argumentation
centered on formal reasoning or deduction.

Argumentation in parliamentary debate

You will annotate a single debate from the parliament (Riksdagen) that is based
on a committee report, i.e., a legislative proposal from a parliamentary com-
mittee. The committee report also includes certain reservations that some of
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the speakers take positions on. In this context, we can assume that many of
the contributions contain argumentation. The question is which sentences are
part of the argumentation, and which are not. In a typical parliamentary de-
bate, speakers argue for or against motions, propositions, committee reports,
and reservations against these. It is important to remember that regardless of
whether one agrees with the argumentation or whether it contains factual er-
rors or similar issues, it should still count as argumentation. We are interested
in the activity of argumentation, not in determining whether someone is right
or wrong. Politicians are often skilled speakers, and they use various rhetor-
ical devices to persuade. Everything whose purpose is to persuade should be
considered argumentation here, including sarcasm or rhetorical questions.

Instructions

Read through each debate contribution and for each contribution test whether
you can answer yes to the questions below.

1. Does the debater’s text signal that they take a position/have a standpoint
on a certain issue?

2. Does the debater motivate why?
3. Do you perceive that the debater is trying to convince someone?

We want you to annotate entire sentences, so if one or more sentences corre-
spond to the above, you should mark it as argumentation. You may mark as
many consecutive sentences as you want, but do not annotate across debate
contribution boundaries. Since this is a text where one can assume that much
argumentation occurs, it is okay to annotate most sentences in a contribution as
argumentation, if you consider it necessary, but be careful not to include sen-
tences that you do not consider to be argumentation. Rather make two separate
annotations in such cases. As mentioned in previous sections, what is being
argued for and the motivation for it can occur in different places in the text.
As long as you yourself perceive that a sentence belongs together with ongo-
ing argumentation, it is okay for you to mark it, even if the motivation would
occur in another part of the contribution, in another annotation. However, we
want motivation to occur within the same debate contribution. To determine if
a text signals a standpoint (question 1), keep in mind that the standpoint does
not have to be explicitly expressed. Often statements are expressed that signal
a position-taking without the actual position-taking being expressed. Question
3 concerns what is argumentative about the statement and it is about how you
perceive the text. If you perceive that the sender is trying to argue for their



A.5 Guidelines for the political debate — English 249

standpoint, by trying to convince, by defending, advocating or contradicting,
then the answer is yes to question 3.

Examples of argumentation in parliamentary debates

+ Statements can have different functions in a debate. It is up to you to
determine whether a statement is part of the argumentation or not, for
example as motivation for a conclusion:

Example of motivation for a conclusion: “There are clear figures

showing that a large proportion of the jobs that have been created over
the past ten years have been created in small and medium-sized enter-
prises.”

» Sarcasm comes in different forms and often has the purpose of ridiculing
a previous contribution:

Example of argumentative sarcasm: “The jobs of the future will not

fall down like manna from heaven.”

* Questions in a debate can have different functions. If a question is asked
to contrast the speaker’s viewpoint with the debate opponent’s, it may be
for the purpose of convincing someone:

Example of argumentative question: “Why would Sweden join a pro-

posal that is dictated to solve political problems in countries that are un-
able to take the right measures instead of maintaining pressure on these
countries to address their fundamental problems?”

* Rhetorical questions are also a common device in debates. Then it is
clear that the speaker does not want an answer to the question. Rhetorical
questions are also often posed with the purpose of convincing someone:

Example of rhetorical question: “Is it really more of the same old that

is the solution?”
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* A rhetorical challenge is when the speaker asks for the basis of a debate
opponent’s opinion. The speaker then asks for the opinion to be further
substantiated:

Example of rhetorical challenge: “Why don’t these investments come
from the government?” “Is reduced restaurant tax the best way to meet

the crisis now coming from Europe?”’

* Hypothetical statements sometimes occur in the form “If X then we
should Y™

Example of hypothetical statement: “But we have also learned that if

not everyone is guaranteed food in their stomach, a roof over their head
and an income they can live on, then the political and civil rights such as
freedom of speech, freedom of assembly and the right to organize will
in reality be diminished to only be rights for those who are well-off and
powerful.”

+ Emotional arguments also occur in parliament. Argumentation does not
need to be based on facts, but sometimes tries to evoke sympathy in the
listener:

Example of emotional argumentation: “My daughter’s boyfriend is

from Afghanistan, and that my daughter is inconsolable is because she
has been helping him write an ’application for enforcement impedi-
ment’, a last attempt to be allowed to stay in Sweden and be covered
by the new law.”

+ At the beginning of a debate, the topic and speakers are often presented.
An example of this can be seen below. In these cases, there is usually no
argumentation at the beginning:
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Example of formal comments that are not argumentation: “Madam

Speaker! Today we shall debate committee report AUS, Gender Equal-
ity. This report deals with motions from the general motion period au-
tumn 2010 and concerns general questions about gender equality. This
means that we deal with motions about a gender-equal labor market,
a gender-equal working life, young people and a gender-equal working
life, changes in the discrimination law, the organization of gender equal-
ity work, the male role and men’s gender equality work as well as other
questions about gender equality. The report deals with 19 motion de-
mands. The committee rejects all motion demands. Representatives of
the Social Democrats, the Green Party and the Left Party follow up their
motions with a total of seven reservations and one special statement. I
hereby submit the report for debate.”

Examples of annotated debate contributions

Below is an example of how one can annotate a debate thread.
<B.ARG> = Beginning of argumentation.
<S.ARG> = End of argumentation.

“Madam Speaker! <B.ARG>I begin by requesting approval of the pro-
posal in the finance committee’s report. <S.ARG> The report concerns a per-
haps not overly exciting area, if you look at what it formally concerns: the
general grants to municipalities. <B.ARG>But at the same time it is not pos-
sible to debate the general grants to municipalities without talking about the
entire municipal and county council sector and the important services that are
performed there. Because it is after all the case that the major main parts of
the welfare sector and the things that are performed exist within the frame-
work of municipalities and county councils.<S.ARG> It is often we in this
chamber who make decisions and debate about this activity, but in the end it
is in the municipalities and county councils that one implements the activity,
and there are also the elected representatives who have responsibility for the
activity. This sector turns over roughly 800 billion kronor and has wide work
tasks. The activity is mainly financed through municipal tax, partly to the pri-
mary municipalities, partly to the county councils. This means that decisions
about the level of ambition are essentially made in other contexts than here in
parliament. If we look out over Municipal and County Council Sweden we see
that it looks different. Sweden is different. It is not the same majority every-
where in the country. The majority does not look like here in parliament. There
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are different coalitions. Different assemblies arrive at different decisions about
the level of ambition. <B.ARG>When one listens to the debate here in par-
liament one gets a feeling that Sweden is divided into two very clear blocks -
one block that seems to want to cut down on everything and that welfare ser-
vices should go on starvation level and another block with generous budgets
that would like to have a different Sweden if one just got to decide. But in the
municipal and county council sector it does not look like that. About half of
the municipalities are governed by coalitions where the Social Democrats par-
ticipate. In evaluations of how much one invests in welfare services there is no
clear pattern that the parties that are in opposition here in parliament as a major-
ity in municipalities and county councils would pursue an essentially different
policy.<S.ARG> I have some comments on what has been brought up in the
debate here today. To Pia Nilsson I want to say that it is honorable that someone
reads up so carefully on the previous debates in this context. <B.ARG>She
had a comment that I a year ago made an assessment of the situation regarding
how the surplus would be. I have apparently been 5 billion wrong in that as-
sessment a year ago. One should then consider that this sector turns over 800
billion kronor, so the difference is less than 1 percent. I can note that it was
probably wrong on the forecast, but if one compares with other forecasts that
have been made on a year’s horizon one can probably still be quite satisfied
if one does not have more error than 1 percent. I would also like to highlight
H.C. Andersen’s The Ugly Duckling. In it there is a passage where the duck
mother describes to the ugly duckling how big the world is. The ugly duckling
thinks that it is only the little pond where one oneself is that is the world, and
the duck mother clarifies that the world is much, much bigger: It goes beyond
the pond, all the way to the barn over there. The thing is that they were both
wrong. The world is even much bigger. When Pia Nilsson emphasizes that the
government’s assessments a year ago have not held exactly regarding the out-
come I want to point out that the world is much bigger than Sweden, and things
have happened in the world during the past year. We have almost an economic
collapse in Europe and in the USA. To then believe that Sweden would re-
main unaffected and that the forecasts would be correct down to the third and
fourth significant digit is very naive. Forecasts are forecasts. As late as today
the Riksbank has announced a new policy rate. If we look at the forecasts that
the Riksbank made a year ago we can note that they have not been completely
right either. But just because it is difficult to make forecasts one should not
stop making them. Per Bolund highlights the need for long-term conditions.
That is very important. We take up in the report that the government has been
delivered an investigation called Save in Good Times, which deals with pre-
cisely that question. The investigation highlights that one should give tools to
municipalities and county councils so that they have the possibility to save in
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good times to smooth out business cycle fluctuations. It is completely right as
Per Bolund says that many services that are delivered within municipalities and
county councils should not be affected by the business cycle. Just because it is
a recession one should not learn less in school, and there should not be worse
care in childcare because it is a recession. Nor should one add course pack-
ages in elementary school because it happens to be a boom. It is completely
clear that instruments are needed.<S.ARG> The investigation is submitted to
the government, and the government will return. Another question that is dealt
with in the report is private actors in tax-financed activity. It is a question that is
very difficult and that is sometimes debated in quite a high tone. <B.ARG>It
is important to remember that in this parliament there is quite broad agreement
that we in this country have a market economy and that the market economy
has served us very well. Market economy means that profit has been a driv-
ing force in much of the development. I believe, or rather I am convinced, that
we within the welfare sector must be careful not to say no to development and
innovation. If we are to be able to keep a welfare sector that delivers good
quality and that we can afford - consider what was brought up in the previous
debate, about how it looks on the personnel supply side - we must also have de-
velopment in the welfare sector. How that development is achieved so that one
minimizes the negative side of it is a big challenge, but if one says no to market
economy and market effects I think one ends up very wrong. Here come some
worrying signals from the Social Democrats. The Swedish Social Democrats
have been one of the world’s most successful left-center parties. One has been
that because one has not said no to market economy. One has embraced market
economy. Now it is important that there is no left turn, so that one sets out on
a populist desert wandering. The big losers on that would be those who are in
need of welfare services.<S.ARG> A number of other questions have been
brought up, and I am the first representative of the Alliance to go up in this
debate. I realize that some have requested reply from me, but I want to quote
another story. This is the little billy goat Gruff. A bigger one comes later. If
there is any question that you think would be more well-directed to someone
other than me you can save it. (Applause)”

“Madam Speaker! Regarding the difference in the forecast I can only note
that you were wrong again. <B.ARG>Goran Pettersson says that this about
giving grants to municipalities is not an overly exciting area. He seems to mean
that municipal activity is conducted out in municipalities, so we should not de-
vote too much time to it in Sweden’s parliament. Does Goran Pettersson really
think that the government’s policy and the decisions that are made here do not
affect municipalities and county councils? It concerns the failed labor market
policy and the education policy, which one wonders where it has gone. The
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gymnasium reform means that municipalities next year shall save 675 million.
That is in the highest degree a clear example of how parliamentary decisions af-
fect municipalities. There are 60,000 gymnasium students who lack complete
grades. This government thinks despite that that one should place additional
burden on municipalities and reduce teacher resources and make the groups
even bigger. I wonder just what the students who sit on the spectator gallery
here think about that. What responsibility does Goran Pettersson take for cre-
ating jobs? There is much about the work line in the report. What kind of work
line does Goran Pettersson represent when he actually puts spokes in the wheels
for our gymnasium students when it comes to getting a gymnasium competence
so that they can continue. Both you and I know that without gymnasium educa-
tion one is relegated to unemployment - an unemployment that already today
breaks all records and that moreover has increased since you took the govern-
ment seat in 2006. What will Goran Pettersson and the government do about
this?<S.ARG>"

“Madam Speaker! <B.ARG>Let me clarify. I said: this report. This report
handles the general grants to municipalities. That means primarily the redistri-
butions that are made in the form of tax equalizations. Parliament also makes a
number of other decisions about money to municipalities and county councils.
They are made in each committee’s respective report. The questions should
be seen in that context. When Pia Nilsson reads this year’s debate before next
year’s debate I hope that she uses a highlighter pen and strikes through the sec-
tions in my speech where I talk about municipalities and county councils being
the important part in the welfare sector. It constitutes the large part of the money
and activity within the area. <S.ARG> Then there is the question of the inter-
action between national level and municipal level. The national level some-
times sets up the rules of the game and sometimes does redistribution of the
money. But in this report that we are debating here and now, expenditure area
25, it is a question of the general grants. We end up at similar figures because
much is distributed according to key figures. Then it differs on some things.
<B.ARG>The Social Democrats send along some tasks and a little money to
them. You are completely free to do so in your proposal.<S.ARG>"
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A.6 Guidelines for the political tweets — Swedish

Den hér annoteringsuppgiften handlar om att annotera attityd och stéllningsta-
ganden 1 tweets fran politiska partier och partiledare. Vi ér intresserade av vad
den som tweetar uttrycker for attityd. Det innebar att du ska fran vad du sjélv
anser om imnet i tweeten.

For varje tweet vill vi att du forst stéller dig fragan “Uttrycks det en pos-
itiv eller negativ attityd i tweeten?” Om svaret ar ja, markera da ut det som
tweetaren uttrycker sig negativt eller positivt om med ett textspann (i annoter-
ingsverktyget har etiketterna samma farg, men i denna text visar vi det med
negativt = fetstil, positivt = kursiv). Det kan hjilpa att tinka pé positivitet som
att vara for nagot och negativitet som att vara emot nagot, det vill séga vad for
stdllningstagande som uttrycks.

Téank pa att det ska helst méarkas i tweeten att det dr en negativ eller positiv
attityd som uttrycks, annotera inte vildigt implicita uttryck, sdsom ironi. Som
exempel kan vi se att nedanstdende tweet uttrycker en negativ attityd (och dven
tva positiva attityder), och den ar riktad mot Rysslands invasion av Ukraina.

Rysslands invasion av Ukraina &r vidrigt och ett brott mot folkréitten
. Ryska trupper maste ldmna Ukraina . Sverige och omvirlden méste
stodja Ukraina och inféra harda sanktioner mot Ryssland. Mina tankar
gér till det ukrainska folket .

Pé liknande sitt kan vi se att nedanstidende tweet har en positiv attityd till Ursula
von der Leyen.

Ursula von der Leyen valdes igar till ny ordférande for EU-kommissionen
. Ett mycket béttre val dn favorittippade socialdemokraten Frans Tim-

mermans . Kristdemokrat och ett riktigt stadigt CV . Onskar henne stort

lycka till och ser fram emot diskussioner om #lagom framover !

Om foremaélet for attityden inte gar att avgora eller inte ndmns explicit i tweeten,
men du anser att tweeten formedlar en negativ eller positiv attityd, markerar du
hela tweeten. Nedan ser vi tva exempel:

Ultimatum nr 1. Och regeringen har inte ens tilltritt .

Fullkomligt vidrigt . Ett sddant hiir hat , mot djur eller andra med-
méinniskor , hor inte hemma i vart Sverige .

Ar det dock for svart att avgora eller ambigudst gir det bra att inte annotera.
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Detta géller 4&ven om du har svart att avgora foremal for attityd. Det finns dven
tweets som ar neutrala, avsta da fran att annotera dem:

Presstréff klockan 15.00 tillsammans med socialforsédkringsminister Ardalan
Shekarabi och LO : s ordférande Susanna Gideonsson .

Om vi tinker oss att tweeten istillet hade sagt:

Missa inte presstraffen klockan 15.00 tillsammans med socialforsdkringsmin-
ister Ardalan Shekarabi och LO : s ordforande Susanna Gideonsson .

..s4 kan vi i texten utldsa att tweetaren &r for presstraffen, da hen vill att folk
ska delta. Ord som “naturligtvis”, “absolut inte” kan pa liknande sitt formedla
attityd och signalera stéllningstagande. Attityd och stédllningstagande kan vara

riktat mot olika saker, till exempel mot en person eller agent:

Socialdemokraterna har styrt detta land med systematisk slapphet och
lagt grunden for den 6kade otryggheten . Nu vill de signalera ett uppvak-
nande . Borja dd med att ta ansvar och be det svenska folket om ursikt.

Eller hindelser och fenomen:

Fantastiskt kul att intresset for tdagresande dven internationellt nu ékar
kraftigt !

Fasansfulla nyheter frén Sri Lanka . Detta meningslosa brutala vald
mot oskyldiga ir hojden av vidrighet . Mina kondoleanser till offren
och deras anhoriga och Sri Lankas folk .

Hur avgér jag om det dr en attityd som uttrycks?

Forhoppningsvis ér det ofta tydligt att en attityd uttrycks. Om det &r svéart att
avgdra om en tweet dr neutral eller ej, forsok gora explicit vad det r for attityd
som uttrycks, till exempel med testet i nésta sektion. Du kan &ven fundera 6ver
om tweetaren uttrycker en asikt eller information. I det neutrala exemplet kunde
vi se att det formedlades information om en presstraff, men ingen attityd.

Ord kan dven indikera stéllningstagande — sdsom “naturligtvis”, “sjalvk-
lart” eller “absolut inte”. Var ddremot uppmérksam pa att vissa ord har negativ
(eller positiv) association, men att det inte betyder att de alltid anvands for att

formedla en negativ (eller positiv) attityd. Till exempel &r “cancer ett negativt



A.6 Guidelines for the political tweets — Swedish 257

laddat ord, men om det anvénds i en tweet om att fira att ndgon blivit frisk,
behdver inte ndrvaron av ordet géra tweeten negativ.

Om det dr svart att avgdra om det uttrycks en attityd &r det antagligen en
indikation pd att ndgot implicit som uttrycks, eller ingen attityd alls.

Test

For att hjélpa dig avgora vilken attityd som uttrycks kan du testa att formulera
meningar med “for” eller “emot”. Till exempel:

Rysslands invasion av Ukraina &r vidrigt och ett brott mot folkrét-
ten. Ryska trupper méste lamna Ukraina . Sverige och omvéarlden maste
stodja Ukraina och inféra hdrda sanktioner mot Ryssland. Mina tankar
gar till det ukrainska folket.

Vi kan omformulera denna tweet som “Tweet-forfattaren dr emot Rysslands
invasion av Ukraina”.

Om det &r svart att formulera en mening kan det vara en indikation pa att
tweeten antingen inte innehdller en attityd som uttrycks explicit, eller att hela
tweeten 1 sig kanske borde annoteras som positiv eller negativ. Observera att
om du anser att en attityd uttrycks men det inte passar in i testet gir det
bra att annotera den iinda. Testet ir till for att hjéilpa till men maste inte
foljas.

Hur mycket ska man annotera i en tweet?

De flesta tweets bestar av flera meningar. Om det forekommer flera stillningsta-
ganden, dven om de ar bade positiva och negativa, markerar du alla. Ibland
omnimns samma sak flera gianger, eller relaterade koncept. I dessa fall
markerar du alla.

Stefan Lofven vill att valet ska bli en folkomrostning om vélfarden . Va-
gat . Under de senaste aren har vardkoerna okat kraftigt och de regionala
skillnaderna &r stora . Uppenbart att ( S ) inte klarat uppgiften utan att
Sverige behdver en ny regering och ett nytt ledarskap .

Ténk pé att om du markerar flera saker att inte mérka ut spans som gar in i
varandra utan att ha lite mellanrum mellan dem, sdsom “ny regering” och “nytt
ledarskap”.
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Ibland uttrycks det en attityd mot en enda sak, och ibland forekommer flera
saker. Om du tycker att det finns ett tydligt 6vergripande &mne, som skolre-
former i exemplet nedan, s& kan du bara annotera det. I exemplet nedan véljer
vi da skolreformer istdllet for att vdlja alla exempel pa skolreformer.

Det dr dags for skolreformer som formaér att lyfta golvet och samtidigt
krossa taket. I dag foreslér vi : Fordubbla antalet spetsutbildningar i
Sverige. Statligt stod till spetsutbildningarna. Permanenta spetsutbild-
ningarna.

Om du inte anser att det finns ett 6vegripande imne, eller att det ir svart
att avgora, markera alla de saker du anser att det uttrycks en attityd om.
Det ér inget fel med att markera flera saker, bade positiva och negativa.

Hur ska man tdnka kring avgrdnsning?

Det ar (oftast) upp till dig hur stora spann du tycker ar lampligt att annotera,
men forsok hélla dig kortfattad om det gar. Nedan beskrivs ndgra extra saker
att tdnka pa nir det géller att markera spann. I flera tweets forekommer ord som
signalerar en negativ eller positiv attityd gentemot ndgot. Exempel pa detta ar
ord som “stoppa”, “motverka”, “hindra” och “forebygga”. Dessa kan néstan
direkt omformuleras till att vara emot négot, och ska inte inkluderas i anno-
teringen. I nedanstiende exempel presenteras dtgidrder emot négot, eller ndgot
som ska stoppas. Man kan da ténka att man ar for att stoppa forséljning av nya
fossildrivna bilar, men man &r emot sjilva forséljningen. I dessa fall vilj det
mer generella malet — d.v.s. forsdljning av bilar.

Nu dr det klimatnddlage pé riktigt | Miljopartiet kriaver ett stopp for
forsiljning av nya fossildrivna bilar redan 2025 . Fem é&r senare ska

forsiljningen av bensin och diesel forbjudas . Det dr dags att stélla om
!

Aven nedan kan vi se att tweetaren ir emot nedskripning.

Ute och gor en insats pd skrdpplockardagen . Vi maste bade forebygga
nedskripning och stdda upp nér det tyvarr redan hamnat i naturen . Heja
@HallSverigeRent ! #helasverigeplockarskrép #héllsverigerent

P4 liknande sétt, tink pa att markera ut det som tweetaren skriver att den
ar emot/for. Till exempel, i nedanstdende tweet kan man fundera pd om man
ska mirka ut “h6jd svensk EU-avgift” eller bara “EU-avgift”. Da vi inte fran
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kontexten kan veta om tweetaren dr emot EU-avgift generellt s& markerar vi
den léngre formuleringen.

Nu behover varenda krona ga till att motverka kommunkrisen . Darfor
sager vi nej till hojd svensk EU-avgift . EU-byrakraterna far lov att ritta
munnen efter matsédcken .

P& liknande sétt, om en tweet foresprakar att vi ska “minska skatterna”, sa ar de
for en minskning av skatterna men vi vet inte om de dr emot skatter generellt.
D4 ska hela "minska skatterna” markeras. Man kan dven ténka pa det som om
tweetaren ar for eller emot nagot (t.ex. ndgot som ska forebyggas eller inforas),
eller om den framst &r for handlingen som foreslds, som en minskning, hdjning
eller forandring.

Kontext

Det kravs omvérldskunskap for att kunna avgora attityder och attityders polar-
itet. Det &r inget problem att du anvander det du vet om de politiska partierna
for att avgora attityden. Déaremot &r det viktigt att inte blanda in sin egen &sikt.
Daremot ska det fortfarande helst finnas nagot i tweeten som signalerar en at-
tityd.

Citat

Om tweeten innehéller ett citat gar det bra att annotera citatet som om det vore
tweeten sjdlv — man annoterar positiv och negativ attityd i citatet och sjdlva
tweeten. Detsamma géller for andra former dér ett uttalande aterges.

Typografi

Skiljetecken kan, liksom emojis och smileys, formedla en attityd. Utropstecken
kan till exempel forstirka eller andra ett budskap. Det gér bra att anvdnda dessa
som indikationer pa attityd, men var uppmérksam och ténk pa att inte automa-
tiskt gora det for alla exempel. Ett utropstecken kan anvéndas bade for negativ
och positiv attityd, och en smiley kan anvéndas ironiskt. Om ni anvént t.ex.
en emoji eller ett utropstecken i er bedomning, inkludera den/det i textspannet
som ni annoterar. Kom ihag:

» Ténk pa att bara mirka ut det som det explicit uttrycks en asikt om.
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» Forsok att inte markera hela meningar om det dr mojligt utan hall dig
till kortare stycken eller ord. Ibland &r det dock nddvéndigt att markera
langre textstycken.

* Markera inte artikel, “ny regering” i stéllet for “en ny regering”.

+ Ibland har en tweet innehallit en lénk i slutet for att utveckla tweetarens
budskap. Vi har tyvirr ingen mojlighet att visa dessa lidnkar, sa dessa &r
borttagna. Om du inte kan avgora budskapet i tweeten pa grund av att
information saknas i form av denna ldnk, avsta da fran att annotera den.
Forsok dock att annotera sa gott du kan. Nedanstdende exempel saknar
en lank, men vi kan dnda avgdra budskapet.

Vi vill inte se marknadshyror i Sverige . Vi vill ddremot se ansvarsta-
gande och inte fastlasta positioner som kan driva in Sverige i ett politiskt
kaos . Min kommentar :

+ Ibland forekommer forkortningar eller omskrivningar — till exempel s&
skrivs det om “klimatet” nidr man egentligen pratar om klimatférandringar
eller “férnybar” ndr man menar fornybar energi. Det gar dé bra att mark-
era klimatet eller fornybar.

* Ironi kan gora det svért att avgora attityden — strunta i dessa tweets.
Grattis Sverige ! Se fram emot en vecka till dir statsministern inte tar

intervjuer om detta !

 Oavsett politisk stéllning i tweeten, mérk ut attityd beroende pa vad som
stér 1 tweeten, och inte baserat pa dina egna asikter.
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A.7 Guidelines for the political tweets — English

This annotation task involves identifying attitudes and standpoints in tweets
from political parties and party leaders. We are interested in what attitude the
person tweeting expresses. This means you should set aside your own opinion
about the topic of the tweet.

For each tweet, begin by asking yourself: “Is a positive or negative attitude
expressed in the tweet?” If the answer is yes, highlight the part of the text that
the author expresses a positive or negative attitude toward using a text span. (In
the annotation tool, the labels have the same color, but in this text, we illustrate
it as: negative = bold, positive = italic.)

It may help to think of positivity as being for something and negativity as
being against something, that is, what kind of standpoint is being expressed.
Note that the attitude should ideally be clearly expressed in the tweet. Do not
annotate highly implicit expressions, such as irony. For example, in the tweet
below, a negative attitude (and also two positive ones) is expressed. The tweet
clearly conveys opposition to Russia’s invasion of Ukraine.

Russia’s invasion of Ukraine is appalling and a violation of interna-
tional law. Russian troops must leave Ukraine. Sweden and the interna-
tional community must support Ukraine and impose tough sanctions on
Russia. My thoughts are with the Ukrainian people.

In a similar way, we can see that the tweet below expresses a positive attitude
toward Ursula von der Leyen.

Ursula von der Leyen was elected yesterday as the new President of the
EU Commission. A much better choice than the favored Social Democrat
Frans Timmermans. Christian Democrat and a very solid CV. Wishing
her the best of luck and looking forward to discussions on #lagom in the
future!

If the target of the attitude cannot be determined or is not mentioned explicitly
in the tweet, but you believe the tweet conveys a negative or positive attitude,
then mark the entire tweet. Below are two examples:

Ultimatum no. 1. And the government hasn’t even taken office yet.
Absolutely appalling. This kind of hatred, whether toward animals

or fellow humans, has no place in our Sweden.

If it is too difficult to determine or is ambiguous, it is fine not to annotate. This
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also applies if you have trouble identifying the target of the attitude. There are
also tweets that are neutral,in such cases, simply refrain from annotating them:

Press conference at 3:00 PM together with Minister for Social Security
Ardalan Shekarabi and LO Chairperson Susanna Gideonsson.

If we imagine that the tweet instead said:

Don’t miss the press conference at 3:00 PM together with Minister for
Social Security Ardalan Shekarabi and LO Chairperson Susanna Gideon-
sson.

...then we can interpret from the text that the tweeter is in favor of the press
conference, as they want people to attend. Words like “of course”, “absolutely
not” can similarly convey attitude and signal a standpoint.

Attitude and standpoint can be directed at different things—for example,

toward a person or agent:

The Social Democrats have governed this country with systematic neg-
ligence and laid the foundation for increased insecurity. Now they want
to signal an awakening. Start by taking responsibility and apologizing to
the Swedish people.

Or toward events and phenomena:

So great to see that the interest in train travel is now also growing rapidly
internationally!

Horrifying news from Sri Lanka. This senseless, brutal violence against
innocents is the height of atrocity. My condolences to the victims, their
families, and the people of Sri Lanka.

How do I determine whether an attitude is being expressed?

Hopefully, it will often be clear when an attitude is being expressed. If it’s
difficult to determine whether a tweet is neutral or not, try making the attitude
explicit—for example, using the test in the next section. You can also consider
whether the tweet expresses an opinion or simply information. In the neutral
example, we saw that information about a press conference was shared, but no
attitude was conveyed.
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Certain words can also indicate a standpoint—such as “of course,” “nat-
urally,” or “absolutely not.” However, be aware that some words may carry
negative (or positive) associations, but that doesn’t always mean they are be-
ing used to express a negative (or positive) attitude. For example, “cancer” is a
negatively charged word, but if used in a tweet celebrating someone’s recovery,
its presence doesn’t make the tweet negative.

Ifit’s difficult to determine whether an attitude is being expressed, it’s prob-
ably an indication that the expression is implicit, or that no attitude is being
conveyed at all.

Test

To help you determine which attitude is being expressed, you can try rephrasing
the sentence using “in favour of” or “against.” For example:

Russia’s invasion of Ukraine is appalling and a violation of interna-
tional law. Russian troops must leave Ukraine. Sweden and the interna-
tional community must support Ukraine and impose tough sanctions on
Russia. My thoughts are with the Ukrainian people.

We can rephrase this tweet as: “The author of the tweet is against Russia’s
invasion of Ukraine.”

If it is difficult to formulate such a sentence, that may be an indication that
the tweet either does not express an explicit attitude, or that the entire tweet
should perhaps be annotated as positive or negative.

Note: If you believe that an attitude is being expressed but it doesn’t fit
the structure of this test, it is still fine to annotate it. The test is meant as a
tool to help, but it is not required.

How much should you annotate in a tweet?

Most tweets consist of several sentences. If there are multiple standpoints,
whether positive or negative, you should annotate all of them. Sometimes the
same thing is mentioned more than once, or related concepts appear. In
such cases, annotate all of them.

Stefan Lofven wants the election to become a referendum on welfare.
Bold. In recent years, waiting times in healthcare have increased signif-
icantly, and regional disparities are wide. It’s clear that (S) has failed in
its task and that Sweden needs a new government and new leadership.
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Keep in mind that when annotating multiple elements, you should avoid over-
lapping spans. Leave some space between them—e.g., between “new govern-
ment” and “new leadership.” Sometimes an attitude is expressed toward only
one thing, and sometimes toward multiple. If you feel there is a clear overarch-
ing topic, such as school reforms in the example below, you may annotate just
that. In the tweet below, we annotate school reforms instead of every individual
example of a reform.

It’s time for school reforms that raise the floor and break the ceiling
at the same time. Today we propose: Double the number of advanced
academic programs in Sweden. Provide state support for these programs.
Make them permanent.

If you don’t think there’s an overarching topic—or if it’s unclear—then
annotate each individual item you believe an attitude is expressed toward.
There is nothing wrong with annotating multiple things, both positive and
negative.

How should long spans should I mark?

It is (usually) up to you to decide how large a span is appropriate to annotate, but
try to keep it concise where possible. Below are some additional considerations
when marking spans.

Many tweets include words that signal a negative or positive attitude toward
something. Examples include verbs like “stop,” “counteract,” “prevent,” and
“combat.” These can almost directly be rephrased as being against something
and should not be included in the annotation.

In the example below, actions are presented to stop something. in this case,
the sale of fossil-fuel cars. You might think the author is in favour of stopping
the sales, but what they are against is the sales themselves. In such cases, choose
the more general target—i.e., the sale of cars.

LR I3

Now it’s a real climate emergency! The Green Party demands a halt to
the sale of new fossil-fuel cars as early as 2025. Five years later, the
sale of gasoline and diesel should be banned. It’s time to transition!

In the following tweet, we can similarly see that the tweet author is against
littering:

Out taking part in Cleanup Day. We must both prevent littering and
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clean up when, unfortunately, it has already ended up in nature. Go
@HallSverigeRent! #helasverigeplockarskrip #hallsverigerent

Likewise, be sure to mark the thing the tweeter is explicitly for or against.
For instance, in the tweet below, we might ask whether to annotate “increased
Swedish EU fee” or just “EU fee.” Since we cannot know from the context
whether the author is against the EU fee in general, we annotate the longer
phrase.

Every penny is now needed to counteract the municipal crisis. That’s
why we say no to the increased Swedish EU fee. The EU bureaucrats
will have to make do with what they’ve got.

Similarly, if a tweet promotes “lowering taxes,” the author is in favor of lower-
ing taxes, but we don’t know whether they are against taxes in general. In that
case, the full phrase “lowering taxes” should be annotated.

Think of it this way: is the author for or against a concept (like something
that should be prevented or introduced), or are they primarily supporting the
action being proposed—Iike a reduction, increase, or change?

Context

World knowledge is often required to determine attitudes and their polarity. It
is absolutely fine to use what you know about the political parties to assess the
attitude. However, it is important not to mix in your own opinion. That said,
there should still ideally be something in the tweet itself that signals an attitude.

Quotes

If the tweet contains a quote, it is fine to annotate the quote as if it were part of
the tweet itself, annotate both positive and negative attitudes expressed within
the quote, as well as in the rest of the tweet. The same applies to other forms
of reported speech or statements.

Typography

Punctuation marks, like emojis and smileys, can convey attitude. Exclamation
marks, for example, can emphasize or shift the tone of a message. It is perfectly
fine to use these as indicators of attitude, but be mindful and avoid relying on
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them automatically in every case. An exclamation mark can signal either a
negative or positive attitude, and a smiley can be used ironically. If you’ve
based your judgment, for example, on an emoji or an exclamation mark, make
sure to include it in the text span you annotate.

Remember:

* Only highlight what is explicitly expressed an opinion about.

» Try not to mark entire sentences if it can be avoided, stick to shorter
phrases or words. However, sometimes it is necessary to mark longer
segments.

* Do not include the article—e.g., mark “new government” instead of “a
new government.”

» Sometimes a tweet included a link at the end to elaborate on the mes-
sage. Unfortunately, we cannot display those links, so they have been
removed. If you cannot determine the meaning of a tweet due to a miss-
ing link, do not annotate it. However, do your best with what is there.
In the example below, a link is missing, but we can still understand the
message:

We do not want to see market rents in Sweden. What we do want is
responsibility and not entrenched positions that could push Sweden into
political chaos. My comment:

» Abbreviations or paraphrasing may occur—for example, “the climate”
might be used to mean “climate change,” or “renewable” might mean
“renewable energy.” In such cases, it is fine to annotate “climate” or
“renewable.”

* Irony can make it difficult to determine attitude—skip these tweets.
Congratulations, Sweden! Look forward to yet another week where the

Prime Minister refuses interviews on this!

» Regardless of the political orientation of the tweet, annotate the attitude
based on the content of the tweet itself, not based on your personal opin-
ion.
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