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Abstract

Background/objective: Customer churn represents a persistent operational challenge for subscription-
based digital services, where behavioral data is abundant but the relational states driving dissolution
remain unobservable. This study develops a theory-informed predictive framework that operationalizes
the behavioral dimension of customer engagement (CE) intensity (Brodie et al., 2011) as observable
proxies for subscription dissolution risk, responding specifically to Foundational Propositions FP2 and
FP5. The framework is evaluated on anonymized customer and session data from Bonnier News, a
multi-title digital news subscription provider.

Methodology: A predictive research design is employed, triangulating three complementary models:
logistic regression, XGBoost with SHAP explainability, and Cox Proportional Hazards. Model
performance is assessed primarily through AUC-ROC and concordance index across three analytical
frames isolating the predictive contribution of CE-informed behavioral proxies.

Results: Behavioral proxies outperform the demographic baseline across all frames, with the largest
margin in the engaged-only frame (XGBoost AUC 0.778 vs. 0.708). Engagement persistence signals,
specifically frequency, recency, and frequency trend, converge across all three models, supporting H2.
Depth (H1) is only partially supported, and breadth (H3) is not supported, with both nulls explained by
architectural and content-format constraints consistent with FP5. Structural features, namely trial
subscription status (HR = 6.28) and payment method, dominate overall prediction, while 71.4% of
observed churners maintained stable engagement until cancellation.

Conclusions/implications: Behavioral CE proxies carry genuine but bounded predictive signal: they
discriminate within the segment where engagement has formed and is eroding, but are structurally blind
to the larger stable-engaged churner segment, which the study interprets as an empirical observation of
spurious loyalty. A dual-channel measurement architecture, combining behavioral proxies for vigor
with structural commitment signals for absorption and dedication, is proposed as a portable framework
for subscription churn prediction where attitudinal measurement is unavailable.

Keywords: customer engagement, customer churn, churn prediction, digital subscription services,
digital news, behavioral proxies, spurious loyalty, XGBoost, Cox Proportional Hazards, SHAP
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Chapter 1: Background

1.1 Subscription Models and the Value of Retention

Subscription-based business models have become an increasingly prevalent form of commercial
organization across digital services, from streaming platforms to online news providers. Unlike
conventional purchase contexts, where value is exchanged in discrete transactions, subscription models
generate revenue continuously through recurring payments over the duration of the customer
relationship (Kumar et al., 2010; Braun & Schweidel, 2011). This makes the economics of subscription
businesses fundamentally different: profitability does not hinge on acquiring customers but keeping
them.

Within this logic, customer churn, the voluntary termination of a subscription, carries significant
financial consequences. Because acquisition costs are typically front-loaded while revenues accumulate
gradually, early churn prevents the realization of expected customer lifetime value and renders the initial
investment in acquiring that customer largely unproductive (Belchior et al., 2024; Ascarza & Hardie,
2013). Even modest improvements in retention rates can therefore translate into disproportionately large
gains in firm value. For subscription-based firms, retaining existing customers is not merely preferable
to losing them, it is structurally central to how the business creates value.

This study examines these dynamics in the context of Bonnier News, a multi-title news subscription
provider operating across several interconnected platforms. With their +Allt bundle which gives
subscribers access to a broad portfolio of titles under a single login, creating behavioral variation on
dimensions of relational scope that single-title contexts cannot provide. Subscription decisions are
recurrent and churn risk is a persistent operational concern, making it a well-suited setting for examining
how firms can better identify and respond to customers at risk of termination.

1.2 The challenge of Predicting Churn

Digital subscription services generate behavioral data at a scale and granularity that was not available
in earlier, less digitally integrated contexts (Wedel & Kannan, 2016; Bradlow et al., 2017). The
availability of rich behavioral data might suggest that identifying at-risk customers is largely a technical
exercise. In practice, it is considerably more complex. Customers who are about to cancel do not always
behave in obviously different ways from those who intend to stay. A customer may continue visiting
the platform regularly right up until the moment they cancel, while another may reduce their activity
temporarily without any intention of leaving. Behavioral data captures what customers do, but the
reasons behind those behaviors are not always apparent from the data alone. This gap between
observable behavior and underlying motivation means that predicting churn requires more than
identifying which metrics are declining. It requires an understanding of which behavioral signals are
genuinely informative about a customer's relationship with the service, and why. Digital news
subscriptions are a particularly well-suited context for examining this challenge: they create clearly
defined relational structures with explicitly ongoing relationships that terminate only through explicit
cancellation, allowing precise definition of the outcome variable, the observation window, and the



baseline population (Belchior et al., 2024; Ascarza & Hardie, 2013). It is this predictive challenge that
motivates the present study.

Customer engagement theory (Brodie et al., 2011) provides the conceptual bridge between the
observability problem and the predictive approach taken in this study. CE intensity represents the
relational state that can precede and predict relationship dissolution, while its behavioral dimension
manifests in observable patterns of interaction with the service. The thesis treats CE erosion as the
theoretical mechanism connecting digital behavioral signals of dissolution, positioning behavioral
proxy features as operationalizations of CE’s behavioral dimension rather than simple statistical
variables.

Chapter 2: Research Problem, RQs, and Aim

2.1 Research Problem

Customer engagement research has established that the relational states preceding dissolution are
theoretically meaningful but unobservable in behavioral data environments. Brodie et al. (2011)
conceptualize customer engagement intensity as a psychological and behavioral disposition toward a
focal object (in subscription contexts, the service itself) that varies in strength over time and ultimately
determines whether the relationship is sustained or dissolved. In parallel, churn prediction research has
demonstrated that behavioral interaction data can be used to forecast cancellation events with
meaningful accuracy (Belchior et al., 2024; Dias & Antonio, 2025). What remains underdeveloped is
the theoretical bridge between these two streams: which behavioral patterns reflect CE intensity erosion
specifically, and why those patterns are theoretically informative rather than incidentally correlated with
churn.

Three interconnected problems motivate the present study. First, firms can observe what customers do
(sessions initiated, content consumed, titles accessed) but not the behavioral trajectory those behaviors
express. Because CE erosion can progress while surface-level behavioral metrics remain stable, firms
risk detecting disengagement too late, or not at all (Fehrer et al., 2018; Ascarza & Hardie, 2013).
Second, the behavioral dimension of CE is theoretically heterogeneous (Brodie et al., 2011). Observable
patterns do not all carry the same relational signal: some reflect the intensity of individual engagements,
others the temporal consistency of habitual use, and others the breadth of a customer’s relationship with
the service portfolio. Without theoretical grounding, variable selection in churn models risk conflating
habitual inertia with genuine relational investment, producing predictors that overestimate relationship
stability among customers who are in fact disengaged (Ascarza & Hardie, 2013; Fehrer et al., 2018).
Third, the multi-title bundle environment at Bonnier News constitutes an empirical context in which
different dimensions of behavioral engagement are both measurable and theoretically distinguishable
from one another. In single-title subscription settings, the breadth of a customer’s engagement with the
service cannot be operationalized. The +Allt bundle structure (spanning national titles, local outlets,
and magazine archives) creates variation in cross-title engagement that single-metric frequency
measures would obscure, making it possible to evaluate whether relational scope carries predictive
information beyond volume alone.



It therefore remains unclear how the behavioral dimension of CE intensity can be operationalized as a
theoretically grounded predictive signal for relationship dissolution in multi-title digital news
subscription contexts, and whether the resulting behavioral features carry sufficient predictive utility to
support proactive retention management.

2.2 Research Questions:

Based on the research problem outlined above, this study addresses the following research questions:

RQ1: To what extent do behavioral manifestations of CE intensity predict subscription termination in
a multi-title digital news subscription context?

RQ2: Which behavioral manifestations of CE erosion are most strongly associated with subscription
termination, and what does this pattern reveal about the CE deterioration process?

2.3 Aim / Purpose

This study aims to develop a theory-informed predictive framework that operationalizes the behavioral
dimension of customer engagement intensity (Brodie et al., 2011) as a set of observable proxies for
relationship dissolution risk. Drawing on digital subscription data from Bonnier News, it evaluates
whether behavioral manifestations of engagement vigor, engagement persistence, and relational breadth
can reliably identify customers at elevated risk of subscription termination in a multi-title digital news
context.

2.4 Contributions

This study responds to Brodie et al.'s (2011) call for empirical research into customer engagement
intensity dynamics and the behavioral conditions preceding relationship dissolution (FP2), and for
empirical work that accounts for the situational variability of CE manifestation when constructing
measurement instruments (FP5). It bridges the customer engagement literature, which has developed
rich accounts of why customers stay or leave, with the churn prediction literature, which has developed
powerful predictive tools without drawing on those frameworks to guide feature construction.

The behavioral channel operationalizes vigor (Brodie et al., 2011) through frequency, recency,
clumpiness, depth, and breadth. The structural channel captures the observable shadows of absorption
and dedication through trial conversion status, payment friction, and tenure (Garbarino & Johnson,
1999; Brodie et al., 2011). Together, these channels form a dual-channel measurement architecture that
operationalizes CE intensity without requiring an attitudinal instrument. In doing so, the study provides
subscription-based firms with a measurement architecture that specifies which behavioral and structural
signals to track. The supplementary at-risk profiling analysis offers a descriptive foundation for targeted
retention strategies.



Chapter 3: Theoretical Framework

3.1 The CE Context

Subscription models create clearly defined relational structures with explicitly ongoing relationships
that terminate only through explicit cancellation. This clarity allows precise definition of the outcome
variable (churn), the observation window (period between subscription start and termination), and the
baseline population. Digital subscription platforms generate high-frequency behavioral data, granular
at the session level and longitudinal across months or years. As Braun and Schweidel (2011) and
Ascarza and Hardie (2013) demonstrate, such behavioral frequency data is optimal for detecting
relational dynamics before they manifest in termination decisions. The multi-title structure of Bonnier
News adds an additional dimension: customers can choose how to allocate their engagement across a
portfolio of services, providing behavioral variation on dimensions of relational scope. Additionally,
churn is an unambiguous, consequential, and directly measurable outcome, unlike engagement metrics
that require interpretation. The Bonnier News subscription context therefore provides an empirical
setting where customer engagement dynamics are both theoretically observable through structured
service relationships and practically measurable through high-frequency behavioral data.

3.1.1 Customer engagement as a psychological state

Customer engagement (CE) is fundamentally a psychological state that cannot be observed directly
(Brodie et al., 2011; Belchior et al., 2024). Bowden et al. (2015, p.775) present CE as being highly
“interactive and inherently co-creative,” pointing to a focus on the psychological process of the
relationship between customers and a service provider. Brodie et al. (2011, p.258) define CE as “a
psychological state arising from interactive customer experiences,” establishing that engagement exists
as an internal condition distinct from the behaviors that manifest it. This distinction is consequential, as
it indicates that multiple different psychological configurations can produce identical observed
behaviors (Bowden et al., 2015). In the case of Bonnier News this could manifest as a customer who
visits the platform multiple times within a timeframe and is deeply absorbed in its content and
emotionally committed to the service. They could also be habitually revisiting without emotional
connection, or they might be in an intensive trial phase before making a commitment decision. These
states cannot be measured through direct observation but must instead be inferred from observable
manifestations: behavior and structural relational commitments.

For the purpose of this study, understanding CE requires a framework that acknowledges its
multidimensional nature and recognizes that the psychological dimensions shaping engagement exist
below the surface of observable behavior. This study, therefore, adopts Brodie et al.’s (2011)
dimensional approach as the organizing framework, supplemented by theories of commitment
(Garbarino & Johnson, 1999), loyalty (Day, 1969; Dick & Basu, 1994; Wolter et al. 2017), and
relational investment (Brodie et al., 2011; Garbarino & Johnson, 1999) that serves to clarify how
engagement’s psychological and behavioral dimensions relate to observable relational outcomes.

Fehrer at al. (2018) extend Brodie et al.’s (2011) framework by conceptualizing engagement as an
iterative process that unfolds progressively across repeated customer interactions with the service.
Rather than CE shifting discretely between states, Fehrer et al. (2018) describe it evolving through
cycles of interaction, commitment, and feedback. This iterative character reveals why trajectory matters



more than momentary snapshots: the pattern of change in engagement intensity across these cycles
predicts outcomes more reliably than any single measure of current intensity. Engagement erosion, the
phenomenon of declining intensity, unfolds across multiple cycles in ways that make the temporal
pattern of change a more meaningful predictive indicator than the engagement level observed at any
particular moment.

Bowden et al. (2015) add another critical insight by demonstrating that prior engagement intensity
moderates how relationships respond to erosion. High prior engagement creates what they term
"relationship stickiness", a resistance to dissolution that buffers the relationship against churn even
when current engagement shows signs of decline. Low prior engagement produces relationships that
lack this protective buffer. The same current trajectory of engagement, therefore, carries different risk
depending on the history that led to it. A customer maintaining stable engagement after a period of
declining activity faces different dissolution risk than a customer maintaining stable engagement with
no prior decline. This path dependence, combined with Fehrer's iterative process insight, establishes
that engagement cannot be understood as a fixed state but must be analyzed as a trajectory shaped by
prior intensity and current direction of change.

3.2 CE as a Dynamic and Iterative Process

3.2.1 The Iterative Aggregation of CE

Brodie et al.'s (2011) second foundational proposition (FP2) establishes that customer engagement is
fundamentally dynamic and iterative. Rather than emerging as a stable state from a single interaction,
engagement aggregates progressively across repeated interactions with the service. This iterative
characteristic transforms how engagement and consequently how it is measured can be understood. As
demonstrated by Fehrer et al. (2018) in their operationalization of this iterative principle, engagement
evolves as a recursive process where each interaction cycle influences subsequent cycles. Rather than
engagement shifting discretely between high and low states, customers experience progressive
intensification or progressive erosion of engagement across multiple interaction periods. Erosion does
not occur suddenly but unfolds across time through cycles where engagement intensity gradually
declines from one period to the next. This process characteristic indicates that the observational pattern
of engagement over multiple periods reveals something fundamentally different and more predictive
than the engagement level observed at a single point in time.

Bowden et al. (2015) demonstrate that the iterative accumulation of engagement over time creates what
they term "relationship stickiness". Customers who have accumulated high engagement intensity across
many prior cycles develop relationships resistant to dissolution. These customers have built relational
momentum. When such customers experience a decline in current engagement, this single erosion event
occurs against a background of substantial prior investment and accumulated commitment. In contrast,
customers accumulating low engagement intensity across prior cycles develop fragile relationships
lacking this protective buffer. When these customers experience the same current decline in
engagement, they face dissolution risk precisely because no relationship stickiness exists to stabilize
the relationship. The same current trajectory of engagement change, therefore, carries different
predictive meaning depending on the prior intensity that precedes it. Path dependence becomes central
to understanding engagement dynamics (Bowden et al., 2015). This iterative framework reveals why
temporal patterns matter more than cross-sectional snapshots. Understanding engagement requires



understanding not just the current state but the path by which the customer arrived at that state and the
prior intensity that shapes how current changes will affect dissolution risk.

3.2.2 Situational Variation and CE Intensity

Brodie et al.’s (2011) fifth foundational proposition (FP5) establishes that CE is situationally variable.
This hinges on the idea that the nature of customers’ engagement differs depending on context and
contingencies shaped by service architecture, customer lifecycle position, and other contextual factors
(Brodie et al., 2011; Fehrer et al., 2018; Fernandes & Esteves, 2016). This principle has a particular
significance for understanding behavioral operationalization because it recognizes that the same
behavioral pattern may carry different relational meaning in different service contexts. Fernandes and
Esteves (2016) examine how service context shapes engagement manifestation and observability; they
demonstrate that different service architectures make different engagement dimensions observable and
limit observation of others. In a service enabling extensive user customization, breadth of engagement
across service features becomes easily observable (Fernandes & Esteves, 2016). In a bundled service
where default access is automatic, breadth variation becomes limited, and the same underlying
engagement level may appear quite different depending on what the service architecture makes
observable. This situational specificity implies that behavioral operationalization must be tailored to
what particular service contexts make measurable rather than assuming universal behavioral indicators
(Fernandes & Esteves, 2016; Brodie et al., 2011).

Fehrer et al. (2018) establish a related but distinct contingency through their concept of engagement
intensity thresholds. They demonstrate that engagement effects become observable and generate
relational consequences only when engagement intensity crosses a minimum threshold. Below this
threshold, customers may show behavioral activity, yet this activity generates no recursive relational
dynamics, no observable erosion preceding churn, and no relationship stickiness (Fehrer et al., 2018;
Bowden et al., 2015). The authors illustrate how a customer below the threshold can maintain high
behavioral activity while remaining psychologically disengaged from the service. When relational
commitment is tested by significant service changes such as trial expiration or renewal requirements,
these below-threshold customers risk dissolution despite their prior behavioral stability (Fehrer et al.,
2018; Garbarino & Johnson, 1999). The threshold concept reveals why behavioral observation alone
cannot capture the complete engagement story. A customer exhibiting high frequency may exist below
the threshold where psychological investment begins generating relational consequences. This customer
looks engaged behaviorally but lacks the psychological intensity that makes engagement consequential.

The convergence of these insights about iterative aggregation, relationship stickiness, situational
variation, and intensity thresholds shapes how the behavioral measurement problem may be understood.
Engagement is not a static property, but a trajectory influenced by prior accumulation, limited by service
context, and only consequential above certain intensity levels. Behavioral observation thus captures
activity patterns but not the accumulated intensity or psychological investment that determine whether
activity represents genuine engagement or behavioral inertia.

3.3 Dimensions of CE

Brodie et al. (2011) identify three dimensions (absorption, dedication, and vigor) of customer
engagement relevant in the context of subscription relationships. Absorption represents the degree to
which a service captures cognitive focus and concentration. Dedication represents emotional
commitment and affective attachment to the service relationship. These psychological dimensions



cannot be observed directly through behavioral data. Vigor, the behavioral dimension of engagement,
represents the level of energy, intensity, and resilience a customer brings to interactions with the service.
Unlike the psychological dimensions, vigor is behaviorally observable and manifests itself through
depth of consumption (Brodie et al., 2011; Fehrer et al., 2018). This study focuses specifically on vigor
because it is the behavioral dimension amenable to measurement through interaction data. The study
operationalizes vigor through observable behavioral manifestations that capture the energy and intensity
customers invest in their service interactions. Understanding how vigor manifests behaviorally is
therefore essential to the measurement strategy.

Vigor as the behavioral expression of engagement intensity reflects what customers do and the quality
of engagement in individual interactions. Brodie et al. (2011) and Fehrer et al. (2018) establish that
vigor extends beyond mere frequency of interaction. High vigor requires not just visiting often but
engaging with substance in those visits. A customer visiting daily but scrolling superficially through
content shows lower vigor than a customer visiting twice weekly but spending extended time reading
deeply. Vigor therefore encompasses depth of consumption, capturing the intensity brought to
engagement. Depth manifests in session duration, the number of content items consumed per session,
and the extent of exploration within content. A customer reading more articles in depth during a single
visit demonstrates greater vigor than a customer scrolling briefly through headlines in that same visit,
even if both visit with identical frequency.

The distinction between high-frequency shallow engagement and lower-frequency deep engagement
becomes theoretically meaningful when vigor is understood not as frequency but as the depth of
consumption reflecting the total energy invested across all interactions (Brodie et al., 2011; Fehrer et
al., 2018). Thus, depth shows how intensely the customer invests in individual engagement episodes.
This understanding of vigor will directly inform how depth of engagement functions as a behavioral
proxy for this study, revealing the implications of individual interactions even when other behavioral
proxies might suggest different conclusions about engagement intensity.

3.4 CE and Loyalty

Customer engagement does not operate in isolation but exists within what Brodie et al. (2011) term a
nomological network (FP3). This network encompasses related but distinct constructs including
commitment, trust, satisfaction, and loyalty, all of which influence each other iteratively. CE is not
equivalent to any of these constructs but operates alongside them in a system of relational effects.
Understanding how CE relates to loyalty outcomes requires understanding its position within this
broader relational network.

The relationship between engagement and loyalty becomes clear when we examine what loyalty
actually is. Dick and Basu (1994) make the distinction between genuine loyalty and spurious loyalty.
Genuine loyalty combines high repeat behavior with high relative attitude, reflecting both the behavioral
manifestation and the psychological conviction underlying it. Spurious loyalty, by contrast, involves
high repeat behavior with low relative attitude. The customer maintains activity but without the
psychological conviction that characterizes genuine loyalty. This distinction is critical for understanding
subscription termination because customers exhibiting spurious loyalty can maintain identical
behavioral patterns to genuinely loyal customers yet face radically different retention outcomes.



Wolter et al. (2017) extend this framework by distinguishing between the magnitude of loyalty (how
much loyalty is stated or expressed) and its conviction (the strength and depth of the psychological
hold). Conviction is the characteristic that explains why behavioral patterns alone cannot predict loyalty
outcomes. Two customers with identical behavioral manifestations might have vastly different
conviction levels, making one vulnerable to churn while the other remains committed.

Applying this lens to Brodie et al.’s (2011) dimensional framework reveals how the three dimensions
determine loyalty outcomes. Genuine loyalty emerges from the combination of high vigor, high
absorption, and high dedication; the customer maintains repeat interactions, mentally focusing on the
service, and feels emotionally committed. Spurious loyalty emerges from the configuration of high
vigor combined with low absorption and low dedication (Dick & Basu, 1994; Brodie et al., 2011). The
customer maintains repeat activity but lacks mental focus and emotional commitment. This activity
might reflect habit, default access through bundling, convenience, or inertia rather than genuine
relational choice. This configuration generates relational outcomes including resistance to switching,
active renewal decisions, and maintenance of the relationship even when alternatives become available
or friction appears. The relationship develops what Bowden et al. (2015) call stickiness, a resistance to
dissolution.

Garbarino and Johnson (1999) establish that commitment is functionally distinct from both satisfaction
and behavior. A customer can be satisfied with a service and visit frequently without being committed
to the relationship. Commitment represents the customer's relational investment, their psychological
intention to continue the relationship, and their preference for this particular service over alternatives.
This distinction is essential because it clarifies why behavioral CE alone cannot determine relational
outcomes. Behavioral CE captures vigor but misses the psychological dimensions of absorption and
dedication that determine whether behavioral vigor translates into genuine loyalty or represents spurious
engagement vulnerable to churn.

3.5 Operationalization of CE and the Proxy Logic

3.5.1 The Observability Problem and Operationalization of CE

The dimensional independence of vigor, absorption, and dedication creates a fundamental measurement
challenge. Vigor is directly observable through behavioral data, as depth of consumption is measurable
from behavioral records. Behavioral proxies work well for detecting genuine CE erosion when a
customer with high prior engagement shows declining vigor (Dick & Basu, 1994). Warning signals
appear in the behavioral data. However, a customer with high vigor but low absorption and low
dedication is invisible to behavioral observation. Fehrer et al. (2018) establish that CE effects become
observable and generate relational consequences only when intensity crosses a threshold. Below this
threshold, engagement appears active but generates no recursive relational dynamics, no relationship
stickiness, and no observable erosion before dissolution. When relational commitment is tested through
trial expiration or required renewal, these customers churn despite the behavioral stability that preceded
cancellation.

To measure CE completely in this environment, two complementary observational channels are
required. The behavioral channel captures vigor through depth, making this channel powerful for
detecting engagement erosion and estimating the intensity of individual interactions. The structural
channel captures absorption and dedication through features of the customer's relational commitment



that raw behavioral data cannot reach. This applies to customer subscription categories, payment
methods and renewal status, and how they allocate their engagement across the service portfolio.

The dual-channel approach is theoretically necessary because the constructs being measured are
independent. Vigor is necessary information about engagement but insufficient to determine
psychological investment. A customer's behavioral pattern is essential for understanding the temporal
trajectory of intensity, but the psychological state that determines whether that intensity represents
genuine or spurious engagement requires the relational and structural information that behavior alone
cannot provide. The integration of both channels operationalizes the complete, multidimensional CE
framework.

3.5.2 The Proxy Logic

The behavioral dimension of CE can be operationalized through three complementary proxies that
capture different facets of how engagement intensity manifests in observable interaction patterns. How
often and how recently a customer engages reflects the degree to which the subscription has been
incorporated into daily routine. High frequency signals that the subscription occupies a stable and
recurrent role in the customer's life, while declining recency indicates the beginning of behavioral
withdrawal before any explicit termination decision has been made. Zhang et al. (2015) operationalize
these dimensions within a recency/frequency framework and demonstrate their connection to churn
prediction across contractual settings. This finding aligns with Ascarza and Hardie (2013), who describe
gradual disengagement as a precursor to termination. Together, frequency and recency provide a
baseline measure of habitual integration, capturing whether the subscription has become a routine part
of the customer's behavioral repertoire while remaining sensitive to the early stages of withdrawal that
precede cancellation.

While frequency and recency capture the level and trend of engagement, clumpiness captures the
temporal distribution of engagement across the subscription period (Zhang et al., 2015). A customer
may maintain stable aggregate frequency while their engagement becomes increasingly irregular,
concentrated in occasional bursts rather than distributed regularly over time. Zhang et al. (2015)
demonstrate that clumpiness significantly improves churn prediction beyond standard frequency and
recency metrics alone. This temporal irregularity is meaningful within Fehrer et al.'s (2018) framework
of engagement erosion as an iterative trajectory. A shift from regularly distributed visits to increasingly
clumpy, indicating a trajectory of declining consistency even when total frequency remains stable.

Engagement depth captures the intensity of individual engagement episodes beyond frequency and
recency. Brodie et al. (2011) distinguish vigor from interaction frequency, establishing that the depth
and intensity of individual engagements constitute a separate facet of behavioral vigor. A customer
spending thirty minutes reading articles deeply differs in vigor from a customer scrolling briefly through
headlines, even if both visit once daily. Depth manifests in session duration, number of content items
consumed per session, and extent of content exploration.

Relational breadth captures the scope of a customer's engagement across the service portfolio. Dick and
Basu (1994) and Day (1969) establish that genuine relational investment manifests in the scope of the
customer's relationship with the service. Engaging across multiple titles, content categories, or service
domains cannot be sustained through inertia or habit alone. It requires active relational choice. In
contrast, focusing exclusively on a single title or category might reflect default access through bundling
rather than genuine engagement choice. Breadth is a behavioral indicator specifically designed to



operationalize attitudinal dimensions of CE and distinguish genuine from spurious engagement. A
customer actively accessing multiple titles has made relational choices revealing psychological
investment. A customer confined to one default title might be exhibiting behavioral inertia sustained
without need for psychological commitment. Kumar et al. (2010) and Brodie et al. (2011) support this
reasoning by showing that deep relational investment tends to manifest in diversified and deliberate
interaction patterns rather than in narrow routine. The breadth proxy operationalizes this principle at
the feature level. A customer accessing more titles relative to those available to their plan is actively
extracting value from the full subscription.

The structural channel operationalizes absorption and dedication through commitment signals that
behavioral data cannot reach. Trial-to-conversion progression indicates whether the customer has made
the explicit relational commitment of moving from trial to paid subscription. This transition represents
crossing the threshold where psychological commitment and engagement become consequential.
Payment commitment, revealed through provision of payment information and frequency of active
renewal, indicates willingness to invest in the relationship (Garbarino & Johnson, 1999). Tenure and
subscription stability indicate whether psychological investment has persisted across extended time.
Bowden et al. (2015) show that extended tenure reflects sustained absorption and dedication, while
tenure combined with behavioral proxies indicates whether psychological investment has remained
constant or eroded.

Together, these behavioral proxies and structural features operationalize the three-dimensional
framework. Recency, frequency and clumpiness, breadth, and depth together present a
multidimensional behavioral construction. Trial status, payment commitment, and tenure capture the
indicators of absorption and dedication that behavior alone cannot provide. The integration of both
channels creates a complete operationalization of the CE framework as specified by Brodie et al. (2011).

3.6 Research Hypotheses

The theoretical framework generates three hypotheses connecting behavioral and structural
manifestations of CE to subscription dissolution risk. The first hypothesis concerns engagement vigor
and its relationship to dissolution risk. Vigor is the behavioral dimension of CE, operationalized through
depth of consumption (Brodie et al., 2011). CE theory predicts that higher vigor, measured through
depth of consumption, should translate to lower churn risk (Brodie et al., 2011). This hypothesis tests
whether behavioral manifestations of vigor, operationalized through depth of engagement, carry the
predictive signal that CE theory suggests they should, and is explicitly expressed as follows:

HI1: Higher vigor is negatively associated with relationship dissolution risk in digital news
subscriptions.

The second hypothesis concerns the temporal dimension of engagement. Withdrawal of engagement
persistence is positively associated with relationship dissolution risk, capturing the temporal erosion of
CE intensity preceding cancellation. Here cancellation is interpreted as the observable event through
which dissolution is operationalized. Brodie et al. (2011) and Fehrer et al. (2018) establish that CE is
dynamic and iterative, aggregating across repeated interaction cycles. Erosion in engagement
persistence, evidenced by declining frequency, increasing recency, and growing inconsistency in
engagement patterns, directly manifests the trajectory of eroding CE intensity. This trajectory focus
aligns directly with Fehrer et al.'s (2018) emphasis on iterative processes and Bowden et al.'s (2015)
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insight that prior intensity creates stickiness affecting how trajectories develop, thus the second
hypothesis reads:

H2: Withdrawal of engagement persistence is positively associated with relationship dissolution risk,
capturing the temporal erosion of CE intensity preceding cancellation.

The third hypothesis concerns relational breadth and what it reveals about psychological investment.
Breadth is a behavioral proxy specifically designed to operationalize the attitudinal dimensions of CE.
Confined breadth, accessing only single titles despite multi-title availability, reflects behavioral inertia
that can be sustained without psychological commitment. Dick and Basu's (1994) distinction between
spurious and genuine loyalty predicts that lower-breadth customers are vulnerable to churn despite
stable activity. The third hypothesis therefore reads:

H3: Lower relational breadth relative to subscription potential is positively associated with
relationship dissolution risk, reflecting behavioral inertia rather than genuine relational investment.

All three hypotheses derive from Brodie et al.'s (2011) foundational propositions and the dimensional
framework they establish. Together, they test whether the behavioral and structural manifestations of
CE’s dimensions carry the predictive weight necessary to identify customers at dissolution risk.

Chapter 4: Methodology

4.1 Research design and methodological orientation

This study adopts a quantitative research design with a predictive analytical orientation. Following the
distinction established by Shmueli (2010) between exploratory and predictive modeling, the study does
not aim to estimate causal relationships between behavioral variables and churn. Instead, it seeks to
identify which behavioral manifestations of customer engagement (CE) intensity are most reliably
associated with churn risk and to evaluate the predictive utility of the theoretically motivated proxy
indicators developed in Chapter 3. This orientation follows directly from the observability problem
established in section 3.5.1: because the engagement states that drive churn cannot be directly measured
in behavioral data, the appropriate analytical response is to identify observable behaviors that are
reliably associated with those states, rather than to attempt causal estimation of constructs that are not
available for measurement.

The predictive orientation shapes how the study is designed and evaluated. To evaluate and analyze
research question 1, model performance is assessed through predictive accuracy metrics, primarily
through AUC-ROC. Contributions and statistical significance of individual features are evaluated in
alignment with research question 2 and its following hypotheses. Variable selection is guided by the
theoretical framework, but the empirical evaluation concerns whether the selected proxies carry
predictive signal, not whether they satisfy the assumptions required for causal inference.

The study employs three complementary models, contributing evidence to the evaluation of the
hypotheses. Logistic regression provides interpretable coefficients showing the direction and strength
of each feature’s association with churn probability. XGBoost, a gradient boosting algorithm, captures
nonlinear patterns and feature interactions, with SHAP (SHapley Additive exPlanations) values used to
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identify which features contribute most to predictions at both the overall and individual feature level.
Cox Proportional Hazards adds a temporal perspective that the classification models do not capture,
modeling not only whether a customer churns, but how quickly, and expressing the effect of each feature
as a hazard ratio. These three models are not positioned as competing alternatives to be ranked against
each other. Rather, they form a triangulation strategy: if results converge across frameworks, the
evidence for a given hypothesis is substantially stronger than what any single model could provide.

RQ1 is addressed through overall model performance: if the proxy features developed in Chapter 3
achieve meaningful predictive accuracy across all three models, the implication is that CE intensity
dynamics are empirically detectable in behavioral data and carry genuine predictive signal for churn.
RQ?2 is addressed through feature importance analysis: SHAP rankings from XGBoost, coefficients
from logistic regression, and hazard ratios from Cox PH each provide a different lens on which proxy
features matter most, and the pattern across them reveals the behavioral structure of CE erosion
preceding termination. The hypotheses (H1 through H3) are evaluated within this analysis by examining
whether the specific proxies carry predictive weight in the directions expected from the theoretical
framework.

Additionally, a supplementary descriptive analysis profiles the demographic and structural
characteristics of customers identified as high risk (section 4.6). This analysis is exploratory and carries
no causal implications but provides a practical foundation for targeted retention strategies.

4.2 Empirical setting and data source

4.2.1 Bonnier News as the empirical context.

The empirical setting for this study is Bonnier News, one of the largest media groups in the Nordic
countries. The company operates a broad portfolio of digital news titles in Sweden, including the
national daily Dagens Nyheter, the tabloid Expressen, and the business daily Dagens Industri, alongside
approximately 60 local newspapers and 100 magazines (Bonnier News, n.d.). In 2023, Bonnier News
launched +Allt, a bundle subscription combining this content behind a single login, which had reached
nearly 500,000 digital subscribers by the end of 2025 (WAN-IFRA, 2026).

This multi-title structure makes Bonnier News a well-suited setting for the present study for two specific
reasons. First, the bundle structure provides the empirical conditions necessary for operationalizing the
breadth proxy developed in section 3.5.2. Because customers have access to several titles within a single
subscription, it becomes possible to observe whether a customer engages broadly across the available
offering or concentrates their usage on a single title. This variation in cross-title usage is what allows
breadth to function as a proxy for CE intensity rather than habitual persistence.

Second, the digital subscription generates the kind of longitudinal, multi-signal behavioral data
described in Chapter 1. Customer interactions across titles leave observable traces, including visit
frequency, session timing, content engagement, and platform usage, that accumulate into detailed
individual-level behavioral records over time. This data richness is what makes the proxy approach
analytically possible: the behavioral indicators theorized in Chapter 3 can, in principle, be computed
from the interaction data that the subscription infrastructure generates.
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4.2.2 Data description

The study uses anonymized customer-level and session-level data provided by Bonnier News, covering
the period from September 2024 to February 2026. Customer identifiers such as customer id:s were
hashed prior to transfer as well as postal codes which were truncated to the first two digits, providing
region-level geographic information without enabling individual identification. The data is structured
in two tables.

The first table contains customer-level subscription data. Each record represents a subscriber on one of
three digital subscription packages: Local +Allt, DN +Allt, or Expressen +Allt. These packages differ
in their entry-point title but share access to the broader Bonnier News content bundle. The table includes
subscription attributes (product package, subscription type, payment method, billing), demographic
variables (age, gender, truncated postal code), and subscription lifecycle events (start date, cancellation
date, term state, and action category flags distinguishing subscription starts, churn and lead periods).
Additional contextual fields record whether the customer entered through a promotional offer, whether
the subscription was migrated from a previous system, and the total number of active Bonnier
subscriptions held by the customer.

The second table contains session-level interaction data, covering the twelve-month observation
window from September 2024 to August 2025. Each record represents a single session, identified by a
session ID linked to the customer’s hashed identifier. For each session, the data records the timestamp,
the title accessed (identified by brand), the number of distinct articles viewed, and the session duration
in minutes. This granularity is sufficient to compute all of the behavioral proxy features described in
section 4.4: frequency (session counts), recency (time since last session), breadth (distinct titles
accessed), depth (articles per session and session duration), clumpiness (temporal distribution of session
timestamps), and trend features (comparing engagement across the first and second halves of the
observation window). The observation window spans twelve months (September 2024 to August 2025)
and the outcome window spans three months (September 2025 to November 2025). A three-month
outcome window was selected to align with a practically actionable retention horizon, the period within
which Bonnier News could realistically identify, target, and measure the effect of a retention
intervention, and to reduce sensitivity to the offer-expiry spike that inflates churn rates over longer
windows.

The subscription lifecycle data includes action category flags that distinguish between subscription
starts, churns, and lead periods. Churn is operationalized as voluntary subscription termination within
the outcome window. The distinction between voluntary and involuntary churn (e.g., payment failure)
is theoretically important, as the proxy framework in Chapter 3 concerns relational states rather than
administrative events. Where the data permits, involuntary churn events are excluded or flagged
separately. The churn outcome is structured in two formats to serve the different modeling approaches:
as a binary label (churned vs. retained) for the classification models, and as a time-to-event outcome
with right-censoring for the Cox Proportional Hazards model, where customers still subscribed at the
end of the outcome window are treated as censored observations whose eventual churn, if it occurs,
falls outside the observed period (see sections 4.4.1 and 4.4.3).

4.2.3 Ethical considerations

The study uses observational behavioral data that is anonymized prior to transfer. Customer identifiers
are replaced with hashed values using a one-way hashing function, and postal codes are truncated to the
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first two digits, providing geographic information at the regional level only. These measures ensure that
no individual subscriber can be identified from the data provided to the researchers. No survey data or
direct customer contact is involved; the study relies entirely on interaction records generated as a routine
part of the subscription service’s operation. Additionally, the two external payment method providers
are referred to as External Payment Provider 1 and 2, as they have not consented to being identified in
this study.

The data collaboration with Bonnier News is structured to ensure compliance with the General Data
Protection Regulation (GDPR). The anonymization is performed by Bonnier before the data is
transferred, and the researchers work exclusively with the anonymized dataset. The original customer
identifiers are not included in the transferred data and cannot be recovered by the researchers from the
hashed values.

4.2.4 Data access and pipeline execution

The analytical pipeline was developed in two stages. In the first stage, the researchers coordinated with
Bonnier News to establish the structure, scope, and format of the data to be provided. Based on this
coordination, a prototype pipeline was built and tested using synthetic data that mirrored the agreed
data structure, allowing the researchers to develop and validate the full analytical workflow, including
feature engineering, model training, and output generation, prior to receiving the actual data.

In the second stage, Bonnier News provided the anonymized dataset described in section 4.2.2. The
researchers then executed the pipeline on the actual data independently. This two-stage approach
ensured that the analytical design was fully specified before the data was available, reducing the risk of
post-hoc adjustments to model specification of feature construction driven by observed patterns in the
data rather than by the theoretical framework. The pipeline was implemented in Python, drawing on
pandas and NumPy for data manipulation, scikit-learn for logistic regression and preprocessing,
XGBoost for gradient boosting, SHAP for model explainability, and lifelines for survival analysis. The
final pipeline comprised 2,015 lines of code, including data preparation and post-hoc rework.
Generative Al tools were used to assist in the development of the analytical pipeline, primarily for code
generation and debugging. All outputs were reviewed and validated by the authors. No customer data
was shared with or processed by any generative Al tool; Al assistance was limited to code development
on synthetic data during the prototype stage and structural coding questions during pipeline execution.

4.3 Feature engineering

This section describes how the theoretical proxy indicators from Chapter 3 are translated into
computable features. Each feature corresponds to a specific dimension of the theoretical framework.
The same features are used across all three models, ensuring that differences in results reflect the
analytical lens rather than the input. All behavioral features are computed exclusively from the twelve-
month observation window. No information from the three-month outcome window is used in feature
construction, as any leakage across this boundary would allow the models to train on data that implicitly
contains the outcome, undermining the validity of the predictive evaluation.

4.3.1 Behavioral proxy features

Breadth is operationalized as the number of distinct content categories or titles accessed during the
observation window, divided by the total number available on the customer's plan. Formally, breadth is
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computed as B = ¢/C, where c is the number of distinct content categories accessed by the customer
during the observation window and C is the total number of categories available on the customer’s plan.
This ratio captures the discrepancy between access and actual usage that is central to the bundle
underutilization logic. If the metadata needed to compute the denominator is unavailable, breadth will
be measured as an absolute count.

The remaining behavioral proxies capture how often, how recently, how deeply, and how regularly a
customer engages with the service. Frequency is the total number of sessions during the observation
window. Recency is the number of days between the customer's last interaction and the end of the
observation window. Volume is the total number of articles read across all sessions. Volume is included
in the classification models but excluded from Cox PH to avoid collinearity, since it is a composite of
frequency and depth. Depth captures the intensity of engagement within sessions, operationalized
through two measures: average articles read per session and average session duration in minutes. Depth
distinguishes passive presence from active consumption and is a more direct indicator of value
extraction than frequency alone.

Beyond the level of engagement, its temporal regularity also carries predictive signal. Clumpiness
measures the temporal irregularity of engagement using the normalized entropy measure H,, proposed
by Zhang et al. (2015). The customer’s interaction history is converted into binary incidence data
(active/inactive per time period). Inter-event times (IETs) are computed as the gaps between
consecutive active periods, including the boundaries of the observation window. The IETs are rescaled
by dividing each by N + 1, where N is the total number of time periods. The measure is then defined as:

_14 i log(x) - x;
P log(n+1)

where n is the number of active periods and x; are the rescaled inter-event times (Zhang et al., 2015,
Equation 1). The measure reaches its minimum when events are perfectly spaced and increases as
engagement becomes more concentrated in bursts. Values close to zero indicate habitual regularity;
values approaching one indicate higher irregularity.

These level-based and regularity-based features are complemented by trend measures that capture
whether engagement is changing over time. To capture the disengagement trajectory, the observation
window is split at its midpoint. Frequency and volume are computed separately for each half. The
frequency trend is computed as Af = (f_late - f_early)/(f_early+1), where f early and f late are the
session counts in the first and second halves of the observation window respectively. The denominator
is smoothened by adding one to avoid zero for customers with no early-window sessions. The resulting
ratio captures relative rather than absolute change, making the measure comparable across customers
with different baseline activity levels. The volume trend (4v) is computed in the same way using total
articles read per half. Both trend features are capped at the interval [-1,5] to limit the influence of
extreme values for customers with near-zero early-window activity. A negative value indicates
declining engagement over the observation period.

Finally, some customers may have no recorded sessions during the observation window. Rather than

excluding these customers, they are retained with default values: frequency and volume are set to zero,
recency is set to the full window length, depth features to zero, and breadth ratio to zero. Clumpiness,
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which is undefined for zero or one session, is imputed with the sample median. A binary flag indicating
no sessions is included as an additional feature.

4.3.2 Demographic and structural variables

Age, gender, geographical location, subscription tenure, billing type, and where available, indicators
such as campaign entry, trial status, and child account flags. Consistent with section 3.5.2, these enter
as structural covariates rather than primary predictors and provide the descriptive bases for RQ2.
Customers who churned and restarted within the observation are retained in the cohort and classified as
returners. Their tenure reflects the most recent subscription start date, which may underestimate the true
length of their relationship with Bonnier News.

4.4 Modeling approach

The study employs three models, each contributing evidence to the evaluation of H1 through H3.
Logistic regression establishes whether the proxy features relate to churn in the expected directions.
XGBoost captures nonlinear patterns and uses SHAP to identify which features matter most. Cox
Proportional Hazards adds a temporal dimension, modeling not whether customers churn but how
quickly. These models are not competing alternatives to be ranked; they form a triangulation strategy
in which the same features are examined through different analytical lenses, and convergence across
frameworks strengthens the evidence for a given hypothesis.

The models are trained and evaluated across three analytical frames to isolate the predictive contribution
of the behavioral proxy features. The first frame includes all customers and all churn events, reflecting
the standard approach in the churn prediction literature. The second frame retains all customers but
relabels never-engaged customers, defined as those with fewer than twelve sessions across the full
twelve-month observation window, as non-churners, isolating the churn signal to subscribers who
actually engaged with the service. The third frame removes never-engaged customers from the dataset
entirely, leaving only subscribers who established a meaningful engagement pattern during the
observation window. These never-engaged customers show minimal or no meaningful interaction with
the subscription service and are not the population the proxy framework is designed to address. The
behavioral proxies developed in Chapter 3 are intended to capture the erosion of an existing engagement
pattern, which presupposes that such a pattern was established in the first place. A customer who never
engaged with the service has not undergone CE erosion; they simply never developed CE intensity to
begin with.

The comparison across frames is analytically informative. If model performance improves when the
never-engaged customers are excluded, it suggests that the behavioral proxies are capturing genuine CE
erosion rather than simply detecting inactivity. If performance does not improve, it would suggest that
the proxies primarily distinguish active from inactive subscribers rather than identifying the subtler
patterns of engagement deterioration that the theoretical framework predicts.

4.4.1 Classification and survival models

Logistic regression serves two roles: as a performance baseline establishing whether the proxy features
carry predictive signal above chance in a simple linear model, and as a source of directly interpretable
coefficients indicating the direction and magnitude of each feature’s association with churn probability
(Hosmer et al., 2013).
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XGBoost, an ensemble method that combines several decision trees to capture nonlinear patterns and
feature interactions, is selected as the primary predictive model on the basis of its consistent
performance in churn prediction across subscription and media contexts (Dias & Antonio, 2025;
Belchior et al., 2024), and its capacity to capture nonlinear relationships and feature interactions that
logistic regression cannot model (Chen & Guestrin, 2016). Because XGBoost outputs are not directly
interpretable, SHAP values are used to quantify each feature’s contribution to individual predictions
and produce a global importance ranking (Lundberg & Lee, 2017). This ranking is the primary
mechanism for addressing RQ2.

Cox Proportional Hazards, a survival model that estimates the rate at which events occur over time,
adds a temporal dimension the classification models do not provide, modeling how quickly customers
churn and expressing each feature’s effect as a hazard ratio (Cox, 1972). Cox PH is preferred over
Random Survival Forest because hazard ratios can be directly compared with SHAP values and logistic
regression coefficients, preserving the interpretability that makes the triangulation strategy coherent. To
avoid redundancy, several features are excluded from the Cox PH specification: volume and volume
trend (composites of frequency and depth), categories used (which duplicates breadth ratio), and
depth_articles (closely related to depth _duration). A penalizer of 0.01 is applied to stabilize estimation.
Full training procedures and hyper parameter configurations are reported in Appendix A.

4.4.2 Triangulation strategy

The central analytical logic of this study is triangulation. Rather than relying on a single model to
evaluate H1 through H3, the study examines whether the three models converge on the same conclusion
about which features matter and in what direction.

Concretely, this means comparing results across three forms of output: logistic regression coefficients,
which indicate direction and magnitude; SHAP values from XGBoost, which rank features by their
contribution to predictions; and hazard ratios from Cox PH, which quantify how each feature accelerates
or delays churn over time. If, for example, breadth emerges as a significant negative coefficient in
logistic regression, ranks among the top features in the SHAP analysis, and produces a hazard ratio
below one in Cox PH, the evidence for H3 is substantially stronger than any one of those results alone.
Conversely, if the models diverge on a particular feature, that divergence is also informative. A feature
that matters for whether someone churns (high SHAP importance) but not for when (non-significant
hazard ratio) would suggest that its role in the disengagement process is different from what theory
predicts and would be discussed accordingly.

This triangulation approach is not a methodological contribution in itself. It is a practical strategy for
strengthening the evaluation of the hypotheses by ensuring the conclusions are not dependent on the
assumptions or mechanics of any single model.

4.5 Model evaluation

Model performance for the classification models is evaluated using AUC-ROC as the primary
discrimination metric, supplemented by precision, recall, F1-score, and balanced accuracy (Belchior et
al., 2024; Dias & Antonio, 2025). ROC curves are plotted for both logistic regression and XGBoost. In
a retention context, high recall means identifying more at-risk customers at the cost of some false
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alarms, while high precision means fewer misdirected interventions at the cost of missing some genuine
churners. For Cox PH, the concordance index (C-index) serves as the primary measure of discriminative
ability. It measures the proportion of customer pairs for which the model correctly ranks the customer
who churned first as having higher predicted risk and is interpreted similarly to AUC. The proportional
hazards assumption is tested via Schoenfeld residuals for each covariate, and violations are reported
where they occur.

Performance is benchmarked against a demographic-only model using only static customer
characteristics without behavioral proxy features. This comparison is run within each analytical frame
and directly tests whether the CE-informed proxies add predictive value beyond static attributes. The
majority-class baseline (AUC of 0.5) serves as the absolute floor.

4.6 At-risk customer profiling

After the primary models are trained and evaluated, the predicted churn probabilities from XGBoost
are used to segment customers into three risk groups (low, medium, and high risk). These groups are
profiled descriptively across both behavioral and demographic variables, including frequency, recency,
breadth, clumpiness, depth, tenure, age, gender, geography, and plan type. The profiling is
complemented by Kaplan-Meier survival curves for each risk group, which visualize how quickly
customers in each tier churn after the observation period ends.

This analysis is descriptive and does not test causal hypotheses. Its purpose is practical: to characterize
the types of customers the model identifies as high risk, providing a descriptive foundation for targeted
retention strategies. The profiling also serves as a plausibility check on the model’s outputs. If the high-
risk group shows the behavioral patterns the theoretical framework predicts, such as declining
frequency, low breadth, and high clumpiness, this provides additional face validity for the CE erosion
framework beyond the formal feature importance analysis. A supplementary behavioral classification
assigns churning customers to trajectory groups (stable-engaged, disengaging, never-engaged, sudden-
stop) based on thresholds applied to frequency, recency, and freq_trend. The thresholds are theoretically
motivated by the CE erosion trajectory, but are necessarily pragmatic in their exact specification. This
classification is applied post-hoc to aid interpretation and does not influence model training or the
construction of the primary churn label.

4.7 Methodological limitations and contingencies

Several methodological limitations should be acknowledged. First, the study draws on data from a
single company operating in the Swedish digital news market. While this provides empirical depth and
allows the proxy framework to be evaluated in a real-world subscription setting, it also limits the
generalizability of the findings. The behavioral patterns and feature importances identified in this study
may not transfer to other subscription industries, geographic markets, or product structures. Whether
the proxy framework holds in other contexts is an empirical question that future research would need
to address.

Second, the study adopts a predictive orientation, which means that the results identify statistical

associations between behavioral features and churn outcomes, not causal mechanisms. A finding that
declining breadth is among the strongest predictors of churn does not establish that low breadth causes
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churn. The theoretical framework provides a principled account of why certain associations are
expected, but the predictive design does not permit causal inference.

Third, the behavioral proxy approach is itself a response to a data limitation. The CE states that theory
identified as driving churn, including engagement intensity, are not directly measured. The proxies
developed in Chapter 3 are theoretically motivated behavioral manifestations of these constructs, but
they remain indirect indicators. Customers whose behavioral profiles appear similar may differ in ways
that the available data cannot capture, and some misclassification is inherent in any proxy-based
approach.

Fourth, the Cox PH model assumes that the effect of each covariate on the hazard rate is constant over
time. If this proportional hazard assumption is violated for specific features, the corresponding hazard
ratios should be interpreted with caution. The assumption is tested using Schoenfeld residuals (see
section 4.5.2), and violations are reported where they occur. A competing-risk framework (Braun &
Schweidel, 2011) that distinguishes between controllable and uncontrollable causes of churn would
represent a natural extension of the present approach but is beyond the scope of this study.

Finally, the distinction between voluntary and involuntary churn depends on how reliably underlying
data records the reason for subscription termination. If involuntary churn events (such as payment
failures) cannot be fully separated from voluntary cancellations, their presence in the dataset may
introduce noise into the churn label, potentially attenuating the relationship between the behavioral
proxies and the outcome they are designed to predict.

4.8 Methodological discussion

The decision behind the predictive orientation for this study lies in the interest of understanding the role
of customer behavior in relation to CE. The authors acknowledge the limitations of this in regards to
the analysis capabilities of some affective elements such as emotions or attitudinal loyalty, or cognitive
elements such as evaluation or decision-making (Pansari & Kumar, 2017; Dick & Basu, 1994; Brodie
et al., 2011; Wolter et al., 2017) that a survey-oriented study would enable. However, this environment
allows the analysis to look at the outcome of these attitudes, by looking at actions instead of preempted
emotions.

This direction might seem counterintuitive in comparison to more traditional research approaches
looking at conceptual relationships, utilizing models such as SEM, CFA, or other survey related
methodologies. However, existing literature proposed by Wolter et al. (2017) asserts that attitudinal
loyalty, an affective element, routinely fails to predict behavior, indicating that predictive power lies
elsewhere. Additionally, the authors of this study argue that this decision opens up for interpretations
of behavioral effects after the fact, as this study examines already established conceptual relationships,
and tests/analyzes their discriminatory and predictive power. It highlights a different perspective of the
theorized concepts used in this study. By strictly utilizing behavioral data, factors such as self-
assessment bias do not affect the outcome of this analysis, in the same way a survey-oriented study
would have.
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Chapter 5: Findings

5.1 Sample description and data overview

The analytical cohort was constructed from 4,101 session-active customers identified in the Bonnier
News subscription database. Following the exclusion of mid-observation churners, future-dated
subscriptions, and customers with no valid session data, the final modelling cohort comprised 2,940
customers, of whom 608 churned within the three-month outcome window ending November 2025,
yielding an overall churn rate of 20.6%. The full exclusion sequence is shown in Table 1.

Step N
| Session-active customers (base) | 4,101 |
| Excluded: mid-observation churners | 1,291 |
| Excluded: framtida (future) | 15 |
| Excluded: never-engaged (<12 sessions) | 110 |
| Final modelling cohort | 2,940 |
| Churned in outcome window | 608 (20.6%) |
| Retained | 2,332 (79.4%) |

Table 1: Cohort construction

A notable feature of the cohort is that 75.7% of customers entered on a discounted offer. Payment
method churn rates varied substantially, with External Payment Method 1 subscribers churning at 30.6%
compared to 0.2% among forbetald (prepaid) customers, foreshadowing the structural dominance of
payment-related features in the predictive models. Subscription and payment are summarized in Table
2.

Method N % Churn rate
| Autogiro (auto payment) | 973 | 33% I 19.8% |
| External Payment | 552 | 19% | 30.6% |
Method 1
| Kort (card) | 511 | 17% | 25.6% |
| Forbetald (prepaid) | 422 | 14% I 0.2% |
| Faktura (invoice) | 416 | 14% I 23.1% |
| Other | 74 | 3% | 24.3% |

Table 2: Payment method distribution and churn rate

20



The behavioral classification of churners reveals an equally important pattern. Of 608 customers who
churned, 71.4% maintained stable engagement right up to cancellation, while only 9.7% exhibited a
clear disengagement trajectory, as shown in Table 3. This distribution is reflected in the feature means
by retention status in Table 4, where churners and retained customers showed broadly similar behavioral
profiles across most dimensions. Frequency was the only feature showing a meaningful gap, 634 versus
837 sessions per year, providing an early indication of the limitations of behavioral proxy discrimination
in this cohort.

Behavior N % of churners
| Stable engaged | 434 | 71.4% |
| Never engaged | 110 | 18.1% |
| Disengaging | 59 | 9.7% |
| Sudden stop | 5 | 0.8% |

Table 3: Behavioral churn classification

Feature Retained  Churned
(n=2,332) (n=608)
| T T 1

Frequency (sessions/year) 837 634
| Recency (days since last session) | 12.4 | 12.1 |
| Breadth ratio | 0.45 | 0.42 |
| Clumpiness | 0.76 | 0.77 |
| Depth (min/session) | 9.6 | 10.0 |
| freq trend | 1.70 | 1.84 |

Table 4. Feature means by retention status

5.2 Predictive performance across analytical frames

The following results address the primary question of whether CE-informed behavioral proxies carry
predictive signal beyond static subscriber characteristics. Predictive performance was evaluated across
three analytical frames, comparing logistic regression and XGBoost against a demographic-only
baseline. Full AUC are presented in Table 5 and ROC curves in Figure 1.

Frame LR XGB LR demo XGB demo
| All churn (full) | 0.733 | 0.785 | 0.713 | 0.727 |
| Engaged churn | 0.677 | 0.762 | 0.674 | 0.674 |
| Engaged only | 0.709 | 0.778 | 0.705 | 0.708 |
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Table 5: AUC across frames and models

XGBoost outperformed logistic regression across all frames, consistent with the presence of non-linear
relationships in the behavioral signal. More substantively, the behavioral model exceeded the
demographic baseline in all three frames, with the largest margin observed in the engaged churn frame,
where XGBoost achieved an AUC of 0.762 against a demographic baseline of 0.674. This gap provides
the primary empirical support for the claim that CE-informed behavioral proxies carry predictive signal
beyond static subscriber characteristics. Cross-validation AUC remained close to holdout AUC across
frames, indicating that the models generalize without substantial overfitting.

All churn (full) Engaged churn (excl never-engaged target)

Engaged only (excl never-engaged customers)
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Figure 1: ROC curves

The classification reports reflect the class imbalance in the cohort. With scale pos weight applied to
address the 80/20 split, XGBoost achieves high recall for churners at the cost of precision, a trade-off
that is appropriate for a screening tool where the cost of missing an at-risk customer exceeds the cost
of a false alarm. Full precision, recall, and F1 results are reported in Appendix G.

5.3 Feature importance (and hypothesis evaluation)

Having established overall model performance, the analysis turns to which specific features drive
predictions and what this reveals about the three hypotheses. Feature importance was examined through
three complementary lenses: SHAP values from XGBoost, logistic regression coefficients, and Cox PH
hazard ratios, following the triangulation strategy described in section 4.4.2.

The SHAP analysis, presented in Figure 2, shows that trial subscription status and External Payment
Method 1 were the dominant predictors across both analytical frames, with subscription type tv
achieving a mean absolute SHAP value of 0.581 in the engaged only frame. Among behavioral proxy
features, frequency emerged as the strongest signal, ranking second in SHAP importance with a mean
absolute SHAP value of 0.29.
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Feature Importance: All Churn vs Engaged Subscribers Only

All churn Engaged subscribers only
(XGB AUC: 0.785) (XGB AUC: 0.778)

trial subscription - 0,585 trial subscription
tenure_days frequency
forbetald tenure_days
External payment method 1 External payment method 1
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Figure 2: SHAP feature importance (clipped two-panel figure, all churn vs engaged only)
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The logistic regression coefficients in Table 6 corroborate this pattern. vol trend (the relative change
in article volume between early and late observation periods, p=0.007) and freq_trend (the relative
change in session frequency, p=0.020) are the only behavioral proxies reaching statistical significance,
both in the expected directions. The Cox PH results in Table 7 and Figure 3 add a temporal dimension:
prepaid (forbetald) was the strongest protective factor with a hazard ratio of 0.41, while recency reached
significance with a hazard ratio of 0.994, indicating that more recently active customers face lower

churn hazard.

Feature Coef Std.Err V/ p
Ivol_‘crend | 0.465 | 0.173 | 2.69 | 0.007** |
| freq trend | -0.418 | 0.180 | -2.32 | 0.020* |
| frequency | -0.153 | 0.091 | -1.69 | 0.091 |
| depth_duration | 0.105 | 0.059 | 1.79 | 0.073 |
| tenure_days | -0.129 | 0.068 | -1.91 | 0.056 |
| recency | 0.024 I 0.087 I 0.27 I 0.787 |
| clumpiness | -0.026 | 0.087 | -0.30 | 0.766 |
| depth_articles | -0.009 I 0.070 I -0.13 I 0.900 |
| breadth ratio | -0.008 | - | - | - |
| | T T T 1

volume -0.113 - - -

Table 6: LR coefficients for behavioral proxy features (all churn frame)
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Cox PH: Hazard Ratios
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Figure 3: Cox PH forest plot
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The convergence between SHAP and Cox PH is visualized in figure 4, which plots feature importance
rankings from both models side by side. Frequency and recency appear as meaningful signals in both
panels, while breadth ratio and depth duration are consistently weak across both. Cox PH structural
results are summarized in Table 8.

Triangulation: XGBoost vs Cox PH — Engaged only

XGBoost: Feature Importance

Cox PH: Statistical Significance

trial subscription - 0.581 External payment method 1 +7.2
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Figure 4: Triangulation chart (SHAP vs Cox z-scores, engaged churn frame)

Feature HR p

I | | |
frequency 0.999 0.022%*

| | | 1
recency 0.994 0.006**

|
freq_trend

0.984

0.531

|
breadth ratio

1.184

0.401
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depth _duration 1.001 0.916

| | | 1
clumpiness 1.072 0.815

Table 7: Cox PH results (behavioral proxy features)

Feature HR p
| subscription_type tv | 6.28 | <0.0071*** |
Iexternal _payment_method 1 | 2.21 | <0.001*** |
| is_migrated | 1.79 | 0.012* |
| product_package Local+Allt | 1.24 | 0.055 |
| payment_forbetald | 0.41 | 0.022* |

Table 8: Cox PH results (structural/contextual features)

H1: Usage depth as active value extraction:

depth_articles showed modest SHAP importance in the engaged only frame but did not reach statistical
significance in logistic regression or Cox PH. depth duration was negligible across all specifications
suggesting its earlier importance in preliminary testing was partly a noise artifact of the default model
configuration.

H1 is therefore partially supported

H2: Behavioral withdrawal as disengagement trajectory:

Frequency ranked second in SHAP importance in the engaged only frame (mean|SHAP| = 0.29).
vol_trend (p=0.007) and freq_trend (p=0.020) reached statistical significance in logistic regression, and
recency was significant in Cox PH (p=0.006). Clumpiness showed no meaningful difference between
churners and retained customers across any specification. Convergence across all three models provides
the strongest evidence of any hypothesis in this study.

H?2 is therefore supported, with the strongest convergence of any hypothesis in this study

H3: Bundle underutilization as attitudinal loyalty signal:

breadth ratio ranked last among behavioral features across all frames and models and did not reach
statistical significance in logistic regression or Cox PH. Descriptive analysis of session data shows that
subscribers concentrated 50-78% of sessions on their anchor title, with lifestyle magazine sessions
accounting for 1.7-2.5% of total activity despite being included in the bundle.

H3 is therefore not supported

Taken together, the pattern across H1 through H3 shows that structural features, namely trial
subscription status and payment method, dominate prediction in both models. Behavioral proxies
contribute meaningful discriminative power in the engaged only frame but cannot account for the 71.4%
of churners who maintained stable engagement until cancellation.
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5.4 Proportional hazards diagnostics

Before the Cox PH hazard ratios can be interpreted with confidence, the proportional hazards
assumption must be verified for all covariates. The Cox Proportional Hazards models achieved a C-
index of 0.700 in the all churn frame and 0.703 in the engaged only frame, indicating moderate
discriminative ability consistent with the AUC results reported in section 5.2. The proportional hazards
assumption was tested for all covariates using Schoenfeld residuals. In the all churn frame, the
assumption holds for all features. In the engaged only frame, one structural feature; payment method
card (kort), shows a marginal violation (test statistic 3.94, p=0.047), indicating that its effect on churn
hazard is not constant over time. All behavioral proxy features satisfy the proportional hazards
assumption in both frames, and the hazard ratios reported in Table 5.6 through 5.7 can therefore be
interpreted without qualification. Full diagnostic plots are provided in appendix I.

5.5 At-risk customer profiling

Beyond aggregate model performance, a practical output of the analysis is the identification of
customers most at risk of churning and a description of what distinguishes them from retained
subscribers. Following model evaluation, predicted churn probabilities from XGBoost were used to
segment engaged subscribers into three risk groups of approximately equal size. The resulting groups
show substantial variation in churn rates; 1.7% for low-risk, 15.5% for medium-risk, and 35.4% for
high-risk, confirming that the model’s probability estimates translate into meaningful discrimination at
the group level. Behavioral profiles for each group are presented in Table 9, and survival trajectories
across the outcome window in Figure 5.

Low risk Medium risk High risk
| N | 947 | 946 | 945 |
| Churn rate | 1.7% | 15.5% | 35.4% |
| Frequency | 832 | 991 | 655 |
| Recency (days) | 23.3 | 4.1 | 5.9 |
| freq_trend I 2.0 I 1.3 I 1.7 |
| Breadth ratio | 0.4 | 0.5 | 0.4 |
| Depth (min) | 9.6 | 10.0 | 9.3 |
| Tenure I 185 I 268 I 221 |

Table 9: Risk group profiles
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Survival Curves — Engaged Subscribers Only
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Figure 5: Kaplan-Meier curves

Examining the behavioral profiles reveals a pattern that reinforces the feature importance findings in
section 5.3. The medium-risk group shows the lowest freq_trend (1.3) despite having the highest raw
frequency (991 sessions), suggesting that a declining engagement trajectory contributes to predicted
risk independently of overall activity level. The high-risk group combines lower frequency (655
sessions) with similarly low recency (5.9 days) to the medium-risk group, consistent with the structural
dominance of trial subscription status; these customers remain recently active but are predisposed to
churn when the trial period expires. Notably, the medium-risk group, a pattern that reflects the model’s
reliance on structural features: customers on trial subscription or on External Payment Method 1 appear
at elevated risk regardless of how actively they engage with the content.

The behavioral classification in Figure 6 makes the central empirical limitation of the proxy framework
visible. The disengaging group, which shows the clearest behavioral signal with a negative freq_trend
of -0.5 and elevated recency of 65.4, accounts for only 9.7% of churners. The stable-engaged group,
71.4% of all churners, maintained 792 sessions per year and a mean recency of 3.0 days, rendering them
behaviorally indistinguishable from active retained subscribers. This finding directly bounds the
predictive reach of CE-informed behavioral proxies in this cohort and is taken up in Chapter 6 and
Chapter 7.
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Behavioral Profiles by Churn Type
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Figure 6: Behavioral profiles by churn behavior

Chapter 6: Analysis
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6.1 Behavioral withdrawal as observable CE erosion

The headline finding reported in section 5.2 is that behavioral proxies clearly outperform the
demographic baseline, with the largest gap appearing in the engaged churn frame, where XGBoost
reaches an AUC of 0.762 against 0.674. This establishes the main empirical claim of the study: CE
intensity dynamics, as theorized by Brodie et al. (2011), are not invisible in the behavioral data. The

proxy framework developed in Chapter 3 captures something the structural features do not.

The strongest evidence within the proxy framework is the convergence of behavioral withdrawal signals
across all three models. Frequency, recency, and freq_trend each emerged as meaningful predictors in
XGBoost, logistic regression, and Cox PH, with consistent signs and broadly aligned ranks. Frequency
ranked second in SHAP importance in the engaged only frame, vol trend (p=0.007) and freq_trend
(p=0.020) reached significance in logistic regression, and recency reached significance in Cox PH
(p=0.006). Convergence across three independent analytical frames carries more weight than any single
result. Each framework rests on different assumptions and has different sensitivities, therefore, when
all three indicate that a customer’s withdrawal trajectory predicts churn, the result is unlikely to be a

model artifact.

This convergence is theoretically meaningful as a direct empirical instantiation of Brodie et al.'s (2011)

FP2, which posits that CE intensity dynamics are central to relational outcomes but remain
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underexplored empirically. The withdrawal pattern detected here is what FP2 anticipates: a recursive,
time-distributed deterioration in engagement that precedes subscription termination. Fehrer et al. (2018)
provide the supporting theoretical lens, modeling CE as an iterative process that evolves across
interaction periods rather than as a static state. The trajectory their framework describes is the trajectory
the convergence is detecting in the data.

Read alongside the demographic baseline gap from section 5.2, the H2 results also speak to Brodie et
al.’s (2011) FP5, which calls for empirical work on the behavioral conditions and processes preceding
relationship termination. The behavioral proxies developed in Chapter 3 capture observable signals of
CE deterioration that static subscriber characteristics cannot, and they do so within a real-world
subscription cohort rather than a controlled setting.

The customers whose behavior actually exhibits the withdrawal trajectory account for a small share of
churn in the cohort. The remainder of this chapter examines the larger group whose churn cannot be
detected through the same behavioral surface, and what that pattern means for the framework as a whole.

6.2 When behavioral proxies for CE intensity do not carry signal

Not all behavioral proxies performed as the framework predicted, and understanding why is as
theoretically informative as understanding what worked. The H1 (depth) and H3 (breadth) results both
involve behavioral proxies that did not carry the predictive weight the framework anticipated. The
reasons differ in each case, and neither, on examination, refutes the theoretical construct each proxy
was selected to capture.

Depth was operationalized through two measures: average articles per session and average duration.
Depth articles (avg. articles per session) showed modest SHAP importance in the engaged only frame
but did not reach significance in either logistic regression or Cox PH, and average session duration was
negligible across all specifications. Two factors plausibly explain this. The first measurement: session
duration is noisier signal than session counts, with limited duration tracking on a meaningful share of
sessions, which attenuates any underlying relationship to churn. The second is empirical range. Depth
as theorized in line with Brodie et al. (2011) and Fehrer et al. (2018) refers to the intensity of
engagement, but Table 4 shows depth values clustering tightly across churned and retained subscribers
(10.0 versus 9.6 minutes per session), leaving a limited variation for the model to discriminate on.
Whether this reflects a structural property of news consumption or a property of this particular cohort
cannot be determined from the present data.

The breadth result is structurally different. The theoretical case from Day (1969) and Dick and Basu
(1994) was sound: cross-title engagement should require deliberate choice and therefore distinguish
attitudinal from spurious loyalty. The empirical condition that would have made this distinction did not
hold. Customers concentrated 50 to 78 percent of their sessions on a single anchor title, and lifestyle
magazines included in the bundle accounted for 1.7 to 2.5 percent of total activity. The bundle delivers
breadth as an access default rather than as the outcome of active diversification, which collapses the
variation breadth was supposed to detect. Customers do not have to choose breadth in this architecture;
it is provided to them.

The theoretical implication is that CE intensity has multiple potential behavioral surfaces, and not all
of them are equally observable in every empirical context. The variable selection framework developed
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in Chapter 3 is not falsified by these results. Rather, the results refine the conditions under which
specific proxies operate: depth requires meaningful behavioral range to discriminate, and breadth
requires an architecture in which cross-title engagement reflects an active choice rather than a default
state.

6.3 Stable-engaged churners and the spurious loyalty pattern

The largest empirical pattern in the data is also the most theoretically consequential. Of the 608
customers who churned during the outcome window, 434 (71.4%) maintained stable engagement right
up to cancellation. They visited the platform at a mean of 792 sessions per year with a recency of 3.0
days, behaviorally indistinguishable from retained subscribers. By contrast, only 59 churners (9.7%)
exhibited the disengagement trajectory the proxy framework was designed to detect. The behavioral
surface that section 6.1 showed to be informative for the disengaging segment is silent for the majority
of churn events.

This pattern is the empirical face of what Dick and Basu (1994) called spurious loyalty: behaviorally
persistent but attitudinally uncommitted, indistinguishable from genuine loyalty in observable activity
but vulnerable to subscription termination when circumstances shift. Day’s (1969) original argument
that repeat patronage alone is insufficient evidence of loyalty has often been treated as a conceptual
claim. The stable-engaged churner segment makes it observable. These customers continue using the
service at typical levels and then cancel. Wolter et al.’s (2017) distinction between the magnitude and
conviction of loyalty maps onto this pattern: these customers exhibit high magnitude of expressed
loyalty through their session activity, but the conviction that would sustain the relationship under
pressure is absent.

6.4 Structural features as commitment signals

The dominance of structural features in both models requires explanation rather than dismissal. The
Cox PH shows that the largest effects in the model are not behavioral. Trial subscription status carries
a hazard ratio of 6.28, External Payment Method 1: 2.21, and prepaid (forbetald) payment: 0.41, all
substantially larger than any behavioral proxy in the model. The most parsimonious interpretation
would be that the structural features simply outpredict the behavioral ones, and that the proxy
framework is therefore the wrong place to look for churn signal. The interpretation pursued here is
different. These features are not noise, and they are not theoretically empty. They capture the structural
channel of CE that Chapter 3 theorized alongside the behavioral channel in section 3.5, and that section
6.3 has just shown to carry the relational signal where behavior does not.

The relevant theoretical anchor is Garbarino and Johnson’s (1999) construct of commitment. They
demonstrate that commitment functions as a distinct relational driver, separable from satisfaction and
from observed activity. The structural features in the Bonnier data behave as commitment indicators in
this sense, operating upstream of the behavioral expression of CE rather than competing with it. Trial
subscription status is informative because it identifies customers whose relationship with the service
has not yet been substantively established. They are exploring rather than committing, and the high
hazard ratios reflect the contingent nature of that relationship. Payment method speaks to the same
dimension from a different angle. External Payment Method 1 and similar friction-light arrangements
minimize the structural cost of cancellation, leaving the relationship dependent on whatever

30



commitment has actually formed. Prepaid customers have already settled the financial component in
advance, insulating them from the moment at which renewal decisions are typically activated. The
hazard ratio differences reflect the differing degrees to which the customer is structurally locked into
the relationship, independent of how engaged they are with the content.

The connection to section 6.3 is direct. The stable-engaged churner segment is the population for which
behavioral proxies fail, and commitment is doing the relational work the model cannot see. The
structural features pick up part of this work. They identify some of the customers whose persistence is
structurally rather than relationally underwritten, in the sense Fehrer et al. (2018) describe. They do not
solve the spurious loyalty problem, but they reduce the share of it that escapes detection.

Chapter 7: Discussion

7.1 The Customer Who Looked Engaged

The dominant empirical pattern in this study is not the customer whose engagement faded over time
before cancellation, but the one whose engagement did not. Across the three analytical frames
(XGBoost-SHAP, Logistical Regression, and Cox PH) approximately 71% of observed churners
maintained stable engagement persistence, normal within-session depth, and architecture-appropriate
breadth right up to the point of subscription termination. The remaining churners split between roughly
one in ten whose behavioral profile shows the textbook engagement-erosion trajectory and a smaller
intermediate group of 19%. The point of interest of this study’s outcome reveals itself in that the typical
churner in this setting was, behaviorally, indistinguishable from a retained subscriber.

This pattern emerges as the main focus of this chapter. Customer engagement theory predicts erosion
before churn (Brodie et al., 2011, FP2; Fehrer et al., 2018), where repeated interaction cycles aggregate
into a trajectory whose decline becomes observable in falling frequency, lengthening recency spans as
well as increasing irregularity. The stable-engaged majority of the present sample challenges that
prediction at the behavioral surface. Thus, it is the task of the following chapter to show why the authors
do not attribute this to a model defect, why it could be considered what an integrated reading of Brodie
et al.’s (2011) framework predicts, and what it implies for both the framework and its operational use.

7.2 The Stable-Engaged Churner Window

The empirical profile of the segment is fairly straightforward. Behaviorally, these customers show
frequency at or near their personal baseline through their observation window; recency near the
platform-typical low; clumpiness at expected levels. Depth, measured as articles per session and average
session duration, remained within the normal distribution for the cohort. Lastly, breadth was observed
at the expected level given their subscription tier. Structurally, however, the segment is concentrated.
A disproportionate share of the segment consists of recent trial converts who hold low-friction payment
arrangements such as External Payment Method 1, have shorter tenures, and remain on single-product
tiers. Under Cox PH estimation the hazard for this group is elevated relative to the overall sample despite
stable behavioral covariates; the predictive lift is carried almost entirely by the structural channel.
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What the loyalty and engagement literatures have long argued is that this configuration, in fact, should
exist. Day (1969) introduced the modern claim that loyalty has both a behavioral and attitudinal
component, and that behavior alone is insufficient evidence of a committed relationship. Dick and Basu
(1994) formalized the point in their two-by-two configuration of repeat behavior and relative attitude,
naming the high-behavior, low-attitude cell spurious loyalty. Wolter et al. (2017) sharpened the
distinction by separating loyalty’s magnitude (how much repeat behavior is observed) from its
conviction, the psychological hold that protects renewal. Garbarino and Johnson (1999) demonstrated
that commitment is functionally distinct from satisfaction and behavior, and that it is commitment, not
behavioral consistency, that governs continuation. The 71% segment is what each of these works has
predicted: customers whose behavior is indistinguishable from genuinely engaged subscribers, but
whose psychological commitment never crosses the threshold required to make that behavior
relationally consequential.

Brodie et al.’s (2011) framework explains why this segment must be behaviorally invisible. Their first
fundamental proposition, FP1, specifies that vigor is the observable dimension of CE, while absorption
and dedication are psychological states not directly accessible to behavioral observation. FP3, the
nomological-network proposition, makes the stronger structural claim: vigor generates relational
consequences only when absorption and dedication have formed to sufficient depth. Below that
threshold, behavior is present but not the manifestation of an engagement that produces stickiness,
erosion-before-churn, or renewal preference (Brodie et al., 2011; Bowden et al., 2015). Fehrer et al.’s
(2018) intensity threshold expresses that same idea operationally. The absence of an erosion trajectory
in the stable-engaged segment is therefore not a measurement failure; the framework predicts that
without absorption and dedication, no behavioral pre-warning is theoretically available.

This makes the structural channel theoretically necessary rather than incrementally useful. The three
structural features developed in Chapter 3 (trial conversion status, payment friction, and tenure) operate
not as additional behavioral features, but as observable shadows of the psychological dimensions
behavioral features cannot reach. Trial conversion marks whether the customer has been tested and
found sufficient absorption; before that test, vigor is expiration, not commitment. Payment friction
governs whether commitment is continuously re-contested at each billing cycle (External Payment
Method 1), partially insulated by auto payment method (Autogiro), or structurally locked in by upfront
payment (forbetald). Tenure gives time for absorption and dedication to accumulate through repeated
interactions, consistent with Bowden et al.’s (2015) account of relationship stickiness as a function of
prior intensity. Subscription tier signals whether the customer has chosen to escalate the relational
portfolio. Together, these structural features are the only signal available for a relational configuration
that the behavioral channel is structurally blind to.

The practical implication for churn prediction is therefore not that the model needs more or better
behavioral features, but that behavioral prediction has a theoretical ceiling. Roughly one third of the
churners (the 29% that make up the disengagers and the intermediate band) display CE erosion in their
behavioral record and are reachable through behavioral early warning. Roughly two thirds did not and
cannot be. This is a theoretical finding, located in the joint operation of FP1 and FP3: where absorption
and dedication have not formed, behavioral CE produces no pre-dissolution trajectory because there is
no engagement, in the framework’s sense, to erode.
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7.3 The Bounded Validity of the CE Framework

With the stable-engaged segment established as a theory-consistent finding, the hypothesis-level results
admit a coherent reading. H2 was the strongest a priori prediction and was the prediction empirically
confirmed. Customers above Fehrer et al.’s (2018) intensity threshold who undergo dissolution show
convergent erosion: declining frequency, lengthening recency, and increasing clumpiness. The R/F/C
signature is detectable in the disengager segment, and across XGBoost-SHAP, logistic regression, and
Cox PH the persistence variables carry significant lift. This is the framework’s positive contribution:
where behavioral CE has formed, its decline is observable and predictive in exactly the manner Brodie
et al.’s (2011) specifies.

As for H1 (testing whether higher vigor, operationalized through engagement depth, made up of articles
per session and average session duration, would predict lower churn), the hypothesis was only partially
supported. Articles per session carried modest XGBoost-SHAP importance in the engaged-only frame,
but neither depth measure reached significance in logistic regression or Cox PH, and session duration
was negligible across all specifications. Read against Chapter 3’s framework, this is not construct
invalidity. Section 3.2.2 establishes through FP5 and Fernandes and Esteves (2016) that a behavioral
proxy’s discriminative power depends on the empirical range the service context supplies. In this cohort,
depth values cluster tightly across churned and retained subscribers, leaving the model little variation
to discriminate on; session-duration measurement is also noisier than session-count measurement.
Brodie et al.’s (2011) intensity construct is not refuted; its operationalization through session duration
lacks the empirical range required in short-form news consumption. Depth should regain validity as a
vigor proxy in long-form content (investigative reads, magazine longreads, video streaming) where the
behavioral range opens up. The H1 result is thus a confirmation of FP5’s contingency principle rather
than a refutation of vigor as a construct.

H3 (testing whether low cross-title breadth relative to subscription potential signals spurious loyalty
and predicts churn) was not supported. Section 3.2.2 flagged the relevant architectural scope condition
in advance through Fernandes and Esteves (2016): in a bundled service where default access is
automatic, breadth variation becomes limited, and the same underlying engagement level appears
different from what is would in a context where breadth is chosen rather than granted. Dick and Basu’s
(1994) original case for cross-title engagement as an attitudinal marker assumes that breadth is the
consequence of choice. The Bonnier News bundle removes that choice: customers concentrate on 50%
to 78% of their sessions on a single anchor title, and the lifestyle titles included in their plan account
for only 1.7% to 2.5% of total activity, indicating that breadth functions as an access default rather than
as a diversification decision. The H3 null is therefore exactly the FP5 architectural scope outcome the
framework anticipates; replicating the test in an a la carte architecture, where adding access to a second
title requires active selection and payment, should restore breadth as a commitment signal.

The pattern across the three hypotheses is internally coherent. Where the relevant scope, as for H2 and
the persistence erosion mechanism in a behaviorally formed sample, the framework predicts and the
data confirm. Where the scope conditions are limited by content format (H1) or by architecture (H3),
the framework predicts the null and the data confirms it. This is the chapter’s complementary claim to
Section 7.2: the validity of the CE framework’s behavioral surface is scope-conditional, and the present
study makes that conditionality empirically operational rather than only theoretical.
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7.4 Practical and Managerial Implications

The clearest operational consequence of these findings is that behavioral churn modeling should be
embedded in a two-stage detection design rather than deployed alone. A structural triage that segments
customers by trial conversion status, payment friction class, tenure band, and subscription tier,
independent of any behavioral signal, should precede a behavioral monitoring layer that applies R/F/C-
style erosion detection only to the subset whose structural markers indicate that behavioral CE has had
the opportunity to form. Intervention design follows the same logic: for the behaviorally visible
segment, standard re-engagement campaigns, content surfacing, and recency-driven prompts match the
relational deficit, but for the stable-engaged segment re-engagement is the wrong intervention because
the deficit is in absorption and dedication, not in vigor. The appropriate moves there are structural:
onboarding flows that build dedication during the trial-to-conversion transition, payment friction
redesign that migrates low-friction billing into higher-commitment structures over time, and portfolio
escalation prompts at the moment commitment is forming.

Another interesting point of discussion relates to the customer’s choice of payment method. The
findings suggest that the prepaid option has a low hazard ratio (0.41) indicating a comparatively low
churn risk in relation to the other payment methods such as auto payment or External Payment Method
1, which all have hazard ratios of 1 and above. This implies that it is the only payment method that
lowers the risk of customer churn. Interestingly, External Payment Method 1, with its hazard ratio of
2.21, implies that choosing this payment method increases the churn-risk by 2.21 times that of the
baseline (auto payment). This could be interpreted through the lens of added payment friction, as added
friction allows for added consideration on the customer’s end (Bowden et al., 2015). While External
payment method 1 is deemed low-friction, the friction still persists, indicating a risk on the structural
end. This could be driven by self-selection bias, where the choice of payment method may act as an
indicator of engagement intention by the customer. The customer choosing prepaid could indicate a
certain level of intention to engage longer-term, whereas External Payment Method 1 in this case would
indicate lower intent, in other words, leaving room for an “out” at a later stage, showing low
commitment. A broader implication of this could possibly be found in risk-group placement, where this
self-selection bias may place the customer in, or at least reinforce, a certain placement as a result of
payment option. This is primarily speculation at this stage and would require further research from this
perspective.

For Bonnier News specifically, the bundled architecture should be expected to suppress breadth-based
retention nudges; redirecting that retention budget toward structural interventions is likely the higher-
leverage move. The payment friction variable, and the External Payment Method 1 and repeating-charge
path in particular, is the consistent structural risk signal across analytical frames and the highest-
leverage candidate for redesign; the trial-to-conversion moment is the second-highest-leverage point,
with commitments made at conversion predicting outcomes well beyond the conversion period itself
(Bowden et al., 2015).
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Chapter 8: Conclusions

8.1 Answering the research questions

The first research question asked to what extent behavioral manifestations of CE intensity predict
subscription termination in a multi-title digital news subscription context. They do so meaningfully with
bounded reach. The behavioral proxy framework outperforms the demographic baseline across all three
analytical frames, confirming that the CE-informed signal carries genuine predictive value beyond what
static subscriber characteristics provide. The bound on that reach is set by the empirical composition of
the churning population. The behavioral proxies discriminate sharply within the disengaging segment,
which constitutes around 10% of observed churners, but are silent for the stable-engaged segment,
which constitutes around 71% and remains behaviorally indistinguishable from retained subscribers up
to the moment of dissolution.

The second research question asked which behavioral manifestations of CE erosion are most strongly
associated with subscription termination, and what the pattern reveals about the CE deterioration
process. Frequency, recency, and the frequency trend converge across XGBoost, logistic regression,
and Cox PH as the strongest behavioral signals, with consistent signs and aligned ranks. Depth and
breadth, in contrast, do not carry the predicted signal in this setting. The pattern that emerges is that CE
deterioration is observable when it actually occurs at the behavioral surface, but the conditions under
which it occurs are shaped by the service architecture and content format. In the present context, bundled
access removes the active-choice property breadth was designed to capture, and the compressed range
of session duration in short-form news limits the discriminative power of depth. CE deterioration is
therefore detectable through behavior for the segment of customers where engagement has formed and
is changing, and inaccessible through behavior alone for the larger segment where it has not.

8.2 Theoretical contributions

Three contributions follow from the framework developed in Chapter 3 and the findings analyzed in
Chapter 6. The first is an empirical observation of the spurious loyalty configuration in subscription
panel data. The pattern described conceptually by Day (1969), formalized by Dick and Basu (1994),
and sharpened by Wolter et al.'s (2017) magnitude-versus-conviction distinction has been theorized for
decades but is rarely observed cleanly in high-frequency subscription data. The 71% stable-engaged
churner segment offers such an observation. These customers display the behavioral magnitude that the
spurious loyalty account predicts, and their churn pattern is consistent with the absence of the conviction
that would otherwise sustain the relationship under pressure. The configuration is visible only when
both behavioral and structural channels are measured. Under a behavioral-only design it collapses into
the indistinguishable mass of active subscribers.

The second contribution is the empirical demonstration of the dual-channel architecture as a portable
measurement framework. As noted in section 2.4, this architecture took shape through the analysis
itself, broadening the study's initial behavioral focus. The three dimensions Brodie et al. (2011) identify
(vigor, absorption, and dedication) are operationalized through two observational channels, with
behavioral data capturing vigor and structural data capturing the observable shadows of absorption and
dedication that behavior alone cannot reach. The empirical results show this design carrying weight in
practice: behavioral proxies discriminate within the segment where engagement has formed, structural
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commitment signals dominate where it has not, and the joint pattern across the two channels reveals the
configurations that either channel alone would miss. The architecture requires no survey instrument and
no latent variable estimation and should be portable to subscription settings where comparable structural
commitment signals are observable.

The third contribution is FP5's scope-condition logic in operational form. The principle emerged
through the empirical work itself, in the way the H1 and H3 nulls are read. These are not framework
failures but instances of the pattern FP5 anticipates when service architecture or content format does
not provide the conditions under which a particular behavioral proxy can discriminate. Two questions
follow for any future application: does the architecture make the relevant behavioral dimension a matter
of customer choice, and does the content format provide the range over which the dimension can vary?
A proxy that fails either condition is unlikely to discriminate, regardless of its theoretical grounding.

8.3 Limitations

Four limitations bound the claims made in this thesis. Each maps onto a future research direction taken
up in section 8.4. The first is contextual. The findings come from a single firm operating a single product
architecture in a single language market. The H1 and H3 nulls are specifically tied to short-form news
consumption and bundled-default access. They do not generalize to long-form or a la carte architectures.
The 71% magnitude of the stable-engaged segment is also platform-specific. The existence of such a
segment is theoretically expected wherever Fehrer et al.’s (2018) threshold conditions hold, but its size
in any given setting is an empirical question.

The second concerns the structural channel. Trial status, payment method, and tenure are observable,
but they remain indirect inferences about absorption and dedication rather than direct measurement of
them. The dual-channel approach narrows the gap between observable signals and underlying
psychological state but does not close it.

The third concerns the analytical stance. Following Shmueli (2010), the study takes a predictive
orientation rather than a causal one. Claims about what would happen if Bonnier News redesigned the
trial-to-paid transition or replaced External Payment Method 1 with a higher-friction payment method
are extrapolations from theory. The structural predictors are correlated with churn through theoretical
mechanisms that Section 6.4 articulates, but the causal connection is an inference rather than a tested
result.

Fourth is the absence of attitudinal data. A direct measurement of absorption and dedication on a sub-
sample would have allowed an explicit test of whether the stable-engaged churners report low
conviction the spurious loyalty account predicts. This study measures the structural shadow of these
dimensions, not the dimensions themselves. This is the most consequential limitation in the sense that
it bounds what the framework can claim to have shown about the psychological side of the spurious
loyalty configuration.
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8.4 Future research

Cross-architecture replication would test H3 in an a la carte digital news or streaming context where
cross-title access requires active selection rather than passive bundle inclusion. The prediction is that
breadth recovers its discriminative power once the architecture restores the active-choice property the
bundled context removes.

Long-form content replication would test H1 in a setting where depth has meaningful behavioral range.
Magazine longreads, investigative journalism, and video streaming all provide the variation that short-
form news compresses. The prediction is that depth recovers as a vigor signal where the empirical range
is wide enough to discriminate skimming from substantive consumption.

A hybrid survey-behavior design would attach an attitudinal survey to a sub-sample of subscribers and
test whether the stable-engaged churner segment self-reports the low relative attitude and low
conviction that the spurious loyalty account predicts.

Since payment choice and payment friction could be seen as an initial indicator of engagement,
exploring this relationship could widen the understanding of purchase intentions and payment dynamics
in subscription contexts. For example, a field experiment that varies payment friction or introduces a
portfolio escalation prompt at the trial-to-paid transition would test whether customers respond to
structural commitment-building interventions, moving the structural channel from a predictive finding
to a causal one.

A fifth direction concerns the operationalization of Fehrer et al.'s (2018) intensity threshold, which
functions as a theoretical concept in the present work. Future research could develop a procedure for
estimating it empirically per setting, for example through changepoint analysis on the relationship
between vigor and survival hazard. Such a procedure would convert the question of whether a customer
is above the CE threshold from a theoretical reading into an operational one.

The broader research agenda these directions point to is that behavioral data in digital subscription
contexts has a structural ceiling as a signal of a relational state. That ceiling is not a limit of modeling
or feature engineering. It is set by the asymmetry between attitudinal and behavioral dimensions of
customer engagement that the framework has theorized since Brodie et al. (2011). The next step for CE
research in subscription settings is not better behavioral features but better measurement of the
dimensions that behavior, by construction, cannot reach.
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Appendix

Appendix A: Model training procedure

The dataset is split into a training set (70%) and a holdout test set (30%) using stratified random
sampling, which preserves the proportion of churned and retained customers in both subsets, consistent
with standard practice in supervised churn prediction research (Dias & Antonio, 2025; Belchior et al.,
2024). Because the study uses a fixed observation and outcome window applied uniformly to all
customers rather than rolling prediction design, a temporal split would not meaningfully simulate a
deployment scenario and could introduce bias if subscriber characteristics vary systematically with
cohort timing. Final model performance is reported exclusively on the holdout test set, which is never
used during training or model selection.

Churn is a minority-class event in the Bonnier data, with retained customers accounting for
approximately 80% of the cohort. To address this imbalance, XGBoost is trained with a
scale pos weight parameter set to the ratio of retained to churned customers, penalizing
misclassification of the minority class during training. AUC-ROX serves as the primary evaluation
metric, as it evaluates ranking ability across all classification thresholds and is not sensitive to class
proportions. Precision, recall, and F1-score are reported alongside AUC to make the trade-off between
false positives and false negatives transparent.

XGBoost hyperparameters are selected through a randomized search over 30 iterations with five-fold
cross-validation, optimizing for AUC-ROC on the training set. The search space covers maximum tree
depth, number of estimators, learning rate, subsample ratio, and minimum child weight. The optimal
configuration identified across all analytical frames was maximum depth of 3,300 estimators, a learning
rate of 0.01, and a column subsample ratio of 0.7, in this cohort. Logistic regression uses default
regularization settings. Cox PH uses the penalizer described in section 4.4.1.

Appendix B: Offer distribution type and churn rate

Offer type N % Churn rate

Free trial 1,028 | 35% 11.8%

Low price intro | 876 30% [ 20.2%

Discount intro 663 23% 32.7%

Standard price | 314 11% |23.9%

Other 146 5% 15.8%
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Appendix C: Regional distribution

Region N %

Mellandsverige | 1,471 [ 50%

Stockholm 661 22%
Norrland 394 13%
Skéane 280 10%
Goteborg 142 5%

Appendix D: Product package distribution

Package N %
DN +Allt 1,215 | 41%
Local +Allt 1,195 | 41%

Expressen +Allt | 617 21%

Appendix E: Feature means by churn type

Active | Offer Campaign | Returner | True
churner | rider churner

Frequency 837 646 387 613 954
Recency 12.4 11.3 18.5 10.2 8.1
(days)

Breadth ratio | 0.45 0.43 0.36 0.48 0.44
Clumpiness 0.76 0.78 0.81 0.76 0.71
Freq_trend 1.70 2.01 2.22 1.05 1.08
Depth (min) 9.6 10.5 8.2 8.9 10.8




Appendix F: Proportional hazards assumption test results

Frame Covariate Test statistic | p
All churn All features - All hold
Engaged only payment_kort | 3.94 0.047

Appendix G: Classification report: LR

Frame Class Precision Recall F1 Support
| | | | |
All churn Retained 0.80 1.00  0.89 702
| | | | |
Churned 0.62 0.03 0.05 183

| | | | |
Engaged churn  Retained 0.83 1.00 091 735

| | | | |
Churned 0.60 0.02  0.04 150

| | | | |
Engaged only = Retained 0.82 1.00  0.90 702

| | | | |
Churned 0.00 0.00  0.00 150

Appendix H: Classification report: XGBoost

Frame Class Precision | Recall | F1 Support
All churn Retained | 0.91 0.61 0.73 | 702
Churned | 0.34 0.78 0.48 | 183
Engaged churn | Retained | 0.96 0.49 0.65 [ 735
Churned | 0.26 0.89 0.41 | 150
Engaged only | Retained | 0.95 0.57 0.71 [ 702
Churned | 0.30 0.87 0.45 | 150




Appendix I: Full CoxPH results
(All churn frame, C-index = 0.700)

Covariate Coef HR (exp coef) P
subscription_type tv 1.838 6.283 <0.0071***
external payment method 1 0.795 2.214 <0.001%**
is_migrated 0.581 1.788 0.012*
product_package Local+Allt 0.216 1.241 0.055
payment kort 0.213 1.237 0.100
region_stockholm 0.271 1.237 0.128
payment_other 0.371 1.449 0.199
payment_faktura 0.163 1.177 0.228
product_package Expressen +Allt | 0.084 1.088 0.559
region mellansverige 0.233 1.263 0.170
recency -0.006 0.994 0.006**
frequency -0.0001 0.999 0.022*
age 0.004 1.004 0.186
depth_duration 0.001 1.001 0.916
freq_trend -0.016 0.984 0.531
tenure _days -0.0002 0.9998 0.372
clumpiness 0.069 1.072 0.815
breadth ratio 0.169 1.184 0.401
was_lead -0.231 0.794 0.245
gender M -0.059 0.942 0.523
gender unknown -0.273 0.761 0.198
region_norrland -0.052 0.949 0.794
region_skane -0.241 0.786 0.267
payment_forbetald -0.887 0.412 0.022*

Reference categories: autogiro (payment method), DN +Allt (product package), regular subscription
(subscription type), Goteborg (region), female (gender). All coefficients are interpreted relative to these
baselines.
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Appendix J: XGBoost hyperparameter search results

Frame | max_depth [ n_estimators | learning rate | subsample | colsample bytree | min_child weight | CV AUC
All 3 300 0.01 1.0 0.7 5 0.747
churn

Engaged 3 300 0.01 1.0 0.7 5 0.777
churn

Engaged 3 300 0.01 1.0 0.7 5 0.757
only

Note: Parameters selected via RandomizedSearchCV with 30 iterations and 5-fold cross-validation,

optimizing for AUC-ROC on the training set.
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Appendix K: Top 20 offer codes by customer count

Offer code N Type

EXPRESSEN PLUS ALLT 568 Free trial

OKR IM TB

external payment method 2 462 External Payment
Method 2
subscription

DNPLUSALLT OKR 6M TB 439 Free trial

SDS PA 9KR 2M INTRO 341 Low price intro

HD PA 9KR 2M INTRO 333 Low price intro

DN PLUS ALLT STANDARD | 317 Standard price

DNPLUSALLT OKR 3M TB 305 Free trial

DN PA STANDARD 282 Standard price

DN PA 25KR 6M 279 Low price intro

NA PA 19KR 2M INTRO 252 Low price intro

EXPRESSEN PLUS ALLT 243 Low price intro

125KR 1M

DN PA OKR 1M 234 Free trial

VLT PA 19KR 2M INTRO | 226 Low price intro

ST PA 19KR 2M INTRO 211 Low price intro

DN PA OKR 3M 202 Free trial

GD PA 19KR 2M INTRO 197 Low price intro

OP PA 19KR 2M INTRO 172 Low price intro

DN PA 49KR 6M 164 Low price intro

JP_PA 9KR 2M INTRO 163 Low price intro

DNPLUSALLT 25KR 6M 153 Low price intro
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