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Abstract

Natural language inference (NLI) datasets are great resources to train and benchmark
models that infer entailment relations. However, these datasets are known to have issues
such as lexical biases that affect the behaviour of the models trained on them. In this
thesis, we take on this task from an experimentation point of view. We study consequence
relations and how data augmentation affects the performance of NLI models. We started
by defining the model, which uses a simple LSTM consisting of an embedding layer, and
defined three scenarios upon which we synthesize entailment in a controlled manner
from within SNLI corpus. We trained various models and compared the performance
using the f1-score for entailment and overall accuracy to show how adding synthetic
data provides a middle-ground to have balanced performance, particularly for different
consequence relations. We found that under the scenarios we defined, self-entailment
decreases the f1-score marginally compared to the original data when tested on the
baseline model. This is followed by conjunction scenario where the premise is augmented
with its hypothesis, and finally, where the hypothesis is augmented with the premise.
We conclude by recommending proportions of synthetic data that should be added to
these models to make them better at inferring different logical consequence relations.
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1 Introduction

Is the hypothesis true? When we ask this question we want to establish consequence
relations. We are interested in knowing if a premise entails a hypothesis. This is the do-
main of natural language inference (NLI) within natural language understanding (NLU),
where the goal is to determine their relationship by classifying whether the hypothesis
is entailed by, contradicts, or is neutral (undetermined relation) to the premise.

In formal logic, we establish different properties through formulas and symbols that
help us understand how sentences are entailed by others or themselves, and check for
their validity. In modelling, there are standard datasets such as the Stanford NLI (SNLI)
(Bowman et al., 2015) and Multi-Genre NLI (MultiNLI) (Williams, Nangia, and Bow-
man, 2018) corpora that contain premise and hypotheses sentence pairs, labeled as
entailment, contradiction or neutral, to train specialized models through supervised ma-
chine learning as well as more advanced techniques such transfer learning from large
language models (Hu et al., 2021a; Malte and Ratadiya, 2019; Pruksachatkun et al.,
2020). The goal is always to explore and understand language and how sentences pair
together to establish context and meaning.

While NLI models help us to understand and classify sentence pairs, offering an
approach to automate the process and analyze parts of dialogues to determine if what
was said matches our hypotheses, there are some issues. They can show better than
random performance if trained on hypothesis-only sentences (Poliak et al., 2018; Hu
et al., 2021b; Ek, Bernardy, and Chatzikyriakidis, 2020; Luo et al., 2022), or result
in misclassifications if punctuations are perturbed (Poliak et al., 2018) or if simpler
sentences are used (Luo et al., 2022), in addition, the presence of giveaways (Poliak
et al., 2018) provides false indication that model is learning consequence relations.

To better understand consequence relations in more depth, we approach the problem
through experimentation to gather some insights on how different models built on syn-
thetic entailment would perform in entailment classification on the genuine datasets. We
first choose the standard datasets for the study. We focus on the SNLI corpus, which we
then create synthetic datasets focusing solely on entailment, as we consider consequence
relation as the main focus of the project. We construct the synthetic datasets from
entailment examples (A ⇒ B) under three scenarios:

1. Scenario 1: Self-entailment (A ⇒ A |= A)
Here, we represent tautology, so to say “if A then A, entails A” — a sentence entails
itself. In this scenario, we consider the hypothesis only to build self-entailment.
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2. Scenario 2: Conjunction 1 (A ∧B |= B)
Here, we represent the “conjunction of A and B logically entails B”, meaning that
adding more information using the AND connective does not affect the entailment
of an already established fact.

3. Scenario 3: Conjunction 2 (A |= B ⇒ A |= A ∧B)
Here, we take valid entailment relationships A |= B and create synthetic entailment
where the hypothesis is added together with the premise A |= A∧B. Since this is
a legitimate entailment, i.e. we use only original entailment data to confirm it, it
is another valid logical representation because the “premise can entails itself and
its hypothesis”.

To ensure the diversity of synthetic data, in scenarios 1 and 2, we built synthetic
entailment using 1

3 of original entailment, 1
3 of contradiction, and 1

3 of neutral as from
a logical perspective, it is acceptable to mix the hypothesis from other labels to create
valid consequence relations as represented under these scenarios.

To build the models, we used a simple long short-term memory (LSTM) model ar-
chitecture which concatenates the premise and the hypothesis to classify against the
labels. Various models were built considering different proportions of synthetic entail-
ment starting at 10 up to 100 percent, in 10s increments. We ensured that the labels
remained balanced, such that the combination of genuine and synthetic entailment still
remained closer in number to contradiction and neutral, to ensure that the model is
not biased against any label in particular. The models are then evaluated on the F1
score for genuine and synthetic entailment for each scenario against all proportions to
establish the point at which the creation of synthetic data improves or degrades genuine
entailment.

Throughout the project, the goal was not to achieve state-of-the-art performance but
to understand how tweaking entailment with synthetic data can improve performance on
genuine data under various scenarios. This would provide insights on what is possible,
potentially contributing to further studies where more logical properties can be tested
through various data augmentation techniques and to improve model performance with
data trained on such augmentations.

1.1 Goals

In this thesis project, our goal is to conduct a series of experiments to understand
how consequence relations within NLI models behave when trained on different sets of
modified entailments under controlled conditions. The modifications are centred around
the SNLI dataset, which would provide further insights and in-workings of the dataset
and the different model behaviours on the augmented data. Having this knowledge,
we can then conclude whether the trained models learn a more logically well-behaved
version of consequence relation and whether there is a middle ground to achieve better
generalization on genuine data.
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1.2 Outline

This project is structured as follows: in chapter 2, we provide a background and related
work within consequence relation, standard models, data and evaluation, then in chapter
3, we detail how the synthetic data is generated, and discuss the simple LSTM architec-
ture used and the experiment design adopted. In chapter 4 we provide the results of the
experimentation taking into account the baseline and synthetic models. And finally, we
conclude in chapter 5 with brief discussion on the results, and future work.
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2 Background and related work

In this section, we introduce the theoretical foundation within the area and related work.
It is subdivided in various sections, section 2.1 we discuss formal logic and models in the
context of natural language inference (NLI), and in section 2.2 we discuss the various
datasets used in NLI, then we focus on evaluation metrics in section 2.3.

2.1 Consequence relation and models

Formal logic and entailment come hand in hand. For instance, in NLI tasks we are
interested to know if a hypothesis follows a premise and if so, we call it entailment, which
is at the core of most NLI tasks (MacCartney and Manning, 2007). Simple entailment
classifications usually do not adhere strictly to formal logic, but the use of consequence
relations can enable logical formulas to be used and potentially help resolve ambiguities
between the premise and the hypothesis. The following illustrates such ambiguity:

p: Small toddlers will say no to everything, except their favourite food.
h: Parents use their toddler’s favourite food to encourage good behaviour.

The example can be considered entailment informally, but neutral from a formal
logic perspective because if formulated using first-order logic (FOL), we have:

p: ∀x(Toddler(x) → (SayNo(x) ∧ ¬SayNoToFavFood(x)))
h: ∃y(Parent(y) ∧UseFavFood(y,EncourageGoodBehavior))

This introduces a new variable Parent which breaks the entailment as there is nothing
to logically suggest from the premise that the toddler’s behaviour enables the parents
to use reward as means to encourage good behaviour.

Earlier works with formal logic and entailment used theorem provers (Salvo Braz
et al., 2005; Newman et al., 2005) which were a limitation due to their reliance on
background knowledge (Bos and Markert, 2005). MacCartney and Manning (2007)
introduced NatLog which applies semantic edits and alignment to classify entailment
without the need to convert natural language sentences to FOL. However, this system
was limited to specific logical properties, particularly monotonicity.

Monotonicity properties are such that given Γ |= ϕ and Γ ⊆ ∆, then ∆ |= ϕ,
means that if ϕ is entailed by the set of formulas Γ, which in turn Γ is a subset of ∆,
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then the expanded set of premises ∆ entails the conclusion ϕ. While, other properties
such reflexivity and transitivity were not covered by NatLog, it was still important
that the system could capture this logical property, which is at the core of entailment.
Most recent works within NLI focus on more advanced models. Such models process
sentence pairs directly using embeddings for semantic representation (Mahabadi*, Mai*,
and Henderson, 2020) without consideration for their logical properties. For instance,
Bowman et al. (2015) used simple neural networks, both Multilayer Perceptron (MLP)
and LSTMs to classify entailment on the Stanford NLI dataset that they generated.
Wang and Jiang (2016) used a special word-to-word matching LSTM architecture, which
they called match-LSTM, achieving 86.1% accuracy on the same dataset, about 11%
higher than Bowman et al. (2015)’s simple model. Chen et al. (2017) demonstrates that
their Hybrid Inference Model (HIM) which is a more advanced LSTM with syntactic
trees achieved 86.6% on the SNLI dataset, slightly higher than Wang and Jiang (2016)’s
model.

Despite these contributions, there have been known issues with models trained on
NLI datasets (Poliak et al., 2018; Hu et al., 2021b; Ek, Bernardy, and Chatzikyriakidis,
2020; Luo et al., 2022). For instance, Poliak et al. (2018) found out that using only
hypothesis in training NLI models resulted in better than random performance, which
was found to be due to lexical bias present in the dataset (Hu et al., 2021b; Tsuchiya,
2018). Poliak et al. (2018) discovered that changes in punctuation such as commas within
sentences can affect NLI models thus resulting in more misclassifications, the same is
true for when simple sentences are used (Luo et al., 2022). These challenges are what
motivates this thesis project. We will explore consequence relations and define three
scenarios in which synthetic data will be generated and tested within a simple LSTM
model. We are not aiming to achieve any state-of-the-art but rather take into account
the shortcomings of these models, and see how augmented data that follows different
logical properties can improve NLI models.

2.2 NLI corpora

There are various datasets used in benchmarking NLI models. The most common
ones are SNLI (Bowman et al., 2015) and Multi-Genre Natural Language Inference
(MultiNLI) (Williams, Nangia, and Bowman, 2018). The Stanford NLI consists of more
than 550,000 training examples and 10,000 each for validation and testing. The premises
were derived Flickr30k (Young et al., 2014) image captions, whereas the hypotheses were
human annotated (Bowman et al., 2015). It is a common dataset generation strategy
that we see being used in most NLI tasks. MultiNLI corpus is more diverse than the
Stanford as it covers different genres such as fiction, government, slate, telephone, and
travel (Williams, Nangia, and Bowman, 2018), so not strictly limited on the image cap-
tions. It has about 393,000 training examples and about 9800 each for validation and
testing. There is also the Crosslingual NLI (XNLI) (Conneau et al., 2018) dataset cre-
ated to provide NLI corpus across 15 languages, 7,500 examples per language. Other
more technical corpus such as SciTail (Khot, Sabharwal, and Clark, 2018) was created
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from science QA tests. It has about 27,000 examples.
For our project, we focus solely on the SNLI dataset, where we create synthetic entail-

ment using the existing entailment, contradiction and neutral examples and expanding
based on three scenarios: i) self-entailment, ii) conjunction-I and iii) conjunction-II as
defined in detail in sections 3.1.2.

2.3 Evaluation metrics

Deciding on the evaluation metrics is important. Talman, Yli-Jyrä, and Tiedemann
(2019) use the f1-score to evaluate model performance on entailment, as well as the
overall accuracy of the models. While they evaluate on different datasets and build
different model architectures, not having the same goal as our project, we differentiate
by sticking only with a simple LSTM model that we experiment training with varying
the proportion of synthetic entailment, and we test these models on the original as well
as synthetic test sets. However, we do use the f1-score as well as overall accuracy to see
the performance of the models for a given portion of synthetic entailment added it them.
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3 Materials and methods

3.1 Dataset

The main dataset used in this project is the Stanford NLI corpus by Bowman et al. (2015)
which was downloaded from HuggingFace 1. The dataset itself consists of 550,152 train-
ing examples and 10,000 each for validation and testing. It contains premise, hypothesis
and label, the latter of which indicates whether the premise-hypothesis pair is entail-
ment (label:0), neutral (label:1) or contradiction (label:2). The premises often repeat
in triplets, where for each 3-set, it carries different hypothesis such that we have three
labels. The example below shows a sample extracted from the first 3 examples in the
training data:

Premise Hypothesis Label

A person on a horse jumps
over a broken down airplane.

A person is training his horse
for a competition.

Neutral

A person on a horse jumps
over a broken down airplane.

A person is at a diner,
ordering an omelette.

Contradiction

A person on a horse jumps
over a broken down airplane.

A person is outdoors, on a
horse.

Entailment

Table 3.1: First three examples from the SNLI training data.

This structure is such that we have a dataset that can be used as a benchmark when
training NLI models.

3.1.1 Data cleaning

The data cleaning process consists of the removal of invalid pairs. These were those
labelled with ’-1’ as this was not of particular interest to our study, given that valid
labels are important to assess the model performance metrics. There were 1,119 invalid
pairs that were removed, out of which 785 came from training data, 158 from validation
data, and 176 from test data. We also considered invalid pairs those that were self-
entailments, meaning that the premise and hypothesis were exactly the same. While
this is not an issue for the study, some of the self-entailments were also misclassified;

1https://huggingface.co/datasets/stanfordnlp/snli
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for instance, out of 309 cases of self-entailment, which were found in the training data,
267 were classified correctly as entailment, 25 as neutral, and 17 as contradiction. In
Experiment Design, we explain the process in which we generate synthetic data, that
also includes self-entailment and thus, all cases that were found in the training data
were, leaving only 4 correctly labelled self-entailment in the validation data (with no
influence in the study), and none in test data.

3.1.2 Synthetic data

Great part of the project, consists in generating synthetic data to test different logical
properties and to see how the NLI models learns them. To achieve this, we created three
scenarios:

1. Scenario 1: Self-entailment (A ⇒ A |= A)
Here we represent tautology, so to say “if A then A, entails A” — a sentence entails
itself. In this scenario, we consider the hypothesis only to build self-entailment,
using 1

3 of original entailment, 1
3 of contradiction, and 1

3 of neutral. Example below
shows how it is transformed in natural sentences:

Original entailment:
p: Small toddlers will say no to everything, except their favourite food.
h: Talking toddlers say no to food.

Synthesized self-entailment:
p: Talking toddlers say no to food.
h: Talking toddlers say no to food.

2. Scenario 2: Conjunction 1 (A ∧B |= B)
Here we represent the “conjunction of A and B logically entails B”, meaning that
adding more information using the AND connective does not affect the entailment
of an already established fact. Here too, we are using 1

3 of original entailment, 1
3

of contradiction, and 1
3 of neutral. Example below shows how it is transformed in

natural sentences:

Original entailment:
p: Small toddlers will say no to everything, except their favourite food.
h: Talking toddlers say no to food.

Synthesized self-entailment:
p: Small toddlers will say no to everything, except their favourite food
and talking toddlers say no to food.
h: Talking toddlers say no to food.

3. Scenario 3: Conjunction 2 (A |= B ⇒ A |= A ∧B)
Here we take valid entailment relationships A |= B and create synthetic entailment
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where the hypothesis is added together with the premise A |= A∧B. Since this is
a legitimate entailment, i.e. we use only original entailment data to confirm it, it
is another valid logical representation, because the “premise can entails itself and
its hypothesis”. Example below shows how it is transformed in natural sentences:

Original entailment:
p: Small toddlers will say no to everything, except their favorite food.
h: Talking toddlers say no to food.

Synthesized self-entailment:
p: Small toddlers will say no to everything, except their favorite food.
h: Small toddlers will say no to everything, except their favorite food
and talking toddlers say no to food.

3.1.3 Tokenization

After the data is cleaned, we tokenize it using a pretrained tokenizer. We used the
tokenizer from the Zephyr-7b beta language model developed by Tunstall et al. (2023)
at HuggingFace. The choice was arbitrary but was also made to avoid the need to develop
a custom tokenizer, considering that the base language model was excellent at processing
a variety of texts. We should focus more on preparing the data for the experiments while
ensuring we have a good tokenizer for processing the data.

3.2 Models

As the goal of the project is to study consequence relations in NLI models from a logical
perspective, we chose a relatively simple Long short-term memory (LSTM) model which
is simple, yet powerful enough to handle sequence data. The model as shown in figure
3.1, consists in one embedding layer, with the vocabulary size set to the size of the
Zephyr-7b beta tokenizer which is 32,000, and embedding dimension set to 128. We also
added two stacked LSTM layers within hidden layer sizes set to 128. We created a data
preprocessing function that processes the sentence pairs to create tokens for the data
loaders needed during training and evaluation. The function processes a batch of 128
examples at a time, which so happens during training. For both premise and hypothesis,
we set both padding and truncation to True to pad to the maximum sequence in the
batch. These were design choices to make sure all sentence pairs are covered in the
preprocessing.

The models are trained for 20 epochs, but we added patience of 5, to enable early
stopping. The stopping criteria consist of evaluating on two validation set one for original
data and one for synthetic data, and see where the f1-score for both combined do not
improve after patience of 5. This was to fine-grain the model and understand where it
is better for both types of data.
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Embedding Layer
Dim: 128,

Vocab: 32000

Input: Premise

Input: Hypothesis

Concatenation
LSTM Layer

2 layers, Dim: 128
Fully Connected
Output Dim: 3

Figure 3.1: Schematic of our simple LSTM model architecture, showing the flow and
data transformation through the layers.

3.3 Experiment design

This project is largely run through experiments, where we create synthetic datasets that
are used to train LSTM models and observe the behaviour of entailment. To do so, we
start by training a baseline model with the architecture described in Section 3.2, using
the original SNLI data without any synthetic data added to it. We then save the model
as it is later used to check the performance on different proportions of synthetic data.
Since the focus is on entailment, we generate synthetic entailment following the three
scenarios described in section 3.1.2, where scenario 1 focuses solely on generating self-
entailment using hypothesis sentences as opposed to premises. This is due to the wide
variety of hypotheses provided in the dataset as premises are limited in number due to the
triplet nature i.e. they appear the same for every 3 example, with different hypotheses
so to have different labels. For scenario 2 which we call conjunction 1, we create the
data by taking a sentence pair, and connecting its hypothesis to the premise using AND
connective, thus making the premise longer and retaining the hypothesis. In this logic,
scenario 2 gives entailment, atleast from a logical perspective. In both scenario 1 and 2,
to ensure diversity in entailments, we take 1

3 . of the data from each of the three labels:
entailment, neutral and contradiction. For scenario 3, we only work with entailments
in creating synthetic data, as we want to have valid entailment relationships, such that
the premise is left alone but the hypothesis is augmented with AND connective with its
own premise; that is why it is crucial that it is a valid entailment data, as it would not
work if we take from other labels.
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3.3.1 Configurations

To automate the experiments, we create configuration scenarios with the values high-
lighted in table 3.2, that is passed to a function that generates synthetic data. We then,
create the actual configuration, which is customization on the size of synthetic data to
be generated. We start with 0 percent but only to train the baseline model i.e. no
synthetic data required. Then we increment in counts of 10, until 100 percent synthetic
data is created.

Baseline Self-
Entailment

Conjunction1 Conjunction2

Self-Entailment False True False False

Conjunction1 False False True False

Conjunction2 False False False True

Table 3.2: Configuration scenarios showing feature activation for baseline and synthetic
data types.

The configurations dictionary is flexible in defining the size of proportions and is an
important part in automating the experiments.

3.3.2 Constraints on generating synthetic data

While the focus is placed on creating different proportions of synthetic entailment and
evaluate the model performance on entailment, we made sure that after creating syn-
thetic data, no label causes imbalance in the final dataset. By default all the dataset
splits in the unmodified dataset are equally divided among the labels, there is no im-
balances; this constraint we applied, such that the synthetic proportion being added
(depending on the percentage) is mixed with genuine data, unless percentage of syn-
thetic is 100 percent where in that case, no genuine entailment is left. But we made
sure that when sampling, there would be no replacements, and that the final augmented
entailment is still a third of the total dataset, matching similar counts with neutral and
contradiction examples.

3.3.3 Evaluation metrics

As part of the experiment design, we chose the f1-score as the main metric to evaluate the
models and the influence of adding synthetic data for training, as well as how synthetic
data improves the performance on the baseline model. The f1-score was best metric
as it covers both precision and recall for entailment. With the metric in mind, we can
then train multiple models and plot the results, to then understand what is the best
proportion of synthetic entailment that improves the f1-score on entailment using the
baseline model.
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4 Results

In this section, we present the results of our experiments, initially for the baseline model
in Section 4.1, where the model trained is fixed, and tested evaluated against different
synthetic data for three scenarios, as well as the original data. Then, we present the
experiments results for the synthetic models in Section 4.2, where the model is trained
on different proportion of synthetic data, for each scenario, and tested with the same
data as in Section 4.1.

4.1 Baseline model

We run our experiments, by first training the baseline model and evaluating not only on
the genuine data, but also on the various proportion of synthetic test data, following the
three scenarios described in the previous sections. The results are displayed in table 4.1.
In the table, f1 represents f1-score for entailment and acc represents overall accuracy of
the model on the particular test set.

Proportion
Synthetic data

Baseline Scenario 1 Scenario 2 Scenario 3
f1 acc f1 acc f1 acc f1 acc

0% 0.780 74.84% N/A N/A N/A N/A N/A N/A
10% N/A N/A 0.775 74.60% 0.767 74.12% 0.755 73.41%
20% N/A N/A 0.770 74.28% 0.754 73.34% 0.726 71.76%
30% N/A N/A 0.767 74.07% 0.743 72.73% 0.698 70.25%
40% N/A N/A 0.762 73.81% 0.731 72.01% 0.672 68.95%
50% N/A N/A 0.756 73.47% 0.715 71.19% 0.639 67.39%
60% N/A N/A 0.754 73.31% 0.700 70.37% 0.610 66.01%
70% N/A N/A 0.748 73.00% 0.690 69.89% 0.578 64.59%
80% N/A N/A 0.741 72.63% 0.672 68.99% 0.545 63.18%
90% N/A N/A 0.736 72.31% 0.656 68.20% 0.512 61.86%
100% N/A N/A 0.729 72.09% 0.631 67.23% 0.474 60.39%

Table 4.1: Performance metrics for different scenarios with varying proportions of syn-
thetic entailment data and a baseline model with genuine data.

In the baseline metrics, the values are the same since under that scenario, only
genuine data is used. So we set all to N/A including for the synthetic scenarios in the
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test set when the proportion is 0%. From the table 4.1, we can see that scenario 1
has better performance than the other 2, which shows that self-entailment created by
hypothesis alone can show good results in classifying entailment without its premise.

We also visualized the results using trend plots, see figure 4.1, which offers a better
insight on how steep the f1-scores for entailment detract in the baseline model with the
increase in synthetic data. We can clearly picture that synthetic data for scenario 3,
is hard for a baseline model to understand, as it trends downwards the steepest in the
f1-score line.
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Figure 4.1: Baseline Results: trends of f1-score and overall accuracy.

4.2 Synthetic models

We trained different synthetic models, each with proportion of synthetic entailment
starting at 10 percent and incrementing by 10s until 100 percent. The testing was done
using also synthetic test sets, similar to what we did in the baseline model, and we
included also the original data. The results of experiments are shown in tables 4.2, 4.3
and 4.4 where we added the performance of the genuine data on the models trained
on the respective scenario as well as their synthetic entailment data. Notice that the
proportion column not only shows the proportion of synthetic entailment test data but
also, the corresponding model having similar proportion in the training data. So, each
line corresponds to each model trained with the given proportion of training data, and
tested using similar proportion on synthetic test data, for the different scenarios.

In the results, we see the expected performance, where an increase in proportion in
the synthetic data, makes the model f1 score improve, except from the Baseline scenario
where the data remains original, but one can see an increase in overall accuracy with
addition of synthetic data.

We plotted the results shown in table 4.1 to better compare the performance across
the scenarios and the baseline for synthetic models, see in figure 4.2, where we can
see how the different scenarios affect the f1 score in the original data for the growing
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Proportion
Genuine Scenario 1
f1 Acc f1 Acc

0% 0.780 74.84% N/A N/A
10% 0.767 73.98% 0.779 74.65%
20% 0.774 74.54% 0.801 76.08%
30% 0.758 73.54% 0.803 76.08%
40% 0.742 72.79% 0.811 76.60%
50% 0.738 72.41% 0.835 77.71%
60% 0.695 70.30% 0.848 78.22%
70% 0.661 68.69% 0.860 78.83%
80% 0.578 64.71% 0.889 79.57%
90% 0.437 60.03% 0.924 81.13%
100% 0.003 52.25% 0.999 86.38%

Table 4.2: Comparison of performance for models trained on % of synthetic self-
entailment (Proportion) and tested on fully genuine and on corresponding Proportion
in Self-entailment (Scenario 1)

proportions of synthetic data. It is also useful to see a trend plot.
We plotted in figure 4.2 the performance of 100% genuine and 100% synthetic en-

tailment across the three scenarios, for comparison purposes. For other proportions of
synthetic entailment including metrics on other labels is available at appendix A.1 to
avoid cluttering. We also considered the three scenarios and create a trend plot that
highlights any possible intersection between the f1 score plots between the original and
synthetic data, see figure 4.3. Each of the three scenarios is represented, where for each
we superimpose the metrics of the original test data. We can see from the figure that
there is an intersection point for all the three cases. For scenario 1, of self-entailment
property it is at 0.27 as proportion of synthetic data that shows good balance in f1 score
between original and synthetic data. For scenario 2, the intersection is at 0.26 and for
scenario 3 at 0.25.
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Proportion
Genuine Scenario 2

F1 Acc F1 Acc

0% 0.780 74.84% N/A N/A
10% 0.765 74.38% 0.779 75.19%
20% 0.762 73.64% 0.793 75.35%
30% 0.764 74.31% 0.809 76.82%
40% 0.744 73.30% 0.817 77.32%
50% 0.731 72.25% 0.831 77.58%
60% 0.710 71.20% 0.847 78.65%
70% 0.659 68.83% 0.865 79.24%
80% 0.582 65.79% 0.890 80.35%
90% 0.452 60.67% 0.929 81.44%
100% 0.001 52.35% 0.999 86.55%

Table 4.3: Comparison of performance for models trained on % of synthetic entailment
(Proportion) for conjunction 1 and tested on fully genuine and on corresponding Pro-
portion of conjunction 1 (Scenario 2)

Proportion
Genuine Scenario 3

F1 Acc F1 Acc

0% 0.780 74.84% N/A N/A
10% 0.767 74.21% 0.780 74.97%
20% 0.753 73.10% 0.782 74.69%
30% 0.748 72.94% 0.798 75.86%
40% 0.723 71.10% 0.805 75.54%
50% 0.717 71.06% 0.827 77.12%
60% 0.595 64.00% 0.813 74.36%
70% 0.573 61.51% 0.843 74.58%
80% 0.471 58.52% 0.879 76.57%
90% 0.373 56.20% 0.931 79.47%
100% 0.005 50.86% 0.998 84.93%

Table 4.4: Comparison of performance for models trained on % of synthetic entailment
(Proportion) for conjunction 2 and tested on fully genuine and on corresponding Pro-
portion of conjunction 2 (Scenario 3)
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5 Discussion and Conclusion

5.1 Discussion

After running the experiments, we took care of using the different synthetic datasets
to test both the baseline model and the synthetic models. It seems from the results
that scenario 1 which represents synthetic self-entailment created synthetic entailment
using 1

3 of entailment, 1
3 of contradiction, and 1

3 of neutral, does not deteriorate much in
performance when tested in the baseline model which was trained purely in the original
data. This is inline with Poliak et al. (2018) which found out that hypothesis-only models
have better than random performance. But here we can clearly understand this better
given that with the increase in synthetic self-entailment the overall accuracy of the model
is only marginally decreased from 74.84% to 72.09% whereas the f1-score decreases from
0.780 to 0.729, for no-synthetic (i.e. 0% in proportion) to fully synthetic, respectively.
The trends in Figure 4.1 elucidate this fact, where we can also compare the performance
of scenario 2, under the name of Conjunction 1, as well as scenario 3, for Conjunction
2. Both scenario 2 and 3, also results in better than random performance.

In scenario 2, since we synthesize such that ”conjunction of A and B logically en-
tails B”, it is as good as creating self-entailment and adding more information (even
if unrelated) using the AND connective while maintaining the validity. We would have
expected that the performance in scenario 2 is similar to scenario 1, but its slightly lower
where the overall accuracy of the model decreased from 74.84% to 67.23% whereas the
f1-score decreased from 0.780 to 0.631. But in scenario 3, which we synthesized only
from purely entailment data, the performance was slightly worse than scenario 2. We
saw the overall accuracy of the model decreased from 74.84% to 60.39% whereas the
f1-score decreased from 0.780 to 0.474.

After creating different synthetic models (section 4.2) and testing the same propor-
tions of synthetic data, it was natural to expect that the performance in each scenario
would improve as the proportion of synthetic data is added. For instance in scenario
1, the accuracy went to 86.38%, in scenario 2 went to 86.55% and scenario 3 84.93%
for fully synthetic data, and under the same condition, all of them had 0.99 in f1-score.
However, as expected we saw that the original baseline test data, showed a downward
trend in performance, where f1-score reached to 0 and accuracy 52.25 when tested on
models with 100% synthetic data, see figure 4.2. The more interesting case, was in ana-
lyzing the synthetic metrics as trend lines, where we found the an intersection between
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original and synthetic f1-scores. For scenario 1, the intersection was at 0.27, and 0.26 for
scenario 2, and 0.25 for scenario 3. These intersection show that these are the best pro-
portion of synthetic data that gives the model a balanced understanding of its original
entailment relation as well as synthetic ones as defined in each scenario.

5.2 Conclusion

In this thesis, we have conducted a wide range of experiments to understand consequence
relations using a simple LSTM model as testbed. The insights provide an understand-
ing on how these relations can be studied using augmented NLI corpus. We found out
through trend lines a middle ground where original and synthetic data proportions pro-
vide a balanced f1-score, which provides inputs for future NLI model training, where
adding different logical properties, in a controlled manner influences the model gener-
alization capability. This results are to the best of our knowledge, the first time it is
conducted where varying proportions of the synthetic data from within a single corpus
are created, and used to train models, and compared against the original data with a
baseline model.

5.3 Future work

Given that we only used the SNLI dataset, we plan in the future to run the same
experiments with MultiNLI dataset and also combine them together. This would provide
a more robust sets of models that can be tested against the original datasets and see
how they infer entailment relations from more advanced logical properties than the ones
we defined.

5.4 Ethical considerations

In this study, we used the SNLI (Bowman et al., 2015) dataset were the premises where
derived from Flickr30k (Young et al., 2014) image captions. While the dataset is ethically
benign, the use of image captions from a single source without diversity in genre and
representation, may have introduced biases in the generated premises. However, to the
best of my knowledge, there were no privacy violation on anyone’s data and the original
authors ensured that a rigorous anonymization process was followed. Given that these
datasets are used as benchmark in NLI tasks, such considerations should be given as to
whether their generation process affects the models to which they were trained on.

18



Bibliography

Bos, Johan and Katja Markert (2005). “Recognising textual entailment with logical in-
ference”. In: Proceedings of Human Language Technology Conference and Conference
on Empirical Methods in Natural Language Processing, pp. 628–635.

Bowman, Samuel R., Gabor Angeli, Christopher Potts, and Christopher D. Manning
(Sept. 2015). “A large annotated corpus for learning natural language inference”. In:
Proceedings of the 2015 Conference on Empirical Methods in Natural Language Pro-
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Appendices

A Appendices

A.1 Evaluation plots

Below is a list of plots that include varying proportion of synthetic entailment, the
original/genuine contradiction and neutral data also added for comparison. The x-axis
shows the model trained on that proportion of synthetic entailment.
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Figure A.1: Evaluation genuine vs synthetic entailment (10%) across all models .
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Figure A.2: Evaluation genuine vs synthetic entailment (20%) across all models .

24



0.04 0.02 0.00 0.02 0.04
0.0

0.2

0.4

0.6

0.8

1.0

f1
 S

co
re

baseline

0.2 0.4 0.6 0.8 1.0

self-entailment

0.2 0.4 0.6 0.8 1.0

S2: Conjunction 1

0.2 0.4 0.6 0.8 1.0

S3: Conjunction 2

Synthetic entailment (test set) f1 score
Genuine entailment (test set) f1 score
Genuine neutral (test set) f1 score
Genuine contradiction (test set) f1 score

0.04 0.02 0.00 0.02 0.04

50

60

70

80

90

100

Ac
cu

ra
cy

0.2 0.4 0.6 0.8 1.0 0.2 0.4 0.6 0.8 1.0 0.2 0.4 0.6 0.8 1.0

Synthetic (test set) accuracy
Genuine (test set) accuracy

Evaluation for Genuine vs Synthetic (with 30.0% Synthetic Entailment)

Trained Model % Synthetic Entailment

Figure A.3: Evaluation genuine vs synthetic entailment (30%) across all models .
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Figure A.4: Evaluation genuine vs synthetic entailment (40%) across all models .
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Figure A.5: Evaluation genuine vs synthetic entailment (50%) across all models .
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Figure A.6: Evaluation genuine vs synthetic entailment (60%) across all models .
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Figure A.7: Evaluation genuine vs synthetic entailment (70%) across all models .
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Figure A.8: Evaluation genuine vs synthetic entailment (80%) across all models .
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Figure A.9: Evaluation genuine vs synthetic entailment (90%) across all models .
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