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Large language models have radically changed the landscape of
natural language processing (NLP) in recent years as a result of
their impressive performance on popular benchmarks and because
of their human-like linguistic interactional abilities. Their arrival has
been met with both enthusiasm and skepticism. While some call
them “stochastic parrots” and argue that they, like parrots, are merely
repeating what humans say without understanding its meaning,
others argue that they are the stepping stone towards artificial
general intelligence. Developing analysis methods for understanding
the capabilities and inner workings of these models has become a
defining challenge in addressing these questions. It has not only
become relevant for NLP practitioners, but for society in general as
calls are made for transparent and regulated artificial intelligence.

In this doctoral thesis Felix Morger expounds on the components
and processes involved in analyzing large language models, discusses
their possibilities and limitations, and investigates popular analysis
methods within benchmarking, interpretability and evaluation.
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