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Abstract
Froxel-based rendering is widely used in modern graphics pipelines to render partic-
ipating media such as fog and atmospheric lighting. Due to the low resolution of
the froxel grid, required for real-time rendering feasibility, these techniques suffer
from temporal instability, including flickering, shimmering and ghosting artifacts.
Existing temporal accumulation methods that use an exponential moving average
provide stable images in static scenes but perform poorly under dynamic volumetric
lighting conditions.

This thesis investigates how temporal anti-aliasing techniques originally developed for
surface-based rendering can be extended into froxel space for volumetric rendering
of participating media. Several history validation, blending, jittering, filtering,
and spatial reconstruction methods were implemented and evaluated in Godot and
Frostbite. The methods were compared quantitatively against a supersampled
volumetric ground truth and qualitatively in dynamic lighting conditions.

The results show that variance clipping applied directly to volumetric froxel data,
together with heuristic anti-flicker techniques, greatly reduces ghosting artifacts
while introducing only a small amount of flickering. By considering the six nearest
froxels when computing current-frame local variance estimates, the best trade-off
between temporal stability, spatial accuracy and performance cost is achieved. Depth-
only low-discrepancy jittering and weighting samples based on their distance to the
froxel center further helps reduce flickering artifacts. The proposed volumetric
TAA algorithm was successfully implemented in Frostbite, showing clear visual
improvements and acceptable runtime performance on modern console hardware.

Keywords: volumetric rendering, froxel rendering, participating media, temporal
anti-aliasing, TAA, temporal accumulation, variance clipping, adaptive blending,
real-time rendering, computer graphics, game engines, volumetric lighting, temporal
stability, ghosting, flickering, Frostbite, Godot, thesis.
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1
Introduction

Participating media effects such as volumetric fog, smoke, clouds and atmospheric
light scattering are important tools in modern real-time rendering pipelines. In
the context of video games, these effects are integral for visual realism and artistic
direction, while also helping the player gauge distances and immerse themselves in
the world [1]. Volumetric rendering of participating media is, however, complex and
computationally expensive, as light transport must be evaluated through a volume
rather than only at visible surfaces [2]. To achieve acceptable performance, modern
game engines commonly use froxel-based volumetric rendering, where the camera
frustum is discretized into a low-resolution three-dimensional grid of frustum-aligned
voxels, called froxels [1], [3].

The froxel grid effectively divides a traditional ray marching algorithm into two
separate shader passes. First, volumetric radiance is evaluated at the discrete froxel
positions within the grid. Then, the volumetric light transport is integrated through
the grid along the view direction in a second pass [1]. Separating these stages
makes it possible to parallelize radiance evaluation on the GPU, resulting in massive
performance gains.

While efficient to compute, the low resolution of the froxel grid introduces severe
undersampling artifacts. A single froxel may span a large region, possibly more than
a cubic meter, making the reconstruction of sharp volumetric features difficult. This
manifests as flickering, shimmering, and noisy volumetric lighting, particularly in
scenes with a moving camera, dynamic light sources, animated density textures, or
participating media with high frequency spatial variance [3]. Increasing the froxel
grid resolution, or taking multiple samples per froxel per frame, naturally reduces
these artifacts. However, as the computational cost increases cubically with the
resolution, this quickly becomes prohibitively expensive for real-time applications.

To mitigate undersampling artifacts, modern volumetric rendering pipelines com-
monly utilize temporal accumulation. By blending the current-frame sample with
information from previous frames, an approximation of higher-quality volumetric
lighting can be achieved at a very little additional computational cost [1], [3]. Over
time, the averaging of multiple samples with different sub-froxel jitter offsets has the
additional advantage of acting as a form of volumetric anti-aliasing. However, naïve
temporal accumulation using an exponential moving average introduces new temporal
blurring artifacts known as ghosting, where it takes a long time for the system to
react to dynamic changes in the participating media. Depending on the chosen blend
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1. Introduction

factor, it may take multiple seconds for changes to fade. This fundamental trade-off
between reactivity and temporal instability is an issue across modern volumetric
rendering pipelines.

Temporal Anti-Aliasing (TAA) methods for surface-based rendering have been ex-
tensively explored in previous research and production real-time rendering engines.
Modern pixel-based TAA algorithms utilize methods such as history validation and
adaptive blending to reduce ghosting artifacts while maintaining temporal stability
[4]. In contrast, very little work has explored how these techniques can be applied to
volumetric rendering. The fundamental differences between pixel data and froxel
data makes the adaptation of these TAA methods into a froxel-based volumetric
rendering context non-trivial.

This thesis investigates how temporal anti-aliasing techniques originally developed
for surface rendering can be adapted to froxel-based volumetric rendering. The goal
is to reduce ghosting and flickering artifacts in dynamically changing participating
media, while remaining within the real-time performance constraints of modern game
engines.

1.1 Research Questions
This work aims to answer the following questions:

1. How can temporal anti-aliasing techniques developed for pixel-space rendering
be adapted to a froxel-based volumetric rendering context while preserving
visual quality and temporal stability?

2. How do different history validation, jittering, blending, and reconstruction
strategies affect visual quality, temporal stability, and performance in a froxel-
based volumetric rendering pipeline?

2



2
Background

This chapter presents the theoretical background needed to understand temporal
anti-aliasing in a froxel-based volumetric rendering context. First, the fundamentals
of participating media and volumetric light transport are discussed. Then, real-time
froxel-based rendering techniques are presented, focusing on temporal accumulation
of froxel data and the volumetric rendering pipeline. Existing temporal anti-aliasing
methods for surface rendering are presented next, and finally, the challenges of
extending pixel-based TAA methods into froxel space are discussed.

2.1 Volumetric Rendering of Participating Media

Figure 2.1: Comparison of an indoor scene rendered in Frostbite without participating
media effects (left) and with participating media effects enabled (right).

Participating media rendering is widely used to achieve atmospheric scattering effects
such as volumetric fog, clouds, god rays, light shafts, volumetric shadows, and
physically based sky rendering [1]. These effects are important in modern video
games for achieving realistic rendering, helping the player visually perceive distances,
hiding LOD transitions and streaming of geometry [1]. They are also a crucial tool
for art direction and setting the mood of an area or level, as well as being used as

3



2. Background

special effects [1]. Figure 2.1 shows how such effects change the depth perception,
appearance, and mood in a scene containing a lot of participating media effects.

Rendering participating media requires simulating how light interacts with a vol-
umetric medium such as clouds, fog, or dust particles. It is too computationally
heavy to simulate the interactions between individual photons and particles in a
real-time rendering context, so approximations describing the behavior of a local
region of particles are used instead. In particular, there are four photon-particle
interactions, described using mathematical functions, that can affect the radiance
that is propagated through a medium: absorption, emission, out-scattering, and
in-scattering [2]. These interactions are visualized in Figure 2.2.

P
dheat

P
d

P
d

P
d

Absorption Out-scatteringEmission In-scattering

Figure 2.2: Illustration of the four fundamental photon-particle interactions at a
particle P along direction d in participating media.

Absorption describes how photons are absorbed by the medium and transformed
into other forms of energy such as heat. Conversely, emission describes how photons
are emitted by the medium. These photon-particle interactions are not direction
dependent, with photons being absorbed and emitted equally in all directions. In-
and out-scattering, on the other hand, are dependent on the phase function, which
describes, for a point in the medium, how much incoming light is scattered in a
specific direction [2]. In particular, the phase function describes the proportion of
forward- and back-scattering, i.e. how much of the light is scattered in the same
direction as, or opposite direction of the incoming light. Together, absorption,
emission, out-scattering and in-scattering define how light interacts with the medium
as a whole, making real-time volumetric rendering of participating media feasible.

A common volumetric rendering method is ray marching, where for each pixel, the
participating media is sampled along a ray at discrete steps [2]. At each step, the
density of the participating media and in-scattering from light sources is evaluated,
as shown in Figure 2.3. Some of the in-scattered light at the sample point will be
transmitted towards the camera. This is evaluated using the phase function and the
density of the medium [2]. The scattered light towards the camera is accumulated
along the ray, and after marching, the participating media color contribution is
blended with previously rendered geometry.

Sampling participating media is computationally expensive. All light sources and
volumetric density textures must be iterated over to evaluate their contribution to
in-scattering. This necessitates expensive shadow map lookups for light sources, and
possibly also the evaluation of complex light-scattering equations. Furthermore, the
complexity of ray marching grows by O(n2) with the number of samples along the
ray n, quickly making it prohibitively expensive for real-time rendering as sample
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2. Background

d

c

s

Figure 2.3: Illustration of ray marching in participating media, where in-scattered
light from a light source s and medium density is evaluated at discrete sample points
along a ray, and transmittance is accumulated along direction d towards camera c.

count increases [2]. For this reason, production pipelines commonly use workarounds
like downsampling the participating media and using temporal dithered upscaling to
hide artifacts [5].

2.2 Frustum Aligned Voxels
In practice, modern video game engines often use frustum aligned voxels (froxels)
for volumetric rendering of participating media [3], [6], [7], [8]. As the name implies,
froxels are a 3D grid of voxels that are aligned to the camera frustum. Figure 2.4
visualizes how the froxel grid is constructed in the camera’s frustum. They are used
to discretize volumetric radiance data in the space directly in front of the camera,
with each froxel storing local incoming radiance and participating media density.

As sampling participating media is computationally expensive, and the memory
requirements for storing the froxel data scales cubically, a low-resolution froxel grid
is used in real-time rendering. Wronski uses a froxel grid resolution of 160 × 90 × 64
or 160 × 90 × 128 depending on platform [1], with the depth precision halved on
lower-end devices. In Red Dead Redemption 2, a resolution of 160 × 88 × 64 is
used [9]. Unity’s High Definition Render Pipeline (HDRP) utilizes a resolution of
240 × 135 × 64 by default [6]. These resolutions have an aspect ratio of ∼16:9 across
width and height, meaning that each froxel spans an equal number of pixels in width
and height in screen space on a standard 16:9 aspect screen. Due to the fixed froxel
grid resolution, the performance and memory cost of volumetric calculations are not
dependent on the resolution of the screen, making their cost more predictable than
e.g. ray marching [1]. Modern game engines with a froxel system, such as Unreal
Engine and Unity, expose the froxel resolution as a per-scene editor parameter [6],
[7]. Some developers also expose the froxel resolution as a visual quality setting that

5



2. Background

Figure 2.4: Visualization of a froxel grid [5].

the player can select in the final game build, based on their hardware and personal
quality preference [5].

The froxel grid does not span the entire depth of the frustum as it would require an
excessive number of froxels to accurately capture enough detail over the far-reaching
draw distances used in modern video games. A volumetric effect range parameter
is therefore exposed so that artists can select an appropriate per-scene depth [1],
[10]. Wronski uses an effect range of 50 to 128 meters [1], whereas Bauer extends
the effect range to around 160 meters in Red Dead Redemption 2 [9]. Kovalovs
explains how certain effects, such as God Rays, might require a far draw distance
and high resolution to look good [10]. Indoor scenes, on the other hand, may only
need a short draw distance, necessitating the ability for artists to select resolution
and volumetric effect range on a per-scene basis. As visualized in Figure 2.4, froxels
are often non-linearly distributed across scene depth, being smaller closer to the
camera. This is necessary because that is where the highest precision is needed as
aliasing artifacts become most visible [1].

Local lighting information and participating media density is evaluated independently
for each froxel in a compute shader. This allows the computation of in-scattered
light within the discretized volumetric grid to be massively parallelized, enabling
real-time rendering of high-quality volumetric lighting [1]. By including density in the
stored froxel grid, it is trivial to perform the volumetric integration step towards the
end of the volumetric rendering pipeline. Furthermore, storing volumetric lighting
and density data on a per-froxel basis allows the re-use of previous results through
a process called temporal accumulation. It also creates the opportunity to apply
temporal anti-aliasing techniques directly on the volumetric data. In contrast, this
is not possible in traditional ray marching as volumetric radiance data is stored
per-pixel, and not in a world-aligned grid.
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2.3 Temporal Accumulation of Volumetric Data
The computationally heavy nature of evaluating participating media necessitates one
sample per froxel per frame, which on its own results in a heavily aliased output.
By re-using froxel data from the previous frame and blending it with new samples,
it is possible to achieve an effectively supersampled volume at very little extra
performance cost. This is known as temporal accumulation and is a key tool in
modern real-time volumetric rendering.

Temporal accumulation is a form of Monte Carlo integration, using stochastic
sampling of the participating media to estimate the value of the light transport
integral over time. By averaging the result of stochastic sampling over several frames,
it is possible to achieve an output that is statistically very close to the true answer
[11].

Temporal accumulation uses, at its core, an exponential moving average (EMA) that,
for each froxel, continuously accumulates radiance over multiple frames [4]. For each
froxel in each frame, its newly evaluated radiance is blended with its historical value
using linear interpolation, as described by Equation 2.1.

ft(p) = α · st(p) + (1 − α) · ft−1(π(p)) (2.1)

where ft(p) is the blended radiance for froxel p at frame t, α ∈ [0, 1] is the blending
factor, st(p) is a single current-frame sample of in-scattered radiance, and ft−1(π(p))
is the froxel’s historical radiance value, reprojected using π(p).

The result is used to evaluate volumetric lighting contribution in the current frame
and is stored in a history buffer to be used in the next frame. The accumulated
radiance can be described using an exponential smoothing filter where older samples
are progressively assigned lower weights [4].

Re-using historical froxel data is straightforward in a static scene. If the camera
moves, however, the data must be reprojected into the current frame before it can
be used. This is done using a reprojection vector that describes how the camera
was moved and rotated from the previous frame into the current one. It does not
describe any movement of the froxel itself, as the world-space position it represents
is not associated with any movement.

In order to achieve the desired temporal supersampling effect, the sampling point
must be offset from the center of the froxel each frame. This is known as sub-froxel
jittering. Without jittering, no new information about the participating media
is learned nor accumulated. A low-discrepancy sequence such as the Halton(2,3)
sequence of length 8 or 16 is commonly used to obtain sub-pixel jitter points [4],
with the latter shown in Figure 2.5. The Halton sequence can be extended into three
dimensions to acquire sub-froxel jitter points.

Over time, temporal accumulation with sub-froxel jittering acts as a form of temporal
anti-aliasing. The addition of history reprojection makes this a viable approach for
high-quality real-time rendering of static participating media in video games, and is
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Figure 2.5: The Halton(2,3) sequence of length 16, commonly used to obtain sub-pixel
jitter points. The points are numbered by their index in the sequence.

the approach that is currently used in Frostbite. The method breaks down, however,
when the scene changes dynamically. Moving lights, animated density textures and
color changes all result in blurring and smearing, known as ghosting artifacts [4].
These artifacts, demonstrated in Figure 2.6, appear because the exponential moving
average has no way of reacting to changes in the media, and stale or invalid history
bleeds into the current frame [4], [12], [13].

Figure 2.6: Comparison of an indoor scene rendered in Frostbite showing no artifacts
when the scene is static (left), and ghosting artifacts when the lamp is rotating
(right).

Since such a small percentage of the newly sampled radiance values are used each
frame (typically 5-10%), it takes a long time for ghosting artifacts to fade. This can
be seen in Figure 2.7 where the response time (in frames) is plotted for common α
values. With the game running at 60 FPS, it takes around 1, 2 and 4 seconds for
ghosting artifacts to fade for an α of 10%, 5%, and 2%, respectively. Naturally, this
issue is exacerbated at lower frame rates.

Kovalovs explains how during the implementation of froxel-based volumetric lighting
in The Last of Us: Part Two, run time dynamic lights became so problematic that
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Figure 2.7: The analytically derived response time (in frames) of the exponential
moving average for common α values.

they could not utilize temporal compositing when rendering moving light sources such
as flashlights [10]. They instead opted for the computationally expensive alternative
of calculating volumetric lighting of dynamic light sources at a high quality every
frame. An example of the typical temporal artifacts from a moving spot light can be
seen in Figure 2.8. Ghosting is mentioned as a problem in the latest version of many
modern game engines such as Unity’s HDRP 17.6.0 [6], Unreal Engine 5.7 [7] and
Godot 4.7 [8]. The documentation for these engines recommends entirely disabling
volumetric contribution for dynamic lights to avoid ghosting.

Figure 2.8: Ghosting and temporal instability artifacts from a moving spot light in
Frostbite.

In regions where the signal changes sharply, such as around the source of a spot light,
or in a volumetric density texture with high-frequency noise, samples in consecutive
frames might produce drastically different values. This manifests as flickering and
shimmering artifacts, most noticeable in static scenes. While flickering might be
obscured by movement in dynamic scenes, temporal artifacts may also manifest in
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other ways, such as the distinct disjointed blobs visible in Figure 2.8. Although
using frustum aligned voxels results in temporal aliasing and flickering, it is often
preferable to storing volumetric radiance in a world-aligned grid [1]. This is because
the ray integration step is trivial and fast to compute for froxels, and they always
follow the camera [1].

2.4 Volumetric Accumulation Rendering Pipeline
This section gives a short overview of the stages of a froxel-based volumetric rendering
pipeline using temporal accumulation.

Each frame, a low-resolution froxel grid is created in the camera frustum. The local
in-scattered radiance and participating media density is computed in parallel for
each froxel in a compute shader on the GPU [1].

A per-frame sub-froxel jitter offset is acquired from a pre-defined set of points, with
each froxel having the same per-frame offset. This allows the jitter offset to be
pre-calculated and passed to the GPU as a shader parameter. The Halton sequence
is commonly used to acquire jittered sampling points [4]. Some implementations
only jitter the sampling point along the z-axis (depth) of the froxel [3].

The history is reprojected into the current-frame froxel grid using a reprojection
vector. The same reprojection vector can be used for all froxels, offset in the shader by
the froxel’s position in the grid, since the vector only contains information about how
the camera moved in between frames [1]. If reprojection fails, i.e. if the reprojection
vector points to outside of the history buffer, the current-frame sample is immediately
returned [3]. This effectively resets temporal accumulation for the froxel.

The current frame sample is blended together with the reprojected history using an
exponential moving average. The resulting value is used as the output of the current
frame and the historical input for the next frame [4].

After calculating in-scattered radiance for each froxel, the result can be modified
using a low-pass filter to smooth out sharp changes between nearby froxels. This is
performed in a separate shader pass. Godot 4.6, for instance, utilizes a gaussian blur
with a radius of 3 [8]. Depending on the use-case this might not be ideal as it blurs
the volumetric data, removing all sharp features. The documentation for Godot
recommends disabling the volumetric fog filter when more detail is required [8].

Next, volumetric radiance and transmittance in the camera’s direction is integrated
through the froxel grid. The result is another 3D texture of the same size as the
froxel grid, where each slice contains the accumulated volumetric transmittance up
to that depth [1], [3]. In practice, this is done by stepping through the froxel grid
depth-wise from the camera outward in a low-resolution 2D shader (corresponding to
the x and y dimensions of the froxel grid) and accumulating the transmitted radiance
into the output 3D texture at each step [1], [3].

Finally, when rendering the participating media onto the scene, the world-space
position of each fragment is transformed into froxel space and the integrated 3D
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texture sampled at that position to acquire the volumetric contribution [3]. The
participating media texture is filtered to achieve a smooth result. Without filtering,
the participating media appears jagged and pixelated. Wronski uses a quadrilinear
filter [1]. The result is blended with previously rendered geometry similarly to
pre-multiplied color/alpha [3].

2.5 Pixel TAA History Validation Techniques
To mitigate ghosting artifacts caused by temporal accumulation, the EMA is modified
using history validation techniques [4]. Of particular interest is how much of the
history to discard (history rejection), and modifying the history to better match
newly computed samples (history rectification). This chapter discusses existing
history validation techniques that are used on pixel data, as there is not much
research on history validation techniques for froxel data.

2.5.1 History Rejection
Conceptually, the simplest way to eliminate stale or invalid historical pixel data is
to discard it [4]. This can be done as a hard reject by setting α to 1 when stale
or invalid history or drastic changes in light color or intensity is detected. A soft
reject can be achieved by limiting α to a high minimum value, this gives a smoother
transition as some history is always blended in with the new frame. As α is no longer
constant across frames or pixels, this is called adaptive blending [4].

Rejecting history might initially seem straightforward, but detecting stale history or
drastic changes in light color or intensity using only aliased current frame samples is
a non-trivial problem. It can, for instance, be difficult to determine if a big change
in intensity is due to a dynamically changing scene or the per-frame jittered sample
offset. Due to jittering, the sampling point might jump from a high radiance/density
region to a low radiance/density region very quickly, even if there is no camera or
scene movement. This is an especially big issue where there is a lot of variance in the
participating medium, such as around the source of a spot light or near the boundary
of a participating media volume.

It is expected that current frame samples will inevitably be aliased. This means that
creating an error estimate by directly comparing the history to the current frame
sample results in both spatial and temporal instability [4]. Filtering the error estimate
using a box filter has been proposed [14]. The error estimate can then be used to
set a minimum limit on α, forcing the history to refresh by a minimum amount
[4]. Other techniques that adjust α based on the color extent of a neighborhood of
current frame samples have been developed [4].

Malan proposes utilizing the range of colors in the neighborhood around a pixel to
adaptively increase or decrease the blend factor [15]. The idea is that if the color
bounding box is small, the color is relatively flat, and the previous frame should have
a small contribution. This results in large flat areas appearing more quickly, reducing
ghosting [15]. If the color range is large, it instead means that the neighborhood
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covers a sharp edge, undersampled feature or noisy region. In such cases, temporal
blurring is introduced by reducing the blend factor [15]. This effectively makes it
possible to create a parameter for the allowed maximum amount of flicker, that
artists can use to balance ghosting with temporal stability on a per-scene basis.

2.5.2 History Rectification
Most history rectification techniques are built upon the assumption that if the his-
torical color value falls outside of the color extent of the current-frame neighborhood,
it has become stale and should be corrected before blending [4]. Although any
individual sample is assumed to be aliased, a neighborhood of current-frame samples,
demonstrated in Figure 2.9 (a), can still be used as a spatial estimate of the range
of values that are covered by each pixel [4]. Geometrically, the neighboring color
samples define a region in color space that represents reasonable values for the current
pixel. History rectification aims to restrict the reprojected history to this region.

Figure 2.9: Illustration of 3 × 3 × 3 neighborhood sampling (a), convex hull clipping
(b), AABB clamping and AABB clipping (c), and variance clipping (d) [4].

Mathematically, it would be ideal to clip the historical value against the convex
hull formed by neighboring color samples [4]. This hull, shown in Figure 2.9 (b),
represents the smallest convex region containing all neighboring colors, providing
the tightest possible color extent. It is, however, too computationally expensive
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to construct and project the history onto the convex hull within the performance
constraints of real-time rendering [4].

Instead, a fast approximation in the form of an Axis-Aligned Bounding Box (AABB)
is utilized in practice [4]. The AABB is constructed by computing the minimum
and maximum color values of the neighboring pixels for each channel. The range of
values in each channel then represents a side of the AABB. This approximation is
less accurate than the convex hull but is much cheaper to build and easy to clamp
or intersect against.

The most simple rectification technique using the AABB is clamping. In AABB
clamping, shown in Figure 2.9 (c), each channel of the color is individually clamped
to its minimum and maximum as defined by the AABB. Formally, if ci ∈ Rk denotes
the set of N current frame samples within a local neighborhood, ch the reprojected
historical color from the previous frame, and cmin and cmax the bounds of the AABB,
the rectified color cr is obtained as:

cr = min(max(ch, cmin), cmax) (2.2)

where all operations are performed component-wise. Clamping is computationally
efficient and ensures that the history remains within the valid color extent. However,
because each channel is individually clamped, values tend to collect in the corners of
the AABB [16]. For gray-scale scenes this is not an issue, but may lead to strange
color-related artifacts in scenes with color information.

A more advanced technique is AABB clipping [4], [16], shown in Figure 2.9 (c).
Instead of restricting each color channel individually, the historical color value is
projected onto the AABB, towards the current frame sample or the center of the box.
The current frame sample is guaranteed to be within the AABB as it is included when
computing the extent of the neighborhood. This better preserves the temporal color
gradient, generally resulting in a reduction of color-related accumulation artifacts.

Variance clipping is an extension of the idea of clipping against the current frame
color extent, but relies instead on the statistical distribution of the values in the
neighborhood [4]. The extent bounds are estimated using the neighborhood mean
and variance, producing a smaller clipping region [4], visualized in Figure 2.9 (d).

Formally, the first and second sample moments used for variance clipping are defined
as follows:

m1 =
N∑

i=1
ci (2.3)

m2 =
N∑

i=1
c2

i (2.4)

where the square and summation are taken component-wise. The sample mean µ
and standard deviation σ are then estimated as:
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µ = 1
N

m1 (2.5)

σ =
√∣∣∣∣ 1

N
m2 − µ2

∣∣∣∣ (2.6)

where all operations are performed component-wise. The absolute value is taken
to avoid negative values caused by floating-point inaccuracies. Then, a min-max
clipping interval is constructed around the mean as follows:

cmin = µ − γσ (2.7)

cmax = µ + γσ (2.8)

where γ is a user-defined parameter that controls the size of the box, and therefore
the strength of clipping.

A useful property of AABB clamping, AABB clipping, and variance clipping is that
they operate entirely on current-frame data, making them easier to implement [4].

Performing history rectification directly in RGB color space can produce color-
related artifacts since the RGB channels are commonly highly correlated. As seen in
Figure 2.10 (a), the RGB-space AABB can become poorly aligned with the actual
distribution of color samples. Transforming colors into a luminance-chrominance
color space such as YCoCg or YCrCb orients the bounding box in the direction
of luma [16]. This is preferable since luminance typically has high local contrast
and chroma typically does not [16]. This is shown in Figure 2.10 (b), where the
neighboring samples lie along the luma direction, resulting in a better fit using the
YCoCg-space AABB, and ultimately fewer color-related ghosting artifacts [16].
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(a) Clipping against an RGB
oriented AABB

(b) Clipping against an YCoCg
oriented AABB

Figure 2.10: Illustration of clipping against an RGB oriented box (a), and YCoCg
oriented box (b).
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In the YCoCg color space, visualized in Figure 2.11, the Y component represents
luminance, the Co component the orange offset to Y , and the Cg component the
green offset to Y [17].

Figure 2.11: The separation of image components into luminance Y , chrominance
orange Co, and chrominance green Cg.

The RGB to YCoCg transform, and its inverse are given by [17]:
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The RGB to YCrCb transform, and its inverse are given by [17]:
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There exist many RGB-reversible color spaces where luminance and chrominance
are decoupled [17]. Both YCoCg and YCrCb are explored in this work even though
it has been shown that YCoCg can provide better decorrelation of luminance and
chrominance than YCrCb and other similar transforms [18].

2.6 Applying TAA to Froxel Data
In the context of TAA, there are a few key differences between pixel and froxel
data. Most notably, froxel data is not associated with a surface, instead describing
in-scattering at a point in space. This means that surface-related TAA techniques,
such as using the geometry and depth buffer to detect disocclusions, are not viable.

Pixel data is also dependent on the position and rotation of the camera; history can
only be re-used if the reprojected pixel represents the same point on the same surface.
In between frames, the history might have become occluded by other geometry, and
pixel TAA algorithms must reliably detect this change. In contrast, since froxels
represent volumes in world space, no such disocclusion handling is necessary [1].
Reprojection is straightforward, with the reprojection vector containing only the
motion of the camera, not geometric motion.
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Reprojected froxels must only be discarded if they fall outside of the camera’s frustum
in the new frame. This occurs mainly near the sides of the frustum [1], although the
entire history buffer may become unusable if the camera has moved enough between
frames.

Performing history rectification on froxel-based radiance data has been proposed [3].
However, existing color-based temporal filtering techniques introduce artifacts when
applied to very noisy inputs [19], and due to the low resolution of the froxel grid, a
single froxel spans a much larger spatial extent than a single pixel. This inherently
amplifies undersampling artifacts, also resulting in the neighborhood around a froxel
more likely being aliased than the neighborhood around a pixel.

A subset of length 8 or 16 of the Halton(2,3) sequence is often used to acquire a
sub-pixel jitter offset each frame [4]. Quincunx and rotated grid offsets can also be
utilized [4]. The Halton sequence can easily be extended into three dimensions to
acquire sub-froxel jitter points that span the entire froxel. However, as froxel-based
volumetric rendering is, in essence, a massively parallelized form of ray marching,
sampling across the entirety of the froxel is not necessarily the best choice for
temporal stability as it introduces signal variance in the x and y directions. By
instead centering the sampling point in the middle of the froxel and offsetting it only
along the froxel’s depth (in the camera forward direction), the spatial complexity
of the jittering sequence is reduced to one dimension. This is the approach used in
Frostbite [3].

The phase function introduces view-dependence for volumetric radiance data. This
can become problematic for reprojected history data if a highly view dependent
phase function is used [1]. However, this work does not explore how volumetric TAA
is affected by highly view dependent phase functions due to scope.
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Methods

In this chapter, implementation details and the methods used for gathering and
analyzing data is discussed. First, it is described how the Godot volumetric rendering
pipeline was modified to support temporal anti-aliasing algorithms beyond the already
existing temporal accumulation technique. Then, the evaluation metrics are defined
and explained. The overall methodology of the experiments is described next, and
finally, the Frostbite implementation is discussed.

3.1 Modified Godot Volumetric Rendering Pipeline
Initially, the volumetric TAA algorithms were implemented in the open source game
engine Godot 4.6. Godot was chosen because it already had support for volumetric
rendering of fog, light, and density textures using a froxel-based system. In addition,
a basic version of volumetric temporal accumulation already existed in the form of
a simple exponential moving average. This implementation exhibited the typical
trade-off of temporal accumulation, with heavy flickering for high α values and lots
of ghosting for low α values. In-between α values only resulted in both temporal
artifacts being prevalent. As such, it was mostly useful for static scenes. The
open source nature of, and extensive public documentation for Godot enabled quick
prototyping, shortening the time before data could start being collected and analyzed.

Each frame, a froxel grid of resolution 160 × 90 × 128 is constructed within the
camera frustum. The froxels are distributed non-linearly across scene depth, using
the exponential distribution function shown in Equation 3.1.

z′(z) = zs, (3.1)

where z ∈ [0, 1] represents the normalized depth of the froxel in clip space, s is the
exponential distribution factor, and z′ is the transformed depth value.

This makes nearby froxels smaller, where volumetric detail is needed the most. We
found that a distribution factor of s = 2.0 provided a reasonable quality trade-off
between nearby and far-away froxels. The same froxel grid resolution and depth
distribution factor was used in all our Godot tests.

Figure 3.1 presents the individual shader passes of the modified Godot volumetric
rendering pipeline. In shader pass 1, volumetric radiance and participating media
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density are evaluated for each froxel. First, it is checked whether the history can
be reprojected, If reprojection fails, i.e. if the reprojection vector points outside of
the history buffer, no sub-froxel temporal jittering is applied, as jittering is only
useful when current frame samples can be blended with the history [4]. For froxels
that can be reprojected, a sub-froxel jitter offset is acquired from a pre-calculated
list containing the Halton(2,3,5) sequence of length 16. If depth-only jittering is
used, the jitter offset is applied only to the z-axis, remaining centered in the x and y
directions.

(1) Volumetric 
Sampling

(2) TAA Resolve (3) Copy to History
Buffer

(4) Spatial Filtering (5) Volumetric
Depth Integration

(6) Compositing 
(pixel output)

new frame history buffer from previous frame

Figure 3.1: Diagram of the relevant shader passes in the modified Godot volumetric
rendering pipeline. Shader passes 1-4 are compute shaders run for each froxel, pass 5
is a compute shader run for each view ray, and pass 6 is a fragment shader run for
each pixel.

At the jittered sample position, the participating media density and in-scattered
lighting are evaluated. All relevant light sources are iterated over, and their radiance
contribution is accumulated, taking shadow maps and attenuation into account.
Ambient volumetric lighting and global illumination is also added. Local density
is evaluated by iterating over all volumetric shape nodes and accumulating their
density contribution, and combining the result with the global fog density value. The
result is stored in a 16-bit RGBA 3D texture of the same size as the froxel grid, with
the RGB channels containing wavelength-dependent radiance information, and the
alpha channel containing participating media density. Storing density together with
radiance makes it possible to later apply temporal accumulation and anti-aliasing
methods on the volumetric medium directly, and also makes the volumetric depth
integration step trivial to compute.

In the original Godot implementation, volumetric sampling and temporal blending
were performed in the same compute shader pass. In order to implement more
advanced TAA techniques that require a neighborhood of current frame samples, a

18



3. Methods

separate volumetric TAA resolve pass was introduced as shader pass 2 in Figure 3.1.
In this pass, the newly sampled radiance and density is blended with the reprojected
historical froxel value after performing history validation. Most of the volumetric
TAA methods explored in this work exist within this pass, and as such, a more
detailed breakdown is presented in section 3.1.1.

In shader pass 3, the TAA resolved data is copied to the history buffer to be used in
the next frame. This is done in a separate pass to avoid reading and writing to the
same buffer in the same pass.

In shader pass 4, a low-pass filter is optionally applied to the TAA resolved data
in the x and y directions of the froxel grid. This shader pass is skipped entirely if
the user disables volumetric fog filtering in the project settings. Volumetric low-pass
filters are not explored further in this work, but this is where in the pipeline they
would be applied.

In shader pass 5, the TAA resolved data is integrated along the camera view rays in
the forward direction. This is done by iterating through the froxel slices in front-
to-back order, accumulating in-scattered radiance and taking transmittance into
account. Transmittance is calculated using the Beer-Lambert law, as per Equation
3.2. The accumulated radiance is stored in another 3D texture that is used later
when sampling the participating media contribution at shaded surface fragments.

T (∆d) = e−∆dt, (3.2)

where T (∆d) is the transmittance after traveling distance ∆d between two consecutive
depth slices in the medium, and t is the extinction coefficient describing absorption
and out-scattering within the participating medium, which in our implementation
corresponds directly to the local participating media density. Because of the non-
linear distribution of froxels across depth, ∆d is different for each pair of consecutive
depth slices.

Finally, in shader pass 6, the integrated volumetric lighting is blended with the
rendered scene color. The volumetric contribution for each pixel is retrieved by
transforming the shaded fragment position into froxel space and trilinearly sampling
the integrated volumetric 3D texture. When testing the volumetric TAA methods
implemented in Godot, trilinear sampling was disabled, leaving froxels blocky and
visually distinct. This would not be done in a production setting (other than perhaps
as an artistic effect), but is useful for visualizing the resolution of the froxel grid and
qualitatively assessing temporal artifacts.

3.1.1 TAA Resolve Pass In More Detail
Most of the tested volumetric TAA methods are implemented in the TAA resolve
pass (shader pass 2 in Figure 3.1). Figure 3.2 provides a more detailed overview of
this stage of the volumetric rendering pipeline.

The TAA resolve pass begins by reading the froxel’s current frame volumetric radiance
and density values (step 1 in Figure 3.2) that were computed in the previous compute
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(1) Retrieve Current
Frame Sample

(2) History 
Reprojection

(3) Color Space
Transform

(4) History Validation (5) Temporal 
Blending

(6) Output Color
Resolve

TAA Resolve pass
begin

early out if history cannot be reprojected

TAA Resolve pass finished

Figure 3.2: Diagram of the steps of the volumetric TAA Resolve pass.

shader pass. These values can trivially be retrieved using an integer 3D texture
lookup.

Next, the history buffer is sampled using the froxel’s position and the reprojection
vector (step 2 in Figure 3.2). Because of floating-point precision limitations of the
reprojection vector, an exact one-to-one mapping between froxels across frames is
not guaranteed, and a trilinear sampler is therefore used. In practice, this leads to
some blurring when the camera moves.

If the reprojected froxel position falls outside of the bounds of the history 3D
texture, a historical value cannot be retrieved. In such cases the current frame
in-scattering and density values are returned immediately, skipping the rest of the
shader. Temporal accumulation is effectively reset for the froxel.

When both current frame values and reprojected historical values have been retrieved,
they are transformed into the selected color space (step 3 in Figure 3.2). Subsequent
steps will operate on the transformed colors, with the density, stored in the alpha
channel, remaining unchanged.

History validation is then applied (step 4 in Figure 3.2). This involves using a
neighborhood of current frame samples to estimate the color extent of the froxel,
and then mapping the historical value onto that color extent. The details of the
algorithm at this stage depends on the selected history validation method.

Next, the rectified history is blended with the current-frame sample using an expo-
nential moving average (step 5 in Figure 3.2). Depending on the selected blending
method, the blend factor may either be constant across all froxels, or adapt dynami-
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cally based on the local neighborhood.

Finally, the blended result is transformed back into RGB space and stored in the
output froxel texture (step 6 in Figure 3.2). The TAA resolved froxel grid is then
used in subsequent stages of the volumetric rendering pipeline.

3.2 Experimental Variables in Godot
This section describes the temporal anti-aliasing methods and spatiotemporal recon-
struction techniques that were implemented and evaluated in the modified Godot
volumetric rendering pipeline.

3.2.1 Exponential Moving Average
A baseline implementation of temporal accumulation using an exponential moving
average (EMA) and a constant blend factor of α = 0.05 was first established. Current-
frame volumetric radiance and participating media density is linearly blended with
the reprojected history each frame.

3.2.2 History Rectification Methods
Three history rectification methods were implemented and evaluated: AABB clamp-
ing, AABB clipping, and variance clipping. All of these methods work by constraining
the reprojected historical value to a neighborhood of current-frame froxel samples.
AABB clamping individually limits each channel of the history’s RGBA to the
minimum and maximum values of the neighborhood. AABB clipping instead projects
the history onto the AABB defined by the minimum and maximum values in each
color channel. Finally, variance clipping uses the statistical distribution of values
in the neighborhood to create the bounds of the AABB used for clipping. The
mathematical definition for each method remains unchanged from their original
pixel-space TAA counterparts.

In addition to the core history rectification methods, a heuristic anti-flicker method
inspired by the work of Karis [16] was implemented. The method biases the signal
towards the frame where clipping occurs, essentially reducing the impact of quick
impulses. Karis does not explain exactly how the blend factor is reduced. For
simplicity, we therefore use a linear scaling of α based on the distance to clipping as
shown in Equation 3.3.

αi,t = (1 − k)αmin + kαmax (3.3)

k = clamp
(

di,t − dmin

dmax − dmin
, 0, 1

)
(3.4)

where αi,t is the blend factor for froxel i at frame t, αmin and αmax are user-defined
minimum and maximum blend factors, k is the interpolation factor, and di,t is the
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distance in color space between the reprojected history and its clipped counterpart
for froxel i at frame t. The parameters dmin and dmax define the range over which
the linear scaling is applied.

Small distances indicate that the history was recently clipped, in which case a
lower blend factor is used to favor slower temporal accumulation near the sharp
discontinuity. Larger distances increase the blend factor, allowing the EMA to
respond more quickly to changes in the signal. In practice, the distance is computed
as the Euclidean length of the RGB difference vector between the reprojected history
hreprojected and the clipped history hclipped:

di,t = |hreprojected − hclipped| (3.5)

Across our test scenarios, we found that αmin = 0.02 and αmax = 0.05, with dmin = 0
and dmax = 0.1, produced stable results.

3.2.3 Color Spaces
The RGB, YCoCg, and YCrCb color spaces were implemented and evaluated. After
retrieving any sample, it is transformed into the selected color space. The final
blended result is transformed back into RGB space before being stored in the output
froxel texture.

3.2.4 Adaptive Blending Method
An adaptive blending method inspired by the work of Malan [15] was implemented
and evaluated. In contrast to the anti-flicker method described earlier, the adaptive
blending does not modify the history whatsoever. Instead, only the blend factor
is changed, adaptively adjusting to the color extent of the local neighborhood.
Malan does not describe exactly how the α should be increased as the extent of the
neighborhood becomes smaller, so the most conceptually simple method, a linear
mapping shown in Equation 3.6, is used.

αi,t = (1 − k)αmin + kαmax (3.6)

k = 1 − clamp
(

ri,t − rmin

rmax − rmin
, 0, 1

)
(3.7)

where αi,t is the blend factor for froxel i at frame t, αmin and αmax are user-defined
minimum and maximum blend factors, and ri,t is the extent of the local color-space
neighborhood. The parameters rmin and rmax define the range over which the linear
scaling is applied.

In practice, the extent of the neighborhood is computed as the Euclidean length of
the RGB difference vector:
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ri,t = |cmax − cmin| (3.8)

where cmin and cmax are the minimum and maximum RGB values of the local
neighborhood, respectively.

In our tested scenarios, we found that αmin = 0.05 and αmax = 0.50, with rmin = 0.01
and rmax = 0.40, produced stable results.

3.2.5 Jitter Methods
Jittering and reconstruction filters change how the participating media is sampled
without modifying the underlying TAA algorithm. Still, the chosen jittering and
reconstruction methods greatly affect the spatial and temporal reconstruction quality
of the output.

To generate jitter points, 3D Halton noise [20] was used. This type of noise was chosen
since any subsequence is roughly equally evenly distributed in the pixel domain,
allowing for fast convergence [4]. It was chosen to utilize a Halton sequence of length
16, as done in INSIDE [21], but extended to three dimensions using Halton(2,3,5), as
visualized in Figure 3.3. For depth-only jittering, the sampling points are centered
on the froxel and offset only along the z-axis.

Figure 3.3: Illustration of full 3D (left) and depth only (right) sub-froxel jitter points
derived using the Halton(2,3,5) sequence of length 16. The points are numbered by
their index in the sequence.

Weighing each jittered sub-froxel sample equally each frame effectively results in a
spatiotemporal box filter [16]. This filter has poor edge quality and is not stable
under motion due to the sharp edges of the box [16]. Karis applies a Gaussian filter
fit to Blackman-Harris 3.3, plotted in Figure 3.4, to the jittered samples. We utilize
the same filter, weighing samples by their distance to the center of the froxel:
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W (x) = e−2.29x2 (3.9)

where W (x) is the sample weight at distance x from the center of the froxel.

Figure 3.4: Gaussian fit to Blackman-Harris 3.3 [16].

3.2.6 Spatial Reconstruction Methods
When estimating current frame color extent in pixel-space TAA, a 3×3 neighborhood
of pixels is commonly used. The most straightforward analogy in volumetric space is
to use a 3 × 3 neighborhood of froxels in the current depth slice.

As shown in Figure 3.5, the 3 × 3 neighborhood contains no spatial information from
nearby depth slices. By instead considering a 3×3×3 neighborhood of froxels, spatial
information from nearby slices is included. This applies an additional smoothing of
the signal across depth.

Figure 3.5: Illustration of the 3 × 3 (left), 3 × 3 × 3 (middle) and 6-tap (right)
neighborhoods.

A 3 × 3 × 3 neighborhood requires 27 samples per-froxel. This is likely too many in
a real-time rendering context. A 6-tap neighborhood is therefore also implemented
and tested. Analogous to the 4-tap nearest pixels neighborhood that Pedersen uses
in INSIDE [21], 6-tap utilizes samples from the six nearby froxels, as well as the
center froxel, to compute the bounds of the neighborhood.

The 3 × 3, 3 × 3 × 3 and 6-tap neighborhoods were implemented in Godot as
precomputed lists of sampling offsets. Each frame, the sampling index is provided as
a shader uniform.
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3.3 Frostbite Implementation
The findings from the experiments in Godot were used to create a final proposed
volumetric TAA algorithm. This algorithm was implemented in the Frostbite engine
and uses variance clipping with anti-flicker applied. Anti-flicker uses minimum and
maximum blend factors αmin = 0.02 and αmax = 0.05, over the range defined by
dmin = 0 and dmax = 0.1. The bounds used for variance clipping are constructed
using a 6-tap neighborhood. Initially, the YCoCg color space was also implemented,
but it produced too much flickering to be feasible. The RGB color space is thus used
instead.

In practice, we found that the region near the source of a spot light exhibits too great
intensity variance to be temporally stable. This is due to the infinitesimally small
point from which the light originates; the sampled value might be zero one frame,
while jumping incredibly high the next simply due to sub-froxel jittering. This was
mitigated by introducing a minimum distance threshold of 0.5m when calculating
spot light intensity, with any sample closer than this using the minimum distance.
This greatly reduces high-intensity fireflies, at the cost of the attenuation shape of
the spot light being less visually distinct.

3.4 Evaluation Methodology
When evaluating temporal anti-aliasing techniques, the important artifacts to consider
are ghosting and flickering. Conceptually, these correspond to the classical statistics
bias-variance trade-off of a biased estimator. We therefore treat the TAA algorithm
as a biased estimator, defining its correctness using the Mean Squared Error (MSE)
as per Equation (3.10).

MSE[F ] = E[(F − G)2] = V [F ] + β[F ]2 (3.10)

where F is the output of the estimator, G is the true value (ground truth), V [F ] is
the variance of the estimator and β[F ] is its bias [22].

What a volumetric TAA algorithm essentially tries to do is to perfectly reconstruct
the ground truth while introducing as little visually perceptible temporal variance as
possible. Constant reconstruction errors, in the form of ghosting, behave similarly
to estimator bias, and temporal instability, in the form of flickering, corresponds to
estimator variance. We therefore measure these two artifacts separately, making eval-
uating overall algorithm quality analogous to a classical bias-variance minimization
problem.

The reconstruction error and temporal instability metrics described in this section are
mostly useful for comparing different algorithms to each other. The values on their
own are difficult to interpret as their scale does not directly correspond to perceptual
image quality. Therefore, an additional image quality assessment is performed using
the Structural Similarity Index Measure (SSIM). SSIM produces normalized values
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in the range of [0, 1] which are easier to interpret, as their meaning is well established
in literature [23].

3.4.1 Measuring Reconstruction Error
Reconstruction error measures how much a tested algorithm deviates from the ground
truth. The difference is quantified using the Root Mean Squared Error (RMSE),
where a higher RMSE value indicates a larger difference. Instead of comparing the
pixels of the final image output, as is commonly done for pixel-based rendering, the
froxel data is used directly when measuring algorithm quality. This allows for a more
nuanced understanding of how the TAA algorithm operates. The reconstruction
error E for froxel i at frame t is defined as:

Ei(t) = Fi(t) − Gi(t) (3.11)

where Fi(t) is the output of the TAA algorithm and Gi(t) is the ground truth value.
All operations are performed component-wise.

RMSE across an entire test sequence is calculated as:

RMSE =
√√√√ 1

|Ω|
∑
i∈Ω

1
T

∑
t

Ei(t)2 (3.12)

where Ω is the region of interest and T is the total number of frames in the sequence.
All operations are performed component-wise and color channels averaged at the end
to obtain the final RMSE score [24].

This metric captures constant reconstruction error, including ghosting artifacts, and
can therefore be used as a measurement of estimator bias.

3.4.2 Measuring Temporal Instability
While RMSE measures the overall accuracy of the algorithm, it does not capture
temporal instability, or at least not in a very readable way. We define a temporal
instability (TI) metric based on the frame-to-frame change in error:

TI =
√√√√ 1

|Ω|
∑
i∈Ω

1
T

∑
t

(Ei(t) − Ei(t − 1))2 (3.13)

where Ω is the region of interest, T is the total number of frames in the sequence,
Ei(t) is the error of froxel i at frame t. All operations are done component-wise and
the color channels averaged at the very end to obtain the final flicker value.

The TI metric measures temporal variation in the reconstruction error, and can
therefore be used as a measurement of signal variance for the tested TAA algorithm.
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Large values indicate quick changes in the underlying signal, which are often perceived
visually as flickering artifacts.

However, since the metric does not distinguish between rapid changes in the ground
truth and slow responses in the reconstructed signal, the temporal instability metric
does not correspond directly to visually perceived flicker. For instance, if a big
change occurs between frames in the ground truth and the TAA algorithm reacts
very slowly to the same change, a large spike in the TI metric is produced even if the
visual output remains relatively stable. However, if there is a lot of visual flickering,
it is reflected in the temporal instability metric, as flickering cannot occur without
temporal oscillations in the signal. In other words, high visual flickering translates
to high temporal instability, while high temporal instability does not necessarily
manifest as visual flickering artifacts. The 95th percentile of the TI signal is therefore
also sometimes presented as it omits big one-frame outliers, making it more aligned
with visually perceived flicker in some scenarios.

3.4.3 Measuring Structural Similarity
While the RMSE captures direct froxel-space numerical differences between the
tested algorithm and the ground truth, it is not necessarily a good measurement of
perceived visual quality in the final rendered output. To evaluate the perceptual
similarity between the tested algorithm and the ground truth, we use the Structural
Similarity Index Measure (SSIM) [25].

SSIM compares local luminance, contrast, and structural information between two
images, producing a similarity score in the range of [0, 1], with a higher value
indicating greater similarity to the ground truth [25]. SSIM is calculated for each
frame and the values plotted to highlight how different algorithms compare across a
sequence.

In addition to the SSIM score, an SSIM map can also be computed. The SSIM map
visually displays local structural similarity between two images, making it possible
to qualitatively assess regions where the reconstruction quality is poor. In the SSIM
map, pixels with perfect similarity are white, becoming darker as the SSIM score is
reduced. In our tests, this results in dark regions where there are a lot of ghosting
and flickering artifacts.

SSIM score and SSIM maps are calculated using the structural_similarity
method provided by the scikit-image metrics package [26]. A gaussian kernel with
weight 1.5 was used to match the implementation of Wang et al. [25].

3.4.4 Ground Truth
In order to calculate our evaluation metrics, each frame requires a reference to
compare the output of the TAA algorithm to. For each frame, two ground truth
outputs are generated: the final rendered image and the corresponding volumetric
3D texture containing the froxel data directly after the TAA resolve pass.
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The ground truth image is used to evaluate final screen-space image quality using
SSIM. The 3D texture is used for calculating the RMSE and TI metrics.

The same froxel grid resolution is used for both the TAA algorithm and the ground
truth. This makes it possible to directly compare the outputs. In the ground truth,
each froxel is supersampled using a uniform 16 × 16 × 16 pattern and the samples
averaged to produce the froxel’s reference value. This process is similar to how the
ground truth is often generated for pixels, with Schied et al. using 4096 samples per
pixel as their ground truth [19]. While the froxels in our case span a larger spatial
extent than pixels, the same supersampling resolution of 163 = 4096 is used.

3.4.5 Region of Interest
In our test scenarios, most of the froxels are completely unaffected by in-scattering and
therefore do not contribute with meaningful information when computing evaluation
metrics. A region of interest (ROI) is therefore applied to the volumetric data,
allowing us to effectively zoom in on froxels that participate in light transport
calculations.

A froxel is included in the ROI if it is ever affected by radiance, be it from a light
source or through emission. In practice, this is calculated as any of the RGB channels
containing a non-zero value at any point during the test scenario. In effect, this
means that only froxels that were visible at some point during the scenario are
included in the ROI.

The ROI is computed separately for each tested algorithm since different methods
may produce non-zero contributions in different regions of the froxel grid even in the
same test scenario. In practice, this means that when analyzing an algorithm, the
union of its ROI and the ROI of the ground truth is used:

ROIeffective = ROIscenario ∪ ROItruth (3.14)

This ensures that only the relevant froxels are included for each output while excluding
completely empty regions.

3.4.6 Measuring Performance
Performance measurements are done in the Frostbite engine, as the goal is to evaluate
how the final proposed volumetric TAA algorithm fares in a production rendering
environment. We measure GPU frame times over a one-minute interval, reporting
the mean, minimum, and maximum time in milliseconds, as well as the Relative
Standard Deviation (RSD) in percents.

We are interested in seeing how much the proposed algorithm increases the perfor-
mance cost of the TAA resolve pass itself, and also how it compares in the larger
context of the entire volumetric rendering pipeline.

Performance measurements are straightforward in our case, as the cost of the
volumetric TAA methods explored in this work does not differ due to the volumetric
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effects used in the scene, or due to view dependence. In comparison, the performance
of some pixel-based anti-aliasing methods, such as MSAA, depends on the sampled
geometry, coverage, and visibility [2].

3.5 Experiment Methodology
To measure the quality of a TAA algorithm, an appropriate test scenario is first
selected. The scenario is run multiple times, first to generate the ground truth, and
then once per tested TAA algorithm to acquire the test outputs. The number of
output frames depends on the length of the test scenario.

The Godot volumetric rendering pipeline was modified to output the resulting 3D
texture after the TAA resolve pass into a .raw file each frame. The final image
output after rendering was also stored as a.png each frame. To make the process of
testing and analysing data easier, the output was automatically organized in folders
for each test scenario, as shown in Figure 3.6. Careful consideration was put into
making the jittering sequence deterministic across all tests, ensuring that running
the same test scenario multiple times always results in exactly the same output.

Example Scenario ground_truth image_data

volumetric_data

data.txt

N .png files

N .raw files

test_run_1 image_data

volumetric_data

data.txt

N .png files

N .raw files

Figure 3.6: Diagram illustrating the output folder structure of a test scenario,
showing one reference run (ground_truth ) and one test run (test_run_1). Folders
are shown in gray and files in green. The dotted line around the .png and .raw
boxes indicate that there are multiple files in the folder, one for each of the N frames
in the test scenario. The data.txt files contain configuration parameters for each
run.

A python script was developed to compare the results between different algorithms.
The script first loads the data from the ground truth run, and then all of the test
runs within the scenario folder. It then iterates over all frames of the scenario, and
for each frame, calculates the RMSE, Temporal Instability and SSIM values between
the ground truth and each test run. The RMSE, TI and SSIM values can then be
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plotted across the duration of the test scenario. When calculating RMSE and TI
across the entire sequence, the sum of the squared error is accumulated across all
frames, and the root is taken at the very end.
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Results

In this chapter, the froxel TAA algorithms are quantitatively evaluated in terms
of volumetric spatial accuracy (RMSE), temporal instability (TI), and structural
similarity of the final image output (SSIM). Some qualitative assessments are also
included where relevant. Initially, the behavior of a exponential moving average
(EMA) is established. Then, different froxel TAA algorithms are evaluated across a
variety of scenarios in Godot. All Godot tests were performed with the same froxel
resolution of 160×90×128 and depth distribution factor of 2. Finally, output images
and performance characteristics of the Frostbite implementation are presented.

4.1 Exponential Moving Average Behavior
To understand the limitations of temporal accumulation, the behavior of the expo-
nential moving average is analyzed. The EMA, henceforth referred to as the baseline,
establishes a reference point that subsequent techniques can be evaluated against.
For simplicity, the baseline scenario uses depth-only jittering and a blend factor of
α = 0.05.

4.1.1 EMA Response to Abrupt Change
To evaluate how the baseline EMA behaves when a sharp discontinuity occurs, the
step response scenario is used. The scenario, shown in Figure 4.1, contains a white
spotlight in the center of the screen. The light is lit at the start and remains so for
100 frames, then it abruptly turns off to zero brightness for 100 frames, before finally
turning back on for another 100 frames. Before data is collected, the history buffer
is allowed to converge over 120 frames. The RMSE and Temporal Instability across
the scenario are plotted in Figure 4.2.

Figure 4.1: Rendered image output of the ground truth in the step response scenario,
showing the three distinct states of the light in sequential order.
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Figure 4.2: RMSE (left) and Temporal Instability (right) over time for the baseline
EMA in the step response scenario.

For the first 100 frames, both the RMSE and the Temporal Instability remain small
as expected, confirming that EMA performs well under static conditions. There is a
little temporal variance (TI) due to the jittering of sample points. There is also a
small constant bias (RMSE) since the algorithm is never allowed to fully converge.

When the light turns off at frame 100, the RMSE jumps sharply. At this time, the
history contains high intensity values while the ground truth instantly drops to zero.
As the blending factor is fixed at α = 0.05, the EMA reacts to the change by only 5%
each frame, resulting in a slow exponential decay towards zero. This takes around
100 frames, matching the analytically derived expectation for a 5% decay.

A similar spike in RMSE can be seen when the light turns on again at frame 200,
this time for the opposite reason; the history buffer has converged to all zeroes and
the EMA is unable to respond to the sudden increase in illumination. Visually, this
manifests as the light slowly fading in before converging to fully lit again. Note how
the measurements converge to the same values as in the beginning of the scenario.

The Temporal Instability value also spikes when the sharp discontinuities occurs.
This is because the error between the baseline and the ground truth is very small
before the discontinuity, and very large in the frame directly after. These spikes are
not useful when attempting to measure overall visually perceptible flicker, as they
do not accurately convey how much visual change occurs in the scene. Indeed, they
exists precisely because the baseline algorithm did not react to the discontinuity fast
enough.

The abrupt on/off transition is designed to clearly show temporal lag, but the
convergence time of the baseline EMA is defined entirely by the blending factor α.
Consequently, it takes equally long for all changes in the underlying signal to become
fully accumulated in the history. This means that while a change of a big magnitude
is more visually noticeable, all ghosting artifacts take equally long to fade, no matter
the magnitude of the change.

4.1.2 EMA Response to Gradual Change
The limitations of the baseline EMA are further evaluated in a scenario where the
underlying signal changes slowly over time. While the step response scenario could
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realistically occur in a production setting, this experiment is designed to examine the
behavior of the algorithm over an extended duration where the scene is constantly
changing.

The gradual change scenario is based on the same spotlight configuration as before,
but the light source instead moves slowly across the scene, changing direction every
50 frames. Between frames 350-400, the light stops moving and instead rotates 90
degrees. Between frames 400-450, the light color linearly fades from white to red,
and between frames 450-500, the color linearly fades from red to blue. The RMSE
and Temporal Instability across the scenario are plotted in Figure 4.3.

Figure 4.3: RMSE (left) and Temporal Instability (right) over time for the baseline
EMA in the gradual change scenario.

The baseline EMA exhibits a high error throughout the entire sequence. As the light
moves, new froxels become illuminated while other, previously lit froxels, constantly
fall outside of the light cone. As the EMA reacts to the change at a fixed rate, it
consistently lags behind, leading to a persistent bias which manifests visually as
ghosting.

When the light changes direction, the RMSE temporarily decreases as previously lit
froxels are revisited and their values become more consistent with the ground truth
for a short while. When the light then continues into new regions, the error increases
again. This explains the valleys seen around frames 50, 150, 200, and 250.

During constant motion, the RMSE does not converge down toward zero. It instead
exhibits a high constant bias. For example, between frames 300-350, the light is
moving from left to right at a constant speed, producing a relatively constant error.

The high Temporal Instability seen between frames 0-350 does not produce visual
flickering artifacts. It instead arises from the baseline not reacting fast enough to
sharp changes in the underlying signal; individual froxels are constantly becoming
lit and unlit around the sides of the light cone, going from zero to high intensity
and vice versa. This is captured perfectly in the ground truth but the baseline EMA
cannot react to it fast enough, exactly as in the step response scenario, but at a
smaller scale. This highlights a quirk of the Temporal Instability metric: it cannot
distinguish between changes in the ground truth and the tested algorithm, making it
somewhat difficult to parse for dynamic scenes.

Compared to constant motion, gradual color change (frame 400 onward) produces
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relatively small errors, especially in the Temporal Instability metric. This is expected
as color changes affect only the magnitude of the signal, not the spatial extent of
illuminated regions. Changes caused by motion and rotation of the light source
impact more froxels simultaneously, and to a higher degree, leading to bigger errors.

4.2 History Rectification
At this stage, the choice of neighborhood sampling technique becomes relevant, as
all evaluated history rectification techniques utilize a neighborhood of current-frame
samples. The 3 × 3 × 3 and 6-tap neighborhoods smooth out the signal across depth
slices, essentially acting like a spatial stabilizer and reducing visible flickering. At
this stage, we want these artifacts to remain exposed as it helps when evaluating the
underlying TAA algorithm. Therefore, a 3 × 3 neighborhood is used, as it does not
average the signal across depth. To make the results comparable with the baseline
EMA, depth-only jittering and a constant blend factor of α = 0.05 is used.

4.2.1 Response to Abrupt Change
Again, the step response scenario is used to test how the history rectification tech-
niques react to abrupt change. While this scenario is incredibly rudimentary, it
gives important insights in how these algorithms operate. The RMSE and Temporal
Instability across the scenario are plotted in Figure 4.4.

Figure 4.4: RMSE (left) and Temporal Instability (right) over time for history
rectification techniques and the baseline EMA in the step response scenario.

As shown previously, the baseline EMA performs well in fully static conditions (the
first 100 frames in Figure 4.4). When comparing it against the history rectification
techniques, it actually performs the best, both in terms of accuracy and Temporal
Instability. However, when the light turns off, the difference between the baseline
EMA and the history rectification techniques becomes incredibly pronounced. The
history rectification techniques all immediately drop to an error of exactly 0, reacting
perfectly to the drop in intensity. This confirms that, while optimal for static scenes,
the baseline EMA is completely unsuitable when quick changes occur.

The perfect drop in error displayed by each history rectification technique when the
light turns off is a result of the current-frame neighborhood having an extent of 0
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across all axes. This means that the history is clamped/clipped against, effectively, a
point. It is clear that history rectification is excellent at reacting a drop in intensity,
as the size of the neighborhood shrinks, and temporal lag is effectively eliminated
entirely.

When the light turns on again (frame 200 in Figure 4.4), the history rectification
techniques react slightly differently. All techniques have substantially better accuracy
than the baseline EMA, with variance clipping producing the lowest error spike,
meaning that it is the best at reconstructing the signal when light is quickly introduced.
This suggests that a tighter bound of the color extent allows the algorithm to adapt
to changes much more quickly and precisely. However, the tighter color extent also
introduces more Temporal Instability, as shown in Table 4.1, where variance clipping
exhibits the highest Temporal Instability relative to the baseline EMA.

Rectification Method RMSE TI P95 ∆ TI P95

Baseline (Comparison) 0.009724 0.001453 −
AABB Clamp 0.003136 0.002373 +63.32%
AABB Clip 0.003136 0.002373 +63.32%
Variance Clip 0.002977 0.004217 +190.23%

Table 4.1: Performance comparison of history rectification techniques in the step
response scenario. ∆ TI P95 denotes the increase in the 95th percentile of Temporal
Instability compared to the baseline EMA.

AABB clamping and AABB clipping produce identical results throughout the entirety
of the scenario. This is why it is not possible to visually tell them apart in Figure 4.4.
This becomes more clear in Table 4.1, where both techniques have identical values.
The identical results of the two techniques is expected behavior, AABB clipping
is designed to better rectify color information, which is not relevant in a grayscale
scene.

Finally, a periodic pattern can be seen in the plots in Figure 4.4. It is particularly
visible for variance clipping in the RMSE plot as it exhibits the most flicker. The
distance between the highest peaks is exactly 16 frames, corresponding to the length
of the jitter sequence used. This repeating change in error is perceived as visual
flicker, highlighting how jittering and flicker are related.
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4.2.2 Response to Gradual Change
The same gradual change scenario as before is used to test how the history rectification
techniques react when the underlying signal changes slowly. The RMSE and Temporal
Instability across the scenario are plotted in Figure 4.5.

Variance clipping performs the best across almost the entire sequence. When the
light is moving and rotating (frames 0-400), it consistently achieves a lower RMSE
than the other history rectification techniques. In this interval, the difference between
the two spatial reconstruction techniques remains nearly constant, indicating that
variance clipping consistently introduces less bias, and therefore reduces ghosting
artifacts more effectively than AABB-based methods.

Figure 4.5: RMSE over time for history rectification techniques and the baseline
EMA in the gradual change scenario.

After the light stops moving at frame 400, AABB clipping quickly starts converging
towards the performance of variance clipping. The two method perform roughly
equally well for the rest of the sequence. After frame 500, when the light becomes
completely static in terms of both movement and color, AABB clipping actually
outperforms variance clipping by a tiny margin, precisely as it did in the step response
scenario. Still, variance clipping greatly outperforms AABB clipping overall, with
the difference in RMSE after frame 500 being negligible in comparison to during
movement.

AABB clamping again performs identically to AABB clipping when the light is
white (frames 0-400). However, after frame 400 when the light stops moving and
gradually starts changing color, AABB clamping starts performing worse. There
is an especially big RMSE spike at frame 500 when the light finishes fading from
red to blue and becomes a static blue color. AABB clamping struggles here, with
the error constantly increasing as the light fades from red to blue (frames 450-500
in Figure 4.5). It then takes around 50 frames for the error to converge back down
to the level of AABB clipping. This delayed response highlights the limitations of
clamping when color is introduced.
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At frame 400, the light has completed a 90 degree turn. As shown in Figure 4.2, the
previous orientation of the spot light can still be seen quite clearly in the baseline
scenario as a large smeared region. In contrast, AABB and variance clipping are
much more accurate, with the latter preserving the shape of the spot light better.
AABB clamping is not shown as it produces the exact same result as AABB clipping
for this frame.
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Table 4.2: Qualitative comparison of the rendered output images and SSIM maps
for the ground truth, baseline, AABB clipping, and variance clipping at frame 400
in the gradual change scenario.
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4.2.3 Comparing AABB Clamping and AABB Clipping
Earlier testing indicated that AABB clamping struggles to rectify the history when
the color changes gradually. In this experiment, AABB clamping is compared to
AABB clipping in the color overlap test scenario where the light color changes in a
multitude of ways.

The color overlap test scenario consists of two static spot lights that overlap. The
light on the left stays the same blue color throughout the scenario. From frames
0-200 the light source on the right abruptly changes color every 50 frames. At
frame 200 the light abruptly turns blue and then linearly fades to green over 100
frames. From frames 300-350 the light linearly fades from green to red over 50
frames before abruptly turning magenta. Frame 200 and 350 produce the biggest
differences between clipping and clamping. The image output at these frames can be
visually compared in Figure 4.3, with the SSIM map highlighting differences to the
ground truth. Note, for instance, how some green color bleeds into frame 200 at the
intersection of the light sources.

As shown in Figure 4.6, clipping consistently achieves better accuracy than clamping.
The difference is most pronounced when the color changes gradually (frames 200-350).
The RMSE spike at frame 350 is especially large because the error has been building
up from the gradual color change starting at frame 300, and when the color abruptly
changes at frame 350, more error is quickly introduced. These errors compound,
becoming especially visible for clamping.

Figure 4.6: RMSE over time for AABB clamping and AABB clipping in the color
overlap scenario.
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Table 4.3: Qualitative comparison of the rendered output images and SSIM maps
for the ground truth, AABB clamping, and AABB clipping at frames 200 and 350 in
the color overlap scenario, with the preceding frames included to illustrate abrupt
color change.
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4.2.4 Impact of Color Space on History Rectification
As seen in section 4.2.3, clipping performs better than clamping but the RGB-space
can still cause temporal color bleeding. This artifact is especially noticeable when
the color changes quickly. Outdated color information in the history buffer is not
sufficiently rectified to reflect the change in the scene, and stale color information is
carried over into the next frame. This artifact is clearly visible in the RGB color
space at frame 100 in Table 4.4, where a red outline remains around the edges of
the spot light after it abruptly turns yellow. It takes several frames before the light
converges to a uniformly yellow color, reflected in the exponential decay of the SSIM
error between frames 100-150 in Figure 4.7.

Figure 4.7: SSIM score over time for the RGB, YCoCg, and YCrCb color spaces in
the color overlap scenario.

Both YCoCg and YCrCb reduce this type of color bleeding artifact. Since chromi-
nance is decoupled from luminance, outdated color information bleeds less into the
reconstructed signal. The reduction of chrominance artifacts comes at the cost of
increased luminance artifacts, however. This is most visible at frame 200, where the
SSIM score for both YCoCg and YCrCb drastically drops before slowly converging
again. At this time, the color goes from green to blue, and stale luminance informa-
tion in the green channel bleeds into the next frame. This is most clearly visible for
YCoCg, which clearly exhibits an excess of luminance around the source of the spot
light in Table 4.4. The artifact is also prevalent for YCrCb, but to a lesser extent.
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Table 4.4: Qualitative comparison of rendered output image and SSIM maps for the
RGB, YCoCg, and YCrCb color spaces at frames 100 and 200 in the color overlap
scenario, with the preceding frames included to illustrate abrupt color change. 41
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4.2.5 Anti-Flicker Heuristics
As seen previously, variance clipping introduces Temporal Instability in the form of
flicker. An anti-flicker technique based on the work by Karis [16] was tested in a
scene containing a cube with a noise density texture and two spot lights. The lights
and cube both remain static for the duration of the test.

In the static noise cube scenario, anti-flicker produces substantially less visual flicker
than fixed α. This is most noticeable around the source of the spot light and around
the edges of the cube where it is contrasted against the black background. This is
illustrated in Figure 4.8, where the SSIM map for the fixed α is averaged across
the entire scenario, showing flickering hotspots. It is also reflected in the Temporal
Instability metric which is decreased by 56.21% as presented in Table 4.5. While the
measured RMSE is also slightly lower, the difference is imperceptible.

Figure 4.8: Image output of the static noise cube scenario (left), and the averaged
SSIM map across the entire scenario for fixed α (right), showing flicker hotspots.

The algorithms were also tested in a dynamic scenario containing the same volumetric
noise cube, containing a spot light exhibiting movement and abrupt color change.
In this scene, the fixed α performs slightly better than anti-flicker as can be seen
in Table 4.5. However, the difference is negligible and visually imperceptible, with
anti-flicker increasing Temporal Instability by only 1.41% compared to fixed α. The
scenario was also run with a lower fixed α of 0.02 to compare anti-flicker to inherently
less noisy data. This resulted in both worse accuracy and more Temporal Instability,
showing that anti-flicker is better than simply lowering the blend factor globally.

Static Noise Cube Scenario Dynamic Noise Cube Scenario
Technique RMSE TI ∆ TI RMSE TI ∆ TI
Fixed α 0.251850 0.011555 − 0.138291 0.026424 −
Anti-flicker 0.251354 0.005060 -56.21% 0.140033 0.026796 +1.41%

Table 4.5: Performance comparison between blending techniques in the static and
dynamic density texture scenarios. ∆ TI denotes the difference in Temporal Instability
compared to fixed α, with negative values indicating a decrease, and positive values
indicating an increase.
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4.3 Adaptive Blending
The adaptive blending method was tested in the same dynamic noise cube scenario
as before. The history converged over 120 frames before running the scenario. We
compare the technique with the baseline EMA and variance clipping, with the SSIM
value plotted across the scenario in Figure 4.9.

Figure 4.9: SSIM score over time for adaptive blending, variance clipping, and the
baseline EMA in the dynamic noise cube scenario.

Adaptive blending greatly reduces ghosting even as the maximum blend factor is
limited to 50%, a higher maximum reduces ghosting even more but also introduces
more Temporal Instability. At frame 50 the moving light source abruptly changes
color from red to blue, and since the algorithm is only allowed to modify the history
by a maximum of 50% each frame, the abrupt change is reflected in the SSIM score
as a sudden dip in Figure 4.9. Table 4.6 shows how the different algorithms react
when the abrupt change occurs.

Both variance clipping and adaptive blending exhibit similar Temporal Instability
across the sequence, but variance clipping reduces ghosting more effectively than
adaptive blending as seen in the SSIM maps in Figure 4.6.
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Table 4.6: Qualitative comparison of the rendered output images and SSIM maps
for the ground truth, baseline, adaptive blending, and variance clipping at frame 50
in the dynamic noise cube scenario, with the preceding frames included to illustrate
the abrupt color change of the spot light.
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4.4 Jitter Methods
Different jittering methods do not change the internals of the TAA algorithm, only
affecting how a froxel is sampled. The choice of jittering strategy still has a big
impact on the image quality and temporal stability of the algorithm. This section
evaluates two aspects of jittering: the spatial distribution of sample points within a
froxel, and how these samples are weighted.

4.4.1 Spatial Distribution of Jitter Points
This experiment compares full 3D jittering against depth-only jittering. Both
sequences use the Halton(2,3,5) sequence of length 16, with the latter only offsetting
samples along the depth of the froxel. The jittering sequences are tested in the static
noise cube scenario to separate sampling artifacts from scene dynamics. The RMSE
and Temporal Instability are presented in Table 4.7

Static Noise Cube Scenario
Method RMSE TI ∆ TI
Depth-only 0.251850 0.011555 −
3D Halton 0.094723 0.018366 +58.94%

Table 4.7: Performance comparison between spatial distribution methods in the static
noise cube scenario. ∆ TI denotes the increase in Temporal Instability compared to
depth-only jittering.

As shown in Table 4.7, 3D Halton achieves a much lower RMSE score compared to
depth-only jittering. This is expected, as the ground truth is generated using full 3D
supersampling of each froxel, inherently making the volumetric data from the 3D
jitter distribution more similar to the ground truth. However, this does not translate
into meaningful perceptual improvements as shown in Figure 4.10, where 3D Halton
jittering achieves only an 0.015 SSIM increase on average.

The spatial distribution methods can also be qualitatively compared in Table 4.8.
Although the SSIM map for depth-only jittering is more pronounced around the edges
of the cube, it is quite difficult to see the difference in the image output. The 58.94%
increase in Temporal Instability from 3D Halton jittering is much more noticeable,
reflected in Figure 4.10 as a more pronounced SSIM oscillation. In summary, any
gains in SSIM are dwarfed by the increase in Temporal Instability.
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Figure 4.10: SSIM score over time for 3D Halton jittering and depth-only jittering
in the static noise cube scenario.

Image Output SSIM Map

G
ro

un
d

Tr
ut

h
3D

H
al

to
n

D
ep

th
O

nl
y

Table 4.8: Qualitative comparison of rendered output images and SSIM maps for
the ground truth, 3D Halton jittering, and depth-only jittering at frame 99 in the
static noise cube scenario.
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4.4.2 Jitter Reconstruction Filter
When jittered samples are accumulated with an equal weight each frame, the spatial
reconstruction effectively corresponds to a box filter which is known to perform
poorly under motion [16]. In this experiment, the box filter is compared against
a Blackman-Harris window function used as a reconstruction filter, as per Karis’s
implementation [16].

The evaluation is done in both a static scene and in a scenario with a moving camera
to compare the filters under different conditions. Variance clipping is used to make
the image output more easy to compare visually, but with anti-flicker disabled so
that filter-induced flickering remains pronounced. RMSE and Temporal Instability
are presented in Table 4.9.

Static Noise Cube Scenario Moving Camera Scenario
Reconstruction Filter RMSE TI ∆ TI RMSE TI ∆ TI
Box Filter 0.251850 0.011555 − 0.074873 0.075692 −
Blackman-Harris 0.251782 0.003693 -68.04% 0.078830 0.079703 +5.30%

Table 4.9: Performance comparison between jitter reconstruction methods in the
static density texture and moving camera scenarios. ∆ TI denotes the change in
Temporal Instability compared to the box filter, with negative values indicating a
decrease, and positive values indicating an increase.

In the static scenario, the Blackman-Harris filter reduces Temporal Instability by
68.04% compared to the box filter while the accuracy remains comparable. The
improvement in temporal stability is substantial to be very visually perceptible,
especially in regions with a lot of variation in the underlying signal, such as around
the source of the spot lights and the edges of the cube.

In the moving camera scenario, the reconstruction filters perform roughly equally well.
The Blackman-Harris filter produces slightly more error and Temporal Instability,
but the difference is difficult to perceive visually.
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4.5 Spatial Reconstruction Methods
In this experiment, a 3 × 3 neighborhood in the depth slice of the froxel, a full
volumetric 3 × 3 × 3 neighborhood, and a 6-tap neighborhood is evaluated. The
methods are tested in both the static noise cube, and gradual change scenarios.
RMSE and Temporal Instability across both scenarios are presented in Table 4.10.

Static Noise Cube Scenario Gradual Change Scenario
Method RMSE TI ∆ TI RMSE TI ∆ TI
3 × 3 0.249119 0.032315 − 0.002970 0.001921 −
3 × 3 × 3 0.251025 0.010585 -67.24% 0.004027 0.001823 -5.10%
6-tap 0.251850 0.011555 -64.24% 0.003049 0.001843 -4.06%

Table 4.10: Performance comparison between the 3 × 3, 3 × 3 × 3, and 6-tap spatial
reconstruction methods in the static noise cube and gradual change scenarios. ∆ TI
denotes the Temporal Instability difference compared to the 3 × 3 neighborhood,
with negative values indicating a decrease, and positive values indicating an increase.

The 3 × 3 neighborhood produces substantially more visual flicker than the other
spatial reconstruction methods. This is especially noticeable in the static scenario,
where the 3 × 3 × 3 and 6-tap neighborhoods achieve a 67.24% and 64.24% reduction
in TI, respectively.

The 3 × 3 × 3 and 6-tap neighborhoods are comparable in terms of temporal stability
across both scenarios. However, 6-tap constantly produces a higher SSIM score than
3 × 3 × 3 across the entire gradual change scenario, as can be seen in Figure 4.11.
While the SSIM improvement is small, it is enough to be visually perceptible.

Figure 4.11: SSIM score over time for the 3 × 3, 3 × 3 × 3, and 6-tap spatial
reconstruction methods in the gradual change scenario.
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4.6 Compilation of Godot Scenarios
To get an overview of how the proposed volumetric TAA algorithm performs in
comparison to the baseline EMA, results from three Godot scenarios are compiled
and presented in Figure 4.12. The proposed algorithm uses variance clipping with
anti-flicker, depth-only jittering with a Blackman-Harris reconstruction filter, and a
6-tap neighborhood.

The proposed algorithm reduces reconstruction error in all scenarios. The greatest
reduction is seen in the dynamic scenario which contains a lot of fast moving light
sources that change color frequently. In terms of Temporal Instability, the proposed
algorithm reduces the metric by 28.60% in the dynamic scenario, while performing
only marginally better in the other scenarios.

Figure 4.12: Relationship between RMSE and Temporal Instability across three test
scenarios in Godot.
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4.7 Performance Characteristics and Qualitative
Evaluation in Frostbite

GPU performance measurements were performed on an Xbox Series X over a one-
minute interval. Table 4.11 presents the isolated cost of the temporal anti-aliasing
pass, while Table 4.12 shows the performance impact on the complete volumetric
rendering pipeline consisting of four passes (see Figure 4.13).

Configuration Mean Time (ms) Min (ms) Max (ms) RSD ∆ Mean Time
Baseline EMA 0.124 0.114 0.132 ±1.0% −
Proposed TAA 0.171 0.165 0.177 ±1.0% +37.9%

Table 4.11: The isolated performance of the the volumetric TAA pass on an Xbox
Series X over a one-minute interval.

Configuration Mean Time (ms) Min (ms) Max (ms) RSD ∆ Mean Time
Baseline Pipeline 0.444 0.437 0.479 ±1.1% −
Proposed Pipeline 0.490 0.482 0.501 ±1.1% +10.4%

Table 4.12: The performance of the full volumetric rendering pipeline on an Xbox
Series X over a one-minute interval.

Figure 4.13: The complete volumetric rendering pipeline (volumetricPostLightTile)
consisting of four passes, where volumetic TAA is performed in the volumeTAA pass.

The proposed volumetric TAA algorithm increases the temporal anti-aliasing pass
cost from 0.124ms to 0.171ms, corresponding to a 37.9% increase. However, since the
pass represents only a fraction of the total volumetric rendering pipeline, this does
not give a good indication of how the rendering cost is affected in practice. In the
full volumetric pipeline, the overall rendering cost increases from 0.444ms to 0.490ms,
corresponding to a total increase of only 10.4%. Figure 4.14 shows the timing graph
of the volumetric TAA resolve pass and the entire volumetric rendering pipeline.

A visual comparison of the volumetric TAA implementation in Frostbite and the
previously used temporal accumulation algorithm (EMA) can be seen in Figure 4.16.
The EMA produces ghosting artifacts that result in blurry lighting, making the
shape of the spot light and the volumetric shadows cast by the ladder less visually
distinct. The proposed algorithm reacts much faster to the moving light and produces
a well-defined light cone and sharp volumetric shadows. Since the light is moving
quickly (oscillating up and down over 1.5 seconds), the size of the underlying froxel
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Figure 4.14: The timing graph showing the performance impact of the volumetric
TAA resolve pass (in yellow) and the entire volumetric rendering pipeline (in blue).
The TAA method is switched from the baseline EMA to the proposed algorithm at
11m29s.

grid becomes somewhat visible, with a blocky appearance near the brightest regions
and the edges of the shadows. This may also manifest as banding artifacts when
viewing a moving volumetric shadow edge from certain angles, as shown in Figure
4.15.

Figure 4.15: Image showing banding artifacts of the proposed algorithm. The scene
contains a shadow casting spot light that moves back and forth across a cable.
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Figure 4.16: Qualitative comparison of the baseline EMA (top) and the proposed
algorithm (bottom) in Frostbite. The scene contains a shadow casting spot light
that moves up and down through non-homogenous volumetric fog.
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The results demonstrate that temporal anti-aliasing techniques originally developed
for pixel data can successfully be adapted to froxel-based volumetric data, although
the trade-offs between ghosting reduction, temporal instability, and performance
cost become more pronounced in the volumetric domain. The experiments confirm
the expected behavior of the exponential moving average (EMA) in the literature:
the low blend factor required to avoid noticeable flickering produces visually stable
volumetric lighting in static scenes but reacts too slowly to changes in lighting and
participating media density to be suitable for dynamic scenes. Ghosting artifacts
dominate such scenarios, resulting in blurry and smudged images. Furthermore, the
experiments showed that it takes a long time for ghosting artifacts to fade out, with
measured decay times matching the analytically derived expected values.

All tested history rectification methods substantially reduced error compared to
the baseline EMA, confirming that it is feasible to constrain historical volumetric
information to a current-frame neighborhood of froxels. However, the experiments
also confirmed the expected trade-off between responsiveness and temporal stability; a
tighter bound on the history more aggressively reduces ghosting while also introducing
more flickering.

Across the history rectification methods, variance clipping generally produced the
best balance between reconstruction quality and temporal stability. Constructing the
clipping bounds from local statistical distribution, rather than the radiance extent
of neighboring froxels, resulted in more aggressive rejection of stale history. It also
resulted in better preservation of volumetric structures compared to AABB clamping
and AABB clipping. Although variance clipping introduces slightly more flicker
than AABB-based rectification, the increase in temporal instability is not substantial
enough to outweigh the gains in accuracy, especially if combined with anti-flicker
methods.

The comparison between AABB clamping and clipping demonstrate how color
information is affected by history rectification. AABB clamping often produced
strange color behavior, with outdated color information bleeding into the next frame.
Clipping the history towards the current-frame neighborhood reduced this type of
artifact, making color distortions less visible. It did not, however, remove them
entirely.

In our experiments, separating luminance from chrominance produced inconclusive
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results. Both YCoCg and YCrCb generally handled color changes better than RGB,
but introduced luminance-related artifacts instead. These materialized as ghosting
artifacts where either too much or too little luminance is preserved between frames,
or as an increase in flickering around high-frequency density noise. Based on our
findings, it is not recommended to use a luminance-chrominance color space for
volumetric radiance data.

The tested anti-flicker method helped reduce the temporal instability caused by
variance clipping. By lowering the blend factor near clipping boundaries, sharp
discontinuities in the accumulated history are softened and the resulting image
becomes more stable, particularly when the scene is still. In effect, the technique
achieves slower, and therefore more temporally stable accumulation of noisy data,
while still preserving the ability of variance clipping to drastically reduce ghosting
artifacts. Still, the anti-flicker method we used — a linear reduction of blend-factor
as the history nears the clipping boundary — relies on scene-specific parameters to
be the most effective. Due to the parameters being quite unintuitive, this technique
might become problematic in a production context.

The adaptive blending experiments showed that dynamically increasing the blend
factor based on a local spatial estimate of variance can reduce ghosting, without
the need to perform history rectification. As the history is not modified, there
are no clipping-related artifacts. Our adaptive blending method is much more
responsive than the baseline EMA while introducing very little flicker. It is also
more intuitive to use than variance clipping, with the user being able to explicitly
define the minimum and maximum allowed values for the blend factor. However, our
adaptive blending implementation was generally less effective than variance clipping,
struggling especially with removing stale radiance information from high-density
regions.

The jittering experiments show that the spatial distribution of sub-froxel sampling
points has a measurable impact on temporal stability. Full 3D jittering results in
improved spatial reconstruction of the sampled participating media, but introduces
more variance because the samples are moved across three spatial dimensions across
frames. In particular, signal variations in the camera’s xy-plane become especially
pronounced when the camera is not moving. Depth-only jittering produces more
temporally stable results by limiting the jitter offset to one dimension. This reduces
the complexity of the temporal signal and results in less perceptible flicker. Still, very
little spatial information is lost compared to full 3D jittering. This supports the design
choices made in existing production volumetric renderers such as Frostbite, where
depth-only jittering is preferred for practical reasons, favoring temporal stability over
more spatially accurate volumetric sampling.

Uniform weighting of sub-froxel samples each frame effectively behaves like a box filter
and introduces noticeable temporal instability, especially around sharp volumetric
features. Using a Blackman-Harris window as a reconstruction filter greatly reduced
flicker in static scenes while maintaining comparable accuracy measurements in
both static and dynamic scenes. The smooth weighting distribution reduced the
contribution of high-frequency and high-intensity sampling variation, leading to a
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more temporally stable result overall.

The choice of neighborhood used for history validation similarly had a strong impact
on temporal stability. A 3×3 neighborhood in the froxel’s depth slice was insufficient
for stable volumetric accumulation, as current frame samples in nearby depth slices
may cover drastically different radiance extents. Extending the neighborhood into
three dimensions substantially reduces flicker by ensuring that depth-wise adjacent
froxels have correlated clipping bounds. The 3×3×3 neighborhood produced the most
stable results overall, but only by a small margin compared to the 6-tap neighborhood.
It achieved similar temporal stability and improved spatial reconstruction accuracy
in dynamic scenes. Furthermore, 6-tap uses only 7 samples per froxel, much less
than the 27 required for a 3 × 3 × 3 neighborhood, making it the best option both in
terms of temporal stability, reconstruction accuracy and performance cost. This is
particularly important for real-time rendering as the performance budget is limited.

The Frostbite implementation demonstrated that the proposed volumetric TAA
algorithm is practical within a production rendering pipeline. Variance clipping
combined with anti-flicker heuristics, depth-only jittering and a 6-tap neighborhood
reduced visible ghosting artifacts substantially while maintaining real-time perfor-
mance feasibility on console hardware. The measured increase in performance cost
of the volumetric TAA resolve pass remained relatively small in comparison to the
overall volumetric rendering pipeline. This suggests that more advanced temporal
filtering and accumulation strategies can be integrated into modern game engines
without prohibitively large performance costs. Qualitative tests in Frostbite confirm
that the proposed volumetric TAA methods also work outside of the controlled
Godot experiments, and are applicable to more realistic production scenes containing
volumetric effects like non-homogenous animated fog and moving, shadow-casting
lights.

Despite the measured and qualitatively assessed improvements, the results also
highlight a few important limitations of volumetric temporal anti-aliasing. The
low resolution of the froxel grid inherently amplifies undersampling artifacts, mak-
ing current-frame neighborhoods less reliable than in pixel-space TAA. Dynamic
volumetric effects with a lot of noise or high temporal gradient, or both, produce
noticeable artifacts that are difficult to detect and mitigate. Out of the two main
approaches explored in this work, history rectification and adaptive blending, the
former produces fewer artifacts in our implementation. An example of this can be
seen in Figure 5.1, where a high-intensity spot light is moving quickly through dense
volumetric fog. While the proposed algorithm reproduces the moving spot light the
best, clipping can produce froxel grid-aligned shearing artifacts.

In regions where the radiance intensity changes drastically across frames, such as
near a fast-moving high-intensity light, clipping events may result in blockiness
artifacts. The size of the blocks is directly tied to the froxel grid resolution. This
kind of artifact is also noticeable near fast moving volumetric shadow edges, which
may produce banding artifacts from some viewing angles. This happens because
the history is heavily rectified in these regions, resulting in an increased reliance on
current-frame aliased samples when reconstructing the signal. Applying a low-pass
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Figure 5.1: TAA artifacts from a high-intensity fast-moving spotlight for the baseline
EMA (left), adaptive blending (middle) and the proposed TAA algorithm using
variance clipping (right).

filter to the volumetric data before view-ray integration can help smooth out such
imperfections, at the cost of reduced volumetric detail preservation. Such volumetric
filtering approaches were not explored in this work, as they fall in the domain of art
direction rather than the design of the underlying TAA algorithm.

The tested algorithms all operate on local current-frame neighborhood information,
lacking a higher-level understand of the scene. Unlike pixel-based TAA methods that
can utilize geometry buffers, surface normals, and motion vectors for dynamic objects,
froxel-based volumetric rendering must rely entirely on alternative information such
as the noisy current-frame estimates of radiance and density extents explored in this
work. More advanced methods that extend variance estimation and edge-detection
into the temporal domain, such as Spatiotemporal Variance-Guided Filtering [19]
or gradient estimation for adaptive temporal filtering [13] could help mitigate this
issue. View-dependent volumetric rendering artifacts using the phase function, which
are known to be problematic for froxel-based temporal accumulation, were also not
explored in this work.

The ethical, societal, and environmental implications of this work are minimal. The
methodology for collecting and analyzing data did not involve any participants
other than the author, making concerns such as breach of privacy or improper
handling of participants’ sensitive information irrelevant. On the broad level, the
push for modern video games to utilize more computationally demanding rendering
algorithms contributes to the increasing reliance on high-performance hardware. This
may further widen the gap between high-income and low-income households. While
small, the increase in rendering cost of the proposed volumetric TAA algorithm
contributes to the power consumption needed to run modern video games. However,
the impact of this work on digital inequality and environmental sustainability is
considered negligible.

Overall, the findings show that froxel-based volumetric temporal anti-aliasing can
benefit substantially from adapting modern history validation techniques that were
originally developed for pixel data. In particular, variance clipping with carefully
chosen blending weights, depth-only jittering and spatial reconstruction filters sub-
stantially improve the visual quality of dynamic froxel-based volumetric rendering
while remaining feasible for real-time applications. However, the experiments also
highlight how performing TAA directly on froxel data amplifies artifacts related to
undersampling and high-intensity signal changes.
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This work investigated how temporal anti-aliasing techniques developed for surface-
based rendering can be adapted to real-time froxel-based volumetric rendering of
dynamically changing participating media. Existing history validation methods,
blending strategies, jittering techniques, and spatial reconstruction methods were
implemented and evaluated in both a modified version of Godot’s volumetric rendering
pipeline and in the Frostbite engine. The results show that modern TAA concepts
transfer well to volumetric rendering, and can be used to produce high-quality
and temporally stable images, but also reveal several challenges related to the low
resolution of the froxel grid. In particular, banding, shearing, and undersampling
artifacts may be introduced.

The limitations of the exponential moving average were explored, demonstrating how
temporal accumulation on its own is insufficient when rendering scenes containing
dynamically changing participating media. Among the evaluated history validation
methods, variance clipping consistently produced the best overall results. Compared
to the EMA, it substantially reduced ghosting while preserving volumetric detail
and remaining computationally feasible for real-time rendering. The additional
flicker introduced by clipping can be mitigated by heuristic anti-flicker methods, and
temporal instability further addressed through spatial reconstruction filtering. In
particular, it was found that jittering samples only across depth, as opposed to across
the entire 3D extent of the froxel, produced more temporally stable images while
sacrificing very little spatial accuracy. Weighing the samples by their distance to the
center of the froxel also helped stabilize temporal accumulation. Finally, the choice
of current-frame neighborhood sampling technique greatly affects the overall quality,
with a 6-tap neighborhood providing the best trade-off between temporal stability,
spatial accuracy, and performance cost.

Based on the findings of this work, the recommended volumetric TAA rendering
pipeline is froxel-based temporal accumulation with variance clipping applied directly
to the volumetric data. The six nearest froxels should be considered when creating
current-frame clipping bounds, as this provides the best trade-off between accuracy,
temporal stability, and performance cost. Clipping-induced flickering can be mitigated
by lowering the blending factor as the reprojected history approaches the clipping
bounds. Depth-only jittering using a low-discrepancy sequence such as Halton(2,3,5),
and weighting jittered samples based on their distance to the center of the froxel,
can help reduce flickering further while still providing good spatial reconstruction
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6. Conclusion

accuracy. The integration of these volumetric TAA methods into the Frostbite
engine resulted in clear visual improvements while remaining within the performance
constraints of real-time rendering on modern console hardware.
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