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Abstract

In this thesis, a domain-specific language (DSL) in the functional programming
language Haskell is being developed for representing the mathematical structure
of simplicial sets, which are collections of n-dimensional geometric objects built
from points. As the central component, the Gabriel-Zisman algorithm is being
implemented, a procedure operating on simplicial sets that systematically fills gaps
in a certain class of composite shapes by filling their hollow constituents. This
algorithm will enable researchers to explore computer-instances of simplicial sets
and to automate the algorithm showing whether filling these constituent parts is
sufficient to complete the composite structure. Completing this task will enable
the DSL to support a broader range of algorithms and modelling tasks, potentially
defining more complex fillings and other relevant mathematical structures.

Sammandrag

I detta examensarbete utvecklas ett doménspecifikt sprak (DSL) i det funktionella
programmeringsspraket Haskell for att representera den matematiska strukturen
av simpliciala méngder, vilka dr samlingar av n-dimensionella geometriska objekt
uppbyggda fran punkter. Som central komponent implementeras Gabriel-Zisman-
algoritmen, en procedur som verkar pa simpliciala méngder genom att systematiskt
fylla i luckor i en viss klass av sammansatta objekt genom att fylla deras ihaliga
delkomponenter. Denna algoritm mojliggor for forskare att utforska datorbaserade
instanser av simpliciala mangder och att automatisera processen for att avgora om
fyllningen av dessa delkomponenter &r tillrdcklig for att fullinda den sammansatta
strukturen. Genom att slutféra denna uppgift kommer DSL:et att kunna stodja
ett bredare spektrum av algoritmer och modelleringsuppgifter, vilket potentiellt gor
det mojligt att definiera mer komplexa fyllningar och andra relevanta matematiska
strukturer.

Keywords: Domain-Specific Languages, Simplicial Sets, Functional Kan Complexes,
Category Theory
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1

Introduction

Simplicial sets are a combinatorial tool used to encode geometric, topological, and
categorical structures throughout mathematics. Each of them consists of collections
of n-dimensional shapes. The lowest of these are the points, each with a number
associated with it. These points constitute the vertices in all higher-dimensional
shapes. To construct these shapes, one connects several points to form edges, trian-
gles, tetrahedra, and so on, each enclosing a region of space with increasingly higher
dimension, resulting in a geometric shape of a given dimension.

1 1
; VAV AN
0 0 2

Figure 1.0.1: Incremental construction of n-dimensional shapes by connecting an
increasing amount of points

A simplicial set need not consist of a single geometric shape, however. In fact,
one can construct simplicial sets by gluing shapes together along parts of shared
dimension or by a union of multiple disjoint ones. The gluing works by identifying
two components of identical dimension in two different simplicial sets as being the
same component in a larger simplicial set. By this logic, it is allowed two identify
(glue) an entire simplicial set into another simplicial set.

Figure 1.0.2: Two disjoint simplicial sets; gluing the two points separated by the
dotted line would produce a new connected simplicial set. Here, labels are omitted
for clarity as they could be different.

In simplicial sets, many kinds of geometric shapes can be formed by gluing matching
subshapes and connecting points. Two classes of shapes that play an especially
important role throughout this thesis are the, so called, horns and open boxes. For
an n-dimensional shape, the collection of all constituent subshapes of dimension
(n — 1) is called its boundary. In the case of the horn, one element is removed
from the boundary leaving the horn a hollow version of an n-dimensional shape. A
box, on the other hand, is formed by having two identical n-dimensional shapes and
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pairwise connecting their points with matching labels, thereby enclosing a higher-
dimensional region between them. This is analogous to extruding each point in an
(n — 1)-dimensional shape along a line to increase its dimension to n. The open
variant of the box is also created by removing a specific element of the boundary
of this shape, creating a hole where one of the original (n — 1)-dimensional shapes
were.

Figure 1.0.3: Three simplicial sets: The two first are horns of degree two and
three, and the last is an open box (dotted lines indicate edges obscured from direct
sight and shading indicates a hole).

The gaps introduced in horns and open boxes raise the question of whether they
can be filled. In fact, certain classes of simplicial sets are defined precisely by their
ability to fill these kinds of shapes. When every horn in a simplicial set can be filled
with a certain function, it is called a functional Kan complex. A similar notion
exists for open boxes, though simplicial sets with this structure do not yet have a
standard formal name. Here, however, they are called the functional box lifters.
Tough difficult to visualize, the open box contains horns. Filling these horns creates
new horns, allowing, by iteration, the open box to be filled. It is of particular interest
whether the ability to fill horns is equivalent to the ability to fill boxes, especially
when such fillings are required to be given by explicit functions. That is, whether
functional Kan complexes are the same as functional box lifters.

This equivalence is approached from a constructive perspective. In such a setting,
it is not enough to assert the existence of fillers, one must instead provide a mech-
anism by which they can be obtained. In particular, when implementing simplicial
structures on a computer, one must work with a function that fills horns to create
one that can fill boxes, rather than relying on abstract existence.

In this work, an existing proof in one direction of the horn—box equivalence is im-
plemented using a constructive approach. To this end, a domain-specific language
(DSL) in the functional programming language Haskell is developed for simplicial
sets. The proof is done using an algorithm called the Gabriel-Zisman algorithm,
but it is often tedious and error-prone when done by hand; especially in large di-
mensions. This DSL provides an environment for constructing and manipulating
simplicial sets, enabling researchers to automate the algorithm. Future work in-
cludes the complete definition of structures such as functional Kan complexes, as
well as other significant structures.
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Theoretical background

A significant portion of this thesis has been devoted to domain-specific theory, which
is reflected in its presence in this thesis. The chapter not only provides the reader
with the necessary intuition and formal tools, but also mirrors the learning process
of the domain. It begins with elementary category theory, and insights provided by
the Yoneda lemma. These serve to understand the category of simplicial sets, the
domain in question. Later, attention is turned to the notion of extending certain
simplicial sets. To this end, the Gabriel-Zisman algorithm is introduced and used
to construct equivalences between such simplicial sets.

2.1 Category theory preliminaries

This section about preliminaries gives a walk-through of some of the necessary cat-
egory theory for the definition and description of the Yoneda perspective, which
almost all of the later theory of this thesis is based on. Here, concepts like cate-
gories and morphisms are introduced, the general building blocks for almost all of
category theory.

2.1.1 The abstract category

What in mathematics is called a category C is formally defined as a collection of
objects Cy and a collection of morphisms C;, which are arrows linking the objects
together [1]. Categories are defined in such a way that their objects and morphisms
obey two fundamental properties. The first property is the ability to compose a pair
of morphisms where the first codomain is equal to the second one’s domain. The
second property is the existence of an identity morphism, ¢dx, for every object X
that points to the object in question. This can be seen as an arrow that goes “in a
loop” around an object and is shown in diagram 2.1. There also exists a notion of
the opposite category of C, called C°?, in which the morphisms and compositions of
morphisms are reversed [1]. An elementary example of a category is the category
of sets, Set [2]. In this category, the objects are sets and morphisms are functions
between different sets.

idxC X (21)

Informally, one can think of a category as a directed graph, where the nodes are
objects and morphisms are the directed edges between them. The morphisms then
each have a domain and codomain object which correspond to the two ends of the
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pointing arrow. What this means is that the morphism acts in many ways like a
function, going from its domain object and ending up in the codomain object. For
example, say given three objects A, B, C' and two morphisms. The first morphism f
is between A and B, and the second g is between B and C'. Then one could compose
the morphisms into go f, which is a new morphism between A and C'. This relation
is illustrated in diagram 2.2.

A-t.pB
m Jg (2.2)
C

2.1.2 Functor between categories

A functor is a map between categories that preserves the identity and composition
of morphisms of the domain and codomain categories [1]. Formally, the functor F’
between the categories C and D is a map such that for every object X € C, it assigns
an object F(X) € Dy. Additionally, that for every morphism f : X — Y in C a
morphism F(f) : F(X) — F(Y) in D is given. Finally, that F(idx) = idp(x) for
every object X in C and that F(f og) = F(f) o F(g) for every composable pair of
functions f and g. This is all described graphically in diagram 2.3, where F'(\) = F),
for all morphisms or objects A to increase clarity. The arrow between C and D is
denoting F' being a functor.

c L .p

x Jy Fy 1, Ry (2.3)
Jm lg Fgo% lp"
Z Fy

To interpret this one can say that the functor preserves important internal struc-
ture when going from one category to another. One informal intuition is that the
functor plays the part of some sort of translator between the categories, keeping
corresponding structure where it exists in both categories involved.

Back to definitions, functors come in two different kinds; covariant and contravariant
[1]. The definition given in diagram 2.3 above is an instance of a covariant functor.
To understand what sets a contravariant functor apart, it is important to note that
it reverses the direction of morphisms in its domain.

A contravariant functor F' : C — D is the same as a covariant functor from the
opposite category C? to D [1]. More precisely, if f : X — Y is a morphism in the
original category, then a contravariant functor assigns a morphism F(f) : F(Y) —
F(X) in the opposite direction. Likewise, it reverses the order of composition:
F(fog) = F(g) o F(f). This behaviour can be seen as the functor flipping the
structure as it translates from one category to another. While covariant functors
preserve the direction of morphisms, contravariant functors mirror them.

4
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2.1.3 Natural transformations

Formally, given the functors F' : C — D and G : C — D that share domain and
codomain, a natural transformation a : F' = G is a set of morphisms where each
element X € Cy has a morphism ax € Dy, called the component of X, that sends
F(X) to G(X) [1]. To be called a natural transformation, they are required to affect
morphisms according to the naturality condition which states that G(f) o ax =
ay o F(f), given f: X — Y [1]. This being analogous of the fact that there are two
ways from F'(X) to get to G(Y); either through G(f)oax or ay o F(f). A diagram
with such properties (see diagram 2.4) is said to commute.

The transformation can be seen as a pairing of all objects F'(X) € Dy with some
unique object in G(X) € Dy through ax. Other explanations include seeing the
transformation as a morphism of functors. They are called transformations because
they in many ways transform one functor into another, in the same image category.
An example of a natural transformation in relation to how its diagram commutes
can be seen in diagram 2.4, where the two morphisms represent the same composite.
What the naturality condition tells us is that a natural transformation does not just
transform a functor pointwise, instead it preserves the underlying structure from F

to G.

F(X) —2* — G(X
)

)
G(f)oa
F(f)‘ \X ‘GU) (2.4)
ayoF(f

F(Y) ——— G(Y)

2.1.4 Limits and colimits

The limit of a category C is understood by first understanding the cone on a given
functor. A cone over F' : J — C is defined as a natural transformation from
the constant functor ¢ : J — C to a functor F and can be denoted (¢, A) [1].
This constant functor sends all objects in J to a specific object ¢ € Cy and their
morphisms to ¢d., the corresponding identity morphism for that same object. The
natural transformation is A : ¢ = F, a collection of morphisms for each X in J
where the components are Ax : ¢ — F(X). This means that given f: X — Y and
F(f): F(X)— F(Y) one has F(f)oAx = Ay. The relation of the cone can be seen
in diagram 2.5 below, where ¢ € Cy is the same as ¢(X) and ¢(Y) of ¢: J — C.

Y

0 Q

(2.5)
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The functor F' is called a (category theory) diagram in C, whose domain J is seen
to index its codomain C, which motivates the subscript on Ax [1]. It can then be
interpreted that by indexing A\ with X € J, a specific morphism is given, namely
Ax € Cy. Stated earlier, the limits are over C, but it is now specified that to mean
in terms of the diagrams in C [1]. As a matter of fact, it is defined as a specific cone
over F'| defined in such a way that each other possible cone (b, i) over F' must factor
through this cone via some unique map u : ¢ — ¢. This meaning A\x = pux ou holds
for all X € Jy. The cone is called the universal cone, and the limit is defined as such
a cone over I [1]. The colimit is defined in terms of cones with this same property
but under F', in which the direction of the morphisms in the natural transformation
are reversed [1].

2.1.5 Products and coproducts

The Cartesian product is a special case of a limit over a diagram indexed by a
discrete category, a category where all morphisms are identity morphisms [1]. Let
C be a category and J a discrete category, then a diagram in C indexed by J
is a collection of objects Fj such that F' is an object in C and j, an object in
J. The product is denoted as [] Fj, and the product remains in C. Furthermore,
for each object F; the product projection is a collection of associated morphisms
Vk € Jo, 7k @ [ljes Fj — Fy, such that the universal property is satisfied [3]. Given
some object () € C with morphisms f; : Q — F} for each k € Jy, the universal
property states that there exists a unique morphism, (f;)jez : @ — [ljcs Fj, in
such a way that Vj € J, diagram 2.6 commutes.

Q
(fj)jejgl Tr (2'6)

]-_-[]'GJO FJ Tk Fk

To give an example, consider the binary product of any two objects X; and Xo.
Using the above definitions the discrete category J can be seen as a set J = {1,2},
due to it functioning as a collection of indices. By then letting J index over a
diagram in C, the limit [T F; would equal [T(X7, X2). The binary product [T(X7, X»)
is often denoted as X x X5 [3]. Additionally, there are two morphisms from X; x Xs,
namely m; : X7 X Xo — X and 7 : X; X Xy — X5. While, the morphisms from @)
would be a morphism (f1, fo) such that (f, f2) : @ — X7 X X5, given morphisms
f1:Q — Xy and f5: Q@ — X,. This relation is illustrated in diagram 2.7.

Q
/ luN 2.7)

XlTXlxXQW—I>X2
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2.1.6 Presheaves as functors

The presheaf on a category C is defined as a contravariant functor from the category
C to Set [4]. If C is a discrete category, then a presheaf F' : C? — Set assigns
to each object X € C a set F(X), and to each identity morphism idy the identity
function on F(X). Thus, a presheaf on a discrete category amounts to an image
that is also discrete, without additional structure. When C contains non-identity
morphisms, a presheaf must additionally assign corresponding morphisms between
the sets compatible with the morphisms in C [1]. There also exists a notion of a
presheaf-category, denoted [C°P, Set]|, where the objects are functors F' : C°? — Set
and the morphisms natural transformations [4].

An intuition is that the presheaf can be used as a device for encoding the data and
structural relationships in any category C. Additionally, it can also capture how data
transforms along with the data itself. Here, adding more morphisms to a category
C would impose additional compatibility conditions, thereby forcing the presheaf to
encode more structure and relational coherence among the assigned sets.

2.2 Yoneda’s perspective

In the following sections, a particular perspective on category theory that empha-
sizes the foundational role of the Yoneda embedding and Yoneda lemma is adopted.
These results illustrate how the properties of an object can be understood entirely
in terms of its morphisms to and from other objects in the same category. Using
this interpretation, necessary intuition and definitions for later categories of interest
are provided.

2.2.1 The hom-functor

The hom-functor hom : C? x C — Set is defined as a functor from C? x C to Set
[5]. This set is the hom-set Hom(x,y) C C; which is a collection of all morphisms
from z to y in C;. Let f : w — 2 and h : y — 2z be morphisms in C, and
g : © — y be an element in Hom(xz,y). Then there is additionally a composite
Hom(f, h) : Hom(z,y) — Hom(w, z), which sends a morphism g € Hom(z,y) to
hogo fin Hom(w,z). The map Hom(f, h) first precomposes g with f and then
postcomposes with A, producing a morphism hogo f : w — z. It can be read from
diagram 2.8 that using variations of these morphisms, one can compose a diagram
that fulfils the naturality condition; a consequence of their definition.

Hom(f,y)

Hom(z, y) Hom(w, y)
\
Hom(z,h)l Hom( f,h) JHom(w,h) (28)
T
Hom(z, 2) T Hom(w, 2)
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2.2.2 Yoneda embedding

There exists a fundamental method of construction that allows us to understand an
object by examining how other objects relate to it, this is the Yoneda embedding [6].
It is defined as a functor Y from a category C into the presheaf-category [C°P, Set]
[4]. The functor Y is said to be the image of the functor Hom : C°? x C — Set under
the Hom adjunction, as described in equation 2.9 [6].

Hom(C? x C, Set) =2 Hom(C, [C°P, Set]) (2.9)

What this means is that there is a general relationship between functors of two
variables (bifunctors) and functors into functor categories: any functor C°* xC — Set
corresponds naturally to a functor C — [C°P, Set] [6]. In this case, one identifies Y
with the hom-functor. With this identification, each object ¢ € Cy gets sent to the
presheaf Hom(—, ¢) € Cy, which encodes the ways other objects map into ¢ [5]. The
Yoneda embedding comes, in turn, directly from how morphisms in C are organized
[6]. It embeds the information of C into the category of presheaves [C°P, Set] in a
way that preserves the structure of C.

2.2.3 Yoneda lemma

Using the Yoneda embedding and Yoneda lemma, a precise description of how an
object can be fully determined by its relationship with all other objects can be
formulated [6]. The Yoneda lemma is formulated as in equation 2.10, where X
is a presheaf and y(c) is the representable presheaf associated to ¢ € Cy, defined
as Hom(—, ¢), for morphisms in C [7]. The lemma states that there is a natural
isomorphism between the set of natural transformations from y(c) to X and the set
X (c), which is the value of the presheaf X at the object ¢ [8]. From a categorical
perspective, this isomorphism implies equivalence.

Hom(Hom(—,¢), X) = X(c) for all X € [C°P, Set], ¢ € Cy. (2.10)

In words, giving a natural transformation from Hom(—, ¢) to a presheaf F is equiv-
alent to choosing an element of F'(c¢) [8]. This result shows that an object ¢ is
fully characterized by the set of morphisms into it from all other objects, together
with the way those morphisms behave under composition. In a sense, an object is
determined by how it is seen by all other objects.

2.3 Categories of interest

Central to this thesis are the simplex category and the category of simplicial sets; the
former providing a combinatorial framework, and the latter defining a mathematical
structure where verifying the equivalence of interest becomes possible. Using these
categories, a geometric interpretation comes to light. With this, objects such as line
segments, triangles, and tetrahedra can be defined as special cases of simplicial sets.

8
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2.3.1 The simplex category

The simplex category, which is denoted by A, is a category of finite and totally
ordered sets along with morphisms between these them [9]. The objects, which again
are sets, each have unique cardinality. To be more precise the objects are posets,
that is sets inhering a particular ordering. They are denoted [n] ={0 <1 < --- <n}
for some n € N, where a subsequent element always is greater than the former. This
means they all have length n + 1. An important interpretation is that the list [n],
for some n, is a category in and of itself and where each integer has a morphism to
all greater integers [9].

The morphisms are then functors between two such categories [n| and [m], in a way
that preserves the order [10]. In similarity to the objects, morphisms of the functor
category A are represented as ordered tuples, but with the distinction that subse-
quent elements are allowed to be equal instead of just greater. One such tuple can be
interpreted from diagram 2.11 as (0,0, 1), where the index is the domain object and
the value at that index is the codomain object. Here, both 0,1 € [2] is sent to 0 € [1],
motivating two zeroes in the tuple at those indices. A brief geometrical intuition is
that every possible morphism or tuple between [2] and [1] can be derived from the
diagram 2.11 below as long as no arrows overlap. There are four such configurations
and, in turn, four such tuples exist; {(0,0,0),(0,0,1),(0,1,1),(1,1,1)}.

0 1 2
2] o ° °
L\ 7
1] e °

0 1

(2.11)

The “tuple interpretation” will be further expanded upon in later sections, where
such tuples are used to model triangles, among other higher-dimensional shapes.
Importantly, the example tuple shown is only one of many possible ones [9]. In fact,
these tuples each come from a hom-set Hom([n], [mn]) in the simplex category and are
combinatorial in nature. There exist two special classes of maps that together allow
for any map to be created via composition [9]. These transformations are given by
the degeneracy maps and the face maps, which is defined explicitly in diagram 2.12.

k itk <i
n 1 k) = - 2.12
5[+ 1) = ), 0 {k_l o (2.122)
k if k<1
d? : — 1 dl (k) = ’ 2.12b
) = o+ 1), ) {kH . (2.120)

What this means is that the degeneracy maps s} duplicate an entry in the tuple,
while the face maps d! remove one. They are used in relation to [n] as given by their
superscript, something which is usually left out due to it being inferred from context.
Starting from the identity tuple (0,1,...,n) corresponding to idp,, one can then
generate new tuples by applying combinations of face and degeneracy maps. This
allows us to interpret the morphisms in A as instructions for constructing structured
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lists with insertions (faces) and repetitions (degeneracies). Between these maps,
there exist composition laws called the simplicial identities [9]. These are defined
as in equation 2.13 and can be interpreted as there existing many composites which
describe the same map.

dk.,losj lfk>]+1

sjody=11d if ke{j,j+1} (2.13a)
dposj—1 itk<y

djody=dpsrod, ith>j (2.13h)

Sj 08, =58,08;41 ifj>k (2.13c¢)

2.3.2 Simplicial sets

The category of simplicial sets is a presheaf category [A°P Set]|, a category of
presheaves on the simplex category A [10]. Its morphisms are induced from those
in A, meaning that any natural transformation between simplicial sets is a set of
functions for each n, given by the image of morphisms in A. Each simplicial set X
assigns to every [n] € A a set X,,, which is called the set of n-simplices in X [9]. A
single n-simplex can be represented with a basic n-dimensional building block. The
representable presheaf A? = Hom(—, [2]) models the 2-simplex combinatorially, and
its geometric shape as a filled triangle is illustrated in diagram 2.14 [9]. Here, there
are infinitely many composites of maps which represent the three degenerate 1-cells.
For each degeneracy, one such example composite is given.

Bodiost: (0,0) dBodiost:(22)

Q _ #:02 Q (2.14)

Zd[g] 5 (O, 1, 2)

d3:(0,1) d?:(1,2)

d2od}os?:(1,1)

The geometric interpretation is a consequence of the Yoneda lemma, which tells
us that any element of X, is naturally identified with a morphism of simplicial
sets Hom(—, [n]) = X [8]. In this way, the entire structure of a simplicial set
is determined by how standard simplices map into it. Geometrically, it includes
all faces and degeneracies of a triangle: three vertices, three edges, and one filled
triangle. Each part of this structure appears from morphisms in A. The A? encodes
all the ways lower- and higher-dimensional simplices map into the 2-simplex: vertices
via morphisms Hom([0], [2]), edges via Hom([1], [2]), the filled triangle is inside of
Hom([2], [2]) [6]. To give an example, one can visualize all the 1-cells of A? given
by geometrically interpreting the tuples of A? = Hom([1],[2]). Shown in diagram
2.15, these 1-cells are seen, here with no filling of the triangle as that is instead a
non-degenerate element of AZ.

10
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(0,0) (2,2)

Q_ ©» @ (2.15)

(1,1)

Further geometric intuition for the structure of A% can be gained using the same
tuples as before: each morphism in Hom([n], [2]) corresponds to a non-decreasing
tuple of length n + 1 with entries from {0,1,2} [9]. Seen in diagram 2.14, all (also
degenerate) morphisms for n < 2 are shown, but there exists an infinite amount
of higher-dimensional shapes through longer tuples (n > 2). In diagram 2.14; only
degenerate 1-cells are displayed, but there exists in fact many such n-cells where each
of them has at least n — 2 duplicates. For example, there exists a 3-cell (0,0, 1, 2)
in A%, which is visualized as a tetrahedra in diagram 2.16 below. Here, because one
0-cell is degenerated, duplicates of existing n-cells are introduced, and the dimension
is increased. When instead degenerating another O-cell, as in (0, 1, 2, 2), where there
are two twos instead of zeroes, a familiar but different shape arises. Seen in diagram
2.17, this 3-cell is visualized. Both shapes in diagram 2.16 and 2.17 are parts of AZ,
in which all 3-cells have at least one duplicate 0-cell.

0 2 (2.16)
Ly

[

0 1

¢ ; (2.17)
1 2

2.4 Extension problem

Having established the necessary language for defining the structure and properties
of simplicial sets, approaching a central topic relating to the extension of shapes in
simplicial sets becomes possible. This concerns understanding how within certain
structures, some simplices can be viewed as parts of a larger whole, embedded into
a higher-dimensional simplicial set. This is precisely what the central algorithm, the
Gabriel-Zisman algorithm, utilizes. It operates within these structures and elevates
lower-dimensional shapes, constructing certain equivalences in the process.

11



2. Theoretical background

2.4.1 Gluing and pushouts

By gluing one means a process used to construct new objects by identifying parts of
existing ones as the same. This notion is captured by the concept of pushouts, which
describes how two objects can be jointed along a common subobject [11]. Pushouts
are defined as a colimit of a diagram C, the object X in the commutative diagram
from equation 2.18. In the context of Set, and interpreting the diagram in equation
2.18 as the intersection between sets A and B; a pushout is then the union of the
two sets [11]. Were the diagram not an intersection, the pushout is just the disjoint
union.

C

g

B
X </zB
Unions of simplicial sets respect structure and gluing [10]. When two faces of a
simplex share a common subface, this relationship is preserved after applying face
maps and forming a union. Thus, even after separating and recombining faces,
their shared boundaries remain connected. Giving an example of how gluing two
simplicial sets can be done is shown in diagram 2.19. Here, one has X = (0,1, 2)
and Y = (3,4), who are disjoint simplicial sets, as in diagram 2.19a. Later (diagram
2.19b) one can identify the (2) € Xy with (3) € Yj, resulting in connecting X and
Y at (2), (3) respectively. This continues, finally connecting (2) to (4) and creating
a loop, seen in diagram 2.19c.

1

(.QA{.ZQNL 2= (2.19a)
1

0 \2 4 # =0 (2.19b)
1

As

(2.18)

f
/
A
TA

(2.19¢)

2.4.2 Horns of representables

The horn inclusion of a simplex, formally denoted A? for 0 < m < n, is defined as
the union of all faces of A™ except the one at index m [9], described in equation

12
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2.20. A horn includes the resulting images of all possible face maps on A" for ¢ # m,
omitting d”,. The concept of a horn is illustrated in diagram 2.21 using the example
of the 2-simplex A?, represented using a filled triangle [9]. The faces of A? are its
non-degenerate 1-simplices: (1,2), (0,2), and (0,1), each corresponding to a face
map d; for i = 0, 1,2 repetitively. Next to A? in the diagram is the horn A? which
consists of all faces of A% except the one associated with dy, that is, the edge (0, 2).

AL = dp (2.20)
0<k<n
k#m
1 1 1
dy do ds do do d
0,7 A2\ 2 07 A7\ 2 0 2 (2.21)
d1 dl

An important distinction is between the standard 2-simplex A? and the union of
all its faces. The filled triangle represents the simplex A? itself, while the union
of its faces forms the boundary A% In equation 2.21, this depiction omits gray
filling to represent an unfilled triangle enclosing the same vertices and edges but
lacking the interior. To gain further intuition on how horns of higher dimensions
are constructed, diagram 2.22 portrays the horn A3, where dotted lines show 1-cells
obscured from view. Here, the face d3 is omitted as seen by the shading.

3

0 2 (2.22)

2.4.3 Products of simplicial sets

For any two simplicial sets X and Y, their Cartesian product is denoted X x Y.
The constituents n-simplices of X x Y are written as X,, x Y,,, where X,, x Y,, =
(X xY), ={(z,y) | v € Xp,y € Y.} [12]. That is, X,, X Y,, equals a list containing
all the pairs given by each element in X, and Y,, [13]. To illustrate how to calculate
and visualise the products of simplicial sets, let us evaluate the Cartesian product
A = A' x A? seen in diagram 2.23. Firstly, the vertices of A are given by all
pairs (x,y) € Ap [13]. These are Ay = {00,01,02,10,11, 12}, where tuple (a,b) is
replaced with a concatenated version, ab. This serves as the notation for the 0-cells
in products of simplicial sets.

01 11

02 12 (2.23)
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The ordering of these 0-cells expands on the definition of the normal 0-cells [12].
Two 0-cells are equal if all their constituent elements are equal. If some components
are larger and others are smaller, however, they are incomparable. Given they
are not equal and not incomparable, the ordering between any number of elements
of matching indices determines the ordering for the entire tuple [12]. This is the
motivation for the 1-cell (01, 12) in diagram 2.23, and for not including (02, 11), as
02 and 11 are incomparable. Explicitly, 0 € (0,2) <1 € (1,1) and 2 € (0,2) > 1 €
(1,1), from which no ordering can be derived.

2.4.4 Functional lifters

At its core, a lifting property expresses the idea that partial data can be extended to
complete data [14]. In the setting of simplicial sets, there exists certain structures
that extend inclusions using a given function [9]. Horn inclusion are one such exam-
ple, and the structure in which this lifting function is given is called the functional
Kan complex. A functional Kan complex consists of the simplicial set X and the
function f such that f(u) : A™ — X, for a given map p : A?, — X, making diagram
2.24 commute [9]. What this means is that because a horn A, is, by definition, an
inclusion into A™ and that given u, a function that finds a corresponding shape of
AT in X, one can conclude that a shape A™ also is present in X. Additionally, that
because this shape A} is an inclusion into A", its image in X is an inclusion of the
image of A" in X.

A s X
j (2.24)
ATL

Intuitively, any shape in X resembling a horn must arise as a part of the boundary
of some filled n-simplex already present in X. Expanding on this intuition, one can
state that inside the context of a functional Kan complex, there can be no horns in
and of themselves. There exists only structures in which horns can be found as some
component, and in the case of a simplex, they are only found as boundaries. This
notion can be, as stated before, applied to inclusions of more shapes than horns. To
this end, two new types of products of simplicial sets which are of special interest
are introduced; the filled- and open boxes. The former is the shape of the product
A' x A" and is denoted O". The latter is denoted C, and defined as the union
of A' x 9A™ and {b} x A", where b € {0, 1} indicating two separate classes. These
three products, of degree n = 1, are illustrated in diagram 2.25.

11 10 11 10

{Zﬁu

. o1 00 = 01 00
(2.25)

Finally, the analogue structure to that of functional Kan complexes but for open
boxes are here called the functional box lifters. In diagram 2.26, such a functional
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box lifter is depicted, completely analogue to that of horns as seen by its identical
shape in the diagram. A functional box lifter of the simplicial set Y has a function
g that takes the map v to g(v), making diagram 2.26 commute [15]. To exemplify
this, one could take some map £} — Y and lift it to 0% — Y using the structure.
As with horns in the context of functional Kan complexes, all open boxes in this Y
exist only as a subshape of a filled box also present in Y.

cCy ——Y
Rt

J (2.26)

g(v)
D?’L

2.4.5 Equivalence via Gabriel-Zisman

As proven by Gabriel and Zisman, one can assert a relationship between functional-
horn and box lifters [15]. It is stated that these structures are in fact equivalent,
something which is shown through the Gabriel-Zisman algorithm. The algorithm
starts with a map from an open box Cj' into X of a functional Kan complex, the
image of this box is denoted X (i = 0) [15]. This is the initial step of the algorithm,
and it can be interpreted that, inside X, there is initially some open box shape
containing horns. The functional Kan complex takes an image the first horn inside
X (0) and lifts it to Im(oy), a function defined in equation 2.27a using the product
notation (a,b) instead of ab. This continues for each iteration i, where the next
predetermined horn in the open box is filled and its image, Im(o;_1), glued to X (i —

1).
0i(j) : A" X A _{(1,]'_1) ifj>i
X0 cX()c---CcX(n)cCcXn+1)=A'xA"=0g" (2.27Db)

, ) X(4) Uim(oy) ifo=1
X(i+1) = {X(z) Uim(o,_;) ifb=0

(2.27a)

(2.27¢)

This is done a total of n + 1 times as in equation 2.27b [15]. The resulting shape of
X(n+1) is a filled box O™ constructed using fillers provided by the functional Kan
complex. Depending on the identity of b, one must reverse the choice of i for g;, as
in equation 2.27c. In the case of b = 0, the choice must instead be n — 4, which is
equivalent to gluing fillers in the reverse order; the result is the same in both cases.
To exemplify this, in digrams 2.28, the algorithm is visualized for an open box of
degree n = 1. Here, the identity and choice of ¢ can be seen as a filler for a horn
inside X depending on b.

10 11 10 11 10 11
_1. im(oq) im(oq)
ST O TS o A o
00 X(O) 01 00 X(l) 01 00 X(Q) 01



2. Theoretical background

10 11 10 11 10 11
_q. im(oy)
b=0: } } M im(o;) im(o;)
00 X(O) 01 00 X(l) 01 00 X(Q) 01

(2.28D)

The resulting shape X (2) of digrams 2.28 can then be mapped into Y of a functional
box lifter because of how it resembles a filled box. X (0) started inside the context
of a functional Kan complex and was transformed to also fit inside the context of a
functional box lifter using functions from the functional Kan complex. This means
that direct lifts between them are possible, thus identifying them as equal due to
the fact that this algorithm operates on any open box [15].

In essence, the implication from functional- Kan complexes to box lifters is given
constructively by the Gabriel-Zisman algorithm [15]. The reverse implication is
given by the creating a box from a horn through degenerating the horns lowest
or highest degree vertex, and then filling it in accordance with the functional box
lifter. This fulfilling both sides of the equivalence. Future sections shall address an
implementation of this algorithm for functional Kan complexes in Haskell.
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Implementation

As for the implementation of the Gabriel-Zisman algorithm, it was necessary to first
implement the necessary domain-specific data structures, and their complementary
functions. These include data structures representing simplices and their products,
along with functions modelling core simplicial concepts such as the hom-functor.
This section presents these components in order, and ending in a walk-through of
the Gabriel-Zisman algorithm and its realization in Haskell. As this chapter only
touches on parts of the code, see Appendix A for the code in its entirety.

3.1 Tuple representation of n-cells

A way to represent simplicial sets and simplices is through what is called the tuple-
interpretation. This section presents this interpretation and explains the foundation
for the data-representation in the domain-specific language. The section begins with
defining simplices as ordered tuples of natural numbers, with face and degeneracy
maps. Later it is shown how they can be implemented as a recursive data-type and
how then notions of their maps can be translated into code.

3.1.1 The tuple-interpretation

Summarizing and expanding on the description of tuples seen in section 2.11, a n-cell
is represented as a tuple whose elements are natural numbers, with partial ordering.
Interpreting a tuple as a n-cell, emphasizing not to mistake them for their simplex
counterparts [n] € A. The definition of a n-cell z is (a;)o<i<n Where a; € A, for
some partially ordered set A. To specify properties of A, one can say that for all
elements in A, there must exist an ordering a; < a;41 < --- < a,. The elements of
A are the 0-cells of x, also called xy. Elements in A are used to label the 0-cells of
the simplex, and can be arbitrary given that an ordering exists.

For example, A could be a set containing all letters, and inferring ordering from
index; or the set of binary numbers. For the sake of simplicity, however, natural
numbers are used. Another example is by letting A = {0, 1,2, 3}, which could then
be used to represent A® as a tuple. Here, by following the definition; (a;)o<i<n =
(ap, a1, as,a3) = (0,1,2,3). On such tuples, the face- and degeneracy maps can be
used to alter their shape, either increasing length by one through a degeneracy, or
lowering length by one with a face. These maps are defined in equation 3.1. Using
the face map on each index of a tuple will result in each corresponding face of the
n-cell, thus making it possible to draw out its shape, as seen in equation 2.14. The
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degeneracy, instead duplicating a 0-cell as in equation 2.16 thereby creating a larger
simplex.

a; if j <1,
si((ai)o<i<n) = (bj)o<j<ntt, bj = { N (3.1a)
aj— it j>1
a;  itj<i
di((a;)o<i<nt1) = (bj)o<j<n, bj = { T (3.1b)
ajyr i g >

3.1.2 Tuple implementation

It was decided to represent simplices using the tuple-interpretation as a Haskell
data-type, called Simplex. One condition for the tuple-interpretation was that the
set A, which encapsulated the vertices, had to be ordered. To model this property
of an ordered list where each element is greater than or equal to a former element,
a recursive algebraic data-structure defined by two constructors is used:

data Simplex = Fst Int | Inc Int Simplex

The base case constructor, Fst Int, represents the initial element in the list and is
to be interpreted as a singleton list. The recursive case, Inc Int Simplex, allows for
the construction of longer lists due to the recursive element Simplex, which allows
stacking these constructors on each other, resulting in a list-like structure. Ordering
within this structure is enforced by all increments being strictly positive or zero.
Each Inc construct obtains its actual value from summing its integer element to all
previous integer elements in the recursive list. The function getNumber is used to
obtain the actual value:

i
i + getNumber 1

getNumber (Fst i)
getNumber (Inc i 1)

To decode any element in a Simplex, is to sum all former increments with each other
up to the desired index starting from the initial element. Evaluating a full simplex
involves storing each element in order to a list. The structure adds integer values
as increments, making it possible to use negative integers. It would in theory be
possible to upset the ordering by doing so. For that reason, the set A only had an
implicitly enforced ordering, which is later explicitly enforced when using functions
to create objects of the Simplex data-structure. To illustrate how Simplex works in
practice, one can evaluate A® as it is represented in code:

(Inc 1 (Inc 1 (Inc 1 (Fst 0)))) = (0, (0+1), (0+1+1), (O+1+1+1))
= (0, 1, 2, 3)

Furthermore, the degeneracy as well as the face map were defined in such a way that
it recursively went down the structure until it found the correct index. So, for the
degeneracy map it inserted a new Inc with a zero at the right index. While for the
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face map it found the right index and either, if the index pointed at an Inc, removed
it and added its integer to the Inc above or given that the index was 0 changed
the first Inc to an Fst with the correct integer. The reason for changing the integer
of the closest Inc was due to the recursive structure making it necessary such that
values would not change. For example, applying dy on A? or applying s; on Al in
code below:

d 0 (Inc 1 (Inc 1 (Fst 0))) = (Inc 1 (Fst 1))
>~ (1,2)

s 0 (Inc 1 (Fst 0)) = (Inc 1 (Inc 0 (Inc 1 (Fst 0))))
= (0,1,1)

Verification of the tuple-interpretation was done using the simplicial identities from
section 2.3.1, which were translated for use in the simplicial sets in Haskell. In
total, there are six different functions to capture these identities. The IdProp is one
of those identities, and it captures the essence of equation 2.13c, and it is used to
constructively verify a great number of cases.

1dProp :: Simplex -> Int -> Int -> Bool

1dProp 11 i j | i >= j = (face j . face i) 11

= (face (1 - 1) . face j) 11
| otherwise = False

3.2 Product representation

Another representation, which is highly similar to that of tuples, was the represen-
tation of products of simplicial sets Product. Its structure is very similar to the
tuple-representation, but whose ordering and O-cells directly come from the Carte-
sian product. Here, ordering only applies to two 0-cells when the ordering of all
their constituent parts agrees. In this section, their implementation is described to
later go over what structures they share with Simplex.

3.2.1 Product implementation

Being defined very similarly to the tuple-interpretation, it shares a similar recursive
structure where the difference is that the iterative element in the definition is of
type Simplex, which itself is recursive. The constructors are FST Simplex and INC
Simplex Product, creating a list of partially ordered objects in the Simplex data-
structure.

data Product = FST Simplex | INC Simplex Product

The implementation of Product was created to model products of simplices, which
exhibit unique ordering rules. They can be derived using the valid morphisms
of Cartesian products of simplicial sets, imposing algorithmic ordering rules. To
achieve this condition, a sliding window algorithm was used. This sliding window
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goes over all elements inside of the product structure, comparing two tuples at a
time, one higher and one lower. Here, a pairwise comparison of these two elements’
constituents is performed, and if they are not ordered as the tuples are, the product
is considered invalid. The following pseudocode gives a more concrete illustration
on how the algorithm checks for violations of the ordering condition:

for i in Indices(Product):
SimplexToCheck = Product[i]
for FollowingSimplexes in Product[i:]:
if all(<=, zip(SimplexToCheck, FollowingSimplexes)):
pass
else:
return Not Valid
return Valid

As an example, an instance of Product like (00,01, 10) would be invalid since piece-
wise comparison of a 01 and 10 yields no overall ordering. An earlier motivation
was that there was no such 2-cell in A' x A!, and this algorithm copies the intuition
behind why. To get a better grasp of it, one can look at a visual representation in
equation 3.2. As seen, there is no way to go from 00 to 10 then to 01, as there is no
way to travel from 10 to 01 (this path is dotted).

10 11

00 | 01 (32)

Consider verifying whether (00,01,11,12) is correctly ordered. At the beginning,
the first elements are inspected: (00,01,11,12). As both integers in 00 are less
than or equal to those in 01, no discrepancy has been found yet. The next pair,
(00,01, 11,12) also has both integers in 01 as less than or equal to those in 11. The
last pair, (00,01, 11,12) is likewise correct as both integers in 11 are less than or
equal to those in 12. Thus, the product (00,01, 11, 12) is correctly ordered.

3.2.2 Data-type similarity

As stated in 3.2.1 the tuple-interpretation and product-interpretation are inherently
similar. They are both constructed as recursive data-types, have an inherent order-
ing, and are strictly increasing in one way or another. The product data-type is
even partially constructed via the tuple data-type. Due to the fact that the product
data-type being more or less an extension of the tuple interpretation, it is possible
to construct tuples as products whilst maintaining the correct ordering. By parsing
a one-dimensional simplex into the product data-structure, one more or less cre-
ates a tuple. The ordering is inherently correct, and due to maps operating in the
same way on both products and tuples, no properties are broken. To exemplify this,
one can look at how the product data-structure can act as a wrapper on the tuple
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data-structure.

(INC (Inc 1) (FST (Fst 0))) = (INC (1) (FST (0))
=, 1)

This similarity also anchors itself in the mathematics. As products are made to
model products of simplicial sets, and tuples are made to model standard simplices,
there is an inherent connection between the two structures. Taking the product
AY x A" is the same as just having A" as they are the same, and in code this can
be represented as parsing one-dimensional simplices into a product.

3.3 Tuples, products and simplicial sets

The representation of simplicial sets are constructed by having lists whose elements
were either the products or tuples. These approximate simplicial sets were used to
represent horns, open boxes, and boundaries. By embedding the tuples or products
inside of lists, enabling modelling of the hom functor, and its relation to simplicial
sets. Some important functionality such as explicit gluing information is, however,
missing. For example it would be impossible, with this implementation, to construct
a 0-simplex which is glued to itself.

1
0o 10D S (3.3)
T 0

Furthermore, modelling more complex shapes such as horns or boundaries with the
tuple data structure has been proven difficult, as tuples only represents standard n-
simplices. To solve this, lists containing n-simplices were used to model subshapes.
If two simplices in the list shared a vertex, they are interpreted as being connected
to each other. This property is what is called implicit gluing as it makes it possible
to glue together two n-simplices.

Now, two examples will be given, relating to the left and right simplicial sets in
equation 3.4. To represent the left horn AZ with lists of tuples, given the simplex
(0,1,2), the horn would be written [(0,2), (0, 1)]. Notice how these two 1-simplices
share the vertex 0, and are therefore connected at 0. The second example is repre-
senting the boundary of A?. Like the previous example with the tuple (0, 1,2), the
boundary could be written [(1,2), (0,2), (0,1)]. Here all simplices shares one vertex
with each other, therefore they are all glued together.

[(07 2)’ (O’ 1)] [(]" 2)’ (07 2)7 (07 1)]

2 ' 2
(0,2/ ((), 2/ \1,2)
BRSO IR IRV

(3.4)
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3.4 Key functionality

In the coming sections, two core functions central the domain-specific language will
be given and explained. These are the hom-functor hom and the Gabriel-Zisman
algorithm gabrielZisman. The first, modelling the hom-functor, computing all rep-
resentable m-cells within a given n-cell; and the second, an algorithm giving the
step-by-step filling of open boxes.

3.4.1 The hom-functor implementation

This implementation is a model of the hom-functor that gives the m-cells of a given
n-cell, also denoted A}'. Here, the m and the n-cell are taken as explicit input to
compute a list of all representable m-cells that exist within a A™. The reason for
having a hom-functor for the Product data structure instead of the Simplex one is
that Product can model Simplex using the O-cells of a Simplex as its increments.
The algorithm used can be roughly described with the following pseudocode:

def CombinationsOfLength(i: Integer, p: Product):
Returns a list of all possible ways to choose
the elements in p to form a list of length i,
where duplicate elements are allowed

def hom(i: Integer, p: Product):
homList = []
for combination in CombinationsOfLength(i,p):
slidingWindow = zip(combination, combination[1:])
isOrdered = map(x <= y, slidingWindow)
if all(isOrdered):
homList.add(combination)
else:
pass
return homList

The actual implementation differs slightly from the theoretical pseudocode. The
actual function is presented in the Haskell code below. It uses multiple custom
functions that will need explaining to understand its functionality. Furthermore, a
proof-of-concept for Python can be seen in Appendix B.

hom :: Int -> Product -> [Product]
hom (-1) m

= error "(Only Nat values allowed"
hom i m = filter isProduct
(map convert (hom' i m))
where
hom' Om = [[x] | x <- eval m]
hom' 1 m = mul (eval m) (eval m)
hom' i m = mulR (eval m) (hom' (i-1) m)
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A high-level description of its algorithm is that it creates all possible combinations
of 0-cells, which in the Product data structure can themselves be z-cells, up to a
length given by m. This functionality is primarily given by the two helper functions
mul and mulR which both implement a variant of the Cartesian product. The first
is a normal such product for lists, but the second; as given by its type signature to
use [Product| as input, uses every Product in the list as one would use one of the
two constituents of a product. The primary difference is that mulR interprets the
list as an element in and of itself; and concatenating with it to create a longer tuple:

mulR :: [a] -> [[a]l] -> [[al]

mulR [] ys = []

mulR xs [] = []

mulR (x:xs) (y:ys) = [x : y]
++ mulR [x] ys
++ mulR xs (y:ys)

Using these two variants, the result is many combinations, or instances of Product,
not fulfilling the invariance placed upon products of simplicial sets (Product). This
is where the two filtering functions come in; unDup and isProduct, which filter du-
plicates and instances of Product that are not following the invariance respectively.
The result is a hom-functor using combinatorics and Product-filters to give all m-
cells of a n-cell. Were one interested in computing the m-cells of a more complex
shape, like a horn or a box (unions of representables), one can call hom on every
Product in the list, flatten the list and filter away duplicates to get the same result
there.

3.4.2 The Gabriel-Zisman algorithm

The function gabrielZisman’s purpose is giving out all intermediate steps a researcher
would, by hand, do to perform the Gabriel-Zisman algorithm (GZA). The inputs are
a degree deg used to construct the open box with A9 as well as a Bool indicating
which one of the two possible cases are considered. The function is not in and of
itself a direct implementation of the GZA, rather a instruction manual for correctly
performing the algorithm. Below is this pure function solving one way of the equiv-
alence in code, step-wise. The algorithm is to call the function step as many times
as it needs in order for the algorithm to spit out a finished filled box. These steps
utilize a wrapper for [Matrix], called Horn, which step uses to wrap one iteration of
the algorithm:

H [Product]
S ([Product], Maybe Horn)

newtype Horn
newtype Step

gabrielZisman :: Int -> Bool -> [Step]
gabrielZisman deg b = [step i (deg + 1) Db
| 1 <= [0..(deg + 1)]1]
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In the wrapper Step, the first index denotes how far the algorithm has come in
filling a box and the second is which Horn that was filled to reach that point. This
motivates the Maybe data-type used; in the first step of the algorithm, the unfilled
box along with Nothing is printed out, because no horn was filled. This is explained
more explicitly in the following code:

step :: Int -> Int -> Bool -> Step
step 0 deg b = S (fillBox (-1) deg b, Nothing)
step index deg b =
S (current, Just (H (former ~intersect™ [sig bl)))
where current fillBox (index-1) deg b

former = fillBox (index-2) deg b
sig True = sigma (index-1) deg
sig False = sigma (deg - index) deg

The more important parts of this code are, as mentioned earlier, where step-0 having
filled no horn. The later horns are filled by calling fillBox, which gives a partially
filled box corresponding to that point in the algorithm. Using the intersect function,
with the sigma (o from section 2.4.5) and the former filled box gives what horn was
filled for that iteration to happen. How the partially filled boxes are computed is
by the fillBox function described below:

fillBox :: Int -> Int -> Bool -> [Product]
fillBox (-1) deg b = openBox (deg-1) b
fillBox iter deg b =
openBox (deg - 1) b “union”
[sigma idx deg | idx <- range b]
where
range True = [0..iter]
range False = take (iter+1) $ reverse [0..deg-1]

The fillBox function uses a function called openBox extensively, a function whose
sole purpose is generating the open box. Later steps of the fillBox are generated by
taking a list of all sigma’s up to the asked index iter and creating a union of them
with the open box using a custom function for unions (union). The choice of picking
out a ¢ to further fill out an open box depends heavily on if the top or bottom of
the open box is filled. In the first case, b == True, the iterations are done in normal
order, otherwise, they are done in reverse order.

As stated earlier, this function will give the steps needed to perform the GZA, and
to exemplify this; a function call of gabrielZisman 1 True will be demonstrated,
both with numerical and geometric perspective (3.5) as seen below. One of these
will return a list, so for increased clarity, some formatting has been done:

ghci> gabrielZisman 1 True
[ s ([00 10,01 11,10 11], Nothing),
S ([00 10 11,01 117, Just (H [00 10,10 111)),
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S ([00 10 11,00 01 111, Just (H [00 11,01 11]1))]
10 11 10 11 10 11

FL A

00 01 00 01 00 01 (35)
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Discussion

The purpose of this discussion is to provide nuance regarding central design choices
made throughout this thesis. It focuses on both practical implementation challenges
and other methodological questions. Subsequent subsections reflect on what was
gained and lost in pursuing generality, interpretability and accuracy within the DSL.
In doing so, the extent to which the current design serves its intended purpose and
where refinements or future extensions may be needed are assessed.

4.1 Data representation

The current data structure is grounded in repeated evaluation and conversion be-
tween data-types. Each representable n-cell, or union of such cells, must be either
converted to or generated using the custom structure to be usable within the lan-
guage. This design introduces computational overhead due to the many translations
from arrays, used for computation, to the data structure, used for representation.
Functions often take types like Product as input, evaluating them to [[Int]]. Array
operations are then performed, and the results are translated back into Product,
potentially to be passed into yet another function undergoing the same process.

In the DSL, specific objects of interest are operated upon and it is possible to leverage
symbolic functions to describe and manipulate them. A symbolic manipulation
could also enable certain cancellation rules of composite functions derived using the
simplicial identities. This allows symbolic manipulation until a concrete evaluation is
explicitly required. Designing the language this way has computational advantages.
However, this approach is only as expressive as the range of symbolic representations
supported. In effect, designing a language this way can be seen as hardcoding
domain knowledge, where a numerical language might be more general and flexible
by default.

From a user-interface perspective, symbolic representations could make the language
more interpretable for humans, making it more accessible for researchers. There was
an intention to introduce wrappers for the core data-types to display their structure,
something otherwise opaque in raw numeric formats. Instead, the existing class
provides functions to extract such information, but relies on function-calls. These
functions could, however, be used to automatically wrap and infer the structure
of data. Despite this, computation would still rely on an underlying numerical
model. A fully symbolic representation would instead eliminate the need for such
wrappers entirely. Objects would inherently describe themselves, both structurally
and semantically.
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The language uses a common class Tuple for the representations of simplices and
products of simplices, Simplex and Product. The functionality of Simplex, as a
unary product, is encompassed by Product, which can represent Cartesian products
of any arity. With this in mind, the existence of Simplex is not motivated. In fact,
valid instances of Product may involve difference vectors that violate the invariance
of Simplex. A sequence of O-cells in a Product such as (0,1) followed by (1,1) forms a
difference vector of (1,0), breaking the invariance of Simplex. A solution could be to
replace Simplex with arrays as difference vectors and to remove the common class.
This would also remove the need to convert from Simplex when doing computations
and would make the language more compact.

4.2 Natural numbers

Vertices, or O-cells in simplicial sets use natural numbers as labels creating a global
ordering of them when implemented. This can limit future properties of simplicial
sets to be implemented, such as the addition of gluing information to identify two
n-cells as being the same. Implementing this property with a global scope using the
current labels can have the effect that more than two n-cells might be affected by
the gluing, something that can be undesired. There can also be duplicate represen-
tations of simplices that are distinct from a computational or semantic perspective
but identical in their numeric content. This is especially troubling when simplices
that are not meant to interact nonetheless share the same representation due to
overlapping vertex labels.

One proposed workaround is to assign custom tags to simplices and use the order
of these tags within arrays to infer the structure of the simplex. However, this
introduces its own problems. It would need to constantly update an global ordering
array. Without it, it becomes difficult to guarantee properties such as transitivity.
In other words, even if A < B and C < B, one could not necessarily infer whether
A < C or C < A. The current workaround is to rely on a user contract to only use
natural numbers when input is Int. Here, one fix could be to automatically take
absolute values, or better, to use a custom numerical type:

data Nat = Zero | Successor Nat

This recursive data-type Nat for natural numbers use constructors like the ones used
within Simplex. The differences would be in the initial element being Zero and
the increments being Successor Nat, close to how natural numbers are recursively
defined. However, this too is inefficient, as such recursive structures need to be
evaluated to be used within computation. Using these strategies, it would be possible
to construct highly nested types representing products of simplices; mathematically
correct, but computationally expensive and with limited human interpretability in
practice.
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4.3 Libraries and language

Many implementation challenges encountered stem from the absence of external
libraries. The issues previously discussed in section 4.2 could be resolved using es-
tablished packages designed specifically for such representations. Moreover, reliance
on custom data types and functions comes at a cost. In particular, readability is
negatively impacted when users reconstruct the internal logic by tracing a deep
hierarchy of functions and types. Conventional libraries, on the other hand, of-
fer familiar, well-documented functionality. Also, from a performance perspective,
trusted libraries are typically far more optimized. By reinventing what exists as
standard functionality, time is also redirected away from developing more advanced
features.

The term library may also refer to those available in other programming languages.
While the current implementation is written in Haskell, it could leverage more of
its functional strengths. Alternatively, the DSL could be implemented in another
language like Python, where libraries optimized for array-operations exist. Doing
this, there could be a significant boost in performance and development speed.
Furthermore, without sacrificing readability, it could be easier to enforce the use
of natural numbers in Python compared to Haskell, due to Python’s — new_
method. Such a change could, however, forgo the static guarantees provided by
Haskell, and replicating the same level of symbolic expressiveness and generality
could prove more challenging. As a proof of concept, a short Python script was
also created to see whether it could have been more efficient, which can be seen
in Appendix B. What was created was a function for products of simplicial sets
and a hom function, and one could argue higher readability and less convoluted
algorithmics.

4.4 DSL functions

The two central features (3.4) exhibit suboptimal performance. It would be prefer-
able to integrate constraints into the generation phase of hom instead of generating
all combinations and filtering out incorrectly ordered tuples. Due to the suboptimal
implementation of hom, significant performance is lost. For example, when eval-
uating hom 10 ((0,0) (1,1) (1,2)) there are a total of 177 147 products generated,
while only 78 of them are valid products. Even using hom for smaller simplices,
for example, all 4-simplices in ((0,0) (1,1) (1,2)), one would generate 222 invalid
shapes. Furthermore, the gabrielZisman function is also inefficient. Instead of com-
puting the steps up to a given index, it recomputes all prior intermediate steps at
each iteration, resulting in a highly redundant traversal. A more optimal implemen-
tation would compute only the necessary intermediate results and store them for
reuse. Although it is important to note that efficiency and high performance were
non-objectives when developing this DSL. Thus, suboptimal performance is more or
less guaranteed.

Constructing one direction of the box-horn equivalence, gabrielZisman works by
computing fillers for horns in a pre-generated box based on its symbolic description.
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The open boxes are always non-degenerate and cannot be modified outside the
function. A development could be in letting the function take an invariant box as its
input and filling it. In this version, it would have to support verifying whether a given
object represents a valid open box. Given success in this, the new generalization of
gabrielZisman could work in both directions of the equivalence. This is because one
could degenerate parts of a horn to create an open box; if the open box then can be
filled, so can the horn.

4.5 Domain-specific languages

Between generality and optimization, there exists a trade-off: by enforcing the con-
straint that the system must support a wide range of algorithms over arbitrary sim-
plicial sets, it restricts the ability to implement optimized code. General abstractions
introduce overhead and limit how aggressively one can tune an implementation for
a specific task. Furthermore, by trying to achieve generality, time had to be allo-
cated more sparsely thus limiting how well one function could be implemented. The
goal was partly to show an equivalence, and this could have been done without a
DSL. In hindsight, a narrowly scoped implementation might have sufficed for the
specific needs of this thesis, yielding faster progress and simpler tooling. However,
not implementing a DSL would have limited future development possibilities.
Development of the DSL was accompanied by significant time spent researching
the problem domain and revisiting design decisions in response to new discoveries.
Given a precise specification the mathematical requirements of the DSL, including
all its expected features and interactions, converging on a finished design could have
been done far more quickly. Instead much of the domain knowledge had to be ac-
quired from scratch, before implementations could be devised. This process was
non-linear and iterative. New mathematical understanding directly shaped the lan-
guage design. Given new knowledge, certain design choses may have been different.
For example, in the beginning three different implementations were developed, none
of them correct, but each having something of value. Given previous knowledge on
the subject that could have been avoided.

This experience raises questions on if computer scientists working on DSLs should
be experts in the domains they target. Perhaps, it is better to treat the domain
as a black box, where the developer implements specifications without deep seman-
tic understanding, where directions are given by an expert in the field. However,
for academic or research-oriented work, particularly for a complex domain like of
simplicial sets, deep domain knowledge appears essential. Due to it being difficult
to implement functionality given no knowledge whether it is correct, separating
code-knowledge and domain-knowledge seems unproductive. In fact, an (albeit in-
direct) objective of this thesis was to explore the process of learning a domain while
simultaneously designing a language around it.

Due to the limited time that was allocated to the DSL it is unclear whether it
had the potential to model simplicial sets and their associated constructions in
their entirety. Many core functions was introduced as well as showing one side of
the equivalence. What is left is, not counting the other side of the equivalence,
integrating more advanced constructions, such as gluing information, which may
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require new structural extensions or even a reformulation of some core assumptions.
Therefore, it is difficult to assess the possibility to continue development. Still,
the DSL represents a foundation upon which further mathematical structures could
possibly be modelled. Moreover, this DSL represents a proof of concept that, in
theory, it could be possible to fully represent simplicial sets in Haskell, with all
functionality present.
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Conclusion

In the constructed DSL, representations for simplices and products of simplices
have been defined. These abstractions enable functionality for the hom functor and
support for the target algorithm by Gabriel-Zisman. The DSL is incomplete in the
sense that it does not capture simplicial sets in full generality. In particular, the
representations of explicit gluing information of a simplicial sets cells. Instead, the
DSL models representable simplicial sets and disjoint unions thereof using implicit
gluing.

The Gabriel-Zisman algorithm was used show that horn-fillers (i.e. functional Kan
complexes) are in fact functional box-fillers. Reversing this implication and con-
structing the equivalence has been set as the goal for future development. Addition-
ally, to make the DSL a subject for more than the target algorithm, future work is
envisioned to also focus on incorporating additional structural properties of simpli-
cial sets. Here, notions of pure Kan complexes could be implemented which means
extending the expressibility of the language for horn fillings.

33



5. Conclusion

34



Bibliography

[1] E. Riehl, Category Theory in Context. Dover Publications, 2014.

[2] nLab authors, “Set.” https://ncatlab.org/nlab/show/Set, Apr. 2025. Re-
vision 42.

[3] nLab authors, “cartesian product.” https://ncatlab.org/nlab/show/
cartesian+product, Apr. 2025. Revision 28.

[4] nLab authors, “presheaf” https://ncatlab.org/nlab/show/presheaf, Apr.
2025. Revision 60.

[5] nLab authors, “hom-functor.” https://ncatlab.org/nlab/show/
hom-functor, Apr. 2025. Revision 23.

[6] nLab authors, “Yoneda embedding.” https://ncatlab.org/nlab/show/
Yoneda+embedding, Apr. 2025. Revision 43.

[7] nLab authors, “representable functor.” https://ncatlab.org/nlab/show/
representable+functor, Apr. 2025. Revision 58.

[8] nLab authors, “Yoneda lemma.” https://ncatlab.org/nlab/show/Yoneda+
lemma, Apr. 2025. Revision 83.

9] F. Geerligs, “Symmetric effective and degenerate-preferring kan complexes,”
April 2023.

[10] nLab  authors,  “simplicial set”” https://ncatlab.org/nlab/show/
simplicial+set, May 2025. Revision 90.

[11] nLab authors, “pushout.” https://ncatlab.org/nlab/show/pushout, May
2025. Revision 33.

[12] nLab authors, “product of simplices.” https://ncatlab.org/nlab/show/
product+of+simplices, Apr. 2025. Revision 36.

[13] G. Friedman, “Survey Article: An elementary illustrated introduction to sim-
plicial sets,” Rocky Mountain Journal of Mathematics, vol. 42, no. 2, pp. 353 —
423, 2012.

[14] nLab authors, “lifting property.” https://ncatlab.org/nlab/show/lifting+
property, May 2025. Revision 39.

[15] P. Gabriel and M. Zisman, Calculus of Fractions and Homotopy Theory.
Springer, 1967.

35


https://ncatlab.org/nlab/show/Set
https://ncatlab.org/nlab/revision/Set/42
https://ncatlab.org/nlab/revision/Set/42
https://ncatlab.org/nlab/show/cartesian+product
https://ncatlab.org/nlab/show/cartesian+product
https://ncatlab.org/nlab/revision/cartesian+product/28
https://ncatlab.org/nlab/show/presheaf
https://ncatlab.org/nlab/revision/presheaf/60
https://ncatlab.org/nlab/show/hom-functor
https://ncatlab.org/nlab/show/hom-functor
https://ncatlab.org/nlab/revision/hom-functor/23
https://ncatlab.org/nlab/show/Yoneda+embedding
https://ncatlab.org/nlab/show/Yoneda+embedding
https://ncatlab.org/nlab/revision/Yoneda+embedding/43
https://ncatlab.org/nlab/show/representable+functor
https://ncatlab.org/nlab/show/representable+functor
https://ncatlab.org/nlab/revision/representable+functor/58
https://ncatlab.org/nlab/show/Yoneda+lemma
https://ncatlab.org/nlab/show/Yoneda+lemma
https://ncatlab.org/nlab/revision/Yoneda+lemma/83
https://ncatlab.org/nlab/show/simplicial+set
https://ncatlab.org/nlab/show/simplicial+set
https://ncatlab.org/nlab/revision/simplicial+set/90
https://ncatlab.org/nlab/show/pushout
https://ncatlab.org/nlab/revision/pushout/33
https://ncatlab.org/nlab/show/product+of+simplices
https://ncatlab.org/nlab/show/product+of+simplices
https://ncatlab.org/nlab/revision/product+of+simplices/36
https://ncatlab.org/nlab/show/lifting+property
https://ncatlab.org/nlab/show/lifting+property
https://ncatlab.org/nlab/revision/lifting+property/39

Bibliography

36



A

Appendix A: Domain specific
language in Haskell

A.1 Tuple

{-# LANGUAGE FunctionalDependencies #-}

-- | Module defining a Tuple typeclass and common list manipulation
utilities.
module Tuple where

-— | The 'Tuple' typeclass abstracts over data structures with the
ability to evaluate,

-— convert, and manipulate dimensionally-indexzed data.

-— It uses functional dependencies to indicate that the structure
'a' uniquely determines types 'b' and 'c’.

class Tuple a b c | a -> b, a -> ¢ where

eval it a->b -- T Extracts the underlying data
representation.
convert :t b > a -— 7 Constructs the structure from its

underlying representation.

degree ::a -> Int -— T Returns the dimension or depth of
the structure.

len :: a -> Int -— 7 Returns the number of elements in
the structure.

linked it a ->a ->Bool -- " Determines if two structures

are linked (i.e., overlapping but not equal).

index ::a->1Int ->c -- 7 Access an element at a specific
index.

end i a—>c -— T Access the final element of the
structure.

degeneracy :: Int -> a -> a -- ~ Inserts a repeated element at

the spectified indezx.
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face :: Int -> a -> a -- " Remowves an element at the
specified index.

-— | Removes duplicate elements from a list.
unDup :: Eq a => [a] -> [a]

unDup [] =[]

unDup (x:xs) x : remove x (unDup xs)

-— | Checks if an element is in a list.

isIn :: Eq a => a -> [a] -> Bool
_ TisIn® [] = False
a “isIn® (x:xs) = a ==x || a “isIn~ xs

-- | Removes the first occurrence of an element from a list.

remove :: Eq a => a -> [a] —-> [a]
remove _ [] = [
remove a (x:xs)

| a ==x = xs

| otherwise = x : remove a xs

-— | Computes the difference between two lists.
difference :: Eq a => [a] -> [a] -> [a]
difference [] ys = ys

difference xs [] = xs

difference (x:xs) ys
| x “isIn” ys = difference xs (remove x ys)
| otherwise = x : difference xs ys

-- | Computes the intersection between two lists.
intersection :: Eq a => [a] -> [a] -> [a]
intersection [1 _ = []
intersection (x:xs) ys

| x “elem” ys = x : intersection xs ys

| otherwise intersection xs ys

-— | Sorts a list using a recursive quicksort-like approach.
sort :: Ord a => [a]l -> [al]

sort [] =[]
sort (x:xs) = lower ++ [x] ++ higher
where higher = sort [a | a <- xs, a > x]

lower sort [a | a <- xs, a <= x]

-— | Adds two lists of integers element-wise, padding the second
list with zeros if needed.

add :: [Int] -> [Int] -> [Int]

add dom sub = zipWith (+) dom extended
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where extended = sub ++ replicate (length dom - length sub) O

-- | Subtracts the second list from the first list element-wise.
sub :: [Int] -> [Int] -> [Int]
sub pos neg = add pos negative

where negative = map (\x -> -x) neg

-- | Generates all patirwise combinations of elements from two

lists.
mul :: [a] -> [a] -> [[a]l]
mul [1 _ = []
mul _ [1 = []

mul [x] [yl = [[x,yl]

mul (x:xs) [y] = mul [x] [y] ++ mul xs [y]

mul [x] (y:ys) = mul [x] [y] ++ mul [x] ys

mul (x:xs) (y:ys) = mul [x] [y] ++ mul [x] ys ++ mul xs (y:ys)

-- | Extends each combination in a list of lists by prepending an
element to them.

mulR :: [a] -> [[a]] -> [[al]

mulR [] ys = []

mulR xs []1 = []

mulR (x:xs) (y:ys) = [x : y] ++ mulR [x] ys ++ mulR xs (y:ys)

A.2 Simplex

module Simplex where
import Tuple

-- | A recursive data structure representing a list of integers

with

-— compressed difference encoding.

data Simplex = Fst Int -— " Base case: a single integer
element.

| Inc Int Simplex -- ~ Recursive case: an increment
and the rest of the list.

instance Show Simplex where
show :: Simplex -> String
show = unwords . map show . eval

-- | Equality tinstance based on the evaluated list of integers.
instance Eq Simplex where

(==) :: Simplex -> Simplex -> Bool

11 == 12 = eval 11 == eval 12

ITT
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-- | Defines ordering for Simplexs, comparing them element-wise.

-— Throws an error if the lists are of unequal length or not
totally ordered.

instance Ord Simplex where

compare :: Simplex -> Simplex -> Ordering
compare 11 12
| len 11 /= len 12 = error "Different lengths, uncomparable"
| eval 11 == eval 12 = EQ
| and less = LT
| all not less = GT
| otherwise = error "Generally uncomparable"

where less = zipWith (<=) (eval 11) (eval 12)

-— | Implements the Tuple typeclass for Simplez.
instance Tuple Simplex [Int] Int where
-- | Converts a Simplex to its full integer list.
eval :: Simplex -> [Int]
eval (Fst i)
eval (Inc i s)
where
getNumber (Fst i) =1
getNumber (Inc i 1) i + getNumber 1

[i]

eval s ++ [1 + getNumber s]

-— | Converts a list of integers to a Simplex using

differences.
convert :: [Int] -> Simplex
convert xs = convert' (reverse xs)
where

Fst i
Inc (x - head xs) $ convert' xs

convert' [i]
convert' (x:xs)

-- | Returns the number of elements in the Simplez.
degree :: Simplex -> Int

degree (Fst i) =1

degree (Inc i 1) = 1 + degree 1

-— | Alias for degree; total length of the Simplez.
len :: Simplex -> Int
len = degree

—-— | Determines if two Simplexs are linked (non-equal and
overlapping) .
linked :: Simplex —> Simplex -> Bool
linked 11 12
| 11 == 12 = error "Not linked, instead equal"

IV
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| otherwise = length (unDup (ull ++ ul2)) < totLen

where
ull = unDup $ eval 11
ul?2 = unDup $ eval 12
totLen = length (unDup ull) + length (unDup ul2)

-- | Retrieves the element at a specific indez.

index :: Simplex -> Int -> Int

index 1 (-1) = last $ eval 1

index 1 i1
| 1> (len 1 - 1) = error "Index out of range"
| otherwise =eval 1 Il i

-- | Gets the last element of the Simplezx.
end :: Simplex -> Int

end (Fst i) =1

end (Inc 1 1) =i + end 1

-- | Inserts a duplicate element at the specified index.
degeneracy :: Int -> Simplex -> Simplex
degeneracy i 1

| i > (len 1 - 1) = error "Index out of range"

| otherwise = degen (degree 1 - i - 1) 1
where
degen 0 1s = Inc 0 1s
degen n (Inc i 1s) = Inc i (degen (n-1) 1s)
degen n (Fst i) = Fst i

-- | Removes the element at the specified indez.

face :: Int -> Simplex -> Simplex
face i 1
[ 1> (len 1 - 1) = error "Index out of range"
| otherwise = fa (degree 1 - i - 1) 1
where
fa 0 (Inc i 1s) = 1s
fa 1 (Inc i (Inc i' 1s)) = Inc (i+i') 1s
fa 1 (Inc i (Fst i')) = Fst (i+i')
fa n (Inc i 1s) = Inc i (fa (n-1) 1ls)
fa n (Fst i) = Fst i

-— | Constructs a Simplex from the list [0..4i].
delta :: Int -> Simplex
delta i = convert [0..i]

module Product where
import Tuple



A. Appendix A: Domain specific language in Haskell

import Simplex
import Data.Ord ( comparing )

-— | A Product is either a base layer (FST) or a layered tincrement

(INC),

-— where each layer builds upon the previous using addition of
vectors.

data Product = FST Simplex -— 7 The base case: a single
vector.

| INC Simplex Product -- ~ Recursive case: a vector
added to previous Product.

instance Show Product where
show :: Product -> String
show = unwords . map (concatMap show) . eval

-- | Equality check based on the evaluated list of wectors.
instance Eq Product where

(==) :: Product -> Product -> Bool

ml == m2 = eval ml == eval m2

-— | Implements the Tuple typeclass for Product.
instance Tuple Product [[Int]] [Int] where
-- | Converts a Product into its full list-of-vectors

representation.
eval :: Product -> [[Int]]
eval (FST xs) = [eval xs]
eval (INC xs m) = eval m ++ [add (current m) (eval xs)]

where
current (FST xs)
current (INC xs m)

eval xs
add (current m) $ eval xs

-- | Constructs a Product from a list of wectors.

convert :: [[Int]] -> Product
convert xs = convert' list
where

FST $ convert xs
INC (convert (sub x (head xs))) $ convert'

convert' [xs]
convert' (x:xs)
Xs
list
xs))) xs

reverse $ map (normalize (length (head

-— | Returns the dimension of wvectors in the Product.
degree :: Product -> Int

degree (FST xs) length $ eval xs

degree (INC xs m) = degree m

VI



A. Appendix A: Domain specific language in Haskell

-= | Number of vectors in the Product.
len :: Product -> Int

len (FST m) 1

len (INC xs m) 1+ len m

-- | Checks whether two matrices are linked (share elements but
are not equal).
linked :: Product -> Product -> Bool
linked ml m2
| m1 == m2 = error "Not linked, instead equal"

| otherwise = length (unDup (ull ++ ul2)) < totLen
where
ull = unDup $ eval ml

ul2
totLen

unDup $ eval m2
length (unDup ull) + length (unDup ul2)

-— | Access the i-th vector from the Product.
index :: Product -> Int -> [Int]
index m (-1) last $ eval m

index m i
[ i > (lenm - 1) = error "Index out of range"
| otherwise =evalm !! 1

-— | Gets the last wvector in the Product.
end :: Product -> [Int]
end m = last (eval m)

-- | Inserts a duplicate vector at the given indezx.

degeneracy :: Int -> Product -> Product
degeneracy i m
| 1 > (len m -1) = error "Index out of range"
| otherwise = convert $ take (i+1) product ++ drop i

product
where product = eval m

-— | Removes the vector at the given index.

face :: Int -> Product -> Product
face i m = convert $ take i product ++ drop (i+l1) product
where product = eval m

-— | Custom comparison that supports "Nothing" for incomparables
compareProduct :: Product -> Product -> Maybe Ordering
compareProduct 11 12

| len 11 /= len 12

| eval 11 == eval 12

Nothing
Just EQ

VII
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| and less = Just LT
| all not less = Just GT
| otherwise = Nothing

where less = zipWith (<=) (concat (eval 11)) (concat (eval 12))

-— | Checks if a Product is sorted in mon-decreasing order.

isProduct :: Product -> Bool
isProduct m = isProduct' (map (\x -> convert [x] :: Product) (eval
m))
where

isProduct' [x] = True
isProduct' (x:y:xs) =
case compareProduct x y of
Just LT -> isProduct' (y:xs)
Just EQ -> isProduct' (y:xs)
-> False

-— | Validates that a structure is a Product; throws otherwise.

verify :: Product -> Product
verify m
| isProduct m = m
| otherwise = error "Not a Product"

-- | Remove all matricies that has degeneracies in them
filterDegeneracies :: [Product] -> [Product]
filterDegeneracies = filter notDegenerate

-- | Property to check if a IncList has a degeneracy in it

notDegenerate :: Product -> Bool
notDegenerate m = notDegenerate' (convert (eval m))
where notDegenerate' (FST x) = True
notDegenerate' (INC 1 m) | 1 == convert (replicate (degree

m) 0) = False
| otherwise = notDegenerate' m

-- | Gives the hom function for the given Product.
hom :: Int -> Product -> [Product]
hom (-1) m = error "Only Nat values allowed"

hom i m = unDup $ filter isProduct (map convert (hom' i m))
where
hom' Om = [[x] | x <- eval m]
hom' 1 m = mul (eval m) (eval m)
hom' i m = mulR (eval m) (hom' (i-1) m)

-- | Ensures vectors have the same length by right-padding with
zeros.
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normalize :: Int -> [Int] -> [Int]
normalize i xs
| i < length xs
| 1 == length xs
| otherwise

drop (i - length xs) xs
XS
xs ++ replicate (i - length xs) O

-- | Extracts a list of unique vectors from a list of matrices.

unique :: [Product] -> [[Int]]

unique [] = []

unique 10(x:xs) = unDup $ extract (eval x) ++ unique xs
where

(]

X : extract xs

extract []
extract (x:xs)

-- | Checks if two matricies are subsets of eachother
subset :: Product -> Product -> Bool
subset sub sup = all (Telem” unDup (unique [sup])) (unDup (unique

[subl))

-- | Performs the union operation on lists of matricies
union :: [Product] -> [Product] -> [Product]

union [] [1 =[]
union xs [] = X8
union [] ys = ys
union xs ys = unsubset $ reverse $ sortByLen $ xs++ys
where unsubset [] = [1]
unsubset (z:zs) = z : unsubset (filter (\x -> not (subset x
z)) zs)

-— | Sorts a list of matricies according to their len (length)
sortByLen :: [Product] -> [Product]
sortByLen [] =[]
sortByLen (x:xs) lower ++ [x] ++ higher
where higher sortByLen [a | a <- xs, len a > len x]
lower sortBylen [a | a <- xs, len a <= len x]

-- | Sigma definition for GZ

sigma :: Int -> Int -> Product
sigma i degree = convert [sigma' i j | j <- [0..degreell]
where sigma' i j | j <=1 = [0,j]
| otherwise = [1,j-1]

-- | Gives the union of all (n-1) edges for a n-simplex
border :: Tuple a b ¢ => a -> [a]
border m = reverse [face x m | x <- [0..len m - 1]]
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-- | Gives the cartestian product between simplicies

prod :: Simplex -> Simplex -> [Product]

prod 11 12 = [(\ x -> convert x :: Product) (mul [x] (eval 12)) | x
<- eval 11]

-— | Intersection of matricies

intersect :: [Product] -> [Product] -> [Product]
intersect [] ys = []
intersect xs [1 = []
intersect xs ys = intersection smallXs smallYs
where smallest | smallestlLen xs > smallestlLen ys = smallestlen
ys
| smallestLen xs <= smallestlen ys = smallestLen

X8

smallXs = concatMap (filterDegeneracies . hom (smallest-1))
XS

smallYs = concatMap (filterDegeneracies . hom (smallest-1))
ys

-- | Gives the smalles length of a Product in a list

smallestlLen :: [Product] -> Int
smallestlen [] = 0
smallestlen xs = len $ head (sortByLen xs)

-— | Generates the open box for a given degree and orientation
openBox :: Int -> Bool -> [Product]
openBox deg bool = hull (deg+l) “union” bottom

where bottom | bool = prod (convert [1] :: Simplex) (delta
deg)
| otherwise = prod (convert [0] :: Simplex) (delta
deg)

--- | Creating the hull
hull :: Int -> [Product]
hull deg = concat [faces deg y | y <= [0..deg-1]]
where faces deg y = [face x (sigma y deg) | x <- range y deg]
range inc deg = [mod (2+x+inc) (deg+l) | x <- [0..deg-2]1]

A.3 Gabriel Zisman

module GabrielZisman where
import Product

import Tuple

import Simplex
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-— | A 'Horn' is a collection of matrices that together form a horn
structure.
newtype Horn = H [Product] deriving (Show)

-— | A 'Step' represents a progresstion in a computation or

structure:
-—a 'Filling' along with the 'Horn' <t fills.
newtype Step = S ([Product], Maybe Horn) deriving (Show)

-- | Checks whether a list of matrices forms a valid Horn.
-— A Horn must:
-— - Contain as many matrices as the length of each Product.
--= - Be a Product (ordered).
- - Contain only pairwise linked matrices (no duplicates).
isHorn :: [Product] -> Bool
isHorn h@(x:xs) = (length h == len x && all isProduct h) && condition
where
condition = all (uncurry linked) pairs
pairs unDup [(a,b) | a <~ h, b <- h, a /= b]

-- | Safely constructs a 'Horn' from a list of matrices.
-— Throws an error if the list is nmot a wvalid horn.

horn :: [Product] -> Horn
horn 1list
| isHorn list = H list
| otherwise = error "Not a Horn"

-- | Exztracts the list of matrices from a Horn.
unHorn :: Horn -> [Product]
unHorn (H xs) = xs

-- | Generates a Horn by removing the i-th face from a Product.

-— Used to compute the horn associated with a given cell.

generateHorn :: Int -> Product -> Horn

generateHorn i m
| i >lenm - 1
| otherwise

error "Index out of range"
H [face xm | x <- [0..1lenm - 1], x /= i]

—-- | The Gabriel Zisman algorithm
gabrielZisman :: Int -> Bool -> [Step]
gabrielZisman deg b = [step i (deg + 1) b | i <= [0..(deg + 1)]]

-— | One step of the Gabriel Zisman algorithm

step :: Int -> Int -> Bool -> Step
step O deg b = S (fillBox (-1) deg b , Nothing)
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step index deg b S (current, Just (H (former "intersect” [sig

b])))
where current = fillBox (index-1) deg b
former = fillBox (index-2) deg b

sig True = sigma (index-1) deg
sig False = sigma (deg - index) deg

-— | Fills a box up to the given step indezx

fillBox :: Int -> Int -> Bool -> [Product]

fillBox (-1) deg b = openBox (deg-1) b

fillBox iter deg b =
openBox (deg - 1) b “union” [sigma idx deg | idx <- range b]
where

[0. .iter]
take (iter+1l) $ reverse [0..deg-1]

range True
range False
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Appendix B: Proof of concept in
Python

from itertools import combinations_with_replacement

def homFunction(simplex : list[int], nth_order : int) ->
list[list[int]]:
Python proof-of-concept alternative to "hom" in the haskell
code
return [list(s) for s in combinations_with_replacement (simplex,
nth_order + 1)]

def productMap(simplicialsetl : list[int], simplicialset2 :
list[int], nth_order : int) -> list[list[int]]:

Python proof-of-concept alternative to "mulR" in the haskell

code

mnmnn

Xn = homFunction(simplicialsetl, nth_order)

Yn = homFunction(simplicialset2, nth_order)

simplexes = []

for i in range(len(Xn)):

for j in range(len(Yn)):
simplexes.append(list(zip(*(Xn[i], Yn[jl))))
return simplexes
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