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Abstract

Contemporary procedural content generation frameworks typically target a single
content category; cross-domain frameworks that also retain artistic control remain
under-explored. This thesis explores an assembly-based PCG framework for mod-
ular 3D asset generation across two distinct categories of 3D assets: buildings and
vegetation. The framework was developed and evaluated across two cycles utilising
the Design Science Research Methodology (DSRM), with the first establishing a
baseline implementation and the second extending the descriptor schema and eval-
uation methodology in response to findings from the first.

Three evaluation criteria guided the assessment: authorial control over the output
distribution, schema reuse across structurally distinct 3D assets, and the expressive
range of the generated output, measured via expressive range analysis (ERA) The
descriptor schema was applied to both domains without modification, with cascade
activation supporting the deeper hierarchical structure of vegetation. Authored con-
straints were enforced reliably across all generations of the buildings domain. The
expressive range proved one-dimensional for buildings, whose variation was purely
combinatorial, and two-dimensional for vegetation once deformation operations in-
troduced a parametric axis independent of selection.

These results indicate that a single descriptor-based schema can support structurally
distinct content domains, with expressive range determined by descriptor authoring
rather than by inherent framework constraints.

Keywords: procedural content generation · modelling · 3D asset generation
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1
Introduction

Procedural content generation (PCG) in the field of computer graphics is defined
as, “The algorithmic creation of game content with limited or indirect user input”
[1]. The “user” in this context can be defined as a technical artist or an environ-
ment artist who authors 3D model assets in a graphical pipeline. PCG workflows
have been employed primarily in entertainment mediums such as games. In these
applications, PCG can be used to populate open-world environments with in-game
assets such as trees, buildings, etc. PCG is also used in level design (e.g., dungeon
mazes for the player to navigate). In certain scenarios, it can also be used to algo-
rithmically generate the in-game assets themselves (e.g. No Man’s Sky) or terrain
generation (e.g. Minecraft).

In academia, research has predominantly focused on algorithmic generation methods,
with comparatively less attention given to workflows that integrate artistic control
into procedural systems [2], [3]. The methodologies employed by contemporary PCG
pipelines — manual composition of assets, data-driven methods, or shape grammars

— do not provide a domain-general, user-authorable framework for generating stylis-
tically coherent variations of discrete 3D assets from a compact descriptor surface [4].
Conversely, a single content-domain general framework improves workflow efficiency
and pipeline scalability; technical artists would need to learn only one authoring
schema rather than content-domain specific tooling for buildings, vehicles and other
structurally distinct content-domains. This reduces the learning curve for newer
artists training to integrate themselves into the artistic pipeline.

Limitations with existing frameworks also include the randomness of output and a
lack of intuitive control for users, with the evaluation of generator output itself re-
maining an open methodological challenge [5]. Compton et al. describe the resulting
phenomenon as a Bach’s Faucet situation: the sheer volume of possible content that
can be algorithmically generated destroys the rarity or uniqueness of the particular
work [6]. This phenomenon limits the understanding of how procedural systems
can seamlessly integrate human authorship while still retaining the flexibility and
efficiency offered by PCG.

This study presents an exploratory framework for a guided procedural asset varia-
tion that enables a single annotated base asset to produce numerous other coherent
variations. This is in contrast to the probabilistic reasoning or manual composi-
tion methodologies employed by contemporary frameworks. We explore a formal
specification for various annotations that decouples asset authoring from PCG logic,

1



1. Introduction

alongside a rule-based variation system designed to operate across different asset
types. By abstracting variation mechanisms away from domain-specific implementa-
tion, the study will explore possible contributions to a unified framework for studying
procedural variation in 3D content creation [7]. Such a unified framework also re-
duces technical debt with regards to maintenance; it is easier to read, write, test
and maintain one unified framework instead of multiple content-domain specific
frameworks.

This study was performed utilising the Design Science Research (DSR) methodol-
ogy, as described by Peffers et al. [8], which structures research around the iterative
design and evaluation of an approach that addresses an identified problem. Subse-
quently, we have defined our research questions around this methodology:

1. RQ1 – What constraints and annotation mechanisms are necessary to support
both cross-domain applicability and domain-specific control in assembly-based
generation of 3D assets?

2. RQ2 – To what extent can a descriptor schema specify generation across struc-
turally distinct content domains?

3. RQ3 – What differences in expressive range emerge across domains when
using the same variation system?

This study explores the framework’s ability to generate diverse but coherent asset
variations and its transferability across content domains. The results of this study
have direct applications in game development, real-time visualisation, and authoring
virtual environments, where large-scale production demands consistency, artistic
control, and efficiency [3].

The research questions are formulated to evaluate distinct aspects of the framework
— namely content-domain generality, its expressive range and any associated mech-
anisms — thereby covering all relevant aspects of the framework and its output.
RQ1 explores which aspects of the specification must remain domain-specific rather
than domain-general in the context of 3D assets — as other applications of PCG,
such as terrain generation, texture assets, etc., are not considered. RQ2 explores
the extent of generation using a single descriptor schema across different content
domains. RQ3 examines the expressive range of the procedural system across dif-
ferent domains. By running structurally distinct content-domain assets through the
same variation system, a baseline is established — allowing an objective, academic
study of how the nature of the content-domain can affect the expressive range of the
generator.

Procedural texturing of the 3D assets is not considered within the scope of this work
— that is, the assets developed for this study will not have any materials. While
material and texture variation constitute an important aspect of visual diversity
in procedural content generation, they introduce an additional layer of complexity
involving shader design, parametrised material systems, and appearance modelling,
which operate independently of the geometrical variation mechanism under study.
Therefore, these concerns are orthogonal to the primary focus of this research, which
is the structural and compositional variation of assets through a domain-general
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1. Introduction

specification. Furthermore, procedural material generation represents a substantial
research area in its own right, often involving physically-based rendering models and
data-driven techniques, and is therefore left as future work.

1.1 Problem Specification
The aim of this study is to explore the possibility of a formal, content-domain-
independent framework for user-guided, assembly-based procedural asset variation.
While PCG research has produced numerous techniques for algorithmic content
creation, existing approaches present a trade-off. Rule-based systems that aim to
preserve authorial intent and control are restricted to specific content domains. Con-
versely, frameworks that do present domain generality rely on probabilistic reasoning
which sacrifices authorial intent and control. This absence has resulted in domain-
specific solutions that limit asset reuse and cross-domain applicability and increase
authoring overhead.

1.2 Terminology
This section presents key terms specific to the implementation of the artefact, in-
cluding terminology related to its concepts.

Artefact – A tangible product which is used by or produced as a result of a software
development life cycle. In this context, the artefact is the domain-independent,
content-agnostic, authorable procedural generative framework [9].

Descriptor – Consists of a JSON file specifying selection groups containing parts,
attachments, and probability weights belonging to an archetype. It maps directly
onto an authored glTF file.

Selection Group – A top-level entry in the JSON descriptor, representing a single
decision by the generator. Each group declares a set of candidate parts, an activation
condition parents, and, where applicable, the attachment points locators at which
the selected part is instantiated.

Base – A part whose selection activates one or more dependent selection groups
via the parents handle. The base references the host geometry of an instance;
subsequent parts are attached to it at its declared attachment points.

Part – A candidate entry within a selection group’s parts array, identified by an
id that matches an asset component in the source glTF file. Each part contains a
probability weight and is the unit chosen during a single traversal of the descriptor.

Locator – An empty graph node used as a spatial attachment point for parts
instantiated at runtime.

Archetype – Names the unit of stylistic coherence shared by a base and its parts
(e.g., neoclassical, art deco, brutalist).

3



1. Introduction

Content Domain – Specific categories of 3D model content (e.g., vegetation, build-
ings) within which the PCG framework operates.

Instance – A generated 3D model produced by one traversal of the variation tree.

Asset Component – A modular 3D geometric unit authored within an asset file
(e.g., a pillar, a window, a trunk, a cluster of leaves). Asset components are defined
in the source glTF file and exist completely independent of the JSON descriptor.

4



2
Background

Procedural modelling and generation span a spectrum of methods for creating virtual
worlds from compact rule sets and high-level specifications, ranging from declarative
frameworks to graph-based and constraint-driven systems. Smelik et al. [3] survey
procedural modelling for virtual worlds, highlighting the variety of algorithms used
to generate terrain, vegetation, buildings, and cities and emphasising the importance
of intuitive control and interactivity for designers, which remain underserved by
many procedural techniques despite their ability to produce large, detailed environ-
ments with reduced manual effort. Complementing this broader perspective, Smelik
et al. [10] propose a semantically rich model of virtual worlds where designers can
express intent using high-level constructs and procedural techniques are integrated
with a unified framework that maintains consistency and supports multi-granularity
control. In urban and architectural contexts, procedural content graphs extend
traditional grammar-based methods by representing generation logic as graph struc-
tures that combine procedural operators and data flow, supporting advanced entity
manipulation, filtering, and grouping beyond what shape grammars alone can ex-
press [11]. At the object level, Bao et al. [12] investigated procedural facade variation
from a single layout by hierarchically segmenting an input and modelling constraints
that should be preserved in variations, generating multiple coherent variants while
keeping user guidance in the loop. These excerpts from prior work illustrate both
the potential and limitations of rule-based procedural generation: declarative and
semantic models improve designer control and consistency; graph-based procedural
frameworks increase expressiveness and manageability; and constraint-guided varia-
tion demonstrates how user input can steer algorithmic outcomes.

2.1 Related Work
PCG has been extensively studied as a means of algorithmically producing game
and virtual world content, with early work formalising PCG as the generation of
game artefacts through automated processes that partially or fully replace manual
authoring while still existing on a spectrum between authored and procedural con-
tent creation. Togelius et al. [1] define this through the concept of “borderline”
PCG, illustrating how even highly authored systems, such as the level generators
for Super Mario Bros., may combine fixed design intent with algorithmic variation
to balance control and novelty. Subsequent surveys by Hendrikx et al. and Sme-
lik et al. [2][3] have systematised PCG techniques across domains such as levels,
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2. Background

terrains, assets and narratives, categorising approaches into rule-based, grammar-
based, search-based and data-driven methods, while identifying designer control,
predictability and content coherence as persistent challenges. In the context of vir-
tual worlds, procedural modelling research highlights how large-scale environments
benefit from algorithmic generation yet often rely on handcrafted rules or grammar.
This makes it difficult for non-technical designers to manipulate. Therefore, more
recent work has focused on improving accessibility and expressiveness, for example,
through example-based control mechanisms for graph grammars that allow designers
to influence generation outcomes without technical knowledge. Parallel systematic
reviews of graphical asset generation further demonstrate a trend towards hybrid
systems that combine procedural rules, learned models and human input.

Related to this aspect of hybridism in PCG, but differing in methodology from this
study is the Proc-GS framework by Li et al. [13]. This work uses 3D Gaussian Splat-
ting (3D-GS) instead of an assembly-based framework to leverage PCG in generating
an infinite variety of highly detailed buildings. Li et al. place priority on human
authorship while also utilising PCG to create expansive city layouts and perceptual
variety in the generated assets, reflecting the concept of borderline PCG. However,
this work does not deal with content-domain independence, as it is limited only to
buildings. Another related work but dealing with prop assets is the Infinigen-Sim
framework by Joshi et al. [14]. This work also deals with the PCG creation of assets
by categorising them whilst also dealing with object transformation movements and
segmentation. As these assets are intended for robotics, they are therefore articu-
lated as well. This work also touches upon cross-domain applicability through the
different categorisation of prop assets. However, these categories are not equivalent
to the content-domains as dealt with in this study, as the categories (refrigerator,
door, lamp, toaster, etc.) belong to what may be considered a “prop asset" content
domain.

Existing literature also deals with frameworks that implement assembly-based PCG;
however these are restricted to a single content domain. Vanegas et al. consider a
high-level framework utilising inverse procedural design to interact dynamically with
urban models such as buildings [15]. They present their framework as a user-friendly
solution to the existing problem of lack of intuitive control over the generated mod-
els — however, the framework is restricted to a singular content-domain (urban
design). Dissertation work by Christo shares similarity to this study in the utili-
sation of an assembly-based procedural system for creatures, utilising deformation
mechanics and pre-made modular asset components [16]. However, as with the afore-
mentioned work on urban models, this framework was also limited to three creature
types: flying, swimming, or walking creatures. Chaudhuri et al.’s work on assembly-
based procedural modelling utilises a probabilistic reasoning approach to extract
structurally coherent shape components from a database [17]. While this framework
does operate across different content-domains such as creatures and props, it limits
authorial control as the probabilistic reasoning approach relies on machine-learning
training on a large database of pre-existing 3D models. This also makes correcting
an undesired variation difficult for the user who may be unfamiliar with the under-
lying logic. Zhao et al. in their Assembler framework interpret assembly of assets as
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2. Background

a generative problem and employ di�usion models to sample possible coherent con-
�gurations followed by scalable generation in Euclidean space [18]. These generated
parts are also domain-general as the generated assets include trees, vehicles, and
distinct props. However, as with the earlier frameworks, a large scale data-set based
on a synthesis and �ltering pipeline built upon existing 3D repositories is utilised in
their framework, which may a�ect authorial intent. Fukaya et al. attempt to consol-
idate 239 accepted pieces of literature and derive a conceptual framework (GAGeTx)
for generating 21 types of assets across 5 key dimensions [4]. However, Fukaya et al.
employ data-driven generative models as part of their approach, as with previously
mentioned domain-general frameworks.

Therefore, it can be stated that the existing literature demonstrates robust solu-
tions for artist guided assembly-based PCG within isolated content-domains (build-
ings, creatures) while data-driven frameworks provide for content-domain generality.
However, a distinct research gap remains: there is a lack of frameworks that provide
a rule-based deterministic content generation framework which preserves authorial
intent while also remaining content-domain general.

2.2 Case Study - No Man's Sky

Procedural content generation is employed in entertainment mediums such as video
games. In the �eld of video games, this can range from terrain generation to world de-
sign. A contemporary example is the gameNo Man's Sky, developed and published
by Hello Games. In the game, each planet is populated with unique terrain biomes,
ecosystems, �ora and fauna. The game's procedural system leverages parametrised
mathematical formulae, pseudo-random number generators and techniques such as
voxel terrain to algorithmically generate planetary surfaces and lifeforms from com-
pact rule-sets, enabling consistent generation across di�erent player devices and
sessions [19]. By recombining human-authored assets according to mathematically
de�ned constraints, the system demonstrates how procedural generation can achieve
vast diversity without storing detailed world data.

Nevertheless, scholarly analysis and subsequent updates inNo Man's Sky, especially
Worlds Part I and II, illustrate both the challenges of sustaining perceptual variety
and the ongoing re�nement of underlying algorithms to increase environmental diver-
sity and coherence in procedural worlds, as analysed by Ru�no [20] and Compton et
al. [6]. Another analysis by A³k�n et al. examined nearly 300,000 review comments
on the digital store-front Steam from 2016 to 2024 to understand player perception
of the PCG elements in the game and their engagement with the same. The study
found that player engagement continues to be neutral at best with respect to the
variety generated by the procedural design, with the authors stating �repetitive de-
signs and limitations� a�ecting player satisfaction in a negative way, with long-term
players a�ected more by the perceived repetition of content [21]. These critical
analyses underscore the limitations of unconstrained PCG in practical applications,
arguing that excessive reliance on algorithmic variation without su�cient semantic
or authorial structure can lead to perceptual homogeneity and reduced player en-
gagement. These analyses highlight the continuing tension between scale, perceptual
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2. Background

variety, and authorial control in procedural systems. In particular, it suggests the
value of frameworks that provide interpretable artistic control while also maintaining
structural diversity, an area that remains comparatively under-explored.

2.3 Combinatorial PCG

The concept that smaller elements can combine to form a uni�ed larger element
has been discussed in academia for centuries, most notably in theDissertations on
the Art of Combination (1666) [22]. Combinatorial procedural content generation,
therefore, refers to the creation of larger artefacts through the assembly of smaller
modular components according to a set of compositional rules. In procedural sys-
tems, modularity allows a relatively small collection of discrete units to produce
a much larger space of possible outputs through their recombination. Short and
Adams describe this process in terms of modules, assembly mechanisms and the
resulting �gestalt space�, namely the set of all possible artefacts that can be assem-
bled from a collection of modules under a given assembly mechanism [23]. Variety,
therefore, arises primarily from the selection and arrangement of existing elements
rather than from optimisation procedures or learned distributions. This is achieved
through a generator which de�nes a library of modular elements (e.g. buildings
façades, tree branches, weapon parts) and compositional rules for combining them,
producing variations through di�erent selections and arrangements. While this ap-
proach is widely used in games � notably, No Man's Sky's asset generation � it is
more commonly discussed as a design paradigm than as a distinct category of pro-
cedural content generation. Consequently, comparatively little work has examined
domain-general and assembly-based frameworks in their own right.
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Methods

This chapter presents the methodology used in this study, including the data collec-
tion and analysis techniques used. Section3.1 provides a brief outline of the stages
involved in the research process. Sections3.1.2 and 3.1.1 present the form of data
that will be collected and analysed, as well as the procedures used for their evalua-
tion. A brief reasoning for each approach is provided, which conforms to the overall
objectives of the research questions.

3.1 Research Methodology

This study followed the Design Science Research Methodology (DSRM) described by
Pe�ers et al. [8], which structures research around the construction and evaluation of
an artefact that addresses a relevant problem � in this case, the issues identi�ed in
Section1.1. The work has been conducted across two evaluation cycles, illustrated
in Figure 3.1, with the six DSRM activities presented by Pe�ers et al. grouped into
three per-cycle phases: investigation (steps 1�2), solution (steps 3�4), and evaluation
(step 5). Cycle I established a baseline artefact grounded in prior PCG literature;
Cycle II's design was driven by the �ndings of Cycle I's evaluation, with the artefact
extended and re-evaluated to address the limitations surfaced during the �rst cycle.
The criteria used to assess the artefact, and the procedures by which it was evaluated,
are described in Sections3.1.1and 3.1.2.
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3. Methods

Figure 3.1: Design Science Research (DSRM) cycles as implemented in this study.

The decision to use the design science methodology is based on the emphasis on
developing an artefact that adheres to speci�c design principles and objectives; the
artefact itself, along with the evaluation procedures developed for it, constitutes
the primary contribution of the study. The iterative approach of DSRM accommo-
dates the relationship between evaluation �ndings and subsequent design decisions,
grounding the artefact's re�nement in both the established literature and evidence
gathered during evaluation.

3.1.1 Data Collection

The collection of data has consisted of output produced by the artefact and is cat-
egorised into qualitative and quantitative elements. The quantitative data consists
of metrics obtained during the validation stage of the framework pipeline, including
parameter coverage across a de�ned variation space, and structural validity checks
for constraint violations. In contrast, qualitative data consists of visual assessments
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of the generated model variations, evaluating perceptual coherence and any notion
of stylistic consistency against the base model.

Three evaluation criteria guided the collection of data. This includes diversity, which
refers to the degree to which generated variations di�er from one another. Coherence,
which indicates whether a generated instance preserves the essential characteristics
of its base model, and transferability, which concerns the extent to which the same
descriptor mechanisms apply across structurally distinct content domains.

Two attributes are covered as part of the qualitative component: visual consistency,
which addresses whether an instance satis�es the expected attributes of its base
model (style, scale, and proportion), utilised as part of the coherence assessment;
and distinctiveness, which assesses whether an instance is visually distinguishable
from others within a group sharing the same base.

Throughout the study, two sample sizes are used, one evaluation run producing
N = 50 instances per domain and another withN = 500, to ensure adequate
sample counts for the per-group, per-part, and dead-parts coverage analyses.

Attribute Category Used for

Selected parts (per group) Quantitative Diversity, transferability
Sampled parameter values Quantitative Diversity
Validation outcome Quantitative Coherence
Visual consistency Qualitative Coherence, transferability
Distinctiveness Qualitative Diversity

Table 3.1: Attributes and uses of the collected data ordered by category.

Validation diagnostics are produced for every attempt, both during successful gen-
erations and during failed attempts that triggered retries. Each per-instance record
captures the seed and attempt index, the validation outcome, the parameter values
applied to each selected part (rotation, scale, and parameter samples drawn from the
descriptor's ranges), the list of activated groups, the selected part identi�ers, and
the bounding volumes computed per instance, per group, and per part. Per-attempt
diagnostics are also recorded as a list of warnings or errors raised during the gener-
ation. Aggregate records collected per generation run include part frequencies, the
unique combination count, combination coverage against the theoretical maximum,
the exact-duplicate count, and summary statistics over the per-instance activated-
group counts and bounding volumes. The metrics are recorded in one JSON �le for
metrics per-generation run and a generation log containing the per-instance records
described above on each instance.

3.1.2 Data Analysis

The analysis of the collected data addressed both qualitative and quantitative as-
pects of the generated instances. Analyses were performed in Python 3 using NumPy,
SciPy (for chi-square and Spearman correlation), and Matplotlib, run as stand-alone
scripts against the JSONL generation logs produced by the artefact. This involved
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extending the artefact to record per-instance metrics during generation and aggre-
gate metrics per generation run, written to the JSONL logs described in Section3.1.1.
The quantitative analysis comprised expressive range analysis (ERA) applied to both
domains as part of a cross-domain comparison.

Analysis Addresses Cycle

Weight conformance RQ1 I
Weight bias comparison RQ1 I
Constraint enforcement RQ1 II
Dead-parts coverage RQ2 II
Selection-space coverage RQ3 I
Expressive range analysis RQ3 II
Visual assessment RQ2, RQ3 I, II

Table 3.2: Mapping of the analyses performed in this study, each addressing a respective
research question and the cycles in which they have been introduced.

Axis selection for ERA followed the methodology of Withington and Tokarchuk [24].
To justify the choice of axes, a three-metric-pair selection criterion was applied: Fit-
ness Independence (FI), Mutual Correlation (MC), and Alternative Metric Correla-
tion (AMC). Following the metric selection, FI measured whether passing instances
were evenly distributed in the metric pair's space; MC measured the absence of a
predictive relationship between the two chosen metrics, computed as1 � j � Spearmanj;
AMC measured how well the chosen pair correlated with alternative candidate met-
rics. Spearman� was computed between each metric in the pair and each alternative
metric, where the maximum absolute value per alternative was retained, and the
result was averaged over alternatives; this ensured that the chosen pair captured
variation also detected by alternative metrics. Following this convention, higher val-
ues were treated as desirable on each criterion. These criteria were computed over
candidate metric pairs for each domain to inform the axes used in the �nal ERA
graphs. Accepted instances constituted the unit of analysis for all procedures except
the metric-pair FI computation, which required both successful and failed records
to compute a meaningful �tness signal.

Two analyses targeted RQ1: a weight conformance test and a constraint enforce-
ment test. The weight conformance test measured selection frequency per group
under three weight con�gurations (uniform / parts-varied / all-varied), with a per-
group chi-square comparing observed frequencies against the authored prior. The
constraint enforcement test compared selections between unconstrained and con-
strained runs over the intersection of seeds present in both, classifying each shared
seed as unchanged, diverged due to a �red rule, or diverged due to downstream
cascade.

Visual assessment was performed by the authors on all generated instances, with rep-
resentative examples selected for inclusion in Chapter4. The procedure consisted of
reviewing the outputs and picking representative examples that best illustrated the
range of distinctiveness and visual consistency across several generation runs. The
qualitative assessment complements the quantitative metrics, following Boucher et
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al. [25], who identify qualitative metrics as an under-explored axis of ERA method-
ology and argue for broader inclusion of such approaches.

3.2 Tools & Software

This section introduces and presents the software tools utilised throughout the de-
velopment the artefact, with contextual background information and the reasons
of choice. Two tools are discussed:Blender and the self-developed game engine
Fractal.

3.2.1 Blender

To create the set of assets for the descriptor to utilise,Blender 5.1 was chosen to be
the choice of 3D modelling software.Blender is an open-source 3D software suite
originally authored by Ton Roosendaal and maintained by the Blender Foundation.
The open source nature of the software allows for freedom of access to allow for
customised add-ons such as Speed Tree and also allows a�ordability of access to
a highly advanced suite of modelling tools. Additionally, previous familiarity with
Blender over other modelling software suites was also a factor in the choice of tool.

3.2.2 Fractal Engine

To support the implementation of the proposed framework, a custom game engine,
Fractal, was utilised and extended for this work.Fractal is a lightweight engine de-
veloped in C++, built around an EntityComponentSystem (ECS) architecture. The
decision to utilise a custom engine was motivated by the need for �ne-grained con-
trol over the design and implementation of a PCG framework, including speci�cs
on asset representation, runtime systems, and data pipelines. Unlike commercial
engines, which often impose constraints through �xed pipelines or opaque internal
systems,Fractal provides an opportunity to implement an artefact that does not
rely on pre-built systems or the speci�cs of commercial engines, enabling the frame-
work to be presented as a baseline for how such a system could be implemented in
other game framework environments. This level of control is essential for implement-
ing a descriptor-driven PCG system, particularly for parsing descriptors, managing
hierarchical structures, and dynamically instantiating asset components at runtime.

3.3 Artefact

This section presents the main features of the artefact across di�erent levels of
abstraction. Section3.3.1, de�nes the generator's characteristics and classi�cation,
grounding its taxonomy. Section3.3.2speci�es the artefact's output on a high-level,
followed by the modelling approach adopted for preparing the content-domain assets
for the generator in Section3.3.3. Section3.3.4outlines the descriptor schema and
its contents. As part of the artefact implementation, Section3.3.5 outlines the
di�erent stages of the framework and how it generation proceeds. Section3.3.6
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covers the operations applied during and after generation. Sections3.3.7and 3.3.8
describe the descriptor authoring interface.

3.3.1 Generator Design

The generative method diagram was designed following the convention presented by
Compton et al. [26] and illustrated in Figure 3.2. The generation begins with a set
of inputs, in this case, the JSON descriptor �le and the seed value; the former is
authored and fed directly into the core component, the generator. The glTF scene
�le is consumed by the build-graph component, which processes the authored base
model into a representation suitable for the generator. Subsequently, the genera-
tor handles the weighted part selection and parameter sampling as speci�ed in the
descriptor, where candidate artefacts (instances) are selected and processed by the
critic for constraint validation. Rejected candidates are re-submitted to the gen-
erator under a new stochastic draw, and accepted candidates leave the schema as
resolved artefacts.

Figure 3.2: Designed generative method based on Compton et al. [26].

The generator's design corresponds to four established axes from Shaker et al.'s
taxonomy of procedural content generation [1]. The generator iso�ine , as each
generation run occurs in the editor, with all output �nalised before runtime use. It
mixes necessaryand optional content, as the descriptor distinguishes required se-
lection groups (marked as �required�) from optional ones, allowing a single schema
to encode both compulsory structure and discretionary variation. It isstochastic
and seed-parametrised, where outputs are stochastic across seeds but deterministic
for any �xed seed-descriptor pair. Finally, it is constructive, as instances are assem-
bled in a single forward pass without backtracking, and then validated against the
descriptor's constraints with a rejection mechanism (generate-and-test).

The generator is characterised asassembly-based, following Short and Adams, who
frame modular generation as the combination of authoredmodulesinto assembled
gestalts[23]. In this case,parts correspond to modules, andresolved instancescor-
respond to gestalts, with the descriptor encoding the rules governing their combina-
tion.
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3.3.2 Content Domains

The framework was evaluated against two content domains, chosen to span struc-
turally and stylistically distinct kinds of 3D content. The content domains examined
in this study are as follows:

ˆ Buildings : Structures across six architectural styles (neoclassical, art deco,
brutalist, Greek, Renaissance, International), composed of interchangeable
bases, doors, pillars, windows, roofs, chimneys, and façade elements.

ˆ Vegetation : Trees of three species (birch, pine, oak), with variation in branch-
ing patterns, leaf density, and overall form.

These domains were chosen because they can be decomposed into modular asset
components; a prerequisite for the assembly-based approach. They also span the
two principal categories of 3D modelling, organic and inorganic [27]. Vegetation
is an organic, naturally occurring form (plants and trees), while buildings are inor-
ganic, human-made structures. Choosing one domain from each category provides
representative examples of structurally distinct content without expanding the scope
to additional domains.

3.3.3 Asset Modelling

For the building domain, six distinct architectural styles were selected: neoclassi-
cal, art deco, brutalist, Greek, Renaissance and International. These styles were
chosen due to their well-de�ned structural and contrasting decorative characteris-
tics, enabling consistent decomposition into separate asset components. Each style
was therefore modelled as a collection of asset components (e.g., building bases,
doors, pillars, windows, roofs, chimneys, and façade elements), allowing controlled
variation at multiple levels of abstraction. All asset components were authored
with consideration for their integration into the engine's descriptor-driven variation
pipeline. These asset components are presented in Figure3.3, rendered in Blender
Workbench.

Figure 3.3: Full set of asset components for building domain in Blender 5.1
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These elements were organised using Blender Collections to re�ect the hierarchical
structure de�ned by the descriptor. This organisation facilitates a direct mapping be-
tween the asset component groups and descriptor-de�ned variation points within the
artefact. Certain asset components, such as roofs and chimneys, were pre-positioned
within Blender to evaluate the consistency of coordinate system transformations
when importing assets into the engine.

In contrast, repeatable or interchangeable elements such as windows and pillars were
associated with attachment points implemented using empty objects in Blender.
These empty objects act as spatial anchors at which geometry (such as windows
or pillars) can be instantiated during runtime, enabling the generator to resolve as-
set component placement dynamically based on the descriptor speci�cation. This
approach separates spatial structure (instantiation coordinates) from geometric con-
tent (asset components), allowing �exible substitution of asset components without
individually modifying them.

Attachment points were preferred over fully pre-positioned geometry, as they reduce
mesh duplication and allow �exible substitution of components without altering base
models.

Figure 3.4: Full set of asset components for the vegetation domain in Blender 5.1

For the vegetation domain, variation was introduced in a similar way to the building
domain. ThreeBASESwere chosen, represented byTRUNK. These threeTRUNKbases
correspond to three distinct plant variations found in di�erent biomes: birch, pine
and oak. The tree asset components were generated using the Easy Tree Blender add-
on and models licensed under CC-BY-4.0 from Sketchfab1, which enabled variation
over branching structure, leaf types and overall form. This allowed for the rapid
creation of consistent base models while exposing parameters suitable for integration
into the variation system. Leaves were integrated into the branching system by way
of attachment points the logic behind them being derived from the building domain.

1refer to Appendix C.1
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Across all content domains, the asset components are expected to have their pivot
point at the origin (0,0,0). At the time of this study, Fractal Engine supports only
the glTF (Graphics Library Transmission Format) 2.0 �le format, and therefore the
set of asset components were exported as a single.gltf �le per domain. Material
export was disabled, as it is not considered within the scope of this study. The
Transform setting within Blender's glTF exporter was also set to +Y up to conform
to Fractal's co-ordinate system.

3.3.4 Descriptor Speci�cation

The descriptor was authored as a JSON document, one per base model, declaring
the variation space available to the generator. It speci�ed the path to an authored
glTF �le and bound that �le to the set of variation points, the parts available at
each, and the rules governing their selection and placement. The top-level structure
is given below:

{
"model_id": "...",
"selection_groups": [ ... ],
"constraints": [ ... ],
"parameter_bindings": [ ... ],
"locator_operations": [ ... ],
"part_deformation_ranges": [ ... ],
"model_deformation_range": { ... }

}

Each top-level entry corresponds to a structured type de�ned in the schema. Ta-
ble 3.3 summarises the structures, their roles, and the cycle in which they were
introduced.

The descriptor was produced through an authoring stage outside the runtime
pipeline. A DescriptorBuilder component read the imported glTF node hierarchy
and sca�olded a descriptor based on a prede�ned naming convention: nodes were
grouped into selection groups according to aGROUPpre�x (e.g., PILLAR_A_Abelongs
to group PILLAR_A), and nodes whose names followed the locator pre�x convention
were registered as attachment points (locators ). The sca�olded descriptor was
then editable through the node-graph editor described in Section3.3.8, and a
serialiser composed the resulting structure into the JSON �le.
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Table 3.3: Top-level structures in the descriptor schema.

Struct Purpose Key �elds Cycle

ModelDescriptor Top-level container; one per
base model. Binds a base
model to its descriptor meta-
data.

model_id ,
selection_groups ,
constraints ,
parameter_bindings ,
locator_operations ,
part_deformation_ranges ,
model_deformation_range

I, II

SelectionGroup A container for candidate
groups. Each group exposes a
pool of interchangeable parts
and the rules de�ning their
placement.

group_id , parent , parts ,
locators , required ,
unique_per_locator ,
scale_factor ,
scale_jitter ,
rotation_jitter

I, II

PartDescriptor A candidate part within a se-
lection group.

id , weight I

ParameterRange Per-part continuous varia-
tion bounds for transform
attributes, sampled at genera-
tion time.

rotation_min/max ,
scale_min/max

I

ParameterBinding Couples a resolved parame-
ter on one part to another
(e.g. correlated rotation
across parts).

source_part , target_part ,
source_param,
target_param , ratio

I

ConstraintRule Enforces rules across part se-
lections.

type (EXCLUDES /
REQUIRES), part_a , part_b

I

DeformationRange Bounds for vertex deforma-
tion operations (taper, twist,
bend). Authored per-group
for per-part deformations and
once at the instance scope for
whole-model deformations.

group_id ,
taper_factor_min/max ,
twist_angle_min/max ,
bend_angle_min/max

II

LocatorOperation Descriptor-level entry binding
a pipeline operation to a tar-
get group's locators (e.g. ra-
dial alignment, rotation jit-
ter).

target_group_id , kind ,
params

II

The PipelineDescriptor is omitted from Table 3.3, as post-generation operations
applied to the whole pipeline are declared in a separate structured type that lists
kind + params entries that the operation registry parses and binds. This is dis-
tinct from LocatorOperation , which applies to locator transforms within a model
descriptor. Nevertheless, thePipelineDescriptor can be serialised into the same
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descriptor schema, as the pipeline parser does not require a separate JSON �le.

The Cycle II additions DeformationRange, and LocatorOperation in Table 3.3 are
described in Section3.3.6.

3.3.5 Framework Pipeline

The framework pipeline consists of seven stages, illustrated in Figure3.5: parsing,
import, annotation, generation, operations, validation, and instancing. Each stage
operates on the output of the previous, and the entire pipeline is deterministic
given a �xed descriptor and input seed; on validation failure the seed is incremented
as part of a retry mechanism, with the �nal accepted seed recorded alongside the
output. The operations stage was introduced as a post-generation extension; an
earlier version of the pipeline omitted this stage, with generation output passing
directly to validation.

Figure 3.5: Framework pipeline, highlighting in green the operations as a post-generation
stage.

Parsing : The JSON descriptor is deserialised into the typed structures listed in
Table 3.3. Schema-level errors, such as unknown �elds, invalid bounds in parameter
ranges, or unresolvable references betweenstructs , are reported at this stage before
any model data is loaded, terminating the generation process before proceeding to
the next stage.

Import : The base model referenced by the descriptor is loaded into the engine as
a ModelGraph, a runtime representation of the glTF node hierarchy with associated
mesh data, transforms, and node-name lookups.

Annotation : The identi�ers in the descriptor are mapped onto theModelGraph
through a descriptor overlay step, which resolves eachgroup_id and part_id to
its corresponding node in the graph and attaches the relevantParameterRange,
ConstraintRule , and ParameterBinding entries to the resolved nodes. Identi�ers
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that do not match any node, or that are mapped to nodes already assigned to
a di�erent group, are logged as authoring errors before the generation stage can
proceed.

Generation : The annotated graph is traversed and resolved into a concrete instance
under a given seed. At each selection group, candidate parts are �ltered against
the constraint rules, selected via weighted sampling, and any associated parameter
ranges are sampled to produce per-instance transforms. Subsequently, the traversal
proceeds as a queue-based breadth-�rst walk over selection groups, with each placed
part activating further groups depending on the descriptor's structure. For groups
with authored locators, a single selection produces one placed instance per locator,
while for groups without, a single placement is produced. A conceptual view of
the selection process is illustrated in Figure3.6, using the building descriptor in
Figure 3.7 as an example.

Operations: Authored operations declared in the descriptor are applied to the
resolved instance produced by the generation stage. These include geometry defor-
mations on selected parts (vertex deformations, per-part scaling) and other post-
generation transforms. Operations are described in detail in Section3.3.6.

Validation : At this stage a resolved instance is then checked against the full set
of constraint rules, including REQUIRESrelationships that cannot be enforced at
selection time. If validation fails, the seed is incremented and the generation stage
is re-run, up to a con�gurable maximum number of retries. Validation diagnostics
from each attempt are recorded for later analysis, together with metrics from each
successful generation run.

Instancing : The �nal stage consists of validatedResolvedDescriptor entries being
�nalised as ECS entities for use in the editor scene, where one entity per resolved
part is bound to the corresponding mesh data and the sampled transform.

The process behind the generator follows a tree traversal approach, where the an-
notated base model is structured as a hierarchical tree with the root representing
the complete model with all possible parts. Each node in the tree corresponds to a
variation point: a component can be included, excluded, or substituted. During gen-
eration, the system traverses this tree and performs decisions at each node based on
the de�ned annotations. In this case, probability weights determine whether parts
are included, parameter ranges are sampled for variable properties, and constraints
are checked to ensure validation. A simpli�ed version of this approach is presented
in Figure 3.6 along with an illustrative example presented in Figure3.7.
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Figure 3.6: Simpli�ed view of the selection process: each container represents one
SelectionGroup , one part is selected per group group via weighted sampling, and parts
excluded by constraints are discarded. The generator traversal is a breadth-�rst walk over
a queue of pending groups, with each placed instance potentially enqueueing further child
groups.

Figure 3.7: Illustrative example of a possible traversal through a descriptor. The green
path traces one candidate selected per group. A group with multiple authored locators
places one instance per locator, and a single chosen part can activate several child groups
in parallel.
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3.3.6 Operations

Operations are applied as a post-generation stage of the pipeline as shown in Fig-
ure 3.5 and are declared in the descriptor, acting on the resolved instance produced
by the generation stage. Locator operations (radial alignment, rotation jitter) are
applied during generation to instances with speci�ed locators, followed by geometry
deformations (vertex deformations, per-part scaling) applied to the selected parts.

3.3.6.1 Vertex Deformations

The operation for vertex deformation uses the technique introduced by Barr [28].
Essentially, it consists of mesh operations with bend angle, twist rate, and taper
factor along an axis and can be mapped directly to a reusable deformation operator
system; this means that each operator is a function over vertex positions, composable
in sequence, with no intermediate representation. The choice of these operators
was constrained by the need for reusable deformation operators that can operate
independently of rigging or skeletons while preserving the authored topology of each
part. The summary of the implemented formulation is shown below.

Tapering scales the cross-section of a part as a function of position along the
deformation axis:

(X; Y; Z ) = ( f (z) x; f (z) y; z); (3.1)

wheref (z) de�nes the radial scale pro�le along thez axis.

Twist rotates each cross-section about the deformation axis by an angle� = f (z)
that varies with axial position:

(X; Y; Z ) = ( x cos� � y sin�; x sin� + y cos�; z ): (3.2)

Bend applies a rotation about a centreline through a clamped angle accumulated
along the axis:

� = k(ŷ � y0); ŷ = clamp(y; ymin ; ymax ); (3.3)

with the rotation applied in the Y Z plane about the centreline aty0.

According to Barr's technique, the operation is described as a linear bend along a
Y-axis centreline, with the bending angle accumulating along the Y-axis and defor-
mation occurring in the Y�Z plane, which represents one axis con�guration. The
constraint lies in the need to support arbitrary axes, speci�cally, di�erent bending
operations applied per part, along di�erent axes. The solution to this issue is a
change of basis, achieved by an orthonormal rotation that aligns the selected bend
axis with the formula's hardcoded Y-axis; the formula is then applied in that aligned
frame, where the result is rotated back.

A second deformation pass is applied after the per-part deformations, adhering to
the standard distinction between the part-authoring space (local) and the assembly
space (world). This process involves transforming the whole instance into the assem-
bly space, applying the deformation in that space, and then transforming it back.
Thus, the second deformation pass serves as a �nal procedure for the skewing of a
whole instance.
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3.3.6.2 Per-Part Scaling

Per-part scaling applies a uniform scale factor to each instantiated part, sampled
per attachment. The factor is declared per-group viascale_ factor , with optional
scale_ jitter de�ning a symmetric uniform-noise range around the base value. The
�nal scale applied to each attachment is, therefore:

s = scale_factor + U(� scale_jitter ; + scale_jitter ) (3.4)

The same factor is applied uniformly to all three axes (sx = sy = sz = s), pre-
serving authored proportions. Jitter is sampled independently per attachment, so
identical mesh attachments placed under the same group receive di�erent scales;
this avoids visible repetition without introducing per-part scale authoring. Per-part
scaling is distinct from the per-instance model scale declared at the descriptor level
via scale_ min / scale_ max, which applies to the whole resolved instance after gen-
eration.

3.3.6.3 Radial Alignment

Radial alignment reorients a locator so its local frame faces outward from the activa-
tor part. This is used for content domains where attached parts should radiate from
a central axis; typical examples include branches around a trunk or columns around
a building base, where authored locators specify position but not orientation.

The operation computes the outward direction as the horizontal vector from the
activator's position to the locator's position, projected onto the worldXZ plane:

~o=
(~pl � ~pa)xz

k(~pl � ~pa)xz k
(3.5)

Where ~pl and ~pa are the world positions of the locator and activator, respectively.
Projecting onto XZ keeps the resulting orientation upright regardless of where the
locator sits along the activator's vertical axis. The locator's local frame is then
rebuilt as the orthonormal basis(~r; ~u;~o), where~u = (0 ; 1; 0) is the world up vector
and ~r = ~u � ~o is the tangent, preserving the locator's world position.

If the locator sits directly above or below the activator (the horizontal component
of ~pl � ~pa is near zero), the outward direction is unde�ned, and the operation leaves
the frame untouched rather than synthesising an arbitrary orientation.

3.3.6.4 Rotation Jitter

Rotation jitter applies a per-attachment random rotation perturbation, sampled
independently for each instantiated locator. It is parameterised by per-axis ranges
in degrees for pitch, yaw, and roll, converted internally to radians at parse time:
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� pitch � U (� pitch,min ; � pitch,max )

� yaw � U (� yaw,min ; � yaw,max )

� roll � U (� roll,min ; � roll,max )

(3.6)

The three rotations are composed as intrinsic rotations (yaw, then pitch, then roll)
and post-multiplied into the locator's world transform. Post-multiplication applies
the jitter in the locator's own local frame, which is necessary for compositional cor-
rectness with radial alignment: if jitter were applied in world space, it would defeat
the radial reorientation when both operations are declared on the same locator.

The descriptor exposes both per-axis bounds (pitchm in / pitchmax, yawm in / yawmax,
roll m in / roll max) and a shorthand[� N; + N ] for symmetric ranges.

3.3.7 Model Viewer

The procedural system visualisation can be accessed by theModel Viewtab located
at the top of the engine scene window. It consists of two parts: the model viewer
and the model preview. The model preview shows a possible set of 50 instances
with preview thumbnails so that the user is able to visualise the instances just from
the preview.

Once the desired instance is selected, it can be viewed in the model viewer. The
model viewer provides an interactable version of the model for the user. Details
such as material slots, vertex count, etc. are also displayed. TheModel Viewtab is
depicted in Figure3.8a.
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(a) Model viewer showing one interactable model with material slots,
vertex count, and other details.

(b) Model preview showing thumbnails of up to 24 instances.

Figure 3.8: The Model View and Model Preview tabs in Fractal Engine.

3.3.8 Graph Editor

The descriptor schema relies on a network of dependency graphs. For example
ROOF_Ais activated by BASE_Aor BRANCH_Bis activated by TRUNK_B. Academic
research highlights that text-based formats often hide such dependencies behind
long lines of strings, often making it hard for the end user to infer any connection
between entities [29][30]. Text-based formats also introduce syntax barriers where
the cognitive demand is higher, as even a small mistake such as a missing comma can
cause errors [31]. Thus, while the raw JSON �les might be optimal for serialisation
or parsing by the engine, editing the raw JSON descriptor �les by the user was
identi�ed as a cognitively-intensive task.
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To address this issue, Shneiderman's principles of direct manipulation [32] were
used to guide the design of the user interface for interacting with the descriptor
schema. Accordingly, the editor visualises the JSON hierarchy as a visual node-
based graph. Nodes correspond to the asset components utilised in the descriptor
(shown in Figure 3.9). Node wires act as connectors carrying logical �ow and can
be dragged out of pins in the nodes. The end-user can open, read, edit and save the
descriptor entirely through the node-graph editor without ever opening the original
JSON descriptor �le. This allows for a shift in the user's mental model from recall
to recognition, as users can recognise this type of interactivity from contemporary
software used in graphical applications like Blender and Unreal Engine, which also
use such node-based graphs to visualise data �ow and programming dependencies.
This allows for familiarity with the end user of the Fractal Engine and a quick
learning curve in getting started with the PCG framework. Additionally, recognition
(connecting node pins) is also considered to be cognitively easier for the human brain
than recall (memorisation of the JSON schema and its syntax) [33].

Figure 3.9: Example image of the building domain JSON descriptor �le being represented
via node graph
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Results

This chapter presents the evaluation results, with each section addressing one of the
three research questions. Section4.1 addresses RQ1 through the analysis of weight
conformance and constraint enforcement. Section4.2 addresses RQ2 by demon-
strating schema reuse across two content domains, including visual results of the
generated instances. Section4.3 covers RQ3 through per-domain expressive range
analysis and selection space coverage measurements.

4.1 Constraint and Annotation Mechanisms for
Control

The framework provides two mechanisms addressing cross-domain applicability and
domain-speci�c control: per-part weights, which shape the probability of each can-
didate being selected, andEXCLUDESconstraints, which forbid combinations of parts
from combining together. This section evaluates each mechanism in turn, against
the buildings descriptor, and assesses whether the mechanisms generalise to the
vegetation descriptor.

4.1.1 Weight-Based Selection Control

The weight mechanism was evaluated on two aspects: whether empirical selection
frequencies conform to the authored weights and whether re-weighting parts within
a group changes how di�erent generated instances are from one another. The �rst
is addressed through a chi-squared conformance test denoting the e�ect of authored
weights on selection frequencies, and the second through a three-con�guration com-
parison of pairwise di�erences across instances.

The red dashed line shown in Figure4.1 marks the expected proportion under the
uniform prior (1=k, where k is the number of parts in the group). Thep-value is
from a chi-square test of the empirical counts against the uniform prior.
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(a) _BASE_
p = 0 :683

(b) _DECOR_A
p = 0 :460

(c) _ROOF_B
p = 0 :566

(d) _PILLAR_D
p = 0 :619

Figure 4.1: Selection frequencies for four representative groups under all-uniform weights,
shown as proportions of each group's activations (totalN = 500; 94; 86; 75 for _BASE_,
_DECOR_A, _ROOF_B, _PILLAR_Drespectively).

As shown in TableB.1, _WINDOW_Ais the only non-conforming group (p = 0:020,
with WINDOW_A_Aselected 43 times against an expected� 31). At 26 groups tested
with � = 0:05, one rejection is roughly what can be expected by chance, as the
expected count is26� 0:05 = 1:3; the results are consistent with chance rejection,
although it is worth noting as a marginal anomaly. This is consistent with chance
at the chosen signi�cance level.

Across the three weight con�gurations1, per-part selection frequencies shift with
the speci�ed weights, con�rming the mechanism reshapes intra-group selection as

1see AppendixB.1
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intended. However, this reshaping has a negligible e�ect on overall structural diver-
sity: mean pairwise di�erences across all-uniform, parts-varied, and all-varied con-
�gurations were 9:90, 9:79, and 9:56 parts respectively, indicating that re-weighting
parts within groups does not change how di�erent generated instances are from one
another. Therefore the mean pairwise di�erence remains around9:5 out of a maxi-
mum of 14, essentially unchanged across con�gurations. This limitation motivates
a complementary mechanism that operates on combinations of parts rather than
per-group sampling, examined in the next subsection.

4.1.2 Constraint Enforcement

The constraint enforcement test involves a seed-paired comparison between two gen-
eration runs, a baseline with an unconstrained descriptor (no speci�ed rules) and a
constrained generation with 27 speci�ed rules. Both descriptors include identical con-
�gurations except for the rule declarations, enabling a clear one-to-one comparison.
Figure 4.2 shows the fraction of outcomes in�uenced by constraints in comparison
to an unconstrained baseline.

During both generation runs, each seed is classi�ed into one of three mutually ex-
clusive outcomes:Unchanged: where the constraint had no opportunity to act;Di-
verged (rule �red): the unconstrained instance contained a gated part pair, and the
constrained run selected a di�erent part; andDiverged (cascade only): the instances
di�er due to downstream RNG divergence following a constraint-driven substitution
elsewhere in the generation sequence.

Figure 4.2: Seed-paired comparison of unconstrained and constrained generation (N =
500, 27 excludes rules).

The 0% violation rate con�rms EXCLUDESconstraints are enforced reliably � the
42:2% of seeds a�ected (either rule �red or cascade) indicates that the constraint
set is exercised meaningfully across the generation space.
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Outcome Count Rate

Unchanged 289 57.8%
Diverged (rule �red) 158 31.6%
Diverged (cascade only) 53 10.6%

Total a�ected 211 42.2%

Violations in constrained output 0 0.0%

Table 4.1: Constraint enforcement metrics for the buildings descriptor (N = 500 shared
seeds, 27excludes rules).

4.1.3 Mechanism Generality

The weight mechanism and theexcludes constraint mechanism both apply to
the vegetation descriptor without requiring modi�cations. These mechanisms are
declared in the same descriptor format used for buildings, and the engine code
paths exercised are identical. Thus, no domain-speci�c generality test is reported
as a separate experiment � the cross-domain evidence is presented in Section4.2,
which addresses schema-level domain generality directly.

4.2 Domain-Generality of the Descriptor Schema

This section examines the schema between buildings and vegetation, the features
each domain exercises, and the coverage of authored parts under generation. In this
case, example JSON descriptors between both domains are compared below.

{
"group_id" : "_BASE_",
"required" : true ,
"parent" : "" ,
"parts" : [

{ "id" : "BASE_A", "weight" : 1.0 },
{ "id" : "BASE_B", "weight" : 1.0 }

]
}

(a) Buildings

{
"group_id" : "_BRANCH_A_",
"required" : true ,
"parent" : "TRUNK_A",
"parts" : [

{ "id" : "BRANCH_A_A", "weight" :
1.0 },,!

{ "id" : "BRANCH_A_B", "weight" :
1.0 },!

]
}

(b) Vegetation

Figure 4.3: Example of selection group declarations across the two domains. Both use
the same schema �elds; the only di�erence is the value ofparent � empty (root) for
buildings, non-empty (cascade) for vegetation.

As shown in FigureA.2, both descriptors use identical schema �elds; the only di�er-
ence is the value of parent, which encodes hierarchy where present. Di�erent content
categories exercise di�erent subsets of the schema, as illustrated by the use of the
locators handle. In the buildings descriptor, only top-level parts (BASE) declare
locators as a single-level activation. In contrast, the vegetation descriptor utilises
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multi-level activations by declaring parts with locators at multiple levels (trunks
expose locators for branches; branches in turn expose locators for leaves), producing
the cascaded activation shown in Figure4.4.

{
"group_id" : "_BRANCH_",
"parent" : [

"TRUNK_A"
],
"parts" : [

{
"id" : "BRANCH_A",
"name": "Branch A" ,
"weight" : 1.0

}
],
"required" : true ,
"locators" : [

"_ATTACH_BRANCH_A_01",
"_ATTACH_BRANCH_A_02",
"_ATTACH_BRANCH_A_03"

]
},

Figure 4.4: A part declaration belonging to TRUNK_Awhere the part (BRANCH_A) is
de�ned with three attachments ( locators ).

Domain N Authored Reached Dead Coverage

Buildings 50 87 81 6 93.1%
Buildings 500 87 87 0 100.0%
Vegetation 50 5 5 0 100.0%
Vegetation 500 5 5 0 100.0%

Table 4.2: Authored-parts coverage per domain acrossN generated instances. Coverage
at small N depends on whether each authored part is sampled at least once; atN = 500,
every authored part is reached in both domains.
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Schema feature Field Buildings Vegetation

Selection groups selection_groups yes yes
Per-part weights parts[].weight yes yes
Locator-based attachment locators yes yes
Cascaded activation parent yes yes
Per-Locator re-sampling unique_per_locator no no
Locator Operations locator_operations no yes
Radial alignment kind: radial_align no yes
excludes constraints constraints yes no
requires constraints constraints no no
Deformation ranges part_deformation_ranges no yes
Instance deformation kind: instance_deform no yes
Per-part deformation kind: per_part_deform no yes
Global scale range scale_min / scale_max no no
Parameter bindings parameter_bindings no no

Table 4.3: Schema feature usage per domain. Both descriptors share the same schema;
each exercises a di�erent subset of �elds driven by the structure of the content.

Table 4.3 includes several schema features that have been included but used to a
lesser degree. For instance, the handlesrequires , parameter_bindings , and
scale_min/scale_max have been fully implemented as part of the artefact's
requirements but have remained unused due to a lack of demand. This does not
indicate uselessness, but rather, the current domains do not cover their use. In
contrast, a tags handle was planned as an approach to enforcing stylistic groupings
within content domains but is left as future work.
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Figures 4.5, 4.6, and 4.7 present individual instances generated for both domains
using the same schema. The tree instances exercise per-part deformation and per-
instance scaling; the building instances are produced through combinatorial assem-
bly without deformation.

Figure 4.5: Individual tree instances from groupsTRUNK_Band TRUNK_C, selected out of
50 samples, generated with pipeline operations and per-instance scaling.
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Figure 4.6: Individual building instances from groups BASE_E, BASE_F, and BASE_B,
selected out of50 samples.
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Figure 4.7: Individual building instances from groups BASE_D, BASE_C, and BASE_A,
selected out of50 samples.
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4.3 Expressive Range Across Domains

This section examines the expressive range of the generated assets across both
content-domains, answering RQ3. The core �nding can be brie�y stated as that
the framework's output expressive range depends on what the descriptor author
exposes to the system, and should not be considered as a system limitation.

4.3.1 Expressive Range of Vegetation

Figure 4.8: Expressive range analysis of the Vegetation domain withN = 50 samples.
The left panel shows instance density per binned cell using a colour scale. The right panel
shows the same axes coloured by composition origin; the three trunk compositions overlap
substantially in both axes.

Figure 4.8 shows the three trunk compositions overlap substantially in both axes: a
small TRUNK_Ainstance can have a lower AABB volume than a moderately-deformed
TRUNK_Binstance, and parametric magnitude distributions are similar across all
three. The Pearson correlation of 0.112 between con�rms low predictive relationship
between the two axes, meaning that the two axes capture distinct aspects of the
variation rather than being projections of the same underlying quantity.

4.3.2 Expressive Range of Buildings

Table 4.4 reports FI/MC/AMC for ten pairs of selection-based candidate metrics on
the buildings sample. MC ranges from 0.000 to 0.478; AMC ranges from 0.829 to
0.988; FI is uniformly 1.000. The best-MC pairing reaches 0.478. Pearsonr between
the model AABB volume and selection-space Hamming axes used in Figure4.9 is
� 0:191.
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Figure 4.9: Expressive range analysis of the buildings domain withN = 50 samples.
Left: instance density across model AABB volume and mean pairwise Hamming distance.
Right: same axes coloured by selection composition (46 unique)

Metric pair MC AMC FI

hamming_mean � parts_per_instance 0.036 0.856 1.000
hamming_mean � group_count 0.036 0.856 1.000
hamming_mean � combo_rank 0.433 0.964 1.000
hamming_mean � composition_entropy 0.036 0.856 1.000
parts_per_instance � group_count 0.000 0.829 1.000
parts_per_instance � combo_rank 0.478 0.988 1.000
parts_per_instance � composition_entropy 0.000 0.829 1.000
group_count � combo_rank 0.478 0.988 1.000
group_count � composition_entropy 0.000 0.829 1.000
combo_rank � composition_entropy 0.478 0.988 1.000

Table 4.4: FI/MC/AMC scores for ten pairs of selection-based metrics on the buildings
corpus, N = 50. MC = 1 � j � Spearmanj; higher is better. FI is constant at 1.0 because all
generated samples pass validation under the binary �tness criterion used here.

The MC column reveals that no pair of selection-based metrics achieves indepen-
dence: the best pairing (combo_rank with parts_per_instance, group_count, or
composition_entropy) reaches MC= 0:478, well below the values reported by With-
ington and Tokarchuk for high-performing metric pairs in the Mario domain (MC
> 0:95). Although the FI of 1.000 indicates that all candidate pairs satisfy the basic
�tness criterion, most pairs achieve an MC value near zero, indicating near-perfect
correlation between the two metrics. In practice, this means the candidate metrics
are di�erent projections of the same underlying variation rather than independent
measures (perceptually diverse spread), also re�ected in the weak Pearsonr value.
This is expected behaviour for a generator whose authored variation is exclusively
combinatorial, as every selection-based metric is a di�erent projection of the same
underlying random variable (the selected part set). Hence, a 1D histogram is the
most honest representation of the single-axis nature of the building domain.
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4.3.3 Exploring the Selection-Space Coverage

The procedure consisted of computing a 1D distribution of the symmetric di�erence
between selected_part_ids across the generated set, de�ning the overall selection-
space coverage of the building domain. The diversity range attainable depends on
the 87 authored parts and the sample size ofN = 50, compared against the theo-
retical maximum the total number of distinct valid part combinations the building
descriptor can produce. The theoretical maximum was computed analytically from
the descriptor structure, as described in SectionA.1 of Appendix A.

Figure 4.10: Diversity distribution of one generation run, with N = 50 samples of the
Buildings domain.

Figure 4.10 demonstrates the aggregate pairwise structural distances across all�
50
2

�
= 1225 instance pairs, characterising the range of the sampled selections within

the selection space. Most pairs di�er in 913 parts out of a maximum of 14, with
the modal distance at 11, indicating the sampled instances are widely distributed
across the selection space rather than clustered around a single selection pattern.
Pairs with very small di�erences (04 parts) are rare, accounting for roughly 130 of
the 1,225 pairs, including 4 exact duplicates (instances with identical selections).

The results show that the framework supports structurally distinct domains through
a shared schema, with the dimensionality of the generated output determined by
what the artist chooses to expose � combinatorial selection alone results in a 1D
expressive range, while adding parametric variation can enable a 2D range, granting
authorial control over the output distribution.
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This chapter discusses and evaluates the results obtained after the evaluation of
the artefact, what it reveals about the nature of the assembly generator and the
process of creating the asset components used in this study. Section5.1 discusses
the challenges faced during the evaluation process. Section5.2 discusses what can
be determined about the nature of the generator used in the artefact and parallels
in existing literature. Section 5.4 discusses the process employed in choosing the
asset components and styles to be considered for the artefact and the approaches
utilised in preparing the asset components for the artefact. Section5.5 discusses the
ethical and social considerations that have been considered and noted during the
development of this study.

5.1 Evaluation of Results

Certain parallels can be drawn between the assembly-based generator, its combi-
natorial aspect and the constructionist approach presented by G. Smith et al. [5],
mainly the use of pre-made blocks and the content selection process. There are sev-
eral statements that refer to the common issue of repetitive content, including the
di�culty in controlling such a generator for obtaining good variation. The authors
Compton et al. compare this perceived repetition of procedurally generated con-
tent in the gameNo Man's Sky to �10,000 bowls of oatmeal�, where the perceptual
uniqueness would be hardly noticeable even though mathematically, the instances
are di�erent [6].

The analysis stage of the generator presented several hurdles to the study. The
initial approach de�ned for the expressive range initially relied on authored metrics
(compositional and structural metrics); however, the generator produces one source
of variation, combinatorial selection. As such, every structural per-instance metric,
including Hamming, parts count, group activation count, composition entropy, or
spatial extent, relies on this speci�c source, causing high mutual correlation between
any selected metric pair. These approaches were considered arbitrary and subjective,
as they rely entirely on authoring decisions and often include content-speci�c con�g-
urations. Therefore, the evaluation stage in Cycle II forced the method of analysis
to be changed towards an AABB metric, with a di�erent Y-axis metric between the
vegetation and building domains; this approach provides a more accurate insight
into the generator's combinatorial performance rather than author-dependent met-
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rics, enabling a viable expressive range that can better re�ect the actual variation
space of the generated content.

The change in analysis approaches can be attributed to the following issues: The
X- and Y-axis dependence � which contradicts the conventions of ERA, wherein
each metric pair should remain independent. The lack of well-de�ned sources of
variation in the generator can be attributed to the generator's character being by
nature one-dimensional.

5.1.1 Metric Selection & ERA Methodology

The MC column in Table 4.4 reveals that no pair of selection-based metrics achieves
independence: the highest MC reached is 0.478, well below the values reported by
Withington and Tokarchuk for high-performing Mario-domain pairs (MC > 0.95 >
0.95 > 0.95). Most pairs achieve MC near zero, indicating near-perfect correlation.
This is the expected behaviour for a generator whose authored variation is exclusively
combinatorial: every selection-based metric is a di�erent projection of the same
underlying random variable (the selected part set). The constant FI = 1.000 re�ects
binary �tness under uniform sampling with a 100% pass rate, a known limitation of
Withington's methodology when �tness is binary (Ÿ5.5 of [24]). Their pilot used a
continuous playability score from agent simulation; we have no equivalent continuous
quality signal.

The implication for axis selection is that any 2D ERA constructed exclusively from
selection-based metrics would project the building's generative space onto an es-
sentially one-dimensional manifold. We therefore paired selection-space Hamming
distance with a geometric metric (model AABB volume), which captures the descrip-
tor's whole-instance-scale authoring and is orthogonal by construction: structural
selection is independent of the post-selection geometric transform. The empirical
r = 0:191con�rms a low predictive relationship.

The evaluation phase of Cycle I served as a basis for the later extension of the
analysis during Cycle II by providing insight on selection diversity.

5.2 Generator Characterisation

Throughout this study, the PCG generator has been described in terms of its mechan-
ics: descriptor authoring, group activation, constraint validation, and parametric
sampling. This outlines the generator's capabilities but does not specify its classi�-
cation within the wider context of procedural and generative approaches. Galanter's
complexity-theoretic framework [34] and Karth's [35] introduction of Dionysian
chaos and Apollonian order, serve as groundwork for its placement, distinguishing
generative systems by the relationship between authored structure and emergent
output. This section utilises that framework to situate the generator within the
�eld, ground the interpretation of expressive-range �ndings reported in Chapter4,
and name the design boundary that informs the limitations in Section6.2. Although
not directly related to the research questions, addressing this aspect of the generator
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provides the theoretical foundation upon which the empirical �ndings are based.

Galanter's characterisation places generative systems on a bell curve from highly or-
dered (tiling and symmetry) through complex (genetic algorithms, A-life) to highly
disordered (pure noise) systems; in this case, through Karth's terminology, the PCG
generator is best placed as an Apollonian, structure-bounded system, and its expres-
sive range, characterised in Section4.3, is the range its descriptors admit, not a range
it discovers.

To elaborate, the generator is dominated by Apollonian elements: descriptor author-
ing, either manually or through the asset graph, constraint validation, and group
activation by explicit parenting. These attributes are followed by the generator's
Dionysian elements � speci�cally, pipeline operations such as parametric sampling,
jitter or vertex deformation � which operate inside the authored structure rather
than as results of emergent generators. The generator is devoid of genetic operators
and does not include mechanisms for selection pressure or self-organisation. There-
fore, this places it near the ordered end of Galanter's curve, closer to symmetry-based
systems rather than genuinely complex generative systems.

The data from the selection-space coverage empirically support this placement. As
per Galanter, a complex system would exhibit emergent variation that exceeds what
the descriptor speci�es, where its expected expressive range is not tightly bounded
by the group product, contrary to what is demonstrated in Section4.3.3, where
the generator's expressive range is clearly bounded by the product, which is a sig-
nature of an ordered system. Combining this observation with the MC analysis of
Section 5.1.1, which demonstrated every selection-based metric is a projection of
the same selection process, strengthens the case that the generator's variation is
structured and authored rather than emergent. Therefore, the placement of the gen-
erator is a design choice consistent with the artefact's objective of authored control.
True complex systems are by nature di�cult to control and evaluate. The resulting
generator, thus, presents a compromise between expressiveness and controllability.

5.3 Re�nement of the Artefact

Cycle I's evaluation surfaced a structural limitation of the artefact (1D range un-
der a 2D ERA framework), and the re�nement was a response to that limitation
rather than planned. The system produces structural variation but subsequent eval-
uation revealed the lack of a parametric/compositional dimension limits comparison
to standard PCG evaluation frameworks. The JSON descriptor rapidly became
unsustainable due to the huge amount of attachment points and parts to handle.

The speci�cation language and descriptor have been extensively re�ned and updated
around Cycle I's �ndings. Such changes included extending the descriptor format,
adjusting the validation logic, introducing new constraints, and expanding the avail-
able pool of base models.

The speci�cation of the required features was based on the constraints of the artefact
in Cycle I, mainly the single-level activation as part of the building's domain, as
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well as the lack of a two-dimensional expressive range as noted during the evaluation
phase. These two aspects became the primary focus for the vegetation domain, with
an emphasis on expanding the generator to introduce a new source of variation.

Tying the �ndings in Cycle I to Cycle II, one of the primary aspects to be explored
was the cross-domain applicability of the artefact, speci�cally, how Cycle I's descrip-
tor schema could be adapted around a new content domain. The hierarchical struc-
ture of the vegetation functioned as a deliberate stress test of the schema's generality,
chosen because trees structurally di�er from buildings in dimension (multi-level cas-
cading), that Cycle I did not exercise.

For Cycle II, the system was re�ned with multi-stage generation and compositional
repetition, motivated by Cycle I �ndings. The descriptor's parametric dimension
was added not just for visual variety but to 2D ERA methodologically valid for
this generator. This also included extending the pipeline for the application of
post-generation operations.

5.4 Creation & Re�nement of Assets

This section discusses the process of creation and re�ning performed on theglTF �les
authored in Blender, organised by content domain and following the structure of the
DSRM cycles I and II. It also illustrates the process of arriving at the �nal number
of BASESfor all the content domains and the �nal instancing counts referred to in
this study � and the relationships between the di�erent modular asset components.

5.4.1 Building Domain Assets

The initial asset components were restricted to three architectural base styles,
namely BASE_A, BASE_B, and BASE_C, standing in for neoclassical, art deco and
brutalist styles, respectively. The �rst test run revealed inverted coordinate
translation between Blender and the engine and unintended positional o�sets with
the pre-positioned roofs. This was recti�ed through modifying theglTF export
parameters and rotating the models to face Y-forward in Blender.

In Cycle I, the design approach of relying on one universal pool of asset compo-
nents resulted in structurally and stylistically inconsistent outputs. This revealed
that unconstrained combinatorial assembly across architectural styles can produce
mathematically valid combinations that are nevertheless perceptually and stylisti-
cally incoherent, such as an art deco roof being generated on a classical building
base. To address this, the system was re-worked to categorise assets by architec-
tural style. This was achieved by updating the descriptor schema to select an asset
component only from the collection of asset components linked to that particular
BASE. For example, a neoclassical window asset componentWINDOW_A_Acan only be
selected by the neoclassical styleBASE_A. This approach enables visual and struc-
tural consistency with the architectural styles being generated. The �nalised schema
is presented in Figure5.1.
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In Cycle II, the three existing base styles were supplemented by 3 new architec-
tural styles: Greek, Renaissance and International asBASE_D, BASE_E, and BASE_F,
respectively. The new additions produced only an8% increase in unique arrange-
ments (567 to 612), due to eachBASEbeing constrained to its own set of group styles.
The additions address RQ21.

The schema was modi�ed to reduce the strictness of the style constraints on asset
combinations that were imposed in Cycle I. This modi�cation is designed to support
reusability of assets under conditions where stylistic compatibility can be justi�ed.
For example, the neoclassical pillar assets fromBASE_Awere allowed to be reused for
the Greek styleBASE_D. This reuse was stylistically justi�ed as neoclassicism arose
from the imitation of older Greco-Roman art styles [36]. This approach reduces the
number of overall uniquely modelled assets, which increases the e�ciency of asset
production. Nevertheless, style-scoping cannot be considered binary, as the artist
makes ongoing judgements about which stylistic boundaries are rigid and which are
porous (e.g. Greek pillars on neoclassical bases). The schema accommodates this
through per-BASEasset pools, but the judgements themselves remain entirely with
the artist.

The attachment points where the windows and pillars would be instantiated at run-
time were created and parented to theBASES. An issue was encountered wherein
the attachment point origins were o�set from the model pivot. This was recti-
�ed through the adjustment of the model pivot in Blender. The �x was evaluated
through repeated runtime generation under varying generator seeds, with the at-
tachment point alignment relative to the model pivot assessed in each instance. No
instance of positional o�set was observed, indicating that the correction resolved the
misalignment consistently under the tested conditions. The overall structure of the
relationships between the asset components is presented as a diagram in Figure5.1.

1See Appendix A.1.1.1 and A.1.1.2

43



5. Discussion

F
igure

5.1:
S

im
pli�ed

relationship
structure

of
the

building
descriptor.

44



5. Discussion

5.4.2 Vegetation Domain Assets

The initial approach for the vegetation domain involved parametrised modi�cation
of a single base tree structure � rather than modelling multiple distinct species and
focused on controlling morphological attributes such as trunk height, branch length,
and trunk thickness to generate diverse instances from a shared structural template.
The domain-general nature of the framework imposed constraints on the authoring
strategy. While a purely parametrised approach would have been natural for vegeta-
tion generation. Maintaining consistency in the descriptor parameters required the
vegetation domain to follow a derivative of the building domain. Hence, the revised
approach focused on providing diversity through di�erentTRUNKS, analogous to the
BASESin the building domain.

The attachment points presented a challenge, as the human-built nature of the do-
main resulted in structures that were predominantly clean and linear. In contrast
the vegetation domain exhibited irregular and stochastic branching patterns. Con-
sequently, the approach of attachment points was adjusted so that they spawn on
BRANCHedges and outer sides, instead of a linear con�guration. This relationship is
presented in Figure5.2.
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5.4.3 Final Re�nement of all Assets

Following testing of the building domain archetype, a notable issue was observed,
namely the perceived repetition of instances. That is, the 612 instances were still
not su�cient to ensure perceptual visual diversity. This speci�c issue demonstrates
in practice the �10,000 bowl of oatmeal� critique from Karth & Compton, discussed
in Section5.1, indicating that mathematical diversity does not necessarily translate
into perceptual diversity. This was identi�ed as occurring due to minor di�erences
in the asset components (e.g., a square window instead of a rounded one), which
technically count as a unique instance but were such a minuscule di�erence that a
user could not perceive any change at all. Therefore, newDECORasset components
(which are more pronounced in perceptual variety) were introduced, and existing
DECORasset components were extended. This brought up the number of possible
unique instances to 1,8182, which is an exponential trend, depicted in Figure5.3.
The increase in unique instances after extendingDECORfurther suggests that per-
ceptual diversity is not uniformly distributed across part categories; some parts
categories contribute disproportionately to perceived variety per unit of authoring
e�ort.

Figure 5.3: Graph showing exponential growth in diversity vs. number of asset compo-
nents

The variation for the plant domain was supplemented with an operation for mesh
deformation using the technique from the work presented by Barr [28] as discussed
in Section3.3.6.1. As these operations involve �oating-point ranges, the number of
plant mesh variations that can be generated is essentially unlimited, only constrained
by Fractal Engine's �oating-point precision.

The use of attachment points o�ers several design bene�ts over fully pre-positioned
geometry. First, it reduces the amount of mesh data exported, as only reusable

2see Appendix A.1.1.3
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asset components and their attachment points (which are empties; therefore, no
mesh is present) are required. Secondly, it enables a greater expressive range of the
variation system, as any stylistically compatible (i.e., consistent in scale, proportion,
and architectural language) asset component can be instantiated at a given attach-
ment point without altering the base model. This design facilitates both reuse and
extensibility, allowing new architectural variations to be introduced with minimal
changes to the underlying asset structure. This modelling strategy directly supports
the evaluation of cross-domain applicability and expressive variation and helps de-
�ne the constraint and annotation mechanisms for domain control as de�ned in RQ1
and RQ2.

5.5 Social & Ethical Considerations

Procedural content generation is at times associated with full automation, which
raises concerns about the displacement of artists within the content creation pipeline.
Ru�no criticises the procedurally generated worlds ofNo Man's Skyas �inhumanly
vast and uneventful... destabilises the central position of the human player� [20].
Additionally, the rise of generative AI 3D asset generators (Hunyuan3D, Hyper3D:
Rodin AI, etc.) allows for the quick and easy generation of 3D asset components for
usage in PCG systems, which further raises concerns about the position and priority
of human-authored content in a work of art � whether it be for entertainment or
otherwise [37]. However, generative AI asset generation also has the potential to
improve prototyping, provide for faster re�nement and enhance human creativity by
suggesting prompts for ideas (e.g., in the case of writer's block) rather than fully
replacing human input. Therefore, in summary, the advantages of PCG and AI tools
for 3D asset generation must be weighed against environmental concerns regarding
the use of generative AI and the idea of creative ownership and intellectual property
rights, especially in the development of independent (indie) projects [38].

In the case of this study, as discussed in Section2, any approach which is purely
algorithmic does struggle with perceptual homogeneity and limited artistic control,
reinforcing the relevance of human-authored content in procedural work�ows. The
direction of this exploratory framework was designed with the end users (the tech-
nical or environmental artists) in mind � the aim is to complement artistic work
rather than replace it, with the descriptor system explicitly requiring artist-authored
base asset components and artist-de�ned variation rules as its foundation. The arte-
fact is developed with artists from any digital background as its primary users to
serve as a complementary tool that extends existing authoring work�ows rather than
supplanting them.
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In conclusion, this study investigated how an assembly-based PCG framework can be
developed and applied across di�erent content-domain areas. The results show that
the framework remains domain-general through the use of schema features, optional
handles and a �exible con�guration. Additionally, the descriptors can easily be
represented in a graph-based visualisation approach intended to reduce authoring
complexity. Through a JSON-based descriptor, this framework has the potential to
be replicated in other game engines as well.

6.1 Findings

The �ndings are summarised as follows:

RQ 1: What constraints and annotation mechanisms are necessary to support both
cross-domain applicability and domain-speci�c control in assembly-based generation
of 3D assets?

Weighted selection andexcludes constraints are su�cient for domain-speci�c con-
trol, and both were transferred from the buildings to vegetation domains without
modi�cation. The resulting conformance data demonstrates that there were no vi-
olations at a sample size ofN = 500, excluding one marginal error caused by the
non-conforming _WINDOW_Apart, with 25/26 conforming groups. Despite these
results, there have been noticeable limitations in terms of mechanisms � weight
reshaping does not a�ect structural diversity, as the mean pairwise Hamming barely
moves across con�gurations, meaning that constraints operate on combinations and
not on the expressive range itself.

RQ 2: To what extent can a descriptor schema specify generation across structurally
distinct content domains?

The descriptor schema is capable of covering both domains and can be exercised at
di�erent structural depths � mainly, single-level activation and multi-level cascaded
activation. The unused �elds (requires, parameter_bindings, and scale_min/max)
show that the schema has the potential to accommodate new content domains be-
yond the two implemented ones.

RQ 3: What di�erences in expressive range emerge across domains when using the
same variation system?
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The buildings domain produces a 1D expressive range as its variations are purely
combinatorial, no candidate metric pair achieved meaningful independence (MC 0:5).
In contrast, the vegetation achieves a genuine 2D separation (Pearsonr = 0:112) as
its deformation operations allow for a new parametric axis independent of selection.
As such, we can conclude that the expressive range dimensionality is determined
by the generative mechanisms available to the author, and not only by the schema
structure.

6.2 Limitations

The DSR rigour cycle in this study was lighter than the methodology ideally re-
quires. Design decisions were based on foundational PCG references (Compton et
al., Shaker et al., Short and Adams [26], [1], [23]), but the iterative re�nement
between cycles was driven mainly by self-evaluation rather than by sustained en-
gagement with the literature. A more rigorous study would have surfaced existing
techniques for cross-domain procedural assembly earlier and grounded speci�c de-
sign choices, particularly around the descriptor schema's structure, in prior work
more directly.

As for the qualitative assessments, these were performed by the authors without
a formal scale for scoring or ranking. Visual consistency and distinctiveness were
thus judged subjectively; representative instances were selected for inclusion in the
results �gures, but no systematic protocol controlled for selection bias.

The visual �delity of the generated output is constrained by the authored asset li-
brary, not by the framework itself. The current asset library is small in size and stylis-
tic range, particularly for vegetation. Generated instances exhibit visible repetition
when the underlying selection space is small, and the produced output understates
what the framework could generate given a more developed asset library.

One prominent issue during the implementation of per-part and instance-wide opera-
tions was the handling of locator positions. Locators are stored as transforms baked
at authoring time, thus, when, for example, a deformation kernel moves vertexv
from p to T(p), the locator attached nearp would need to move toT(p). However,
the current implementation does not do so, as these are stored on the graph node
as separate transforms, treated di�erently from a vertex. As such, a parent's sur-
face may move positions, but the child's attachment point will not. Essentially, the
current implementation applies deformation as a post-assembly pass, where locators
are not re-evaluated against deformed geometry, resulting in children attached to
deformed parents being visually detached.

Another substantial analysis that could enhance the combinatorial capability is the
generator's runtime performance, which was not characterised throughout the study.
As generation cost scales with the size of the combinatorial space, the count of
parts in one glTF �le, the number of constraint rules, and the complexity of post-
generation operations, neither the scaling behaviour nor the practical limits were
measured.

50



6. Conclusion

6.3 Future Work

A more rigorous qualitative evaluation could address the subjectivity limitation
noted above. This could involve multiple independent raters scoring instances
against formal annotation guidelines, or a controlled user study with target users of
the framework, ideally technical artists, whose authoring needs can better align the
artefact towards practical use.

The current asset library could bene�t from being expanded, particularly, the vege-
tation domain, where authored components do not fully compose into realistic plant
forms, potentially allowing a fairer evaluation of what the framework can produce,
separately from what was authored.

The locator detachment limitation described in Section6.2is a result of architectural
constraints arising from the initial implementation of locators in Cycle I; a solution
to this problem would require major restructuring and a change in the framework's
pipeline, involving a barycentric re-anchoring pass to deformed instances, registered
as another operation, applied after deformations in the stack. This solution would
resolve locator detachments without coupling the operation registry to speci�c ker-
nels, rather than embedding deformation logic into the resolver itself. This approach
is operation-agnostic and composes naturally with operation stacking. The required
changes involve implementing speci�c barycentric computations and are hence left
as future work.

Benchmarking or pro�ling the generator's runtime performance could help inform its
practical limits on the generation process. This addition consider could inform opti-
misations and clarify which descriptor sizes the framework can practically support
in a more accurate manner.

Concerning the evaluated contents, the claim of cross-domain generality is grounded
in two content categories (buildings and vegetation). Additional categories, partic-
ularly creatures, characters or vehicles, would likely surface schema features that
the current implementation does not support. Expanding to creatures or characters
in particular would require the integration of a skinning system, since the current
artefact operates only on authored static topology and cannot produce deformations
driven by an underlying skeleton.

The current radial alignment operation accepts no parameters and falls back to
hardcoded defaults � richer authoring (per-locator overrides, alternative up-axis
selection) is left as future work.
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A
Appendix A

A.1 Combinatorial Space Calculation

The normal combinatorial formula C(n, r) =
(

n
r

)
= n!

r!(n−r)! does not apply here as
we choose exactly one part from multiple different pools of asset component (e.g.
roofs, pillars). Instead, we use the Rule of Product and Rule of Sum combinatorial
rules in order to calculate the possible number of unique instances.

The formula we use can be expressed as T = (A1 × A2 × · · · × An) + (B1 × B2 ×
· · · × Bn) + (C1 × C2 × · · · × Cn) · · · + (X1 × X2 × · · · × Xn).
where:

• T = Total unique instances.

• (A1, A2 . . . An) = number of activated parts for BASE_A.

• (B1, B2 . . . Bn) = number of activated parts for BASE_B. and so on up-to
(X1, X2 . . . Xn).

A.1.1 Building Domain
A.1.1.1 Cycle I

1. BASE_A: Activated groups:

1. _DOOR_A: 3 parts

2. _WINDOW_A: 3 parts

3. _CHIMNEY_A: 3 parts

4. _ROOF_A: 3 parts

5. _PILLAR_A: 3 parts

6. _DECOR_A: 1 part

Possible unique instances using BASE_A = 3 × 3 × 3 × 3 × 3 × 1 = 243.

2. BASE_B: Activated groups:

1. _DOOR_B: 3 parts

I
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2. _WINDOW_B: 3 parts

3. _CHIMNEY_B: 3 parts

4. _ROOF_B: 3 parts

5. _DECOR_B: 1 part

Possible unique instances using BASE_B = 3 × 3 × 3 × 3 × 1 = 81.

3. BASE_C: Activated groups:

1. _WINDOW_C: 3 parts

2. _CHIMNEY_C: 9 parts

3. _ROOF_C: 3 parts

4. _DECOR_C: 1 part

Possible unique instances using BASE_C = 3 × 9 × 3 × 3 × 1 = 243.
Total unique instances at this stage is 243 + 81 + 243 = 567.

A.1.1.2 Cycle II

Post Cycle I, 3 new BASES were added for the building domain. Therefore, the new
schema’s instance calculation is as follows:

4. BASE_D: Activated groups:

1. _ROOF_D: 3 parts

2. _PILLAR_D: 3 parts

Possible unique instances using BASE_D = 3 × 3 = 9.

5. BASE_E: Activated groups:

1. _WINDOW_E: 3 parts

2. _ROOF_E: 3 parts

3. _PILLAR_E: 3 parts

Possible unique instances using BASE_E = 3 × 3 × 3 = 27.

6. BASE_F: Activated groups:

1. _WINDOW_F: 3 parts

2. _ROOF_F: 3 parts

Possible unique instances using BASE_F = 3 × 3 = 9.
Total unique instances at this stage is 243 + 81 + 243 + 9 + 27 + 9 = 612.

Later during Cycle II, DECOR parts were added. Therefore, the new schema’s instance
calculation is as follows:

1. BASE_A: Activated groups:
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1. _DOOR_A: 3 parts

2. _WINDOW_A: 3 parts

3. _CHIMNEY_A: 3 parts

4. _ROOF_A: 3 parts

5. _PILLAR_A: 3 parts

6. _DECOR_A: 3 parts

Possible unique instances using BASE_A = 3 × 3 × 3 × 3 × 3 × 3 = 729.

2. BASE_B: Activated groups:

1. _DOOR_B: 3 parts

2. _WINDOW_B: 3 parts

3. _CHIMNEY_B: 3 parts

4. _ROOF_B: 3 parts

5. _DECOR_B: 3 parts

Possible unique instances using BASE_B = 3 × 3 × 3 × 3 × 3 = 243.

3. BASE_C: Activated groups:

1. _WINDOW_C: 3 parts

2. _CHIMNEY_C: 9 parts

3. _ROOF_C: 3 parts

4. _DECOR_C: 3 parts

Possible unique instances using BASE_C = 3 × 9 × 3 × 3 × 3 = 729.

4. BASE_D: Activated groups:

1. _ROOF_D: 3 parts

2. _PILLAR_D: 3 parts

Possible unique instances using BASE_D = 3 × 3 = 9.

5. BASE_E: Activated groups:

1. _WINDOW_E: 3 parts

2. _ROOF_E: 3 parts

3. _PILLAR_E: 3 parts

4. _DECOR_E: 3 parts

Possible unique instances using BASE_E = 3 × 3 × 3 × 3 = 81.

6. BASE_F: Activated groups:
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1. _WINDOW_F: 3 parts

2. _ROOF_F: 3 parts

3. _DECOR_F: 3 parts

Possible unique instances using BASE_F = 3 × 3 × 3 = 27.
The number of total unique instances is 729 + 243 + 729 + 9 + 81 + 27 = 1818.
Note: Google’s Gemini-3.1-Pro-Preview LLM was used to aid the authors in
performing this calculation.

A.2 Descriptor Schema
Full range of the descriptor schema, including unused handles, optional configura-
tions and expected parameter inputs.

1 {
2 "model_id": "string (required) unique identity for this archetype",
3 "model_name": "string (optional) display name, defaults to model_id",
4 "domain": "string (optional) e.g. 'vegetation', 'building'",
5 "path": "string (required) path to the source .glb/.gltf",
6

7 "scale_min": [1.0, 1.0, 1.0],
8 "scale_max": [1.5, 1.5, 1.5],
9 // Optional whole-instance scale range. Sampled once per generated instance.

10 // If unset, model_scale = (1,1,1).
11

12 "selection_groups": [
13 {
14 "group_id": "string (required) used in parent references and as the key

for part_deformation_ranges",↪→

15 "required": true,
16 // If true and no valid part can be selected, generation fails.
17

18 "parent": ["TRUNK_A", "TRUNK_B"],
19 // Array of part IDs whose selection activates this group.
20 // Empty or omitted = root group (always considered first).
21

22 "unique_per_locator": false,
23 // If true, each locator re-samples a part style independently
24 // (organic content branches, leaves). If false, one part is picked
25 // and duplicated to every locator (uniform pillars, columns).
26

27 "scale_factor": 0.6,
28 // Multiplicative scale inherited from the parent's applied_scale.
29 // 1.0 = no decay. 0.6 = 60% of parent. Compounds along the activation
30 // chain (trunk 1.0 -> branches 0.6 leaves 0.42).
31

32 "scale_jitter": 0.05,
33 // Optional ś random perturbation on scale_factor per locator.
34

35 "locators": ["_ATTACH_A_01", "_ATTACH_A_02"],
36 // Optional. Explicit list of locator node names the activator's
37 // resolved part exposes for this group's attachments. When unset,
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38 // locators are auto-detected (any non-part child node of the
39 // activator's resolved part in the GLTF graph). When set, only
40 // the listed locators are used; the resolver validates that each
41 // one exists in the graph.
42

43 "parts": [
44 {
45 "id": "string (required) matches a node name in the GLTF",
46 "name": "string (optional) display name, defaults to id",
47 "weight": 1.0
48 // Relative selection weight in WeightedSelect.
49 }
50 ]
51 }
52 ],
53

54 "locator_operations": [
55 { "kind": "radial_align", "params": {} },
56 { "kind": "rotation_jitter",
57 "target_group_id": "_GROUP_ID_",
58 // Optional. Restrict this operation to locators of one group
59 // Empty/omitted = applies to all groups
60 "params": {
61 "yaw_min": -10, "yaw_max": 10,
62 "pitch_min": -10, "pitch_max": 10,
63 "roll_min": -10, "roll_max": 10
64 }
65 }
66 ],
67

68 "transform_ranges": [
69 {
70 "part_id": "string matches a part by id",
71 "scale_min": [1.0, 1.0, 1.0],
72 "scale_max": [1.5, 1.5, 1.5],
73 // Optional scale jitter range. Sampled once per resolved descriptor.
74 "rotation_min": [0, 0, 0],
75 "rotation_max": [0, 360, 0]
76 // Optional rotation jitter range (degrees, additive).
77 }
78 ],
79

80 "model_deformation_range": {
81 "taper_factor_min": 0.7, "taper_factor_max": 0.9,
82 "twist_angle_min": 0, "twist_angle_max": 10,
83 "bend_angle_min": 5, "bend_angle_max": 15,
84 "noise_amplitude_min": 0.0, "noise_amplitude_max": 0.05
85 },
86 // Whole-instance deformation range. Sampled once per generated instance
87 // by instance_deform operation. Angles in DEGREES (converted to radians at

parse). Taper is unitless; noise is mesh-units.↪→

88

89 "part_deformation_ranges": [
90 {
91 "group_id": "string matches SelectionGroup::group_id",
92 "taper_factor_min": 0.5, "taper_factor_max": 0.7,
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93 "twist_angle_min": 5, "twist_angle_max": 25,
94 "bend_angle_min": 20, "bend_angle_max": 45,
95 "noise_amplitude_min": 0.02, "noise_amplitude_max": 0.08
96 // All fields optional. Missing fields fall through to nothing
97 // (operation has no effect for that part).
98 }
99 ],

100

101 "constraints": [
102 {
103 "id": "string unique rule identifier",
104 "type": "excludes | requires",
105 "part_a": "PART_X",
106 "part_b": "PART_Y"
107 // EXCLUDES: rejects selections where both A and B were chosen.
108 // REQUIRES: rejects selections where one was chosen without the other.
109 }
110 ],
111

112 "parameter_bindings": [
113 {
114 "source_part": "PART_X",
115 "source_param": "rotation",
116 "target_part": "PART_Y",
117 "target_param": "rotation",
118 "ratio": 1.0
119 // Supports rotation->rotation binding.
120 // target.applied_rotation = source.applied_rotation * ratio
121 }
122 ],
123

124 // Registered kinds: per_part_deform, instance_deform, duplicate_instances.
125 "pipeline": [
126 {
127 "kind": "per_part_deform",
128 "params": {
129 "apply_taper": true,
130 "apply_twist": true,
131 "apply_bend": true,
132 "apply_noise": true,
133 "taper_axis": "y",
134 "twist_axis": "y",
135 "bend_axis": "y",
136 "noise_frequency": 3.0
137 }
138 },
139 {
140 "kind": "instance_deform",
141 "params": {
142 "apply_bend": true,
143 "bend_axis": "y",
144 "apply_taper": false,
145 "apply_twist": false
146 }
147 },
148 {
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149 "kind": "duplicate_instances",
150 "params": {
151 "target_group_id": "",
152 // group whose descriptors should be duplicated. Empty = all.
153 "min_count": 1,
154 "max_count": 3
155 // Total count including original. Duplicates share
156 // original's local_transform; without subsequent jitter
157 // (e.g. rotation_jitter sampled per-instance) they will overlap.
158 }
159 }
160 ]
161 }
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Appendix B

A collection of summaries on the evaluation and analysis of the artefact is sum-
marised here. This includes the weight bias frequency test graphs, consisting of
results per part. Furthermore, a collection of graphs from the weight conformance
test is likewise presented in full. The appendix concludes with the conformance
metrics table, consisting of the full range of values per-group.
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