2

© ® N o «

10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

33

34

35

36

37

Distribution of Reconfiguration Languages
maintaining Tree-like Communication Topology *

Daniel Hausmann, Mathieu Lehaut, and Nir Piterman

University of Gothenburg and Chalmers University of Technology, Sweden

Abstract. We study how to distribute trace languages in a setting
where processes communicate via reconfigurable communication chan-
nels. That is, the different processes can connect and disconnect from
channels at run time. We restrict attention to communication via tree-
like communication architectures. These allow channels to connect more
than two processes in a way that maintains an underlying spanning tree
and keeps communication continuous on the tree. We make the reconfig-
uration explicit in the language allowing both a centralized automaton
as well as the distributed processes to share relevant information about
the current communication configuration. We show that Zielonka’s sem-
inal result regarding distribution of regular languages for asynchronous
automata can be generalized in this setting, incorporating both recon-
figuration and more than binary tree architectures.

1 Introduction

Over the past years, computing devices have proliferated to the point where
they are ubiquitous. These devices are not only lightweight and affordable but
also highly prevalent and mobile. They are used, for example, in sensor networks
or multi-agent or multi-robot systems. In such applications, communication re-
quires mobility and ad-hoc connectivity depending on need and availability. In-
deed, participants in communications frequently leave or join specific tasks or
groups and change who they communicate with based on, e.g., requirements or
location. This prompts us to explore how communication dynamics evolve when
dealing with numerous mobile participants that have to collaborate effectively.
We consider an extension of Zielonka’s asynchronous automata — a canonical
formalism for distributed systems with a fixed communication architecture [12].
A system consists of multiple finite-state automata called processes. Processes
communicate by synchronizing on channels. While in asynchronous automata
processes share their full state information in every communication, here, we re-
place this with information sharing through data exchange. The data exchange
allows to define how processes update their local states without knowing the
number of participants in a communication or their identity. A communication
happens only if all involved participants are ready for it. Thus, a single process
can block communications they are not ready to accept. The considered extended

* Supported by the ERC Consolidator grant D-SynMA (No. 772459).
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2 D. Hausmann, M. Lehaut, N. Piterman

asynchronous automata allow processes to decide in every state to which channels
they wish to be connected to. Thus, their connectivity changes from transition
to transition at run time. They can easily establish groups and change the set of
processes they communicate with. This extension is called reconfigurable asyn-
chronous automata (RAA), and was first defined in [10]. RAA are inspired by
the attribute-based communication calculus [3,1] and by channeled transition
systems [4], but are simplified to include only one form of communication (CTS
include both broadcast and multicast channels, the latter corresponding to the
type of communication allowed here).

Asynchronous automata are notable due to Zielonka’s seminal result on dis-
tributivity of regular languages [12]. Namely, for every regular language that
respects the independence of communications in a given fixed communication ar-
chitecture, it is possible to define a team of processes who distribute the original
language. That is, their distributed interaction reproduces the regular language.
In other words, one can build a distributed implementation from a centralized
specification. Zielonka’s result is quite involved and is source for much ongoing
research work on establishing a better understanding of the result [11,7, 6,8, 2].
Here we concentrate on the restriction of this result to the case where processes
communicate via an acyclic binary communication architecture [9]. That is, ev-
ery channel is binary (between two processes) and the graph of channels forms
a tree. Distribution in this restricted setting is much better understood: the tree
enables a distribution construction where the state space of every process is
only quadratic in the state space of the original deterministic automaton that
(centrally) recognizes the language. In comparison, in the general case, the dis-
tribution construction incurs exponential blow-up (with a non-linear exponent).

As mentioned, in asynchronous automata every channel has a fixed set of
processes connected to it, while our framework allows processes to connect and
disconnect to/from channels. We call this process reconfiguration, as processes
reconfigure their communication interfaces, and we call the way they are con-
nected at a certain point in time the communication architecture. In order to
extend Zielonka’s distribution results to our automata we make reconfiguration
explicit in the communication. This allows both the centralized and the dis-
tributed systems to follow how the communication architecture changes. We
do that by including, with every communication, instructions regarding how the
communication architecture is changed and do not allow other (invisible) changes
to the architecture. Based on this information, the centralized automaton can
keep track of the communication architecture. We make this notion explicit by
considering deterministic automata that keep track of both the current run of
the automaton, as well as the changing communication architecture. The in-
structions that we include allow changes in the structure of a tree by reversing
the order between parent and child vertices and by transferring a child vertex to
its parent or to another child. In addition, we allow joining or leaving channels
in restricted ways that preserve the connectivity as tree-like. A communication
architecture is tree-like if it has an underlying spanning tree and allows com-
munication that is local with respect to this tree. That is, all communication is
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continuous on the tree. We show that the allowed reconfigurations enable transfer
between any two tree-like communication architectures (in multiple steps).

Based on these definitions of reconfigurations and reconfiguration languages,
we show that regular languages of reconfigurations can be distributed if they
satisfy a reasonable structure constraint corresponding to the independence of
communications. That is, they can be recognized by reconfigurable asynchronous
automata that connect to channels according to the instructions given to them
and are only aware of communications they participate in. To this end, we gen-
eralize the construction of Krishna and Muscholl [9] by adding to it a part that
follows distributively the communication architecture. We show that these ad-
ditional parts allow to keep track of how to update the local view of the global
state. They allow to do so also in the context of communication that is not neces-
sarily binary (as mentioned, we support tree-like communication architectures in
which channels may subsume more than two participants provided they are con-
tinuous on the spanning tree). This, as far as we know, has not been recognized
even for fixed communication structures. The distribution constructs processes
whose number of states is polynomial in the number of states of a centralized
automaton but also keeps track of potentially exponentially many options for
the way the communication architecture is arranged around a process.

The paper is organized as follows. In Section 2 we define automata, asyn-
chronous automata, and reconfigurable asynchronous automata. In Section 3 we
define tree-like communication architectures and how they change. Section 4
shows how reconfiguration is exposed through the communication itself, and de-
fines requirements on languages that enable distribution. We show in Section 5
the distribution construction and its correctness and conclude in Section 6. Omit-
ted proofs and full details of the distribution construction can be found in the
full version of this paper [?].

2 Automata and Reconfigurable Asynchronous Automata

Deterministic Finite Automata. Given a set of letters X, a deterministic finite
automaton is D = (9,s°, A, F), where S is a finite set of states, s € S is an
initial state, A : S x X — S is a partial transition function, and F' C S is a set of
accepting states. Given a word w = ag---an,_1,arun of Aonwisr = sg,..., Sy
such that so = s and for every 0 < i < n we have s;11 = A(s;,a;). A Tun is
accepting if s, € F' and then w is accepted by D. The language of D, denoted
by L(D), is the set of words accepted by D.

An independence relation is a symmetric relation I C X x Y. Two words
U = up Uy, and v = vy ---v, are said to be I-indistinguishable, denoted by
u ~g v, if one can start from u, repeatedly switch two consecutive independent
letters, and end up with v. That is, for all (a,b) € I and all u,v € X*, we have
uabv ~ ubav. We denote by [u]; the I-equivalence class of a word u € X*.
Let A = (S, 80,4, F) be a deterministic automaton over Y. We say that A is
I-diamond if for all pairs of independent letters (a,b) € I and all states s € S,
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we have A(s,ab) = A(s,ba). If A has this property, then a word u is accepted
by A if and only if all words in [u] are accepted.

Asynchronous Automata. Let PP be a finite set of processes. A communication
architecture is C : X — 2P associating with each letter the subset of processes
reading it. We put C™1(p) = {a € ¥ | p € C(a)}. A distributed alphabet is
(X,C), where C is a communication architecture. It induces an independence
relation I(C) C X' x X by (a,b) € I(C) iff C(a) N C(b) = (). We say that C is
binary if for each a € X we have |C(a)| = 2. A binary C induces a tree if the
graph (P, E), where (p,q) € E iff C(a) = {p, ¢} for some a € ¥, is a tree.
An asynchronous automaton (in short: AA) [12] over distributed alphabet
(¥,C) and processes P is B = ((Sp)pep; (59)pep, (0a)acs, Acc) such that:
— Sp is the finite set of states for process p, and sg € Sp is its initial state,
= 0o [l,ec) Sp = Ilpec(a) Op is a partial transition function for letter a that
only depends on the states of processes in C(a) and changes them,
— Ace C Hpe]P Sp is a set of accepting states.
A global state of B is s = (sp)pep, giving the state of each process. For global
state s and subset P C P, we denote by s].p = (sp)pecp the subset of s of states
from processes in P. A run of B on a word ajas . ..a, is a sequence Sga181ds . .. Sy
such that for all 0 < i < n,s; € Hpeﬂ" Sp, a; € X, satisfying sg = (sg)pep and
the following relation: silc(q,) = a;(Si—1dc(a;)) a0d Silp\c(a;) = Si—1dp\C(ay)-
A run is accepting if s,, belongs to Acc. The word ajas ... is accepted by B if
such an accepting run exists (note that automata are deterministic but runs on
certain words may not exist). The language of B, denoted by L£(B), is the set of
words accepted by B.
We say that a language £ over (X, C) is distributively recognized if there
exists an asynchronous automaton B such that £(B) = L.

Theorem 1 ([12,9]). Given an I(C)-diamond deterministic automaton D, there
exists an AA that distributively recognizes this language. In gemeral if D has n
states then every process in the AA has 20(n*) states. If C induces a tree, then
every process in the AA has O(n?) states.

Reconfigurable Asynchronous Automata. We present Asynchronous Automata
with reconfiguration. Here the communication architecture is modified dynam-
ically during a run. We fix a finite set PP of processes and a finite set CH of
channels (intuitively corresponding to the alphabet).

Let D be a finite set of synchronization data contents. A reconfigurable
asynchronous automaton (RAA) over alphabet CH and processes P is A4 =
((Sp)pep, (Sg)peﬂ”a (0p)pep; (Lp)pep; (Fp)pep), where

— Sp and s are as before,
— Jp 1 Spx(DxCH) — S, is the partial transition function, where d,(s, (d,¢)) =

s’ means going from state s to s’, reading a data on channel ¢ with content

d. We write (s, (d,c),s’) € 6 for 6(s, (d,c)) = ¢,

— L, : S, — 2% is a listening function such that ¢ € L,(s) if there is a
transition of the form (s, (d,c),s’) € 0, i.e. state s must be listening to

channel c if there is some transition from s involving a data on c.
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Fig.1. An RAA A over three processes.

— F,:S,xD — {1, T} is an acceptance function.
Global states of A are as before. A run of A is sgmisims...s,, where for all
0<i<n,s; = (s;)pep is a global state, m; = (d;,¢;) € D x CH, satisfying
so = (s))per and all the following:

L dpst. € Ly(sh),

2. Vp st € Ly(sy ), (sh7!, (di, ¢i), s3) € by, and

3. Vpsit.oci & Ly(sht), st = st
In plain words, there is a transition upon reading channel name c if all processes
listening to ¢ have an according transition, with at least one process listening
to ¢, whereas those processes that do not listen to ¢ are left unchanged. Note
that if some process listens to ¢ but does not implement the transition, then
that transition is blocked. A run is accepting if for some d € D and for all p € P
we have F,(sP,d) = T. That is, acceptance happens only if all processes can
agree on a data value d that is accepted by all. The language of A, denoted by
L(A), is the set of words over CH of the form cgc; ... such that there exists
an accepting run of the form so(do,co)s1(di,c1)..., i.e. we focus only on the
sequence of channels where data is sent, and drop the states and data contents.

Ezample 2. Figure 1 shows an example RAA over channels CH = {a, b, ¢} and
three processes P = {p, ¢, 7}, with the listening function given by the labels to the
right of the individual states. Here we take a singleton set D = {d} as the set of
data contents, so for readability purposes it is omitted from the transitions. Note
that when process p is in state so, it is listening to channel ¢ but no c-transition
is implemented, therefore a communication on ¢ is impossible (similarly for ¢
and t2). So the only way a communication can happen on ¢ is when p and ¢ are
in s7 and t; respectively, which means only process r listens to ¢. We then set
Fp(z,d) =T for all p € P and = € S,. The language accepted by this RAA is
the set of all sequences such that in any prefix ending with a communication on
¢, we have an even number of a and b:

L(A) = {vo ..o € {a,b,c}”

Vi . v; = c implies ay(vo - .. ;) =modz 0
and bﬁ (’U() ce 'U7,') =mod2 0 |’

where o4(w) is the number of occurrences of letter o in word w.

We say that an RAA over CH and P has a fixed communication architecture
if for all p € P and all s,s" € S, we have L,(s) = L,(s’). That is, the listening
function of each process never changes. In that case, there is an obvious definition
of a communication architecture C.



191

192

193

194

195

196

197

198

199

200

201

202

203

204

205

206

207

208

209

210

211

212

213

214

215

216

217

218

219

220

221

222

223

224

225

226
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Lehaut and Piterman showed that RAA with fixed architecture and asyn-
chronous automata are different notations for the same object.

Lemma 3 ([10]). There is an isomorphism between RAA with fized communi-
cation architecture and asynchronous automata.

3 Tree-like communication architecture with
reconfiguration

We have defined what it means for a communication architecture to be a tree.
Now we extend this in two orthogonal directions. First, we are interested in a
more general communication architecture that is tree-like rather than a tree.
Second, we consider the fact that for RAA (unlike AA) the communication
architecture can change over time. This is made formal below.

3.1 Tree-like communication architecture

As before, let P be a set of processes and CH a set of channels, both finite. A
communication architecture is tree-like if there is a tree that spans channels that
connect more than two processes. Formally, we have the following.

Let |P| = n and let us denote by [n] the set {0,...,n — 1}, and put [n]t =
[n] \ {0}. A tree over P is a tree T = (P,r, E,{) where PP is the set of nodes, of
which r € P is the root, E C P? is the set of edges (so that |E| = n — 1) that
is cycle free, and £ : E — [n|T is a labeling bijection that maps each edge to a
strictly positive integer.

Definition 4. We say that 2 = (C,T), where C is a communication architecture

and T is a tree, is a tree-like communication architecture (short: TCA) if:

1. |C(c)| > 2 for all channels ¢ € CH,

2. for all channels ¢ € CH, the set C(c) is connected in T, i.e. if p,q € C(c),
then all processes along the path from p to q in T are also in C(c), and

3. if (p,q) € E, then there is a channel ¢ € CH such that p,q € C(c).

Condition 1 prevents a channel from being trivial.! Condition 2 ensures that
a communication on a given channel is always “local” in the tree. Finally, con-
dition 3 ensures that the tree does not consist of disconnected parts. Let T&y; be
the set of all possible TCA over the sets CH of channels and P of processes.

Ezample 5. Fix sets P = {p1,...,ps} of processes and CH = {¢y, ca, c3} of com-
munication channels. Then 2 = ((C(c1), C(c2),C(c3)),T) as given in Figure 2 is
a tree-like communication architecture rooted in p;:

1. All channels have at least 2 members,

2. Every channel is connected in T,

3. All edges in T are covered by at least one channel.



227

228

229

230

231

232

233

234

235

236

237

238

239

240

241

242

243

244

245

246

247

248

249

250

251

Title Suppressed Due to Excessive Length 7

Fig. 2. A tree-like communication architecture: the spanning tree is given by the black
edges, while the communication architecture is drawn with one color group for each
channel. Edges labels are drawn next to each edge with a matching color.

We fix notation regarding the spanning tree T' = (P,r, E, ¢) of a TCA that
will be useful later on. For p # r, we let e'(p) € E denote the parent edge of p; it
is the only edge (p, q) (or (g, p)) that leads from p toward the root r. We also refer
to ¢ as the parent of p. We then let EL(p) C F denote the set of children edges
of p, which are all edges that p is part of, except for e (p). Similarly, processes
that can be found by following edges from EY¥(p) are the children of p. Finally,
put EY(p) = {eT(p)} & E*(p) for any p # r and E¥(r) = E*(r). A neighbor of
p is either p’s parent or one of its children. 7" being a subtree of T', denoted by
T' < T, is defined as usual.

A tree T = (P,r, E, ) can be observed locally by the processes. Formally, the
neighborhood of a process p € P is a tuple N, = (e;7 E},) € [n] x 2[”]+, with the
intuition that when 7" is known then e} = ¢(e'(p)) and E} = £(E*(p)). Given
a family N = (N,)pep of neighborhoods, we say that the family is consistent
if there exists exactly one r € P such that el = 0 and e ¢ Eé for all ¢ € P,
and for all p # r there exists exactly one ¢ € P such that eg € Eé. In that
case, we define T(N) = (P,r, E,{) where r is the unique process as defined in
the previous condition, E = {(p,q) | e; € Ej}, and £(p,q) = e;. One can easily
check that if NV is consistent, then T(V) is a well-defined tree over P. Finally, we
extend these notions to subsets P C P, where a consistent family N = (N,)pep
(with the e = 0 condition dropped) induces a tree T(N) (that is a subtree of
the entire spanning tree).

3.2 Reconfiguration operations

We want to support reconfiguration operations to change from one TCA to
another. Fix 2l = (C,T) with the same notation as before. There will be two
kinds of operations: those affecting only the spanning tree, and those affecting

1 'We could allow channels with only 1 participant with few modifications. A channel
with 0 participants will stay at 0 forever, thus being useless to the computation.
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only the channel memberships. Those operations are only valid when specific
conditions (that depend on which operation is involved) on the TCA are satisfied;
if a condition is not satisfied then the result of that operation is undefined.

As the TCA will change due to those operations, it is more convenient to
specify edges and processes in terms of integers from [n], with each integer being
associated to the process for which the label of the parent edge is that integer,
with integer 0 being associated to the root r of the tree. Abusing notations,
we use e to denote actual edges in a tree as well as integers in [n], with the
understanding that one goes from one to the other using the labelling bijection
£. With that idea in mind, we define for any tree T the function 7 : [n] — P
where 7(0) = r and 7(e) = p such that p is the unique process with £(el(p)) = e
for any e # 0.

As operations for changing the spanning tree, we define a swap operation and
a move operation. All operations involve a communication on some channel, say
c € CH. See Figure 3 for an illustration.

— A swap along an edge e = (p, ¢) between a process p and its parent ¢, both
of which must be listening to ¢, switches their positions and makes p the
parent of ¢ in the new architecture. To ensure condition 2 of Definition 4 is
maintained, this operation can only be done if p is listening to all channels
that both ¢ and the parent of g are listening to.>
Formally, we want to define the operation swapP®(e)(2A) where 2 is a TCA
and e € [n]*. Let p = m(e) and ¢ be the parent of p in T'. For this operation
to be defined, we must have p,q € C(c¢); moreover if ¢ is not the root and ¢’
is the parent of ¢ then we must have p € C(¢') for every ¢/ € CH such that
q,q € C(c).

If those conditions are satisfied, then we define swap¢(e)(2) = (C,T”) with

T = (P,v',E' ') as follows. If ¢ = r then v’ = p and both E’ and ¢ are

unchanged. Otherwise ' =7, E' = E\ {(¢q,¢)} W {(p,¢')}, and ¢ (p,q’) =

g, q"), U'(e) = £(e) for all other edges e.

— A move of p to ¢ changes the position of a non-root p in the tree so that the
new parent of p after the operation is ¢. For this operation to be legal there
are three conditions required. Let ¢’ be the parent of p before the operation.
First, ¢ must be a neighbor of ¢/, i.e. p can only be moved to either the parent
of its parent or to one of its siblings. Second, ¢ and ¢’ must both be part of
the communication on ¢ (but p need not be part of it). Finally, moving p to
g must not disconnect any channel that was shared by p and ¢'.

Formally, the operation MOVE®(e, ¢')(2() with e € [n]T and e’ € [n] is defined

for e # € when, with p = w(e), ¢ = w(e’), and ¢’ being the parent of p

in T: 1) ¢’ is a neighbor of ¢, 2) q,¢" € C(c), and 3) ¢ € C(¢) for all ¢

such that p,¢’ € C(¢’). Then we define MOVE®(e,e’)(2) = (C,T") where

"= (P,r, E\{(p,q¢)} W{(p,q)}, ¢) such that ¢'(p, q) = £(p,q') and the rest

is unchanged.

Consider the tree-like communication architecture in Figure 2. Under this
architecture, SWAP®! (1) is possible as both p; and ps are connected to ¢; and p;

2 Alternatively, we could make p connect to those channels as a result of the operation.
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Fig. 3. Illustration of SWAP and MOVE operations.

is the root. The only swap not possible in this architecture is swap<3(4). Indeed,
this operation would leave ¢z and ¢; disconnected. The operation MOVE® (3, 2) is
possible as it leaves py connected to co. On the other hand, operation MOVE® (3, 4)
is not possible since it would result in ¢o being disconnected around ps.

There are also two operations that change channel membership but leave the
underlying spanning tree unchanged.
— The connect operation allows a process p € C(c) to join some specified
channel ¢/. This can happen provided that there is a process adjacent to p
that is contained in both C(c¢) and C(¢’). Intuitively this corresponds to that
process “inviting” p to join channel ¢’ via a communication on c.
Operation CONN¢(e, ¢’)(2) is defined for e € [n] if, with p = w(e), p ¢ C(¢)
and there exists ¢ a neighbor of p such that p,q € C(c) and ¢ € C(¢).
Then we define cONN®(e,’)(1) = (C',T) with C'(¢) = C(c) W {p} and
C'(x) = C(x) for all z # ¢.
— Conversely, the disconnect operation allows p € P, to stop listening to ¢, as
long as it does not result in breaking the conditions of Definition 4.
Formally, C(c) must have size at least 3. Furthermore, p must be at the
boundary of ¢, i.e. there is exactly one neighbor ¢ that is also in C(c). Finally,
there must be a different channel ¢’ # ¢ such that both p and ¢ are in C(¢/).
If all of these conditions are satisfied, then for e € [n] and p = 7(e) we define
pIscé(e)(2A) = (C', T) with C'(¢) = C(c)\{p} and C'(x) = C(x) for all z # c.
Consider the tree-like communication architecture in Figure 2. Under this ar-
chitecture, it is possible to connect ps to ¢a by the communication CONN (1, ¢3).
It is, however, impossible to connect ps to c3 as no neighbor of ps is connected to
it. Disconnect operations are only possible for ¢; and co as they have more than
2 processes listening to them. However, DISC?(3) is not possible as it leaves
p4 disconnected. On the other hand, DISC®2(0) is possible. Similarly, the only
disconnect possible from ¢; is p3: DISC(2). See Figure 4 for an illustration.

For any of the four introduced operations, we write op(2() to denote that op
is valid from 2( and results in op(2A). We show that all those operations preserve
the properties of a TCA.

Lemma 6. If 2 is a TCA then op(2l) is also a TCA.
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Fig. 4. The results of applying CONN“! (1, c2) and DISC (2), respectively, to the tree-
like communication architecture in Figure 2.

We also show that those operations are universal, meaning that one can go
to any TCA using a sequence with only those four operations.

Lemma 7. If 2 and A" are in TCI;PH, then there is a sequence of reconfiguration
operations leading from A to A’.

4 Reconfiguration languages

4.1 Automata over reconfiguration languages

We define reconfiguration languages, which are basically languages that also in-
clude information about reconfiguration of a TCA. Formally, we fix P and CH,
as well as the set [n] as defined before. Then we define the set of operations
Op = {NOP,SWAP(e), MOVE(e, €'), CONN(€’, ¢), Disc(e’)} with e € [n]T, ¢ € [n]
and ¢ € CH; NOP denotes the empty operation that does not change the TCA
and is always valid (i.e. no conditions are needed for this operation). All other
operations mirror those defined previously. Then we let X' = CH x Op be the
reconfiguration alphabet. A reconfiguration language is a language over this al-
phabet. We note that operations as applied to TCAs include the channel name
on which they were sent in them. We write op® of the operation on TCA that
arises from sending op on channel c. For example, if op = MOVE(e,e’) then
op® = MOVE®(e, €').

Now we want to define what it means for an automaton to recognize a re-
configuration language. Intuitively, a generic DFA over this alphabet would be
missing some component, namely the underlying TCA that is being affected by
the reconfigurations operations. Therefore, we introduce a new class of automata
tailored to the concept of reconfiguration languages. It can be seen as a DFA
where part of the state describes the current TCA, and a transition (¢, op) leads
to a new state where the TCA part is the result of applying op to the previous
TCA, provided such an operation is valid.
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Formally a DFA for reconfiguration languages, shortened to RL-DFA; is a
tuple A = (X, S, Tdy, s0, o, A, F), where S is a set of states, Tly; is the set of
TCA over CH and P as defined earlier, sg € S is the initial state, g € TCPH is the
initial TCA, A : S x X — S is the partial transition function, and F C S is the
set of accepting states. As hinted, a configuration of A is a pair (s, ) € S x T&y
indicating the current state and current TCA of A. In runs, we require that all
transitions in A are valid with respect to the current TCA, i.e. if the current
TCA is 2 then A(s, (c,0p)) can be taken only if op®(2) is defined. A run of A

over word w = (¢1,0py),- .., (ck,0p) € X* is the sequence
(SO, Qlo) (Cl7op1) (81, 2[1) (C2,0p2) L (Ckﬁopk) (Sk,g{k)

where for all 1 < i < k, s; = A(s;_1, (¢;,0p;)) and 2; = op;*(A;—1). Notice,
that, as op,(2(;—1) is undefined if op, is not possible in 2A;_1, this means that all
operations in a run are possible. So, for some word the associated run does not
exist if at some point the necessary transition does not exist in the automaton
or because from the reached architecture the next operation would not be valid.
We say that configuration (s,?l) is reachable, if there is a run visiting it. Word
w € X* is accepted if the run over w ends in a state s € F', and the language
accepted by A, L(A), is the set of words accepted by A.

4.2 Distributivity of a language

We start from a centralized language given by an RL-DFA A. The goal is to
build a distributed system able to recognize the same language using only the
communication architecture given by following the language. This distributed
system should be in the form of an RAA A, as defined in Section 2.

Let us define our notion of distribution. Intuitively, an RAA distributes an
RL-DFA if both automata recognize the same language, and if they agree, on all
runs, on the sequences of communication architectures that they construct. In
runs of the centralized RL-DFA, the communication architecture occurs explic-
itly in each configuration; in runs of the distributed RAA, the communication
architecture features only implicitly, but to be able to define our notion of dis-
tribution, we assume that the neighborhood of a process can be extracted from
its local states, using a family of functions (N, )pep. Finally, one should be able
to deduce the state of the centralized automaton by looking at the product of
the local states in the RAA, using a function D.

Formally, let A = (X, 5, T8y, 50,%0, A, F) be a RL-DFA and let A =
((Sp)per: (89)peps (0p)per, (Lp)pep; (Fp)per) be an RAA over X (slightly adapt-
ing the definition to accept this extended alphabet). We say that A distributes

A if there is a family (N, : S, — [n] x 2["]+)p€p of functions and a function
D : [ ep Sp — S such that for all words w = (c1,0py), ..., (ck,0p;) € £* with

p = (50, 0) 1y () gy L2002, LR, (g, o,
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being the run of A on w, we have that the run of A on w is of shape

p” — (32) (dla(clvopl)) (5;) (d2,(62,0p2)) (dkv(ck‘ppk)) (8’;)7

where for all 0 < ¢ < k, we have
L 2= ((C:c{peP|ceLy(s))}), T((Np(s,))per)), that is, 2; is the ar-
chitecture arising from collecting the listening functions of all processes and
building the tree from their local knowledge,
2. 5; = D((s})pep), and
3. sy € Fif and only if 3d e D.Vp € P.Fp((s’;), d)=T.
Recall that dqids...d, € D* is the data used for coordination when communi-
cating while reading w. Finally, if the run of A on w is undefined, then so is the
run of Aj. Note that by definition L(A) = L(A)) whenever A distributes A.

4.3 Diamond closed RL-DFA

In general, it is not the case that any RL-DFA can be distributed. For instance,
one can create a language which only accepts the word (¢1,NOP), (c2, NOP) for
two channels ¢; and ¢y that do not share a common process; such a pattern can
not be accepted in a distributed way as processes in co have no way to “wait”
until the communication in ¢; happens. A distributed language would thus have
to accept also the communication (cg, NOP), (¢1, NOP). Intuitively, for a central-
ized language to be distributable, the existence and result of A(s, (¢, op)) should
only depend on the history of processes participating in the communication on c.
In other words, if no process can distinguish between two different communica-
tions, then those two communications should end in the same configuration. In
the non-reconfiguration case, i.e. for DFA where the communication architecture
is fixed, this property can be ensured by checking syntactically that the DFA has
the I-diamond property: for any two independent channels a and b, meaning that
there is no process listening to both a and b, we have that A(s,ab) = A(s, ba)
for all states s. Obviously this does not work in the case of RL-DFA, as two
channels can be independent in one TCA but not in another; thus we need to
redefine what it means to be independent.

Given a TCA A = (C,T), we say that two actions (c¢1,0p;) and (c2,0ps)
are A-dependent if there exists p € P such that p listens to ¢; in either 2
or opi' () and process p listens to ¢y in either 2A or opg?(2A). Otherwise, we
say that (c1,op;) and (cz2,0p,) are A-independent. In other words, (¢1,0p;) and
(¢, 0py) are A-dependent iff there is some process p that can distinguish between
the two communications (¢1,0py), (c2,0py) and (cg,0ps), (c1,0p;) starting from
2. Alternatively, using the properties of TCAs, (¢1,0p;) and (co,0p,) are 2A-
independent iff there exists an edge e in T that if removed splits T in two
smaller TCA 2, = (C4,T3) and Ay = (Cy,T3) and such that (¢;,0p;) is valid
in the restricted TCA 2, for i € {1,2}. In simpler terms, those two actions are
independent because they operate in disjoint parts of the tree. It is possible to
see that the two definitions are equivalent by considering the set of processes
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participating in each, observing that they are disjoint, and choosing an edge
that disconnects them.
From now on, we assume that the centralized RL-DFA A is diamond closed:

Definition 8 (Diamond closed RL-DFA). An RL-DFA A is said to be di-
amond closed when for all reachable configurations (s,A) € S x T&y and all
A-independent actions (c1,0p;) and (c2,0p,),

A(s, (c1,0p1)(c2,0p3)) = A(s, (c2,0pz)(c1,01))-

We extend the definition of independence to sequences, so that wy, ws € X*
are independent if all possible interleavings are indistinguishable. Formally, we
define the notion recursively. The empty sequence ¢ is 2-independent with any
word w for any TCA 2, and wy = (c1,0p;) - w) is ™Y-independent with we =
(ca,0py) - wh if (c1,0p;) and (c2,0p,) are A-independent and w| and ws are
op}* (2A)-independent and w; and wj are ops?(A)-independent. If A is diamond
closed with (s,2) being a reachable configuration, and w; and ws are two -
independent words, then we have that A(s,wiwg) = A(s, wawy) = A(s,w) for
any w that is an interleaving of w; and ws.

We end on a property satisfied by diamond closed RL-DFA that will be used
in the next section. Fix a reachable configuration (s,2() and let w; and wy be
two A-independent words. Let s1 = A(s,wy), s2 = A(s,wz), and let C be the
set of channels involved in wse. We claim that one can compute the diamond
closure s’ = A(s, wyws) knowing only s, s1, s2, and C.

Lemma 9 ([9,5]). Let A be a diamond closed RL-DFA. There is a function
Diam : S3 x 2" — S such that if (s,2), s, $1, w1, 52, ws, C,s" are all defined as
described above, then Diam(s, s1,82,C) = §'.

To understand the need for this function, let us give a quick intuition for the
construction in the case of a fixed tree with binary channels given in [9]. There,
the goal of the construction is to distribute a diamond closed DFA A into an
asynchronous automaton. Each process will maintain a state of A that is the
most recent state visited by A according to the knowledge of this process. This
does not necessarily coincide with the actual state of A, as some communication
happening without this process involved can change the state of A. Then when
two processes communicate they will share their information in order to update
their knowledge about the state of A. To that end, both processes need to agree
on what was the state the last time they communicated with each other and what
each side has been doing independently since that time. With a tree structure,
this is actually easy: each child also maintain the state of A during the last
communication with their parent, and by the structure of the tree everything
that happened with the child since then is independent from what happened with
the parent. So on a communication between a parent and one of its children, let
s be the state after their last communication, s; and sy be the most up-to-
date states known by the parent and its child respectively, and C the set of
channels belonging in the subtree rooted in the child. Then one can combine the
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information known by the parent and the child by computing Diam(s, s1, 2, C),
without needing to know the full sequences w1, wy that were done separately on
each side since s.

In our setting, communications can include more than two participants. To
that end, we naturally extend the Diam function to work on trees. Let T be
a tree where each node is labeled by a pair (s!,s?) of states and a set C of
channels, with the intuition that s' is the last state in common that the process
at this node has with its parent, s? is the most recent state this process knows,
and C is the set of channels that can be found in the subtree rooted in that
node. Let p be the root of T, labeled by (s, s2?,C,), and assume that p has k

9Ty

children labeled (s}, s?,C;) and leading to tree T; for i € {1,...,k}. Then we

27 %)

define the function TDiam recursively in the following way:

52 if k=0,

s

TDiam(T) =
() {Diam(s%,TDiam(T\Tl),TDiam(Tl),Cl) otherwise.

Basically we just iterate the Diam function on all children of a parent, then

repeat in all levels of the tree until we get to the root. Note that the state(p)

function from [9] is equivalent to TDiam(T,) where T}, is the tree rooted in p.
We now have all the tools needed to state our construction.

5 Distribution of Diamond Closed RL-DFA

We show that the language of a diamond closed RL-DFA can be distributed to
collaborating RAAs. The different processes of the RAA maintain their knowl-
edge of the architecture as well as their knowledge regarding the states of the
RL-DFA that the computation has reached. We then show that based on the
communication that each process participates in, they can keep this information
updated so that it is maintained correctly and corresponds to the respective
configurations of the RL-DFA.

More formally we have the following. We fix the finite sets P and CH of
processes and channels, respectively, and let n = |P|. Given an RL-DFA A =
(2,8, T4, 50,20, F, A), the goal of this section is to show how to build an
RAA A” = ((Sp)per, (Sg)pe]p, (0p)per, (Lp)per, (Fp)pep) that distributes A. To-
ward this goal, we describe the maintained information in the states of each
process.

5.1 Local information to be maintained

Each process p stores in its states S, some local information about the communi-
cation architecture as well as some information about the state of the centralized
automaton. Recall that we associate each edge in the tree with an integer in [n]*.

A state s, € S, then is a tuple of the form ((s',s?), L, (e, E*), cc, dc) where:
— (s1,s%) € Sx S is a pair of states of the centralized automaton, with s! being
the state during the last communication involving both p and its parent, and

52 the most up-to-date state known by p.
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L C CH is the set of channels that p listens to, i.e. Ly(sp) = L. In the
corresponding TCA, it means that ¢ € L iff p € C(c).

— (e, EY) € [n] x 2" are the edge leading to the parent of p (or 0 for the
root) and the set of edges leading to the children of p respectively. The edge
el serves as a proxy for the identity of p and its position in the tree. Let E+
denote the set {e'} & E¥.

— cc : EY — 2L is the set of connected channels shared by p and each of its
neighbors. For instance, cc(el) is exactly the set of channels that both p and
its parent listen to. As we want to maintain a TCA, this set should never be
empty by condition 3 of Definition 4.

— de : EY — 2CM\L jndicates for each direction leading away from p which set
of channels can be found in that direction that p does not listen to (dc stands
for disconnected channels). Intuitively, we have ¢ € dc(e) for some e € EV if
all processes that listen to channel ¢ can be found in the subtree obtained
by following the edge whose label is e. By condition 2 of Definition 4, any
channel ¢ € CH \ L can only be found in at most one direction, otherwise
C(c) would be disconnected due to p not being contained in this set; and
by condition 1 ¢ can be found in at least one direction. Thus dc can also be
seen as a partition of CH \ L over EY.

The first component, that is the pair of states of the centralized automaton,
is identical to the construction in [9]. The rest of the components are used to
represent a TCA in a distributed way and help maintain it under reconfiguration
operations.

Recall that we fixed A = (X, S, sg, F, A) and an initial TCA 20y = (Co, Tp).
Let Ty = (P, 7o, Fo, {y). By abuse of notation, we extend ¢y to set of edges. The
initial state of process p # rq is

52 = ((s0, S0), Cal(]?), (fo(eT(p)),go(Ei(p))), Cczoﬂ dcg>

where ccg and dcg are defined as follows:

ccy(e) = {c € CH| p,q € Co(c) where ¢ is the neighbor of p along edge £~ (e)}
0/ 8 p ¢ Co(c) A there is a path in Tj from p starting
dep(e) = {C € CH ‘ with edge £~!(e) reaching some ¢ with ¢ € Co(c)

For p = 79, component /o(e'(p)) (which is undefined) is set to 0 instead; all other
components are defined same as above with cc,(0) = de,(0) = 0.

We are now ready to start the description of the transition function A, of
each process p. Transitions will vary based on which reconfiguration operation
occurs, and the data sent along the communication will reflect this. However,
there is some basic common data that is needed for synchronization, even when
no reconfiguration happens. We start by describing this data in the next section.

5.2 Common synchronization data

Under every communication, processes participating in the communication share
as part of the data the information they have regarding the subtree of processes
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participating in the communication. Namely, on a communication in channel ¢
only the processes in C(c) participate. The shared data will allow every process
to independently build the subtree of ¢’s participants, check that there is no
inconsistency in the data sent, and then compute the newest state by taking
the diamond closure over the states sent by all other processes in the correct
order. Based on this computation, and potentially requiring additional data,
each process updates their state.
Formally, the data sent is of the following form:

SyncData = {((s},s2),el, BY,C1), ..., ((st,s3), ei,E,ﬁ, Cr) |
2<k<n AV1<i<k(s}s?)eS?el €n],Ef C[n]t,C; CCHY

1%

A process p agrees only to data of this form that is consistent both with p’s local
view and with itself; otherwise p will simply block this communication. Consider
a data sync = ((s},s?), e/{, E%, Ch)y. .oy ((s1,82), ei,E,ﬁ, Ck) € SyncData, we de-
fine Tyyne = T((ez, Ej)lgigk). Each node of Tyync is associated to one index i
between 1 and k, and is labeled by (s}, s?, C;). For all processes p € P, given p’s

(R

a local state s, = ((s',s2), L, (eT, EY), cc, dc), we say that data
syne = ((s}, 1), e, BY,C1),..., ((sh, 57), e}, By, Ck) € SyncData

is consistent with s, for channel ¢, if ¢ € L and the following conditions hold:
— The subtree Tgyn is defined.
— There are no two i # j such that elT = e;.

— There is i < k such that (s!,s?) = (s',s2), e] = ¢!, B = {e € Bt | c e

cc(e)}, and forall e € Eii, there exists j < k such that ejT- = eand C; = dc(e).
We denote by o(sync) = TDiam(Tsync) the newest up-to-date state of the cen-
tralized automaton A according to processes that listen to ¢ agreeing on data
sync. It follows that the information in the synchronization data is sufficient
for computing the diamond closure for all the processes participating in the
communication.

We describe the transition function for all possible reconfiguration operations.

5.3 Transition on reconfiguration operation

With no reconfiguration operation (NOP). Under a (¢, NOP) communication, the
TCA remains unchanged. In the distributed automaton, this is reflected in that
only the first component of each local state needs to be updated. As the TCA
is unchanged, no additional information is required in addition to the synchro-
nization data.

Consider p’s local state s, = ((s',s?),L, (!, EY), cc,dc). Let o(sync) =
TDiam(Tgync). Then, 6,(sp, (sync, (¢, NOP))) is defined if and only if sync is con-
sistent with s, for ¢ and s’ = A(o(sync), (¢, NOP)) is defined. We put

8p(8p, (syne, (¢, NOP))) = ((ID-IF-ROOT." (8'), 8'), L, (eT, EV), ce, dc), where

1 e .
s' if p is the root of the subtree of ¢ (i.e. ¢ ¢ cc(eh)),
mr-noort () = {5, 7 e S enwin
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On swAP(e). A communication (¢, SWAP(e)) along an edge e = (p, q) swaps the
position of a non-root process p and its parent ¢ in the TCA. Note that p is
identified by being the unique process whose parent edge is e, and similarly ¢ is
the unique process for which e is a child edge. Recall that this operation is only
possible if p listens to every channel that is shared by ¢ and the parent of ¢, so as
to not break connectivity after swapping. Thus the distributed automaton should
also ensure that this condition is satisfied; this requires additional information
sent in the data during communication. If this condition is satisfied, then p and ¢
swap their upward edges and update their cc and dc components accordingly. We
invite the reader to refer to the appendix for the full details of the construction,
for this operation as well as the following ones.

On MOVE(e,e’). A MOVE(e,e’) changes the position of the process p whose
parent edge is e to become one of ¢’s children (where ¢ is the process whose
parent edge is ¢'), assuming that ¢ was a neighbor of p’s original parent, which
we call ¢’. Another condition is that any channel shared by p and its original
parent ¢’ must also be shared by its new parent g; this set of channels needs to
be sent as part of the data as in the previous operation. Notably, p itself does
not need to be part of the communication, as nothing changes in the TCA from
its point of view. As for process ¢, it needs to add e to the set of its children
edges, and know what set of channels are found in p’s subtree to update its state
correctly; those will be provided in the communication by ¢’. Process ¢’ itself
removes e from its children edges, and changes its dc to reflect p’s new position.

On CONN(e, ¢’). On a CONN(e, ¢’) communication sent on channel ¢, and with p
being the process whose parent edge is e, p starts listening to ¢’. This requires
the existence of a process, say ¢, that is a neighbor of p and that listens to both
c and ¢’. To check this, an additional edge will be sent as part of the data, with
that edge representing process ¢ (which will block the communication if it does
not fit the required conditions). As a result of this, p and ¢ will have to update
their cc and de components.

On p1sc(e). Finally, a DI1sC(e) operation on channel ¢ makes the process p whose
parent edge is e disconnect from c. Several conditions need to be satisfied for
this to be possible. First, exactly one neighbor ¢ of p must be in ¢, which can
be checked from the tree T,.. There must be at least two processes other than p
listening to ¢, which again can be seen in the size of T,. Lastly, there must be
at least one other channel ¢’ shared by p and ¢; both of those can check this by
looking at their cc component. If those are satisfied, then p disconnects fron ¢
and p and ¢ update their cc and dec.

5.4 Acceptance and correctness

The last component that remains to be defined is the acceptance condition Fj,.
To that end, we define global synchronization data, which is basically some syn-
chronization data sync that includes all processes instead of being restricted to
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only those participating in a communication. Formally, we say that

sync = ((sh,s2),el, BY, C1), ..., ((sL,s2),el, EX, C,) € SyncData

is globally consistent with s, if:

— Tyync is defined,

— Vi.eZT =14 — 1, i.e. each process is seen once in order of their parent edge,

— with i = e; + 1, we have s} = 511,,512 = sg,ezT = eg,Eii = EZ%,

— Ve € E}.Ceq1 = dey(e).
We then put F,(sp,sync) = T if and only if sync is globally consistent with s,
and o(sync) € F.

Let A, = (Sp, sg, Ops Ly, F) as defined throughout this section and let A =

((Sp)pep: (89)peps (0p)per, (Lp)pep; (Fp)per). We state our main result as follows.

Theorem 10. If A is diamond closed, then A distributes A.

5.5 Complexity and non-reconfigurable case

We analyze the complexity of the proposed construction. A state of a process p
is of the form s, = ((s!,s2), L, (T, E¥), cc, dc), and a global state s = (s,)pep
is a product of the states for each process. The first component is of the shape
(s',5%) € §2%, s0 a state has quadratic dependency on the size of S. Next, L is a
subset of CH, e! and E¥ combined are a subset of [n] (recall that n = |P|), and
cc and dc are partitions of CH over [n]. Combining all those together, we get
that S, has size quadratic in S and exponential in both CH and PP. Since in our
setting n is fixed, a global state s takes space logarithmic in S and polynomial
in CH and P. Notice that the set TCPH of all possible TCAs is also exponential
in CH and P, and as A must be diamond closed, its state set must relate to this
set. Therefore, overall, we get the following result.

Theorem 11. The size of A) is polynomial in the size of A.

Our construction is also a generalization of the construction of Krishna and
Muscholl [9]. That is, assume no reconfiguration operation happens during a
run over w (i.e. we only have NOP operations in w). In the run of the central-
ized automaton A, this means that the TCA never changes, and remains 2l
throughout the run. Similarly in the run of A, only the first component (s!,5?)
in each process state gets updated; the remaining components stay as they were
initially. We can then build a simpler A by removing those fixed parts and only
keeping the pair of states, dropping the complexity down to simply polynomial
in S. This new construction corresponds to the one from [9], but generalized
to tree-like architectures instead of trees in which all channels are binary. If we
further restrict channels to be binary in the now fixed architecture, we get back
exactly the same construction. Indeed if C(¢) = {p, q} with p being the parent
of ¢ then TDiam(T,) reduces to Diam(sé, 812), 837 C,) which is the way updates
are computed in Krishna and Muscholl’s construction.
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6 Conclusion

We define automata over reconfiguration languages, along with a notion of distri-
bution by reconfigurable asynchronous automata, as well as a semantic (conflu-
ence) property that ensures distributability. Our construction imposes a tree-like
communication architecture, but supports both communication channels with an
arbitrary number of members, as well as reconfiguration of the communication
architecture, and therefore significantly extends the construction from [9] that
is restricted to fixed architectures with binary channels that are arranged in a
tree. Our distribution method retains the quadratic dependency on the number
of states of the central automaton from [9], but uses additional data for the
distribution of the (changing) communication architecture.

Future works include generalizing this result to general communication topolo-
gies. There are several difficulties involved. First, devising the set of atomic
reconfiguration operations that will allow to gradually transform an architec-
ture into any possible other architecture. These operations need to be “locally
safe”, that is allow processes to update their view of the architecture so that
the global architecture can still be captured and that enough information about
independence is maintained locally. Second, the diamond property of the cen-
tralized automaton becomes more involved and requires careful analysis of how
independence changes over time and operations. Finally, follow up on Zielonka’s
construction in its full complexity and extend it with reconfiguration. We need
to both add and update the information that processes maintain about the ar-
chitecture, as well as use this information in order to understand (and update
others about) the progress of the global computation.
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