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Abstract of the Thesis

In this thesis we explore to what extent deep neural networks (DNNs), trained end-to-end,

can be used to perform natural language processing tasks for code-switched colloquial

languages lacking both large automated data and processing tools, for instance tokenisers,

morpho-syntactic and semantic parsers, etc. We opt for an end-to-end learning approach

because this kind of data is hard to control due to its high orthographic and linguistic

variability.

This variability makes it unrealistic to either find a dataset that exhaustively covers

all the possible cases that could be used to devise processing tools or to build equivalent

rule-based tools from the bottom up. Moreover, all our models are language-independent

and do not require access to additional resources, hence we hope that they will be used

with other languages or language varieties with similar settings.

We deal with the case of user-generated textual data written in Algerian language as

naturally produced in social media. We experiment with five natural language processing

tasks, namely Code-switch Detection, Semantic Textual Similarity, Spelling Normalisa-

tion and Correction, Sentiment Analysis, and Named Entity Recognition. For each task,

we created a dataset from user-generated data reflecting the real use of the language.

Our experimental results in various setups indicate that end-to-end DNNs combined

with character-level representation of the data are promising. Further experiments with

advanced models, such as Transformer-based models, could lead to even better results.

Completely solving the challenge of code-switched colloquial languages is beyond the

scope of this experimental work. Even so, we believe that this work will extend the utility

of DNNs trained end-to-end to low-resource settings. Furthermore, the results of our

experiments can be used as a baseline for future research.
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Chapter 1

Introduction to the Thesis

1 Background

Natural language processing (NLP) research has recently achieved outstanding results.
In particular, utilising deep neural networks (DNNs) has pushed the field ahead, reaching
ground-breaking performances for a wide range of tasks. Nevertheless, research is heavily
focused on large, standardised, monolingual and well-edited corpora that exist only for
a small set of well-resourced languages. More specifically, NLP research is still very
English-centric (Schnoebelen, 2013) for whatever incentives (Hovy and Spruit, 2016) and
domain-dependent —for instance, tools and models trained on well-edited large existing
corpora for English (newswire or Wikipedia) have been shown to hardly work for social
media texts written in English (Jørgensen et al., 2015). This kind of bias, present in much
NLP research, has created serious issues of overgeneralisation and exclusion (Hovy and
Spruit, 2016; Bender and Friedman, 2018) with factual direct or indirect social impact on
people’s daily life. For instance what kind of information they have access to or as simple
as who to be friend with online and which video to watch next.

We believe that it is impractical to assume that all languages have so much linguistic
similarity that they can be processed using the same methods and tools. Hence each lan-
guage or language variety needs its own tools and models. Moreover, simply generalising
existing NLP tools and models for English to all other languages is challenged by two
facts. First, in real-world situations the majority of languages are low-resourced, i.e., they
do not have ready-to-use data, let alone labelled data. Second, the unprecedentedly huge
available data in new communication channels is unstructured. For our purposes, un-
structured means that the generated data includes lots of colloquial languages which are
unedited speech-like texts written in at least 2 languages or language varieties using spon-
taneous spelling. This situation occurs in particular in multilingual social environments,
see user-generated examples: (4) a. in chapter 2 and (1) in chapter 3.

1



Chapter 1. Introduction

2 Research Question

The question that imposes itself is how to automatically process this kind of huge un-
structured data to create tools and applications that can ease people’s life, among others,
automatic machine translation to enable people to have access to a wider divers content
and more information, smart remote health care? From an NLP viewpoint and related to
the scope of this work, the more precise question is how can we process user-generated
textual data written in colloquial languages with no pre-existing NLP processing tools
such as a tokeniser and a morpho-syntactic parser? Obviously, if achievable at all, it is
extremely expensive and time consuming to develop such tools for every single language.
A promising solution to avoid creating hand-crafting NLP processing tools for each lan-
guage is simply to use the raw data with no processing or pre-processing. In other word,
to what extent is it doable to replace rule-based and feature-based systems by end-to-end
DNNs?

3 Contributions

In this experimental work, we attempt to answer this question by (1) gathering NLP re-
sources for colloquial languages and (2) propose end-to-end DNNs capable of processing
such resources. We work with the language used in Algeria (hereafter referred to as ALG)
—we limit our scope to a national boundary because there are too many regional and lo-
cal varieties— as a case study because it comprises all the linguistic and non-linguistic
challenges mentioned above. Linguistically speaking, ALG is a mixture of languages and
language varieties with heavy use of borrowings and code-switching, see user-generated
examples: (4) a. in chapter 2, (1) in chapter 3 and (1) in chapter 4. Moreover, it is a
colloquial language with high orthographic variability due to its lack of standardisation.
Regrading non-linguistic challenges, although ALG is spoken by more than 42 million
people 1, it is a low-resourced language in terms of NLP tools and applications.
Our main contributions could be summarised as follows.

1. We built, from scratch, 5 new benchmark corpora for ALG, manually labelled for
the tasks of Code-switch Detection, Semantic Textual Similarity, a parallel corpus
for Spelling Normalisation and Correction, Sentiment Analysis, and Named En-
tity Recognition. These corpora contain user-generated textual data reflecting the
real-use of the language, and they are comparably the largest that exist for this lan-
guage. We documented them following the data statement —a characterisation of a
dataset that provides context— recommendations of Bender and Friedman (2018)

1https://en.wikipedia.org/wiki/Algeria

2
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Chapter 1. Introduction

to make it easy for others to further explore this question or develop new NLP
tools. This empirical data —naturally occurring language data— could be of use
for documenting the language at hand and refining the existing theoretical frames,
especially from a socio-linguistic perspective, even though this question is outside
of the scope of this thesis.

2. We propose general end-to-end character-level models for each task along with
exploring various ways to improve the performances, including bootstrapping, pre-
trained language model, transfer learning, injecting background knowledge, data
augmentation, and multi-task learning. The choice of an end-to-end deep learn-
ing approach is motivated by the high orthographic and linguistic variability of the
data, making it unrealistic to either find a dataset that exhaustively covers all the
possible cases that could be used to develop processing tools, or to build equivalent
rule-based tools from bottom up. All our models are language-independent and
do not require access to any additional resource, hence we hope that they will be
used with other languages or language varieties in the same low-resource settings.
Additionally, we provide a baseline for future research.

Our experimental results bring evidence towards a positive answer to the question
earlier stated for various setups. Manifestly some setups work better than others for some
tasks and classes, and other have comparable performances. Further experiments with
advanced models could lead to even better results. We do not solve the problem, but we
believe that this work will extend the utility of DNNs trained end-to-end to low-resource
settings. To the best of our knowledge, the opportunity to explore end-to-end trained deep
neural networks with code-switched colloquial Algerian language has not been previously
realised.

A possible shortcoming of this work may reside in systematic biases which may exist
in the collected data. To mitigate this issue, we situated our datasets for each task by
describing their characteristics and the transformations we performed, if any, as much as
possible. This way, any reader may be able to identify possible blend spots.

4 Ethical Considerations

As stated earlier we have built our linguistic corpora from online social media platforms
because this data source suits the best our work, requiring spontaneously generated real-
world data. This poses, nevertheless, a set of ethical concerns with regards to the nature
of the collected data. In order to mitigate such concerns, from the beginning we sought to
align our research with the ethical principles guiding information technology and comput-
ing, for instance the Association of Computing Machinery (Anderson, 1992), Menlo Re-

3



Chapter 1. Introduction

port (Dittrich and Kenneally, 2012), European Union General Data Protection Regulation
(GDPR) (Council of European Union, 2016), as well as the European Union Regulations
and the Ethics Assessment Proposal (Jansen et al., 2017).

Based on the definition of the Ethics Working Committee of the Association of Inter-
net Researchers 2, data could be interactions, behaviours, transactions, production, pre-
sentation, performance, archived information, and locations and movements. Likewise,
Article 4 of the GDPR 3 gives a broad definition of what is classified as personal data:
‘personal data means any information relating to an identified or identifiable natural per-

son’. This includes: a name, an identification number, location data, an online identifier or
to one or more factors specific to the physical, physiological, genetic, mental, economic,
cultural or social identity of that natural person, etc.

In the process of building our corpora, we followed the recommendations in the above
mentioned resources aiming to protect human subjects against exploitation or what is
referred to in Menlo Report as the principles of respect for persons. We first collected a list
of online platforms where our language of interest is used. Informed consent is vital, but
in our case there are too many people (often hundred of thousands and even millions for
some platforms) which makes it unfeasible to contact and ask every user individually —in
the author’s lifetime. Instead we contacted the owners and the admins of the platforms
and explained the purpose of our research project —to document the language at hand
by creating NLP processing tools for it— and detailed our data processing. They were
very cooperative and we got written permissions in shorter time than expected. They also
published a copy of the permission publicly on their respective platforms, in case of any
objection from the users. Many users contacted us and actually contributed to the data
collection in the spirit of citizen science —we should call it citizen data though.

The final collected corpora include users generated texts without saving any meta
information about the users themselves. We manually anonymised mentions of people
included in the texts 4. Likewise we comply with the GDPR on two lawful bases: (1)
since our purpose is to carry out a public task with public interest (data is necessary to
carry the task), we consider that we do not need to ask for explicit consent. Still we
informed, at a general level, the users that the data will be used in our research. (2) We
process only the right data (generated comments) with no other meta data because, as
mentioned earlier, the goal is to analyse the language. We do not record any personal data
(sensitive information) and individuals can not be identified based on the collected texts.

2http://aoir.org/reports/ethics.pdf
3https://eur-lex.europa.eu/legal-content/en/TXT/?uri=CELEX:32016R0679
4Randomly change proper names by others that are more general because we are interested in the sentence

structure and the choice of the lexical items.
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5 Structure of the Thesis

This thesis is based on the following papers published in peer-reviewed venues.

Paper 1 Wafia Adouane and Simon Dobnik. 2017. “Identification of Languages in
Algerian Arabic Multilingual Documents”. In Proceedings of The 3rd Arabic

Natural Language Processing Workshop (WANLP), pages 1–8. Association
for Computational Linguistics. [Chapter 2]

Paper 2 Wafia Adouane, Simon Dobnik, Jean-Philippe Bernardy, and Nasredine Sem-
mar. 2018. “A Comparison of Character Neural Language Model and Boot-
strapping for Language Identification in Multilingual Noisy Texts”. In Pro-

ceedings of the 2nd Workshop on Subword and Character Level Models in

NLP (SCLeM), pages 22–31. Association for Computational Linguistics.
[Chapter 3]

Paper 3 Wafia Adouane, Jean-Philippe Bernardy, and Simon Dobnik. 2018. “Im-
proving Neural Network Performance by Injecting Background Knowledge:
Detecting Code-switching and Borrowing in Algerian texts”. In Proceed-

ings of the 3rd Workshop on Computational Approaches to Linguistic Code-

Switching, pages 20–28. Association for Computational Linguistics. [Chap-
ter 4]

Paper 4 Wafia Adouane, Jean-Philippe Bernardy, and Simon Dobnik. 2019. “Neu-
ral Models for Detecting Binary Semantic Textual Similarity for Algerian
and MSA”. In Proceedings of the 4th Arabic Natural Language Processing

Workshop (WANLP), pages 78–87. Association for Computational Linguis-
tics. [Chapter 5]

Paper 5 Wafia Adouane, Jean-Philippe Bernardy, and Simon Dobnik. 2019. “Nor-
malising Non-standardised Orthography in Algerian Code-switched User-
generated Data”. In Proceedings of the 5th Workshop on Noisy User-generated

Text (W-NUT), pages 131–140. Association for Computational Linguistics.
[Chapter 6]

Paper 6 Wafia Adouane, Samia Touileb, and Jean-Philippe Bernardy. 2020. “Iden-
tifying Sentiments in Algerian Code-switched User-generated Comments”.
In Proceedings of the 12th International Conference on Language Resources
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and Evaluation (LREC 2020), pages 2691–2698. European Language Re-
sources Association. [Chapter 7]

Paper 7 Wafia Adouane and Jean-Philippe Bernardy. 2020. “When is Multi-task
Learning Beneficial for Low-Resource Noisy User-generated Algerian Texts?”
In Proceedings of the 4th Workshop on Computational Approaches to Lin-

guistic Code-Switching, pages 17–25. European Language Resources Asso-
ciation. [Chapter 8]

The contents of corresponding chapters are a reproduction of the published papers with
minor exceptions: the order of sections was sometimes modified for consistency, some
terms were changed for consistency, and the format was changed for uniformity. Each
paper remains self-contained, and can be read independently from the rest of the thesis.

Statement of personal contribution For each of the papers, I was the main contributor
with regard to the formulation of the research questions, the methodology, the preparation
of the data, the design of the experiments, the implementation of the models, the analyses
of the results, and the writing of the initial drafts of the papers. The rest of the contri-
butions were shared with the co-authors. The exceptions are: (1) Jean-Philippe Bernardy
contributed considerably to the design and the implementation of the DNN architectures
for Paper 2, Paper 3, Paper 5, and Paper 7. He also implemented the aligner described in
Section 4.2 of Paper 5 and helped implementing the CNN model in Paper 6. (2) Samia
Touileb contributed to the data labelling, lexicon creation, implemented the SVM model
and was responsible for the initial draft of Section 2 in Paper 6.
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Chapter 2

Identification of Languages in Algerian Arabic
Multilingual Documents

Wafia Adouane and Simon Dobnik

Abstract

This paper presents a language identification system designed to detect the
language of each word, in its context, in a multilingual documents as gener-
ated in social media by bilingual/multilingual communities. As a case study
we take speakers of Algerian language. We frame the task as a sequence
tagging problem and use supervised machine learning with standard meth-
ods like HMM and Ngram classification tagging. We also experiment with
a lexicon-based method. Combining all the methods in a fall-back mecha-
nism and introducing some linguistic rules, to deal with unseen tokens and
ambiguous words, gives an overall accuracy of 93.14%. Finally, we intro-
duce rules for language identification from sequences of recognised words.

1 Introduction

Most of the current Natural Language Processing (NLP) tools deal with one language,
assuming that all documents are monolingual. Nevertheless, there are many cases where
more than one language is used in the same document –a text segment of any length. The
present study seeks to fill in some of the needs to accommodate multilingual (including
bilingual) documents in NLP tools. The phenomenon of using more than one language
is common in multilingual societies where the contact between different languages has
resulted in various language (code) mixing like code-switching and borrowings. Code-
switching is commonly defined as the use of two or more languages/language varieties
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with fluency in one conversation, or in a sentence, or even in a single word. Whereas
borrowing is used to refer to the altering of words from one language into another.

There is no clear-cut distinction between borrowings and code-switching, and scholars
have different views and arguments. We based our work on Poplack and Meechan (1998)
who consider borrowing as the adaptation of lexical items, with a phonological and mor-
phological integration, from one language to another. Otherwise, it is a code-switching,
at single lexical item, phrasal or clausal levels, either the lexical item/phrase/clause exists
or not in the first language.1 We will use “language mixing” as a general term to refer to
both code-switching and borrowing.

We frame the task of identifying language mixing as a segmentation of a document/text
into sequences of words belonging to one language, i.e. segment identification or chunk-
ing based on the language of each word. Since language shifts can occur frequently at
each point of a document we base our work on the isolated word assumption as referred
to by Singh and Gorla (2007) who consider that it is more realistic to assume that every
word in a document can be in a different language rather than a long sequence of words
being in the same language. However, we are also interested in identifying the bound-
aries of each language use, sequences of words belonging to the same language, which
we address by adding rules for language chunking.

This paper focuses mainly on the detection of language mixing in Algerian Arabic
texts, written in Arabic script, used in social media while its contribution is to provide
a system that is able to detect the language of each word in its context. The paper is
organised as follows. In Section 2 we survey some related work. In Section 3 we give a
brief overview of Algerian Arabic which is a well suited, and less studied, language for
detecting language mixing. In Section 4 we present our newly built linguistic resources,
from scratch, and we motivate our choices regarding the labelling of the data. In Section 5
we describe the different methods used to build our system and discuss our results. In
Section 6 we conclude with the main findings and outline some of our future directions.

2 Related Work

There is an increasing need to accommodate multilingual documents in different NLP
tasks. Most work focuses on detecting different language pairs in multilingual texts,
among others, Dutch-Turkish (Nguyen and Doğruöz, 2013), English-Bengali and English-
Hindi (Das and Gambäck, 2013), English-French (Carpuat, 2014), Swahili-English (Pier-
gallini et al., 2016). Since 2014, a Shared Task on Language Identification in Code-
Switched Data is also organised (Solorio et al., 2014).

1Refers to the first language the speakers/users use as their mother tongue.
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Detecting language mixing in Arabic social media texts has also attracted the attention
of the research community. Elfardy et al. (2013) propose an automatic system to identify
linguistic code switch points between MSA and dialectal Arabic (Egyptian). The authors
use a morphological analyser to decide whether a word is in MSA or DA, and they com-
pare the performance of the system to the previous one (Elfardy and Diab, 2012) where
they used unsupervised approach based on lexicons, sound-change rules, and language
models. There is also work on detecting language mixing in Moroccan Arabic (Samih
and Maier, 2016). In contrast to the previous work on Arabic, our labelling scheme and
the system make a distinction between code-switching and borrowing which they do not
consider. We also detect words in their contexts and do not group them in a Mixed class.
To the best of our knowledge, we are not aware of any similar system which identifies
language mixing in Algerian Arabic documents.

3 Algerian Arabic

Algerian Arabic is a group of North African Arabic dialects mixed with different lan-
guages spoken in Algeria. The language contact between many languages, throughout the
history of the region, has resulted in a rich complex language comprising words, expres-
sions, and linguistic structures from various Arabic dialects, different Berber varieties,
French, Italian, Spanish, Turkish as well as other Mediterranean Romance languages.
Modern Algerian Arabic is typically a mixture of Algerian Arabic dialects, Berber vari-
eties, French, Classical Arabic, Modern Standard Arabic, and a few other languages like
English. As it is the case with all North African languages, Algerian Arabic is heavily
influenced by French where code-switching and borrowing at different levels could be
found.

Algerian Arabic is different from Modern Standard Arabic (MSA) mainly phonolog-
ically and morphologically. For instance, some sounds in MSA are not used in Algerian

Arabic, namely the interdental fricatives ‘ �
H’ /T/, ‘ 	

X’ /D/ and the glottal fricative ‘ è’ /h/ at a

word final position. Instead they are pronounced as aspirated stop ‘ �
H’ /t/, dental stop ‘X’

/d/ and bilabial glide ‘ð’ /w/ respectively. Hence, the MSA word I. ë
	
X /*hb/ “gold” is

pronounced/written as ‘ I. ëX’ /dhb/ in Algerian Arabic. Souag (2000) gives a detailed
description of the characteristics of Algerian Arabic and describes at length how it differs
from MSA. Compared to the rest of Arabic varieties, Algerian Arabic is different in many
aspects (vocabulary, pronunciation, syntax, etc.). Maybe the main common characteristics
between them is the use on non-standard orthography where people write according to
their pronunciation.
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4 Corpus and Lexicons

In this section we describe how we collected and labelled our corpus and explain the
motivation behind some labelling decisions. We then describe how we build lexicons for
each language and provide some statistics about each lexicon.

4.1 Corpus

We automatically collected content from various social media platforms that we knew they
use Algerian Arabic. We included texts of various topics, structures and lengths. In total,
we collected 10,597 documents. On this corpus we ran an automatic language identifier
which is trained to distinguish between the most popular Arabic varieties (Adouane et al.,
2016).

Afterwards, we only consider the documents that were identified as Algerian Arabic
which gives us 10,586 documents (215,843 tokens). Note that we use token to refer to
lexical words, sounds and digits (excluding punctuation and emoticons) and word to refer
only to lexical words. For robustness, we further pre-processed the data where we re-
moved punctuation, emoticons and diacritics, and then we normalised it. In social media
users do not use punctuation and diacritics/short vowels in a consistent way, even within
the same text. We opt for such normalisation because we assume that such idiosyncratic
variation will not affect language identification.

Based on our knowledge of Algerian Arabic and our goal to distinguish between bor-
rowing and code-switching at a single lexical item, we decided to classify words into
six languages: Algerian Arabic (ALG), modern standard Arabic (MSA), French (FRC),
Berber (BER)2, English (ENG) and Borrowings (BOR) which includes foreign words
adapted to the Algerian Arabic morphology. Moreover, we grouped all Named Entities
in one class (NER), sounds and interjections in another (SND). Our choice is motivated
by the fact that these words are language independent. We also keep digits to keep the
context of words and grouped them in a class called DIG.

In total, we have nine separate classes. First, three native speakers of Algerian Arabic
labelled the first 1,000 documents (22,067 words) from the pre-processed corpus, follow-
ing a set of labelling guidelines which takes into account the above-mentioned linguistic
differences between Algerian Arabic and Modern Standard Arabic. To assess the qual-
ity of the data labelling, we computed the inter-annotator agreement using the Cohen’s
kappa coefficient (κ), a standard metric used to evaluate the quality of a set of labels in
classification tasks by assessing the annotators’ agreement (Carletta, 1996). The κ on
the human labelled 1,000 documents is 89.27%, which can be qualitatively interpreted as

2Berber is an Afro-Asiatic language used in North Africa and which is not related to Arabic.
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“really good”.

Next, we implemented a tagger based on Hidden Markov Models (HMM) and the
Viterbi algorithm, to find the best sequence of language tags over a sequence of words.
The assumption is that the context of the surrounding words and their language tags will
predict the language for the current word. We apply smoothing – we assign an equal
low probability (estimated from the training data) for unseen words – during training to
estimate the emission probability and compute the transmission probabilities. We trained
the HMM tagger on the human labelled 1,000 documents. We divided the remaining
corpus (unlabelled data) into 9 parts (each part from 1-8 includes 1,000 documents and
the last part includes 1,586 documents). We first used the trained tagger to automatically
label the first part, then manually checked/corrected the labelling. After that, we added
the checked labelled part to the already existing training dataset and used that to label the
following part. We performed the same bootstrapping process until we labelled all the
parts.

The gradual bootstrapping labelling of new parts of the corpus helped us in two ways.
First, it speeded up the labelling process which took five weeks for three human annotators
to check and correct the labels in the entire corpus compiled so far. It would take them
far longer if they started labelling without the help of the HMM tagger. Second, checking
and correcting the labelling of the automatic tagger served us to analyse the errors the
tagger was making. The final result is a large labelled corpus with a human labelling
quality which is an essential element for learning useful language models. Table 2.1
shows statistics about the current labelled corpus.

Class ALG MSA FRC BOR NER ENG BER DIG SND
#Tokens 118,942 82,114 6,045 4,025 2,283 254 99 1,394 687

Table 2.1 Statistics about the labelled corpus.

4.2 Lexicons

We asked two other Algerian Arabic native speakers to collect words for each included
language from the web excluding the platforms used to build the above-described cor-
pus. We cleaned the newly compiled word lists and kept only one occurrence for each
word, and we removed all ambiguous words: words that occur in more than one lan-
guage. Table 2.2 gives some statistics about the final lexicons which are lists of words
that unambiguously occur in a given language, one word per line in a .txt file. Effec-
tively, we see the role of dictionaries as stores for exceptions, while for ambiguous words
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we work towards a disambiguation mechanism.

Class ALG MSA FRC BOR NER ENG BER
#Types 42,788 94,167 3,206 2,751 1,945 157 21,789

Table 2.2 Statistics about the lexicons.

5 Experiments and Results

In this section, we describe the methods and the different experimental setups we used
to build our language identification tool. We analyse and discuss the obtained results.
We start identifying language at a word level and then we combine words to identify the
language of sequences. We approach the language identification at the word level by
taking into account the context of these words. We supplement the method with a lexicon
lookup approach and manually constructed rules.

To evaluate the performance of the system, we divided the final human labelled dataset
into two parts: the training dataset which contains 10,008 documents (215,832 tokens)
and the evaluation dataset which contains 578 documents (10,107 tokens). None of the
documents included in the evaluation dataset were used to compile the lexicons previously
described in Section 4.2.

5.1 Identifying words

5.1.1 HMM Tagger

In Section 4.1 we describe an implementation of a tagger based on Hidden Markov Models
(HMM) used as a helping tool to bootstrap data labelling. Now, having a labelled corpus
we are interested in the performance of the tagger on our final fully labelled corpus which
we discuss here. We train the HMM tagger on the training data and evaluate it on the
evaluation data. Table 2.3 shows the performance of the tagger.

The overall accuracy of the tagger is 85.88%. This quite high performance gives an idea
about how useful and helpful was the use of the HMM tagger to label the data before
the human checking. The tagger also outperforms the majority baseline (#majority class
/ #total tokens) which is 55.10%. From Table 2.3 we see that the HMM tagger is good at
identifying ALG and MSA words, given an F-score of 88.50% and 85.99% respectively.3

3We ignore the DIG and SND classes because we are interested in lexical words. As explained above, we
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Class Precision (%) Recall (%) F-score
ALG 87.10 89.96 88.50
BER 100 18.18 30.77
BOR 97.71 40.38 57.14
DIG 100 94.74 97.30
ENG 100 24.14 38.89
FRC 82.28 63.87 71.92
MSA 84.03 88.04 85.99
NER 84.07 61.69 71.16
SND 100 85.71 92.31

Table 2.3 Performance of the HMM tagger.

However, this performance dropped with other classes, it is even lower than the majority
baseline for BER and ENG.

The confusion matrix of the tagger (omitted here due to space constraints) shows that
all classes are confused either with ALG or MSA. This can be explained by the fact that
ALG and MSA are the majority classes which means that both emission and transmission
probabilities are biased to these two classes. The analysis of the most frequent errors
shows that errors can be grouped into two types. The first type includes ambiguous words.

(1) a. É
	

gYK

�

I�
J. Ë @ C
	

g �PAg ø



Qå
�
�Ó

�
�

�
�AÖÏ @

b. The match is bought, the goal keeper allowed the ball to enter.

In example (1), the word ‘ �
I�
J. Ë @’ is “the goal” in French, the same word means “the house”

in MSA and “the room” in ALG. Also the following word ‘É
	

gYK
’ which means “ to enter”

is used with all the possible meanings of ‘ �
I�
J. Ë @’ (enter a house/ a room and ball enters).

The second type of errors relates to unseen words in the training data. Because of the
smoothing we used, the HMM tagger does not return ‘unseen word’. Instead, another tag
is assigned, mostly ALG and MSA. We could identify such words by setting manually
some thresholds, but it is not clear what these should be.

The Precision is high for all unambiguous tokens, however the Recall is very low. To
overcome the limitation of the HMM tagger in dealing with unseen words, we decided

kept them to keep the context of each word.
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to explore other methods. Moreover, we want to reduce the uncertainty of our tagger
deciding what is an unseen word.

We found it difficult to set any threshold that is not data-dependent. Therefore, we
introduced a new class called unknown (UNK) which is inspired from active learning

(Settles, 2009). We believe that this should be used in all automatic systems instead of
returning a simple guess based on its training model.

5.1.2 Lexicon-based Tagger

We devised a simple algorithm that performs a lexicon look-up and returns for each word
the language of the lexicon it appears in (note that lexicons contain only unambiguous

words). For SND, we created a list of most common sounds like ‘ 	


	
® K. ’ “pff”, ‘ é ë ’

“hh”. For digits, we used the isdigit method built-in Python. In the case where a
word does not appear in any lexicon, the unknown UNK class is returned. This method
does not require training, but it requires good quality lexicons with a wide coverage.
We evaluated the lexicon-based tagger on the same evaluation dataset and the results are
shown in Table 2.4.

Class Precision (%) Recall (%) F-score
ALG 97.39 81.55 88.77
BER 100 63.64 77.78
BOR 98.52 83.91 90.63
DIG 100 100 100
ENG 100 55.17 71.11
FRC 96.30 84.85 90.21
MSA 97.69 82.43 89.42
NER 97.46 74.68 84.56
SND 100 100 100

Table 2.4 Performance of the lexicon tagger.

The overall accuracy of the tagger is 81.98%. From comparing the results shown in Ta-
ble 2.4 and Table 2.3, it is clear that the Recall has increased for all classes except for
ALG and MSA. The reason is that now we have the UNK class where among the 10,107
tokens used for evaluation, 1,610 words are tagged as UNK instead of ALG or MSA. We
examined the UNK words and found that these words do not exist in the lexicons. Either
they are completely new words or they are different spellings of already covered words
(which count as different words).

The confusion matrix of the lexicon-based tagger (omitted here) shows that the most
frequent errors are between all classes and the UNK class. The tagger often confuses
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between ALG/MSA and MSA/ALG. It also occasionally confuses between ALG/FRC
and ALG/NER. These errors could be explained by the fact that the context of a word is
ignored.

(2) a. èñÊ¾
	
K

�
�A

	
®J
» A

	
KQk èñª¢

�
®J
Ó CK. @ðC

�
®K. CK. A

	
JËñ¢k

b. They served us (a dish of) Baklava without cutting it, we did not know how to
eat it.

In example (2) the first “CK.” means “dish” in French and the second “CK.” means “without”
in MSA.

(3) a. éJ
Ê« A
	
JËñËA

�
¯ ú



Í ��


�
®ÊK. ú



æ
�
�Ê¿ A

	
KYg. ð

b. We prepared everything according to the measures they (gave) told us.

In example (3) the word “ ��

�
® Ê K. ” means “with the measure” in ALG and it is a female

name (NER).

Analysing the tagging errors indicates that using lexicon-based tagger is not effective in
dealing with ambiguous words because it ignores the context of words, and as known, the
context is the main means of ambiguity resolution.

5.1.3 N-gram Tagger

Our goal is to build a language tagger, at a word level, which takes into account the context
of each word in order to be able to properly deal with ambiguous words. At the same time,
we want it to be able to deal with unseen words. Ideally we want it to return UNK for
each word it did not see before. This is because we want to analyse the words the tagger
is not able to identify and appropriately update our dictionaries.

The Natural Language Toolkit (NLTK) n-gram PoS tagger (Steven et al., 2009) is well
suited for further experimentation. First, the tagging principle is the same and the only
difference is the set of tags. Secondly, the NLTK Ngram tagger offers the possibility of
changing the context of a word up to trigrams as well as the possibility of combining
taggers (unigram, bigram, trigram) with the back-off option. It is also possible to select a
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single class, for example the most frequent tag or UNK, as a default tag in case all other
options fail.

This combination of different taggers and the back-off option leads to the optimisation
of the tagger performance. We start with the method involving most knowledge/context,
if it fails we back off progressively to a simpler method. Table 2.5 summarises the results
of different configurations. We train and evaluate on the same training and evaluation sets
as before.

Tagger Accuracy (%)
Unigram 74.89
Bigram 12.27
Trigram 07.97
BackOff(Trigram, Bigram, Unigram, ALG) 87.12
BackOff(Trigram, Bigram, Unigram, UNK) 74.95
Default (ALG) 52.12

Table 2.5 Performance of different n-gram tagger configurations.

The use of bigram and trigram taggers alone has a very little effect because of the
data sparsety. It is unlikely to find the same word sequences (bigram, trigram) several
times. However, chaining the taggers has a positive effect on the overall performance.
Notice also that tagging words with the majority class ALG performs less than the major-
ity baseline, 52.12% compared to 55.10%. In Table 2.6, we show the performance of the
BackOff(Trigram, Bigram, Unigram, UNK) tagger in detail.

Class Precision (%) Recall (%) F-score
ALG 96.17 75.27 84.44
BER 100 27.27 42.86
BOR 99.24 41.01 58.04
DIG 100 94.74 97.30
ENG 100 20.69 34.29
FRC 97.38 60.61 74.71
MSA 97.45 79.48 87.55
NER 94.69 69.48 80.15
SND 100 85.71 92.31

Table 2.6 Performance of the BackOff tagger.

Compared to the previous tagger, this tagger suffers mainly from the unseen words
where 2,279 tokens were tagged as UNK. This could account for the low Recall ob-
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tained for all classes. There is also some confusion between MSA/ALG, ALG/MSA and
FRC/ALG.

5.1.4 Combining n-gram taggers and lexicons

The unknown words predicted by the BackOff(Trigram, Bigram, Unigram, UNK) tagger
can be replaced with words from our dictionaries. First, we run the BackOff(Trigram,
Bigram, Unigram, UNK), and then we run the lexicon-based tagger to catch some of the
UNK tokens. Table 2.7 summarises the results.

Class Precision (%) Recall (%) F-score
ALG 96.47 92.88 94.64
BER 100 81.82 90.00
BOR 99.28 86.44 92.41
DIG 100 100 100
ENG 100 90.91 95.24
FRC 98.95 88.08 93.20
MSA 98.42 93.64 95.97
NER 96.05 94.81 95.42
SND 100 100 100

Table 2.7 Performance of the tagger combining n-gram and lexicons.

Combining information from the training data and the lexicons increases the perfor-
mance of the language tagging for all classes, giving an overall accuracy of 92.86%. Still
there are errors that are mainly caused by unseen and ambiguous words. Based on the
confusion matrix of this tagger (omitted here) the errors affect the same language pairs as
before.

All language tags are missing words that are tagged as UNK words (in total 476
words). We found that these words are neither seen in the training data nor covered by any
existing lexicons new words or different (even as spelling variants of the existing words).
Keeping track of the unseen words, by assigning them the UNK tag, allows us to extend
the lexicons to ensure a wider coverage.

To test how data-dependent is our system, we cross-validated it, and all the accura-
cies were close to the reported overall accuracy of the system, combining n-grams and
lexicons, evaluated on the evaluation data.

5.1.5 Adding rules

We analysed the lexicons and manually extracted some features that would help us identify
the language, for instance the starting and the final sequence of characters of a word.
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The application of these rules improved the performance of the system, given an overall
accuracy of 93.14%, by catching some unseen vocabulary (the number of UNK dropped
to 446). As shown in Table 2.8, this hybrid tagger is still unable to deal with unseen words
in addition to confusing some language pairs due to lexical ambiguity.

Misclassified
ALG BER BOR DIG ENG FRC MSA NER SND UNK

C
or

re
ct

ALG 4,912 0 0 0 0 4 56 1 0 295
BER 1 9 0 0 0 0 0 0 0 1
BOR 1 0 280 0 0 5 1 0 0 30
DIG 0 0 0 38 0 0 0 0 0 0
ENG 1 0 0 0 10 0 0 0 0 0
FRC 28 0 0 0 0 384 0 0 0 16
MSA 134 0 1 0 0 1 3,612 5 0 101
NER 6 0 2 0 0 0 8 135 0 3
SND 0 0 0 0 0 0 0 0 7 0

Table 2.8 Confusion matrix of the hybrid tagger.

5.2 Identifying sequences of words

Now that we have a model that predicts the class of each token in a text, we added rules to
label also non-linguistic words (punctuation (PUN) and emoticons (EMO)). This helps us
to keep the original texts as produced by users as well as PUN and EMO be might be useful
for other NLP tasks like sentiment and opinion analysis. Based on this extended labelling,
we designed rules to identify the language of a specific segment of a text. The output of
the system is a chunked text (regardless of its length) identifying language boundaries. It
is up to the user how to chunk language independent classes, i.e. NER, DIG and SND,
either separately or include them in larger segments based on a set of rules. For instance,
example (4) a. is chunked as in example (4) c..

(4) a.

b. What should I do people, I am always late my alarm clock does not wake me
up even I set it , it is not my fault.

c.

Chunking text segments based on the language is entirely based on the identification of
the language of each word in the segment. One of the open questions is what to do when
words tagged as UNK are encountered. We still do not have a good way to deal with this
situation, so we leave them as separate chunks UNK. Extending the training dataset and
the coverage of the current lexicons would help to solve the problem.
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6 Conclusions and Future Work

We have presented a system for identifying the language at word and long sequence levels
in multilingual documents in Algerian Arabic. We described the data and the different
methods used to train the system that is able to identify language of words in their context
between Algerian Arabic, Berber, English, French, Modern Standard Arabic and mixed
languages (borrowings). The system achieves a very good performance, with an overall
accuracy of 93.14% against a baseline of the majority class of 55.10%.

We discussed the limitations of the current system and gave insights on how to over-
come them. The system is also able to identify language boundaries, i.e. sequence of
tokens, including digits, sounds, punctuation and emoticons, belonging to the same lan-
guage/class. Moreover, it performs also well in identifying Named Entities. Our sys-
tem trained on a multilingual data from multiple domains handles several tasks, namely
context sensitive language identification at a word level (borrowing or code-switching),
language identification at long sequence level (chunking) and Named Entity recognition.

In the future, we plan to evaluate the automatic lexicon extension, as well as use the
system in tasks such as error correction, Named Entity classification (Person, Location,
Product, Company), topic identification, sentiment analysis and textual entailment. We
are currently extending our corpus and labelling it with other linguistic information.
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Chapter 3

A Comparison of Character Neural Language Model and
Bootstrapping for Language Identification in Multilingual

Noisy Texts

Wafia Adouane, Simon Dobnik, Jean-Philippe Bernardy, and Nasredine Semmar

Abstract

This paper seeks to examine the effect of including background knowledge
in the form of character pre-trained neural language model (LM), and data
bootstrapping to overcome the problem of unbalanced limited resources. As
a test, we explore the task of language identification in mixed-language short
non-edited texts with a low-resourced language, namely the case of Algerian
Arabic for which both labelled and unlabelled data are limited. We compare
the performance of two traditional machine learning methods and a deep neu-
ral networks (DNNs) model. The results show that overall DNNs perform
better on labelled data for the majority classes and struggle with the minor-
ity ones. While the effect of the untokenised and unlabelled data encoded as
LM differs for each class, bootstrapping, however, improves the performance
of all systems and all classes. These methods are language independent and
could be generalised to other low-resourced languages for which a small la-
belled data and a larger unlabelled data are available.

1 Introduction

Most Natural Language Processing (NLP) tools are generally designed to deal with mono-
lingual texts with more or less standardised spelling. However, users in social media,
especially in multilingual societies, generate multilingual non-edited material where at
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least two languages or language varieties are used. This phenomenon is linguistically re-
ferred to as language (code) mixing where code-switching and borrowing, among others,
are the most studied phenomena. Poplack and Meechan (1998) defined borrowing as a
morphological or a phonological adaptation of a word from one language to another and
code-switching as the use of a foreign word, as it is in its original language, to express
something in another language. However, the literature does not make it clear whether
the use of different script is counted as borrowing, or code-switching or something else.
For instance, there is no linguistic well-motivated theory about how to classify languages
written in other scripts, like French written in Arabic script which is frequently the case
in North Africa. This theoretical gap could be explained by the fact that this fairly recent
phenomenon has emerged with the widespread of the new technologies.

In this paper, we consider both code-switching and borrowing and refer to them col-
lectively as language mixing. Our motivation in doing so is to offer to sociolinguists a
linguistically informative tool to analyse and study the language contact behaviour in the
included languages. The task of identifying languages in mixed-language texts is a useful
pre-processing tool where sequences belonging to different languages/varieties are identi-
fied. They are then processed by further language/variety-specific tools and models. This
task itself has neither been well studied for situations when many languages are mixed
nor has it been explored as a main or an auxiliary task in multi-task learning (Section 4).

In this paper, we explore two avenues for improving the state of the art in variety iden-
tification for Algerian Arabic. First, we measure the ability of recurrent neural networks
to identify language mixing using only a limited training corpus. Second, we explore to
what extent adding background knowledge in the form of pre-trained character-based lan-
guage model and bootstrapping can be effective in dealing with low-resourced languages
in the domain of language identification in mixed-language texts for which neither large
labelled nor unlabelled datasets exist.

The paper is organised as follows. In Section 2 we briefly review related work and
situate our work. In Section 3 we describe the linguistic landscape in Algeria to better
motivate our work. In Section 4 we give a brief overview of methods for levering learning
from limited datasets. In Section 5 we describe the data. In Section 6 we present the archi-
tecture of our learning configurations which include both traditional approaches and deep
neural networks and explain the training methods used on the labelled data, experiments
and results. In Section 7 we experiment with these models when adding background
knowledge and report the results. In Section 8 we conclude with our main findings and
outline our future work.
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2 Related Work

There has been interesting work in detecting code mixing for a couple of languages/language
varieties, mostly using traditional sequence labelling algorithms like Conditional Ran-
dom Field (CRF), Hidden Markov Model (HMM), linear kernel Support Vector Machines
(SVMs) and a combination of different methods and linguistic resources, (Elfardy and
Diab, 2012; Elfardy et al., 2013; Barman et al., 2014a,b; Diab et al., 2016; Samih and
Maier, 2016; Adouane and Dobnik, 2017) to name a few.

Prior work that is most closely related to our work using neural networks and related
languages, Samih et al. (2016) used supervised deep neural networks (LSTM) and a CRF
classifier on the top of it to detect code-switching, using small datasets of tweets, between
Egyptian Arabic and MSA and between Spanish and English using pre-trained word em-
beddings trained on larger datasets. However, in their labelling they combined ambiguous
words, which are words that could be of either languages depending on the context, in
one class called ’ambiguous’ and ignored words from minority languages. Moreover, the
system was evaluated on a dataset with no instances of neither ’ambiguous’ nor ’mixed-
language’ words, basically distinguishing between MSA and Egyptian Arabic words in
addition to Named Entities and other non-linguistic tokens like punctuation, etc.

Similar to our work, Kocmi and Bojar (2017) proposed a supervised bidirectional
LSTM model. However, the data used to train the model was created by mixing edited
texts, at a line level, in 131 languages written in different scripts to create a multilingual
data, making it a very different task from the one investigated here. We use non-edited
texts, a realistic data as generated by users reflecting the real use of the included languages
which are all written in the same Arabic script. Our texts are shorter and the size of the
dataset is smaller, therefore, our task is more challenging.

By comparison to our work, most of the literature focuses on detecting code-switching
points in a text, either at a token level or at a phrase level or even beyond a sentence
boundaries, we distinguish between borrowing and code-switching at a word level by
assigning all borrowed words to a separate variety (BOR). Most importantly, our main
focus is to investigate ways to inject extra knowledge to take advantage of the unlabelled
data.

3 Linguistic Situation in Algeria

Linguistic landscape in Algeria consists of several languages which are used in different
social and geographic contexts to different degrees (Adouane et al., 2016). These include
local Arabic varieties (ALG), Modern Standard Arabic (MSA) which is the only standard-
ised Arabic variety, Berber which is an Afro-Asiatic language different from Arabic and
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widely spoken in North Africa, and other non-Arabic languages such as French, English,
Spanish, Turkish, etc. A typical text consists of a mixture of these languages, and this
mixture is often referred to, somewhat mistakenly as Algerian Arabic. In this paper, we
use the term Algerian language to refer to a mixture of languages and language varieties
spoken in Algeria, and the term Algerian variety (ALG) to refer to the local variety of
Arabic, which is used alongside other languages such as, for example Berber (BER).

This work seeks to identify the language or language variety of each word within an
Algerian language text. Algerian language is characterised by non-standardised spelling
and spelling variations based on the phonetic transcription of many local variants. For
instance, the Algerian user-generated sentence in (1) is a mixture of 3 languages (Arabic,
French and Berber) and 2 Arabic varieties (MSA and ALG). For a better visual illustration,
we colour each word in (1) d. by its language, in (1) b. we give the IPA transcription, and
in (1) c. we give a human English translation. To illustrate the difficulty of the problem,
we show in (1) e. the (incorrect) translation proposed by Google translate where words
in black are additional words not appearing in the original sentence.

(1) a. ¼@PñÓ H. AJ. Ë Qº� ð
�
é
�
¯A¢Ë@ Ég ú



ÎK. ñ

�
JÊJ
�

b. [murÃ¦k Ã¦lbÃ¦b sekkÃ¦r wu Ã¦tQaqÃ¦ èÃ¦l si:ltupli:]

c. Please open the window and close the door behind you

d. French Algerian Berber MSA Berber MSA Algerian

e. SELTOPLEY POWER SOLUTION AND SUGAR FOR MORAK PAPER

All the words in different languages are normally written in the Arabic script, which
causes high degree of lexical ambiguity and therefore even if we had dictionaries (only
available for MSA) it would be hard to disambiguate word senses this way. In (1), the

ALG word É g open means solution in MSA, the Berber word �
é

�
¯A ¢ Ë@ window which is

adapted to the MSA morphology by adding the MSA definite article È@ (case of borrowing)

means energy/capacity in MSA. The Berber word Q º � close means sugar / sweeten /

liquor / get drunk in MSA.
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Moreover, the rich morphology of Arabic is challenging because it is a fusional lan-
guage where suffixes and other morphemes are added to the base word, and a single
morpheme denotes multiple aspects and features. Algerian Arabic shares many linguis-
tic features with MSA, but it differs from it mainly phonologically, morphologically and
lexically. For instance, a verb in the first person singular in ALG is the same as the first
person plural in MSA. The absence of a morphological/syntactic analyser for ALG makes
it challenging to correctly analyse an ALG text mixed with other languages and varieties.

Except for MSA, Arabic varieties are neither well-documented nor well-studied, and
they are classified as low-resourced languages. Furthermore, social media are the only
source of written texts for Algerian Arabic. The work in NLP on Algerian Arabic and
other Arabic varieties also suffers severely from the lack of labelled (and even unlabelled)
data that would allow any kind of supervised training.

Another challenge is that we have to deal with all the complications present in social
media domain, namely the use of short texts, spelling and word segmentation errors, etc.
in addition to the non-standard orthography used in informal Arabic varieties.

We see the task of identification of the variety of each word in a text a necessary first
step towards developing more sophisticated NLP tools for this Arabic variety which is
itself a mixture of other languages and varieties.

4 Leveraging Limited Datasets

Deep learning has become the leading approach to solving linguistic tasks. However deep
neural networks (DNNs) used in a supervised and unsupervised learning scenario usually
require large datasets in order for the trained models to perform well. For example, Zhang
et al. (2015) estimated that the size of the training dataset for character-level DNNs for
text classification task should range from hundreds of thousands to several million of
examples.

The limits imposed by the lack of labelled datasets have been countered by combining
structural learning and semi-supervised learning (Ando and Zhang, 2005). Contrary to
the supervised approach where a labelled dataset is used to train a model, in structural

learning, the learner first learns underlying structures from either labelled or unlabelled
data. If the model is trained on labelled data, it should be possible to reuse the knowledge
encoded in the relations of the predictive features in this auxiliary task, if properly trained,
to solve other related tasks. If the model is trained on unlabelled data, the model captures
the underlying structures of words or characters in a language as a language model (LM),
i.e., model the probabilistic distribution of words and characters of a text.

Such pre-trained LM should be useful for various supervised tasks assuming that lin-
guistic structures are predictive of the labels used in these tasks. Approaches like this
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are known as transfer learning or multi-task learning (MTL) and are classified as a semi-
supervised approaches (with no bootstrapping) (Zhou et al., 2004). There is an increasing
interest in evaluating different frameworks (Ando and Zhang, 2005; Pan and Yang, 2010)
and comparing neural network models (Cho et al., 2014b; Yosinski et al., 2014).

Some studies have shown that MTL is useful for certain tasks (Sutton et al., 2007)
while others reported that it is not always effective (Martínez Alonso and Plank, 2017).

Bootstrapping (Nigam et al., 2000) is a general and commonly used method of coun-
tering the limits of labelled datasets for learning. It is a semi-supervised method where
a well-performing model is used to automatically label new data which is subsequently
used as a training data for another model. This helps to enhance supervised learning.
However, this is also not always effective. For example, Pierce and Cardie (2001) and
Ando and Zhang (2005) showed that bootstrapping degraded the performance of some of
their classifiers.

5 Datasets

We use two datasets: a small dataset labelled with language labels, and a larger dataset
lacking such labels. In the following we describe each of them.

5.1 Labelled data

We use the human labelled corpus described by Adouane and Dobnik (2017) in which
each word is tagged with one of the following labels: ALG (Algerian), BER (Berber),
BOR (Borrowing), ENG (English), FRC (French), MSA (Modern Standard Arabic), NER
(Named Entity), SND (interjections/sounds) and DIG (digits). The annotators have access
to the full context for each word. To the best of our knowledge, this corpus is the only
available labelled dataset for code-switching and borrowing in Algerian Arabic, written
in Arabic script, and in fact also one of the very few available datasets for this particular
language variety overall. Because of the limited labelled resources the corpus is small,
containing only 10,590 samples (each sample is a short text, for example one post in a
social media platform).

In total, the data contains 215,875 tokens distributed unbalancely as follows: 55.10%
ALG (representing the majority class with 118,960 words), 38.04% MSA (82,121 words),
2.80% FRC (6,049 words), 1.87% BOR (4,044 words), 1.05% NER (2,283 words), 0.64%
DIG (1,392 numbers), 0.32% SND (691 tokens), 0.10% ENG (236 words), and 0.04%
BER (99 words).
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5.2 Unlabelled data

Unfortunately, there is no existing user-generated unlabelled textual corpus for ALG.
Therefore, we also collected, automatically and manually, new content from social me-
dia in Algerian Arabic which include social networking sites, blogs, microblogs, forums,
community media sites and user reviews.1

The new raw corpus contains mainly short non-edited texts which require further
processing before useful information can be extracted from them. We cleaned and pre-
processed the corpus following the pre-processing and normalisation methods described
by Adouane and Dobnik (2017). The data pre-processing and normalisation is based on
applying certain linguistic rules, including:

1. Removal of non-linguistic words like punctuation and emoticons (indeed emoticons
and inconsistent punctuation are abundant in social media texts.).

2. Reducing all adjacent repeated letters to maximum two occurrences of letters, based
on the principle that MSA allows no more than two adjacent occurrences of the
same letter.

3. Removal of diacritics representing short vowels, because these are rarely used.

4. Removal of duplicated instances of texts.

5. Removal of texts not mainly written in Arabic script.

6. Normalisation all remaining characters to the Arabic script. Indeed, some users use
related scripts like Persian, Pashto or Urdu characters, either because of their key-
board layout or to express some sounds which do not exist in the Arabic alphabet,
e.g. /p/, /v/ and /g/.

Additionally, we feed each document, as a whole, to a language identification system
that distinguishes between the most popular Arabic varieties (Adouane et al., 2016) in-
cluding MSA; Moroccan (MOR); Tunisian (TUN); Egyptian (EGY); Levantine (LEV);
Iraqi (IRQ) and Gulf (GUF) Arabic. We retain only those predicted to be Algerian lan-
guage, so that we can focus on language identification within Algerian Arabic, at the word
level.

Table 3.1 gives some statistics about the labelled and unlabelled datasets. Texts refer to
short texts from social media, words to linguistic words excluding punctuation and other
tokens, and types to sets of words or unique words. We notice that 82.52% of the words

1We have a documented permission from the owners/users of the used social media platforms to use their
textual contributions for research.
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occur less than 10 times in both datasets. This is due to the high variation of spelling and
misspellings which are common in these kinds of texts.

Dataset #Texts #Words #Types
Labelled 10,590 213,792 57,054

Unlabelled 189,479 3,270,996 290,629

Table 3.1 Information about datasets.

6 Using Labelled Data

6.1 Systems and Models

We frame the task as a sequence labelling problem, namely to assign each word in a
sequence the label of the language that the word has in that context. We use three differ-
ent approaches: two existing sequence labelling systems – (i) an HHM-based sequence
labeller (Adouane and Dobnik, 2017); (ii) a classification-based system with various back-
off strategies from (Adouane and Dobnik, 2017) which previously performed best on this
task, henceforth called the state-of-the-art system; and (iii) a new system using deep neu-
ral networks (DNNs).

6.1.1 HMM system

The HMM system is a classical probabilistic sequence labelling system based on Hidden
Markov Model where the probability of a label is estimated based on the history of the
observations, previous words and previous labels. In order to optimise the probabilities
and find the best sequence of labels based on a sequence of words, the Viterbi algorithm
is used. For words that have not been seen in the training data, an constant low probability
computed from the training data is assigned.

6.1.2 State-of-the-art system

The best-so-far performing system for identifying language mixing in Algerian texts is
described by Adouane and Dobnik (2017). The system is a classifier-based model that
predicts the language or variety of each word in the input text with various back-off-
strategies: trigram and bigram classification, lexicon lookup from fairly large manually
compiled and curated lexicons, manually-defined rules capturing linguistic knowledge
based on word affixes, word length and character combinations, and finally the most fre-
quent class (unigram).

28



Chapter 3. Code-switch Detection

6.1.3 DNN model

Recurrent Neural Networks (RNNs) (Elman, 1990) have been used extensively in se-
quence prediction. The most popular RNN variants are the Long Short-Term Memory
(LSTM) (Hochreiter and Schmidhuber, 1997) and the Gated Recurrent Unit (GRU) (Cho
et al., 2014b).

Our neural networks consists of four layers: one embedding layer, two recurrent lay-
ers, and a dense layer with softmax activation. All our models are optimised using the
Adam optimiser, built using the Keras library (Chollet, 2015), and run using a Tensor-
Flow backend. A summary of the model architecture is shown in Figure 3.1. (This variant
is composed of only the uncoloured (white) parts of the figure; the coloured parts are
added in the model described in Section 7). The DNN is provided the input character by
character. We opt for character-based input rather than word-based input for two reasons.
First, we expect that the internal structure of words (phonemes and morphemes) is predic-
tive of a particular variety. This way we hope to capture contexts within words and across
words. Second, we do not have to worry about the size of the vocabulary, which we would
if we were to use word embeddings.

This language-identification model is trained end-to-end. Because of the nature of
RNNs, the network will assign one language variant per input symbol, and thus per char-
acter — even though the tags are logically associated word-by-word. To deal with this
mismatch, when training we tag each character of a word and the space which follows it
with the variant of the word. When evaluating the model, we use the tag associated with
the space, so that all the word has been fed to the model before a prediction is made.

We have trained models with various values for the hyper-parameters: number of
layers, number of epochs, memory size, drop-out rate and the batch size, but report de-
tailed results for the model with the best behaviour. We experimented with both GRU and
LSTM RNNs and found that the GRU performs better than LSTM on our task which is
in line with the results of the previous comparisons but on different tasks (Chung et al.,
2014). We also found out that our best systems are optimised with the architecture shown
in Figure 3.1 with a memory size of 200, batch size of 512 and number of epochs of 25.
Increasing or decreasing these values caused the overall accuracy to drop. Using drop-out
improved the performance of the systems (overall accuracy > 90%) over not using it (<
70%). The best results are obtained using drop-out rate of 0.2 for the recurrent layers. We
refer to this model as DNN in the following.

6.2 Results and discussions

To ensure a fair comparison, all the models have been evaluated under the same condi-
tions. We use 10-fold cross validation on all of them and report their performance mea-
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Tagging model (2 × RNN)
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tagging model state in R200

tag score in R10

tag prediction in [0,1]10

Dense layer

Softmax
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next character prediction in [0,1]39

Figure 3.1 DNN architecture.

sured as the average accuracy. Table 3.2 shows the results. Note that for the DNN we
only report the results of the (best-performing) GRU models. As a baseline we take the
most frequent class in the labelled data. State-of-the-art (2) outperforms slightly HMM
(1). DNN (3) outperforms slightly the State-of-the-art (2). All the systems perform better
than the baseline.

Model Accuracy (%)
1 HMM 89.29
2 State-of-the-art 89.83
3 DNN 90.53
4 Baseline 55.10

Table 3.2 Performance of the models on labelled data.

Figure 3.2 shows the performance of each model per class reported as average F-score.
Overall the models perform better on the majority classes such as ALG (Algerian) and
MSA (Modern Standard Arabic), and non linguistic classes like DIG (digits) and SND
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Figure 3.2 Models’ average F-score per class.

(sounds) because their patterns are more or less regular and language independent. The
State-of-the-art system achieves the best performances for all classes except for ALG
where it is slightly outperformed by DNN, average F-score of 91.45 and 92.22 respec-
tively. A possible explanation for this is that the State-of-the-art system is more robust
because it involves several strategies of classification. DNN performed better than HMM
in all cases except for ENG (English) and SND. Both DNN and HMM struggle with mi-
nority classe like ENG, BOR (borrowing), BER (Berber), NER (Named Entities), and
FRC (French). Note that in this experiment we only used the smaller labelled dataset. In
the following section, we explore ways to take advantage of the additional relatively large
unlabelled dataset in order to improve the performance of the systems.

7 Using Data Augmentation with Background Knowledge

7.1 Training Methods

In this section, we examine which data augmentation method performed on the unlabelled
corpus can best enhance the performance of our three models. We experiment with data
bootstrapping, pre-training a language model, and the combination of both methods. In
each case, we are providing some form of background knowledge compared to the task
described in Section 6.
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7.1.1 Bootstrapping

For bootstrapping, we use the State-of-the-art system (Section 6.1.2) to label the unla-
belled data without additional checking of the quality of labels and then use this boot-
strapped data in further training.

We re-run the experiments described in Section 6 using the bootstrapped data as
the training data. We refer to the systems as HMM bootstrapped, State-of-the-art boot-

strapped, and DNN bootstrapped respectively.

7.1.2 Language Model

Another way to take advantage of the unlabelled data is to train a language model (LM)
on the whole data and use the internal state of the LM as input to the tagger, rather than
using the raw textual input. To this end, we modify the structure of our DNN as indicated
by the blue-coloured parts in Figure 3.1. Namely, we add two language-modelling RNN
layers between the embedding and the tagging layers. They are followed by a dense layer
with softmax activation, which predicts the next character in the input.

With this setup, we train the language-modelling layers on the unlabelled corpus, as
a generative language model on the unlabelled data set. Thus, the output of these layers
contains the information necessary to predict the next character given the previous se-
quence of characters. The language model is trained on 80% of the unlabelled data and
evaluated on the remaining 20%. The rest of the network is then trained as in the previous
case (Section 6.1.3). We stress that, in this instance, only the last two layers are trained
on the language-identification task. We refer to this model as DNN with LM.

25 50 75 100 125 150

1.68

1.7

1.73

1.75

1.78

1.8

1.83

validation loss training loss

Figure 3.3 Language model loss through training epochs.
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You may notice in Figure 3.3 that the model is still improving (at 150 epochs), albeit
slowly, even after exhausting our computational budget. Nevertheless, the model appears
to be working well as a text generator. For instance, we took sentence in (1) as a seed
and obtained sentences that are grammatically and structurally acceptable, even if they are
semantically meaningless and reproduce the many spelling variants found in the original
corpus. Here are two examples:
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7.1.3 Language Model and Bootstrapping

We retrain the DNN model using the pre-trained LM and the bootstrapped data in order
to optimise the use of the unlabelled data. We refer to this model as DNN bootstrapped

and LM.

7.2 Results and discussions

We evaluate all the models under the same conditions as in Section 6, using 10-fold cross
validation we report the average accuracy over the folds.

The evaluation set in the bootstrapping models in each fold is only taken from the
labelled data while the training part consists of a combined 9-folds from the labelled data
and the entire bootstrapped data. In other words, the entire bootstrapped data is added to
the training data at each time. In the case of DNNs, we found again that GRUs perform
significantly better than LSTM, and that bootstrapped models are optimised with drop-out
rate of 0.2 whereas models with language model perform better with drop-out rate of 0.1.
The obtained results are reported as the average accuracy in

Table 3.3. For the DNN, we only report the results of the (best-performing) GRU
models.

Model Accuracy (%)
1 HMM bootstrapped 93.97
2 State-of-the-art bootstrapped 95.42
3 DNN bootstrapped 93.31
4 DNN with LM 90.31
5 DNN bootstrapped and LM 90.19

Table 3.3 Performance of the models with background knowledge.
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The best performance overall is achieved by the bootstrapped state-of-of-the-art model
(2). HMM bootstrapped (1) performs slightly better than the DNN bootstrapped (3). Boot-
strapping helps the State-of-the-art system and HMM more than DNN. This is due to the
training nature of the DNN which is based on capturing frequent regular patterns, hence
adding the bootstrapped data means introducing even more irregular patterns.

Compared to the results in Section 6.2, the DNN bootstrapped (3) outperforms all the
models with the labelled data: (1), (2) and (3) in Table 3.2. The bootstrapping method
thus improves the performance of all configurations, whether they are using DNNs or not.
The reported benefits of bootstrapping are contrary to the previous observations where
bootstrapping did not help (Section 4).

However, the use of the language model (4) decreases slightly (−0.22%) the perfor-
mance of the DNN compared to its performance with the labelled data (3) in Table 3.2.
The use of the bootstrapping and the language model (5) leads to no significant difference
in performance in respect to (4). Overall, it appears that the usage of the language model
has no strong effect. This could be caused by the noise in the data, and adding more unla-
belled data makes it hard for the language model to learn all the data irregularities. Maybe
the system requires more training data.

ALG BER BOR DIG ENG FRC MSA NER SND
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HMM bootstrapped
State-of-the-art bootstrapped
DNN with LM
DNN bootstrapped
DNN bootstrapped and LM

Figure 3.4 Models’ average F-score per class.
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Figure 3.4 sums up the performance of each model per class reported as the average
F-score. The first thing to notice is that bootstrapping improves the performance of all
systems, and the best performance is achieved with the State-of-the-art. This could be ex-
plained by ‘the more data, the better performance’. HMM bootstrapped outperforms the
DNN bootstrapped except for FRC and BER. Adding language model to the DNN causes
the overall accuracy to drop compared to the DNN bootstrapped. Nevertheless, compared
to the results in Figure 3.2, language model behaves differently with each class. For in-
stance, it boosts the performance of the DNN on ENG, and the performance on BOR,
BER, FRC over HMM. Whereas combining language model and bootstrapped data per-
forms the worst except for BER, ENG and NER. The effect of combining bootstrapping
and language model is better for minority classes: BER, ENG and NER.

Error analysis of the confusion matrices shows that all the systems are confused,
chiefly between ALG and MSA, BOR and ALG, FRC and ALG. The confusions are
caused mainly by the lexical ambiguity between these classes, given that we identify the
language of each word in its context.

8 Conclusions and Future Work

We have examined the automatic classification of language identification in mixed-language
texts on limited datasets of Algerian Arabic, in particular a small unbalanced labelled
dataset and a slightly larger unlabelled dataset. We tested whether the inclusion of a
pre-trained LM on the unlabelled dataset and bootstrapping the unlabelled dataset can
leverage the performance of the systems. Overall when using only the small labelled data,
DNNs outperformed the HMM and the State-of-the-art system. However, DNNs per-
formed better on the majority classes and struggled with the minority ones in comparison
to the State-of-the-art system. Bootstrapping improved the performance of all models,
both DNNs and not DNNs for all classes.

Adding a background knowledge in the form of a pre-trained LM to DNNs had a
different effect per class. While it boosted the performance of the minority classes, its
effect on the majority ones was not clear. Despite the generative behaviour of the LM,
tested in Section 7.1.2, which showed that LM did learn the underlying structures of the
unlabelled data, the effect of the encoded knowledge maybe was not suitable for our main
task. This could be also caused by the high noise level in the data, even though deep
learning is generally thought to handle noise well.

In our future work, we will focus on exploring (i) different DNN configurations to
investigate the best ways of injecting background knowledge as well as (ii) different data
pre-processing methods to normalise spelling and remove misspellings for MSA, and deal
with word segmentation errors.
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Improving Neural Network Performance by Injecting
Background Knowledge: Detecting Code-switching and

Borrowing in Algerian Texts

Wafia Adouane, Jean-Philippe Bernardy, and Simon Dobnik

Abstract

We explore the effect of injecting background knowledge to different deep
neural network (DNN) configurations in order to mitigate the problem of
the scarcity of labelled data when applying these models on datasets of low-
resourced languages. The background knowledge is encoded in the form of
lexicons and pre-trained sub-word embeddings. The DNN models are eval-
uated on the task of detecting code-switching and borrowing points in non-
standardised user-generated Algerian texts. Overall results show that DNNs
benefit from adding background knowledge. However, the gain varies be-
tween models and classes. The proposed DNN architectures are generic and
could be applied to other low-resourced languages.

1 Introduction

Recent success of DNNs in various natural language processing (NLP) tasks has attracted
attention from the research community attempting to extend their application to new tasks.
Nevertheless, the large amount of labelled data required to train DNNs limits their appli-
cation to new tasks and new languages because it is hard to find large labelled corpora for
these domains. The issue is even more severe for low-resourced languages.

Another serious problem with most current NLP approaches and systems is that they
are trained on well-edited standardised monolingual corpora, such as the Wall Street Jour-
nal, Wikipedia, etc. This could be explained by the fact that for a long time NLP has
been influenced by the dominant descriptive linguistic theories affected by the standard
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language ideology which assumes that natural languages are uniform and monolingual.
However, standardisation is not universal as stated by Milroy (2001), meaning that not all
languages are standardised. Therefore, lexical, structural and phonological variation is,
for instance, the norm in natural language and not an exception, meaning that well-edited
texts do not really reflect the natural usage of natural languages, but only represent formal
languages.

The discrepancy between the assumed uniformity of language both in linguistic the-
ory and NLP and their variable nature is accentuated by new technologies, such as social
media platforms and messaging services. These new communication platforms have fa-
cilitated the proliferation of writing in non-standardised languages on the web, such as
colloquial Arabic or what is commonly referred to as dialectal Arabic. This is because
in interactive scenarios people usually use spoken-like (colloquial) language or, in multi-
lingual societies where people have access to several linguistic codes at the same time, a
mixture of languages/language varieties. Consequently, this new kind of written data has
created a serious problem regarding the usability of the existing NLP tools and approaches
as they fail to properly process it, even in the case of well-resourced languages.

The contribution of the paper is to explore how to mitigate the problems (i) of the
scarcity of labelled data when using DNNs with low-resourced languages, and to what
extent can we take advantage of the limited available resources, and (ii) to provide NLP
approaches and tools that would be able to deal with non-standardised texts and language-
mixing. In particular, for (i) we investigate what are the optimal ways of injecting avail-
able background knowledge to different configurations of DNNs in order to improve their
performance. For (ii) we take the case of the language used in Algeria as it poses serious
challenges for the available NLP approaches and tools. It is a low-resourced multilingual
colloquial language. We chose the task of a word-level language identification which is a
first step towards processing such texts. The task focuses on detecting code-switching and
borrowing points in a text which represents the same utterance. Knowing what parts of
text belong to what language variety allows to perform better qualitative and quantitative
analysis of such texts with other tools.

The paper is organised as follows. In Section 2 we compare our contribution to pre-
vious related work. In Section 3 we briefly describe the complex linguistic situation in
Algeria as a result of a language contact. The section aims to explain the linguistic chal-
lenges of processing such texts and motivates our choices based on established sociolin-
guistic theories. In Section 4 we present our available linguistic resources. In Section 5
we describe our different DNN configurations. In Section 6 we describe our experimental
setup and analyse the results. Finally, in Section 7 we conclude with the main findings
and outline some of our future plans.
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2 Related Work

The emerging digitised multilingual data that followed the introduction of new technolo-
gies and communication services has attracted attention of the NLP research community
in terms of how to process such linguistic data that resulted from language contact be-
tween several related and unrelated languages, for example in detection of code-switching
where mainly traditional sequence labelling methods are used for, among others, Bengali-
English-Hindi (Barman et al., 2014a), Nepali-English (Barman et al., 2014b), Spanish-
English and MSA-Egyptian Arabic (Diab et al., 2016), MSA-Moroccan Arabic (Samih
and Maier, 2016), MSA-Algerian Arabic-Berber-French-English (Adouane and Dobnik,
2017), etc.

The work most closely related to ours is by Samih et al. (2016) who used a supervised
LSTM-RNN model combined with Conditional Random Fields to detect switching points
between related languages (MSA - Egyptian Arabic) trained on a small dataset from Twit-
ter. However, the system was only evaluated on the majority classes. Similarly, Kocmi
and Bojar (2017) proposed a supervised bidirectional LSTM-RNN trained on artificially
created multilingual edited texts. These does not fully reflect all the complexities of real
linguistic use in a multilingual scenario.

Adouane et al. (2018b) propose a character-level GRU-RNN on the same task as de-
scribed here backed by the available unlabelled data. They report that their supervised
RNN model performs the best on labels with more representative samples. Adding neural
language model that was pre-trained on noisy unlabelled data does not help, but boot-
strapping the unlabelled data with another system improves the performance of all their
systems.

In this work we use different DNN architectures (RNNs and CNNs), and we aim to
examine the behaviour of each model when injecting background knowledge in the form
of encoded information from the available lexicons and a pre-trained sub-word embed-
dings from unlabelled data. Our goal is to take advantage of the available NLP resources,
with as little processing as possible to mitigate the problem of scarce labelled data.

3 Linguistic Background

In North Africa in general, and in Algeria in particular, intense language contact be-
tween various related and unrelated languages has resulted in a complex linguistic sit-
uation where several languages are used in a single communicative event. A few cases of
language contact have attracted the attention of the linguistic community while the mono-
lingual norm dominates in linguistics. One kind of language contact situation has been
described by Ferguson (1959) as diglossia which refers to a situation where two linguistic
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systems coexist in a functional distribution within the same speech community.

In another kind of language contact situations, several languages coexist but not in a
well-defined functional distribution. This situation is referred to as bilingualism (Sayahi,
2014) which could result from either informal contact between coexisting languages like
Berber and Arabic, or from formal education where in addition to other language people
learn French with varying degrees of competence.

Based on the Fishman’s model (Fishman, 1967), North African Arabic, known as
Maghrebi Arabic, is classified as a linguistic situation in the speech community charac-
terised by diglossia with bilingualism. The intense language contact between related and
unrelated languages has resulted mainly in two widespread linguistic phenomena: code-
switching and borrowing. As defined by Poplack and Meechan (1998), code-switching is
(ideally) integration of material from one language to another without any phonological,
morphological or syntactic integration, whereas borrowing is when material is integrated.

For computational purposes, we focus on diglossic code-switching (Sayahi, 2014),
which happens between related languages such as switching between Arabic varieties, and
bilingual code-switching, which happens between unrelated languages such as switching
between one Arabic variety and other coexisting language such as Berber, French or En-
glish. Regarding borrowing, it is practically not possible to clearly distinguish whether
a word in one Arabic variety is integrated into another variety or not because there are
no lexicons for Arabic varieties, except for the standard one, and we also do not have
access to acoustic representations of words. Based on this, we can practically focus only
on bilingual borrowing rather than on diglossic borrowing.
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b. Put a small towel in a cup of water and dissolve Aspegic in it and cover him
with it, it is what I usually do. He will feel quickly better.

As illustration, the example in (1) is a user-generated utterance which contains words in
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French word without integration (ÈAÔ
	
«ñ

	
K).

4 Linguistic Resources

We use the dataset by Adouane and Dobnik (2017) where each word is tagged with a label
identifying its class which could be a language/language variety, including local Arabic
varieties (ALG), Modern Standard Arabic (MSA), French (FRC), Berber (BER), English
(ENG), non-Arabic words integrated in local Arabic or what is referred to as borrowing
(BOR), in addition to language independent classes such as named entities (NER), digits
(DIG) and interjections (SND). To the best of our knowledge this is the only available
labelled dataset for code-switching and borrowing for Algerian. As the labelled dataset is
small, we also collected a larger unlabelled dataset from the same sources as the authors
of the labelled dataset, and pre-processed them in the same way. Table 4.1 gives infor-
mation about the datasets where texts refer to social media texts with an average length
of 19 words, words refer to linguistic words excluding other tokens (digits, punctuation,
emoticons), and types refer to unique words.

Dataset #Texts #Words #Types
Labelled 10,590 213,792 57,054
Unlabelled 311,130 4,928,827 350,759

Table 4.1 Statistics about the datasets.

We also use the lexicons compiled by the authors of the labelled dataset, with further
cleaning. The lexicons include lists of inflected words checked manually, one list per
class. Words belonging to more than one class are not included. Table 4.2 gives more
information about the sizes of the lexicons.

Class ALG MSA FRC BOR NER ENG BER

#Types 42,788 94,167 3,206 3,509 1,945 165 21,789

Table 4.2 Statistics about the lexicons.
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5 Models

We approach the task of detecting code-switching and borrowing points in text as a se-
quence tagging problem where the aim is to assign a tag to each word in the text depending
on its context. We use two DNN architectures, namely Recurrent Neural Network (RNN)
and Convolutional Neural Network (CNN) with different configurations summarised in
Figure 4.1.

word embeddings

tags

FastTextLexicon char embeddings

CNN

RNN CNN RNN

Figure 4.1 A summary of possible tagging models.

The first option is to use an RNN to map character embeddings to tags directly. Al-
ternatively, we can use word embeddings. Word embedding can be any combination of
(a) fixed lexicon information (b) fasttext embeddings (c) a custom CNN built from char-
acter embeddings. The word embeddings can be mapped to tags using either an RNN or
a CNN, or a simple dense layer with softmax activation.

Except for the pure Lexicon-based model, all other models have access to characters
and thus to the internal structure of words (phoneme and morphemes), which we expect
to be predictive of a particular variety. All models are trained end-to-end, except for the
fasttext embeddings and the lexicon. We report only the configurations of models which
give the best performance, with the fine-tuned parameters, namely the number of units
for each RNN layer, dropout rate, the number of features and the filter size for each CNN
layer. The parameters are fine-tuned on a separate development set containing 1,000 texts
(13,771 tokens).

5.1 Character-level RNN

The character-level RNN is composed of two LSTM layers of 400 units each, with a
dropout of 10%, followed by a dense layer with softmax activation. Due to the nature of
RNNs, the network assigns one language variant per input symbol, and thus per character
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—but the task is to predict a tag for each word. To deal with this limitation, we consider
only the tag associated with the last character of a word.

5.2 Word-level RNN

The word-level RNN is composed of a standard LSTM layer with 400 units with a dropout
of 10%, followed by a dense layer.

5.3 Character-level CNN

The character-level CNN is composed of two convolution layers with 60 features with a
filter size 5, with a ReLU activation and a dropout of 10%, followed by max pooling in
the temporal dimension.

5.4 Word-level CNN

The word-level CNN is composed of two convolution layers with a filter size 3, with a
ReLU activation and a dropout of 10%, followed by a dense layer with softmax activation.
The first layer uses 100 features and the second 60 features.

5.5 Lexicon-based Model

In order to take advantage of the available lexicons, Table 4.2, we represent their words
as one-hot encoding vector, which we refer to as lexicon embeddings. The lexicon-based
model is composed of the lexicon embeddings followed by two convolution layers with a
filter size 3, with a ReLU activation and a dropout of 10%, followed by a dense layer with
softmax activation. The first layer uses 100 features and the second 60 features.

5.6 FastText-based Model

In order to take advantage of the unlabelled dataset, Table 4.1, containing a high level
of misspellings and spelling variation, we assume that word embeddings that are based
on sub-word information capture spelling variation and morphological information better
than the embeddings that take word as a unit. For this purpose we use FastText library de-
signed to train word embeddings where a word is represented as the sum of its sub-strings
(Bojanowski et al., 2016). We created five fasttext embeddings trained on the unlabelled
dataset with different parameters. We found that the optimal parameters are: word vector
dimension of 300, and the range of the size of the sub-strings representing a word between
3 and 6 characters, with a context size of 5 words, trained on 20 epochs. The FastText-
based model is composed of the fasttext embeddings followed by two convolution layers
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with filter size 3, with a ReLU activation and a dropout of 10%, followed by a dense layer
with softmax activation. The first layer uses 100 features and the second 60 features.

6 Experiments and Results

All models and configurations are evaluated under the same conditions using 10-fold
cross-validation on the labelled dataset. As a baseline we take an existing system (Adouane
and Dobnik, 2017), a classification-based system which uses a chain of additional back-
off strategies which involve lexicons, linguistic rules, and finally the selection of the most
frequent class. We refer to this system as the baseline.

First, we train the RNN and CNN models only on the labelled data (supervised learn-
ing) without any background knowledge. We also examine the effect of the FastText-
based and the Lexicon-based models separately to quantify the contribution of each. Then
we combine both models to optimise their performance. Second, in order to take advan-
tage of all available linguistic resources, we add to each of the RNN and the CNN models
background knowledge in the form of (i) lexicon embeddings; (ii) fasttext embeddings;
(iii) a combination of both lexicon and fasttext embeddings; and (iv) bootstrap the unla-
belled dataset with the baseline system and train the best performing DNN model on it to
investigate whether bootstrapping improves its performance.

All results are reported as the average performance of the 10-fold cross-validation
for each model at epoch 100 using the parameters mentioned earlier. For short, we use
FastText to refer to the FastText-based model and fasttext to refer to the fasttext embed-
dings, Lexicon to refer to the Lexicon-based model and lexicon to refer to the lexicon
embeddings.

6.1 Models without Background Knowledge

In Table 4.3 we report the average error rate of the experiments without background
knowledge for only the best performing RNN, CNN, Lexicon, and FastText models.

Model Error Rate (%)
1 Char-level RNN 13.38
2 Char-level CNN 8.18
3 FastText 16.46
4 Lexicon 20.62
5 FastText + Lexicon 9.21
6 Baseline 9.52

Table 4.3 Average error rate of the models without background knowledge.
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Results show that the baseline (6) outperforms the Char-level RNN (1), FastText (3) and
Lexicon (4) models. However, the baseline is outperformed by the Char-level CNN model
(2) with 1.34% error reduction. Combining FastText and Lexicon in one model (5) per-
forms much better than using each model separately, and slightly outperforms the baseline
by 0.31% error reduction.

In Figure 4.2 we report the average performance of each model per class, measured as
Precision, Recall, F-score and Loss. Notice that we do not report the Loss for the baseline
because of the way the system was designed. The results show that the baseline system
performs better on the majority classes, ALG and MSA, with an average F-score of 91.91
and 90.44 respectively as well as on non-linguistic classes like DIG and SND with an
average F-score of 97.17 and 93.88 respectively.

However, the baseline system performs less well on the minority classes, BER and
FRC with an average F-score of 80.41 and 80.31 respectively, and performs even worse
on NER and BOR with an average F-score of 72.55 and 64.70 respectively. It performs
the worst on ENG with an average F-score of 49.45. Regarding the minority classes,
Precision is high on BER (94.51%), BOR (93.61%), FRC (92.97%) and lower on NER
(88.20%) and ENG (71.41%). However the Recall is low on all classes BER (72.76%),
FRC (70.70%), NER (61.74%) and the lowest on BOR (49.44%), and ENG (39.37%).

The error analysis of the baseline system shows that the system is mostly confused
between related language varieties like ALG-MSA as they share a lot of words, as well
as between varieties that share lexically ambiguous words like FRC-ALG, BOR-ALG,
FRC-BOR, NER-ALG, BER-ALG. Several words were neither seen in the training data
nor were they covered by the available lexicons which, given that the unknown words are
tagged as ALG, leads to confusions such as ENG-ALG, NER-ALG, BER-ALG, BOR-
ALG, and FRC-ALG.
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b. Since they said that they will cut water next week, I have bought a load of 20
bottles of Saida of 1.5 litre.

The MSA-NER confusion is mainly caused by the fact that many NERs are simply

common nouns in MSA. For instance, �
èYJ
ª� could be an adjective in the feminine form

in MSA meaning happy, or a feminine proper name, or something else. In the context of

example (2) it is NER as it refers to the name of a product. The word AÓ means water in
ALG, but it is also used as a negation particle in MSA and frequently in ALG, a relative
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(a) Average Precision of each model per class (%). (b) Average Recall of each model per class (%).

(c) Average Loss of each model per class. (d) Average F-score of each model per class.

Figure 4.2 Average performance of each model per class.

pronoun in MSA, and a noun meaning mother in ALG. Likewise �
é «Q

�
¯ means bottle in

ALG, but it also means contest or competition in MSA.
The F-score and Precision of the Char-level RNN model is lower from the baseline

on all classes, and the Recall is better on BOR 64.11% compared to only 49.44% on the
baseline, and FRC 72.12% compared to 70.70% respectively. ENG, BER, NER, BOR and
FRC are the hardest classes to identify with the following respective Loss values: -9.56,
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-6.72, -3.89, -3.57, -2.80, and all classes are confused with ALG, the majority class.

The F-score of the Char-level CNN model is better on SND, MSA, FRC, DIG, BOR,
ALG compared to the baseline, but it performs worse on NER, ENG, BER. This could
be contributed by the worse Recall on these classes which follows the same trend as the
F-score. However, in terms of Precision, the Char-level CNN model performs better on
ALG, BER, ENG and SND and worse on the remaining classes, with the same kind of
confusions as the baseline.

The F-score of the FastText model is low on all classes compared to the baseline. The
same holds for Recall and Precision except on BER where the Precision is better 96.18%
compared to 94.51% on the baseline. The model produces the same kind of errors as the
previous models, but which are most similar to the Char-level CNN model.

Compared to the baseline, the Lexicon model performs better in terms of the F-score
on BOR (80.94 compared to 64.70), ENG (73.72 compared to 49.45), and FRC (83.60
compared to 80.30). However it performs significantly worse on BER (18.31 compared
to 80.41). This is likely because of the limited coverage of the lexicons. The results
also indicate the bias of the lexicons to those classes that are more difficult to distinguish
automatically. On the other hand, in terms of the Recall, the Lexicon model outperforms
the baseline on all classes, except on ALG. In terms of the Precision, it is only better
on ALG and ENG. The model makes similar errors as the FastText model, only more
frequently.

Combining FastText and Lexicon models has a positive effect as the F-score, Recall
and Precision increase on all classes, mainly on BOR (F-score of 47.10 to 84.74), ENG
(F-score of 32.05 to 70.59) and NER (F-score of 58.90 to 80.35). The combined model
makes the same errors as previous models but less frequently.

Overall, the results in this section show that a simple Char-level CNN model out-
performs the more complicated baseline system which uses a back-off strategy and extra
resources. However the Char-level CNN model performs worse on the minority classes,
particularly on NER, ENG and BER.

On the other hand, the other models perform better on the minority classes in terms of
Recall, but they perform worse on the remaining classes because of the limited coverage
of the lexicons or because of lexical ambiguity. This means that the performance of these
models is in complementary distribution. We will explore this observation in the following
section.

6.2 Models with Background Knowledge

One possible improvement of the models in Section 6.1 is to inject information from the
lexicons and the knowledge encoded in the fasttext to the DNN models. In Table 4.4 we
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report the average error rate of only the best performing experiments combining different
models and resources.

Model Error Rate (%)
1 Char-level RNN + lexicon 8.27
2 Word-level RNN + fasttext 8.20
3 Word-level RNN + fasttext + lexicon 5,34
4 Char-level CNN + lexicon 5.18
5 Word-level CNN + fasttext 9.75
6 Char-level CNN + lexicon + fasttext 6.23
7 Char-level CNN + lexicon + Bootstrapping 5.23
8 Baseline 9.52

Table 4.4 Average error rate of the models with background knowledge.

The results show that RNN models (with original error rate of 13.38% for Char-level
RNN) benefit from both adding the lexicon (1) and the fasttext (2). The gain is even higher
when combining both with the Word-level RNN (3). The CNN models behave differently
when adding lexicon and fasttext. The Char-level CNN (4) performs best with the lexicon
with 3% error reduction. The Word-level CNN (5) performs worse with fasttext compared
to basic Char-level CNN introducing a 1.57% increase in the error rate (Table 4.3). Also
the Char-level CNN (6) does not benefit from combining lexicon and fasttext. It appears
that the latter introduces noise that CNN is sensitive to. Likewise, additional bootstrapped
training data does not help the otherwise best performing Char-level CNN + lexicon model
(7). This may be also explained by the additional noise in the bootstrapped data.

Figure 4.2 indicates that adding lexicon information has a positive effect on the overall
performance of the RNN models. The gain from the lexicons is noticeable on all classes
where Precision, Recall and F-score increase, most importantly on BER, BOR, ENG,
FRC and NER. The same kind of errors are present as with the previous models but fewer
in number. For instance the number of errors between ALG-MSA drops from 1,077 to
724, and between FRC-ALG from 104 to 64.

Adding lexicon information to the Char-level CNN model boosts its overall perfor-
mance over models not using lexicons. All the classes benefit from the lexicon informa-
tion and their F-score, Recall and Precision increase, most importantly on the minority
classes such as ENG, with the same errors but less frequent.

However, adding fasttext does not improve the performance of the Word-level CNN
model. Its average F-score decreases on all classes except on ENG where it increases
from 22.76 to 29.91.

Compared with the Char-level CNN + lexicon model, adding fasttext to Char-level
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CNN does not have the same positive effect. The only significant gain is an increase in
Precision on ENG from 82.59% to 84.79%. Char-level CNN + fasttext + lexicon model
performs better than the FastText + Lexicon model. It seems that fasttext does not help
the CNN model.

On the other hand, adding fasttext to an RNN boosts its performance. The error rate
drops to 13.38% (Char-level RNN) and 8.20% (Word-level RNN). While the Precision
of each class improves, the Recall drops on both BOR and ENG classes, by 3.35% and
1.97% respectively. The F-score increases on all classes except on ENG where it drops
by 1.76%.

Examining the effect of lexicon and fasttext on the RNN models, we find that the Pre-
cision on the minority classes, chiefly BOR, ENG, FRC, NER is higher when adding lex-
icon (87.10%, 78.77%, 88.36%, and 86.77%) compared to when adding fasttext (73.26%,
66.37%, 84.45% and 78.07%), but the Precision on BER is better when adding the fasttext
(96.18% compared to 91.51%). The same trend is observed for Recall where BER is the
only class that benefits from fasttext compared to lexicon (70.65% compared to 66.47%).
ENG is the class which is most negatively effected when adding fasttext with a drastic de-
crease of 36.45% (23.62% with fasttext and 60.07% with lexicon), followed by BOR with
18.98% decrease, and NER with 7.54% decrease. The F-scores have the same pattern as
the Recall.

A gain of adding lexicon to the Word-level RNN + fasttext model is observed on
all classes. While Precision increases on all classes, for example on ENG from 78.77%
without the lexicon to 88.04% with the lexicon, it slightly decreases for NER from 86.77%
to 85.97% and SND from 99.00% to 98.86%. The Recall and F-score increase on all
classes.

The gain from using the bootstrapped data is mainly reflected in an increase in Preci-
sion on the minority classes such as ENG, BOR, FRC and NER (93.04%, 96.71%, 96.68%
and 93.85% compared to 82.60%, 90.56%, 91.31% and 89.43% respectively without us-
ing the bootstrapped data). In terms of Recall, the bootstrapped data only boosts ALG and
SND classes. The F-scores of the model trained without the bootstrapped data are better
on all classes. The insignificant effect of the bootstrapped data could be attributed to the
additional noise introduced by the baseline system.

7 Conclusions and Future Work

We have presented DNN models for detecting code-switching and borrowing for a low-
resourced language. We investigated how to improve these models by injecting back-
ground knowledge in the form of lexicons and/or pre-trained sub-word embeddings trained
on an unlabelled corpus, thus taking advantage of the scarce NLP resources currently
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available. The results show that the models behave differently for each class of added
knowledge. While adding information from the lexicons markedly improves the perfor-
mance of all models, adding knowledge in the form of pre-trained sub-word embeddings
improves the RNN model more than the CNN model. Bootstrapping does not bring a sig-
nificant overall contribution to performance of our models which is surprising given the
previous reports in the literature. However, it does boost Precision of the minority classes.

One future direction worth exploring is how to deal with the problem of misspellings
and spelling variations to reduce the irregularities in non-standardised user-generated data
as this appears to have a strong effect on the performance of RNN and CNN models.
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Neural Models for Detecting Binary Semantic Textual
Similarity for Algerian and MSA

Wafia Adouane, Jean-Philippe Bernardy, and Simon Dobnik

Abstract

We explore the extent to which neural networks can learn to identify seman-
tically equivalent sentences from a small variable dataset using an end-to-end
training. We collect a new noisy non-standardised user-generated Algerian
(ALG) dataset and also translate it to Modern Standard Arabic (MSA) which
serves as its regularised counterpart. We compare the performance of vari-
ous models on both datasets and report the best performing configurations.
The results show that relatively simple models composed of 2 LSTM layers
outperform by far other more sophisticated attention-based architectures, for
both ALG and MSA datasets.

1 Introduction

Detecting Semantic Textual Similarity (STS) aims to predict a relationship between a
pair of sentences based on a semantic similarity score. It is a well-established problem
(Agirre et al., 2012) which deals with text comprehension and which has been framed and
tackled differently (Beltagy et al., 2013, 2014). In this work we focus on deep learning
approach. For example, Baudis and Šedivý (2016) frame the problem as a sentence-pair
scoring using binary or graded scores indicating the degree to which a pair of sentences
are related.

Solutions to detecting semantic similarity benefit from the recent success of neu-
ral models applied to NLP and have achieved new state-of-the-art performance (Parikh
et al., 2016; Chen et al., 2017). However, so far it has been explored only on fairly
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large well-edited labelled data in English. This paper explores a largely unexplored ques-
tion which concerns the application of neural models to detect binary STS from small
labelled datasets. We take the case of the language used in Algeria (ALG) which is a
low-resourced language with several linguistic challenges. ALG is a collection of local
colloquial varieties with a heavy use of code-switching between different languages and
language varieties including Modern Standard Arabic (MSA), non-standardised local col-
loquial Arabic, and other languages like French and Berber, all written in Arabic script
normally without the vowels.

ALG and MSA are two Arabic varieties which differ lexically, morphologically, syn-
tactically, etc., and therefore represent different challenges for NLP. For instance, ALG
and MSA share some morphological features, but at the same time the same morphologi-
cal forms have different meanings. For instance, a verb in the 1st person singular in ALG is
the same 1st person plural in MSA. The absence of morpho-syntactic analysers for ALG
makes it challenging to analyse such texts, especially when ALG is mixed with MSA.
Furthermore, this language is not documented, i.e., it does not have lexicons, standardised
orthography, and written morpho-syntactic rules describing how words are formed and
combined to form larger units. The nonexistence of lexicons to disambiguate the senses
of a word based on its language or language variety makes resolving lexical ambiguity
challenging for NLP because relying on exact word form matching is misleading.
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b. I spent one week at my parents’ house and when I came back I found that my
son made a big mess. After that my husband changed his opinion and never
allowed me to stay over night (at my parents’ house).
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b. In Mawlid we prepare Couscous for lunch, and you what will you prepare
(for lunch)?

In many cases, while the same word form has several meanings depending on its context,
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different word forms have the same meaning. As an illustration, consider examples (1)
and (2) which are user-generated texts taken from our corpus (Section 3.1).

In (1), the same word form “P@X” occurs three times with different meanings: “house”,

“made”, and “changed” respectively. Whereas in (2), the different word forms “Pñ¢
	
® Ë”

and “ @Y
	
«” mean both “lunch”.

We mention these examples to provide a basic background for a better understanding
of the challenges faced while processing this kind of real-world data using the current NLP
approaches and systems that are designed and trained mainly on well-edited standardised

monolingual corpora. We could, for instance, distinguish the meanings of “P@X” in (1) if
we knew that the 1st occurrence is a noun and the two others are verbs. Likewise, if we
had a tool to distinguish between ALG and MSA, it were easier to detect the meaning of

“ @Y
	
«” as “lunch” in ALG rather than the MSA meaning “tomorrow”.

Traditional models for detecting STS cannot be applied on such data because they
require existing resources and tools, such as tokeniser, stemmer, PoS tagger, etc. to pre-
process the data and extract useful features assuming that the data is correctly spelled
(standardised orthography).

Thus using deep neural networks (DNNs) is promising because representations can
be learned in an unsupervised way. In particular, when trained end-to-end, inputs are
mapped directly to the desired outputs without the need to handcraft features. Neverthe-
less, this learning approach based on pattern matching requires lot of data to learn useful
patterns. Besides there are only a few cleaned and labelled textual corpora available for
some languages and creating new ones is labour intensive.

Our contributions are as follows. (i) We introduce a newly built (small) ALG dataset
for STS. (ii) We compare the performance of different DNN configurations on this dataset,
namely: various combinations of Recurrent Neural Networks (RNNs), Convolutional
Neural Networks (CNNs), pre-training of embeddings, including a replication of two new
state-of-the art attention models. (iii) We test whether increasing the dataset size helps.
(iv) We test whether language regularisation helps. For this purpose, we run the same
experiments on a regularised and comparable MSA translation of the ALG dataset.

The paper is structured as follows. In Section 2 we briefly review some STS appli-
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cations. In Section 3 we describe our experimental setup including data and models. In
Section 5 we discuss the results and conclude with our future plans in Section 6.

2 Related Work

Diverse techniques and formalisms have been used to deal with various semantic-related
tasks. Among others, machine learning has been applied to detect semantic textual relat-
edness such as Textual Entailment (TE) (Nielsen et al., 2009), STS (Agirre et al., 2016),
Paraphrase Identification (PI) (Liang et al., 2016), etc. Earlier systems use a combination
of various handcrafted features and are trained on relatively small datasets. For example,
Dey et al. (2016) uses Support Vector Machines with a set of lexical, syntactic, semantic
and pragmatic features. As discussed earlier, these features are not available from our
dataset.

These tasks have recently attracted more attention when DNNs became practical,
mainly due to the availability of large labelled datasets such as the Stanford Natural Lan-
guage Inference corpus (SNLI) containing 570K sentence pairs (Bowman et al., 2015),
Sentences Involving Compositional Knowledge (SICK) containing about 10K sentence
pairs (Marelli et al., 2014), the Microsoft Research WikiQA Corpus (WIKIQA) con-
taining more than 23K sentence pairs (Yang et al., 2015), the Quora dataset released by
Kaggle competition consisting of 400K potential question duplicate pairs1, and the Mi-
crosoft Research Paraphrase (MSRP) consisting of more than 5K sentence pairs (Dolan
and Brockett, 2005).

We follow the approach of Baudis and Šedivý (2016) who consider that several tasks
dealing with detecting semantic relatedness are technically similar and can be formulated
as sentence-pair scoring. They propose a generic framework for text comprehension for
evaluating and comparing existing systems. Several DNN systems have been proposed.
For instance, Mueller and Thyagarajan (2016) propose a siamese recurrent architecture
using Manhattan LSTM (MaLSTM) for STS. They use word embeddings supplemented
with synonymy information, LSTM and Manhattan distance to compose sentence repre-
sentations.

Additionally, complex DNN systems with various attention mechanisms have been
proposed to deal with more than one semantic similarity task at the same time. For in-
stance, Yin et al. (2015) apply attention to represent mutual influence between the input
sentence pairs. Similarly, Parikh et al. (2016) propose the Decomposable Attention Model
(DecompAtten) which relies on alignment using neural attention to decompose the task
of natural language inference into sub-tasks which are aggregated and used to predict

1Corpus webpage: https://www.kaggle.com/quora/question-pairs-dataset
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the output. In the same direction, Chen et al. (2017) propose the Enhanced Sequential
Inference Model (ESIM) composed of a bidirectional LSTM (BiLSTM) encoder, and a
soft alignment which computes attention weights to determine the relevance between two
input sentences. Then they use another BiLSTM layer to compose local inference infor-
mation and aggregate the output by applying average and max pooling, and concatenating
all in one vector.

All preceding models involve considerable sophistication of design and sometimes
require specific dataset labelling. This is to say they are normally trained on large well-
edited and labelled datasets that are available for English but are unavailable for most
other languages. Unlike the previous work, we will compare the performance of two
presumably best performing architectures to simpler architectures similar to MaLSTM
but with different additional components on a small unedited dataset.

3 Datasets

3.1 ALG STS data

To the best of our knowledge, there is no ready-to-use ALG data for any semantic similar-
ity related task prior to this work. As a basis we use an extended version of the ALG un-
labelled dataset (Adouane et al., 2018a) which currently contains 408,832 unedited short
colloquial texts (more than 6 million words) collected from online discussion forums. For
the STS task we created a dataset of 3,000 sentence pairs as follows. We randomly se-
lected 1,000 sentences from the ALG unlabelled data, including various topics and text
lengths. We asked two ALG native speakers to produce for each given sentence is se-
mantically equivalent and the other can be semantically similar but not equivalent, i.e., it
could include the same words or could be about the same topic.
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b. No, it is not beautiful, pink is outdated.

I do not like pink, it is not fashionable.
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(4) a. . ñ»ñ
�

�Ë@ ¨A
�
K

�
HPA

�
K AÒJ
Ë

�
IK
Yë

. AÖß
 Aî
�
EP@X ú



Í ñ»ñ

�
�Ë@ ¨A

�
K

�
HPA

�
KB ú




	
æ
�
JJ.j. «

b. I offered to my mother a chocolate pie.

I like the chocolate pie that my mother baked.

In example (3), the two sentences are semantically equivalent but in (4) the two sentences
are roughly about the same topic and include “chocolate pie”, “mother” and “I” but some
important information differs — like who did what.

The annotators were free to use whatever words as long as the produced sentences
sounded natural to them and the above instructions were respected. We provided them
with two examples of the desired sentences and explained the difference. We combined
all the sentences and created 3,000 unique sentence pairs.

In the second part of dataset creation, we asked three different native speakers to
provide a similarity score between 0–5 for each sentence pair following the guidelines
used in the SemEval-2016 shared task (Agirre et al., 2016). Finally, another annotator
performed manual checking and majority voting of the labels.

Because the annotators assigned scores according to their judgement, the resulting
data is not balanced in terms of the number of instances per class (0–5) as shown in
Table 5.1. The corpus contains 36,767 words, 7,074 unique words and sentence average
length of 5.19 words or 34 characters.

Score Interpretation #Pairs

0 The two sentences are completely
dissimilar. 1,550

1 The two sentences are not equivalent,
but are on the same topic. 237

2 The two sentences are not equivalent,
but share some details. 140

3 The two sentences are roughly equivalent,
but some important information differs. 63

4 The two sentences are mostly equivalent,
but some unimportant details differ. 16

5 The two sentences are completely
equivalent, as they mean the same thing. 994

Table 5.1 Labelling guidelines and statistics about ALG STS dataset.

We first tried to predict the graded six similarity scores as multi-class STS, but the
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systems (Section 4) only predicted the most frequent classes, namely scores 0 and 5. This
behaviour suggests that given the size of the dataset and the number of instances for each
class, the classes are not distinguishable enough. Therefore, we re-framed the task as a
binary STS: either two sentences are semantically equivalent or not, rather than predicting
their graded similarity (Agirre et al., 2015; Xu et al., 2015). To this end, we merged all
scores which do not capture semantic equivalence (0 to 4) into a single class, and refer
to them as non-equivalent. The remaining score of 5 stands on its own as completely
equivalent. The resulting binary labelled data contains 994 equivalent sentence pairs and
2,006 non-equivalent sentence pairs.

3.2 MSA STS data

Contrary to ALG, MSA is a well-represented Arabic variety with standardised spelling.
We use a large MSA Wikipedia corpus2 consisting of more than 52 million tokens. We
automatically removed all words written in non-Arabic script and punctuation. We refer
to this corpus as MSA unlabelled data.

We also created a labelled STS corpus for MSA by commissioning another pair of
ALG native speakers to faithfully translate the ALG STS dataset into MSA. They were
instructed to keep the order of words and structures as close as possible to the ALG sen-
tences without changing the meaning. We manually checked the quality of the translation,
corrected some minor misspellings and checked the corresponding similarity scores (0–
5). We proceeded in the same way as for ALG and created a binary MSA STS dataset
including equivalent and non-equivalent sentence pairs.

Both binary and multi-class STS MSA datasets have the same number of sentence
pairs as their ALG corresponding datasets. However, the MSA datasets have a smaller
vocabulary, consisting of only 5,527 unique words from a total of 37,832 words. The av-
erage sentence length is 6.84 words or 33.26 characters. The difference in the vocabulary
size is mainly due to misspellings and spelling variations in the ALG corpus: it is non-
standardised language. Yet both ALG and MSA datasets have relatively short sentences
and they are about the same topics since one is a translation of the other.

4 Models

All models have the same basic structure. They consist of two identical siamese net-
works, one for each input sentence as shown in Figure 5.1. The main differences between
the models are in the embeddings, the sentence encoder, the distance measure, and the
objective function for the final prediction. Note that using the same colour for “Sentence

2The MSA corpus was downloaded from: http://goo.gl/d7pxZb.
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Encoder” is meant to show that the trained parameters are shared between the left (1) and
right (2) part of the network.

Output

Dense

Distance

Representation-1

Sentence Encoder

Embedding-1

Sentence-1

Representation-2

Sentence Encoder

Embedding-2

Sentence-2

Figure 5.1 Siamese network architecture.

4.1 Embeddings

We use two kinds of embedding layers. First, an embedding layer trained only on the
training data based either on characters or words, initialised either with a uniform or a
normal distribution. We refer to these embeddings as trainable as a contrast to pre-trained
embeddings. Second, we pre-trained a word2vec and FastText embeddings on the larger
unlabelled data mentioned in Section 3, using the Gensim (Řehůřek and Sojka, 2010)
and FastText (Bojanowski et al., 2016) libraries. For word2vec embeddings, we used a
context size of 5 words, minimum occurrence of 1 and dimension of 300. For FastText
embeddings, we used dimension of 300, range of sub-characters between 3-5 characters,
and a context size of 5 words, and training for 200 epochs. The goal of using pre-trained
word embeddings is to test whether we can make use of the large unlabelled corpora.
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4.2 Sentence Encoders

We use either an RNN or a CNN with different configurations to encode each sentence and
output a representation for each. The sentence encoders are identical for both sentences
and share weights. Here are some of the encoders that we experimented with.

• RNN-based encoder consisting of a stack of standard and/or bidirectional LSTM layers
with 300 units and a dropout rate of 3%.

• CNN-based encoder consisting of a stack of convolution layers with 60 filters of size
5, with a ReLU activation and a dropout rate of 10%, followed by max pooling with a
pool size of 3, followed optionally by a global average pooling and global max pooling
multiplied together.

• CNN-RNN-based encoder A combination of RNN and CNN encoders where we stack
a number of convolution layers with 60 filters of size 5, with a ReLU activation and a
dropout rate of 10%, followed by max pooling with a pool size of 3 and a number of
RNN layers (either standard or bidirectional LSTMs).

• Attention-based encoder Roughly put, the idea of an attention mechanism is to at-
tend to some parts of an input/output when deriving its representation (Bahdanau et al.,
2014). We implement the Decomposable Attention (DecompAtten) and Enhanced Se-
quential Inference Model (ESIM) models, as described in Section 2.

4.3 Distance

The distance component serves to compose the sentence representations. We use standard
distances such as Euclidean distance, Manhattan distance, and Cosine similarity.

4.4 Dense

Instead of using a distance measure between the sentence representations, we compose the
two sentence representations by multiplication (multp), subtraction (subtr), summation
(sum), or concatenation (conct) as in the ESIM model. This operation is followed by a
dense layer. We indicate that this layer is optional by using a dotted frame in Figure 5.1.
When it is used, we use a sigmoid activation with a binary cross-entropy loss.

Except for the pre-trained embeddings, all models are trained end-to-end for 300 epochs
using a batch size of 64 and Adam optimiser with a learning rate of 0.001.
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5 Experiments and Results

We randomly selected from the binary ALG STS dataset 250 sentence pairs of each class
(equivalent and non-equivalent) as the test set (500 in total), 200 sentence pairs as a devel-
opment set, and the remaining 2,300 sentence pairs as a training set. Note that balancing
the test set is not essential. Likewise, we split the binary MSA STS data by taking the
corresponding translations for each instance in the ALG dataset.

The hyper-parameters reported in Section 4 were selected based on the reported com-
mon values in the literature for similar tasks and fine-tuned on the development set. More-
over, because of the stochastic nature of the neural models where the results vary between
each training run, we report the average performance on the test set over 10 training runs
for the best performing models trained on both training and development data following
Baudis and Šedivý (2016) and Yin et al. (2015).

In order to increase the size of the training data and to boost the instances of the
minority class (equivalent sentence pairs), we duplicated equivalent sentence pairs by re-
versing their order so that each sentence pair appears only once in the same order. This is
a standard data augmentation practice used to mitigate the limited availability of labelled
training data (Yin et al., 2015; Mueller and Thyagarajan, 2016). The augmented train-
ing set contains 3,244 sentence pairs (1,488 equivalent and 1,756 non-equivalent pairs).
Because there is no previous work reported for ALG on a similar task, we resort to the bi-
nary random guess, namely 50% as a baseline. We report the overall accuracy for the same
models with and without the augmented training data, for both ALG and MSA separately.
In Table 5.2, we only report the models that outperform the baseline. Note that Acc is
accuracy with non-augmented training data and Acc-aug is accuracy with the augmented
training data.

ALG MSA
Model Emb Encoder Dist Acc Acc-aug Acc Acc-aug

1 char-RNN trainable 2-LSTM multp 55.78 61.84 59.65 67.80
2 char-RNN trainable 2-LSTM subtr 70.38 78.56 69.02 71.37
3 word-RNN trainable 2-LSTM multp 85.06 87.20 85.19 86.69
4 word-RNN trainable 2-LSTM subtr 73.73 92.76 68.90 88.20
5 word-RNN word2vec 2-LSTM subtr 71.40 92.51 67.86 89.46
6 word-RNN FastText 2-LSTM subtr 71.68 92.70 68.06 88.57
7 word-CNN trainable 1-CNN sum 50.00 50.00 50.00 50.00
8 DecompAtten trainable attention sum 50.44 53.00 50.02 50.44
9 ESIM trainable attention conct 52.34 52.80 50.34 50.39

Table 5.2 Average accuracy (%) of the models.
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5.1 Binary STS for ALG

5.1.1 Non-augmented data

The results show that char-RNNs composed of 2 standard LSTM layers and trainable em-
bedding layer with normal distribution (1) and (2) perform worse than their word-based
counterparts (3) and (4). This result contradicts the conclusion that character models are
better at modelling morphologically rich languages (Vylomova et al., 2017), and conse-
quently they are better in dealing with misspellings and capturing spelling variations.

The best performance is achieved by a word-based 2-LSTM layer encoder and a train-
able embedding layer (3), using multiplication as a distance with an accuracy of 85.06%.
Nevertheless, char-RNN performs better with subtraction rather than multiplication as a
distance (2). Adding pre-trained embeddings word2vec (5) and FastText (6) to the word-
level RNN in (4) decreases the accuracy by 2.33 and 2.05 points respectively. This effect
could be caused by the noise in the ALG unlabelled data on which the embeddings were
trained.

A 1-layer CNN with no pre-trained embeddings and using summation of the sentence
representations as a distance (7) performs the best compared to the other options with
CNN encoder but overall it performs quite poorly. Likewise combining 1-CNN and 1-
LSTM layers as encoder (not shown in Table 5.2) does not have an effect over using
only 1-CNN layer. The models predict all the test sentence pairs as non-equivalent. In
other words, the network could not learn enough to properly distinguish between the two
classes.

These results contrast those reported by Kadlec et al. (2015), namely that CNN models
perform better with little data compared to RNN models. However, it is hard to quantify
what is considered to be small apart from the number of examples. In general, neural
models learn useful features when they are trained on enough representative data. That
is to say it is not just a question of data size, but it is more about the complexity of the
features and the functions that they should learn. In our case, we suspect that the sparsity
and the noise in the data is making learning harder for CNN models.

Regarding attention-based encoders, ESIM (9) outperform DecompAtten (8), and both
perform slightly better than the baseline.

The poor performance of these models with little noisy data could be related to the
fact that attending to some parts of a sentence or focusing on surface form similarity
is misleading since the same word form can have different meanings and different word
forms can have the same meaning, especially that the data does not contain named entities
or punctuation or digits which could help alignment.
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Equivalent Non-equivalent
Model Precision (%) Recall (%) F-score Precision (%) Recall (%) F-score

1 char-RNN-multp 73.91 53.54 62.10 63.12 80.80 70.88
2 char-RNN-subtr 88.02 66.54 75.78 72.76 90.80 80.78
3 word-RNN-multp 86.96 88.00 87.48 87.85 86.80 87.32
4 word-RNN-subtr 89.67 97.20 93.28 96.94 88.80 92.69
5 word-RNN-word2vec 89.30 96.80 92.90 96.51 88.40 92.28
6 word-RNN-FastText 90.84 95.20 92.97 94.96 90.40 92.62

Table 5.3 Average performance of the models on the ALG augmented data.

5.1.2 Augmented data

All models benefit from the augmented data, except word-CNN (7) for which the gain
is not clear. The performance of the char-RNN (2) shows 8.18 point improvement in
accuracy. This result supports the hypothesis that the poor performance of the model
trained on the non-augmented data is caused by the small size of the sparse noisy data
which makes it hard for the char-RNN to learn useful patterns.

Yet the significant improvement of the word-RNN (4) by 19.03 points, indicates that
word-RNN suits better our case.

Models with subtraction as a distance benefit the most from the added data. Similar to
their behaviour on non-augmented data, adding pre-trained embeddings slightly decreases
the performance of the model compared to not adding them.

Comparing embeddings, word2vec causes slightly more drop in the performance of
word-RNN compared to FastText.

Attention-based models benefit also from the added data, but the gain is larger for
DecompAtten compared to ESIM.

Looking at the performance of the models for each class shown in Table 5.3, it is clear
that the RNN models are doing quite well for both classes whereas CNN and Attention-
based models, not included for space limits, are too biased to the non-equivalent class.
Figures in bold are meant to highlight the gain due to pre-trained embeddings.

Error analysis of the word-RNN model (4) shows that 7 equivalent sentence pairs are
misclassified as non-equivalent and 28 non-equivalent sentence pairs are misclassified as
equivalent. We manually checked the errors and found that most of the non-equivalent
pairs misclassified as equivalent have at least one word in common as in example (5) but
the words have a different meaning depending on their context. However, distinguishing
between word senses is hard because the context is not entirely sufficient. Example (6)
is an equivalent pair misclassified as non-equivalent. The common pattern among the
misclassified examples is that they have no exact words in overlap. This could explain
why attention-based encoders, with some form of alignment, fail to generalise to new
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instances. Probably there is a bias to the form with one meaning when senses are not
sufficiently differentiated.
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b. I saw a weird thing.

It is weird that I did not see it.
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b. I am thinking when the grant will be received.

I wonder when the grant will be paid.

5.2 Binary STS for MSA

We now evaluate the performance of the same DNN configurations on parallel regularised
MSA data using the same hyper-parameters as in Section 5.1. The results are reported in
Table 5.2.

5.2.1 Non-augmented data

Again, the word-RNN with multiplication (3) performs the best with an accuracy of
85.19%. The char-RNN (1) with the same settings achieves an accuracy of only 59.65%.
Using subtraction, the char-RNN (2) slightly outperforms the word-RNN (4), with 69.02%
and 68.90% accuracy respectively.

Equivalent Non-equivalent
Model Precision (%) Recall (%) F-score Precision (%) Recall (%) F-score

1 char-RNN-multp 69.86 61.20 65.25 65.48 73.60 69.30
2 char-RNN-subtr 76.35 62.25 68.58 67.92 80.57 73.70
3 word-RNN-multp 87.04 86.00 86.52 86.17 87.20 86.68
4 word-RNN-subtr 85.77 91.60 88.59 90.99 84.80 87.78
5 word-RNN-word2vec 87.17 92.77 89.88 92.21 86.23 89.12
6 word-RNN-FastText 86.97 91.16 89.02 90.64 86.23 88.38

Table 5.4 Average performance of the models on the MSA augmented data.

Adding FastText (6) and word2vec (5) pre-trained embeddings causes the accuracy of
the best word-RNN (4) of 68.90% to decrease slightly to 68.06% and 67.86% respectively.
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This could be due to the embeddings not distinguishing between the different senses of
the same word, i.e., output one vector representation for each word form. Also the large
MSA corpus on which the embeddings were trained can have different topical distribution
than the MSA STS data. As with the ALG data, CNN (7) and attention-based encoders
(8–9) behave the same.

5.2.2 Augmented data

Trained on augmented data, models with subtraction yield the best performance compared
to multiplication, and word-RNN (4) outperforms char-RNN (2) with 88.20% and 71.37%
accuracy respectively. Unlike when using the ALG data, pre-trained embeddings improve
slightly the performance of (4) with 0.37 (6) and 1.26 (5) points gain in the error reduction
respectively. The positive effect of the pre-trained models could be due to the fact that
more regularities are captured. Training on augmented MSA data does not yield any
significant gain over training on non-augmented data for CNN (7) and attention based
models (8–9).

In Table 5.4 we report the performance of each model per class. Due to space limits,
we do not include the CNN and attention-based models which are again struggling with
the equivalent class and are biased towards the non-equivalent class. The gain from the
pre-trained embedding is in bold. The models perform almost the same for both classes
but slightly worse than with the ALG data.

Example (7) is a non-equivalent sentence pair misclassified as equivalent, and exam-
ple (8) is an equivalent pair misclassified as non-equivalent by the word-RNN model (5).
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b. I also tried the cake and it was great, I discovered that my kids finished it.

I tested her many times and she was jealous and envious.
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b. Wish they change this presenter.

Hope they will replace this presenter.

It is hard to explain why these examples are misclassified, except that there is not enough

context to discover the meaning of the words. For instance, in (8) the words in bold “

�
éªK


	
YÓ” , “ �

é¢
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�Ó” are synonyms in these two sentences, and the two sentences have two
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more word overlaps “ è
	

Yë” and “ 	
àðQ�


	
ªK
” with the same meaning. This should help classi-

fying the two sentences as equivalent, but it is not the case possibly because their contexts
are different.

6 Conclusions and Future Work

We have presented a new STS dataset for ALG user-generated short texts and its MSA
translation. We then described the neural network models trained end-to-end with differ-
ent configurations and compared their performances on a binary STS task. The results
show that relatively simple model architectures, composed of two word-based LSTM lay-
ers with subtraction as explicit similarity measure used in the training task, suit better our
data compared to the other more sophisticated architectures which might require more
data to achieve better performance.

We ran the same experiment on the MSA data, but the results were not really differ-
ent from the ALG data. However, pre-training embeddings performed better with MSA,
probably because the language is more regular and knowing some structure ahead helps.
The performance improved with more data for the minority class (equivalent sentence
pairs) for both ALG and MSA. However, surprisingly the gain of some models with ALG
is greater than their gain with MSA. This is probably caused by the noisiness and the
sparsity of the data, the linguistic differences between MSA and ALG, the data size, or
all these factors together. Further and deeper experiments and analyses are needed for a
better understanding of the results.

Overall, the results of the end-to-end training are promising and could be generalised
to other related languages or language varieties with the same low-resource settings.

As a future work, we want to explore ways to improve the learning capability of neural
models from small noisy datasets without handcrafted features, for example by reducing
the noise in the colloquial data (ALG) by normalising spelling variation.
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Chapter 6

Normalising Non-standardised Orthography in Algerian
Code-switched User-generated Data

Wafia Adouane, Jean-Philippe Bernardy, and Simon Dobnik

Abstract

We work with Algerian, a low-resourced non-standardised Arabic variety,
for which we compile a new parallel corpus consisting of user-generated
textual data matched with normalised and corrected human labels follow-
ing data-driven and our linguistically motivated standard. We use an end-
to-end deep neural model designed to deal with context-dependent spelling
correction and normalisation. Results indicate that a model with two CNN
sub-network encoders and an LSTM decoder performs the best, and that
word context matters. Additionally, pre-processing data token-by-token with
an edit-distance based aligner significantly improves the performance. We
get promising results for the spelling correction and normalisation, as a pre-
processing step for downstream tasks, on detecting binary Semantic Textual
Similarity.

1 Introduction

Natural language processing (NLP) research has achieved impressive results, notably
thanks to the use of deep neural networks (DNNs) which has pushed the field forward,
achieving unprecedented performance for various tasks. However, research is often fo-
cused on large, standardised, monolingual and well-edited corpora that exist for a few
well-resourced languages. We believe that such corpora will not generalise to all lan-
guages and domains, particularly regarding the colloquial varieties used in new commu-
nication channels. In fact, the large unstructured data coming from such channels is not
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only unedited, it also poses serious challenges to the current NLP processing pipelines
and approaches as a whole.

Traditionally, the standard language ideology has dominated linguistic studies: it has
been frequently assumed that languages are naturally uniform and monolingual. Never-
theless, the new online data reveals that standardisation is neither natural nor universal,
it is rather a human invention (Milroy, 2001), and variation is the norm. This variation
presents several challenges to studying and processing dialects in social media (Jørgensen
et al., 2015). These challenges are even more pronounced in multilingual societies where
people use more than one language or language variety at the same time. We consider the
case of the colloquial language used in Algeria (hereafter referred to as ALG) which com-
bines both linguistic challenges mentioned above: (i) it is non-standardised, and (ii) it is
a mixture of languages which involves code-switching between Modern Standard Arabic
(MSA) and local Arabic, French, Berber, and English. (We refer the interested reader to
the work of (Adouane et al., 2018a), who provides an overview of the linguistic landscape
in Algeria.)

In interactive scenarios, people usually use spoken-like language and spontaneous
orthography which reflects local variations. Our observations confirm those of Eisenstein
(2013), namely that speakers have some-kind of tacit knowledge of spelling which is not
completely arbitrary. However, it is hard to distinguish between local varieties and draw
a clear borderline between them due to the free mobility of people, their ability to interact
online, and the fact that these varieties are closely related and therefore hard to describe
formally. Therefore, we find that using location to map dialectal variation (Doyle, 2014) is
not useful. In many cases, the spelling is not consistent even by a single person within the
same conversation. There is nothing intrinsically wrong with this inconsistency for there
is no standard form to take as a reference. Besides, spelling variation does not hinder
mutual understanding.

Current NLP approaches based on learning underlying regularities from data is not
suitable to sparse noisy data. Furthermore, the data written in Arabic script is already
rich in orthographic ambiguity because vowels are not written, except in very specific
settings. Our focus is to process such user-generated textual data, reflecting the real use
of a language. Therefore, for computational purposes, we want to automatically reduce
the data sparsity caused by spelling inconsistency by normalising it based on spelling
decisions that we designed, and build a tool that can be used for pre-processing such texts
for other NLP tasks.

This paper is an attempt to take advantage of DNNs to reduce spelling inconsis-
tency by performing several transformations (normalisation, disambiguation, etc.) de-
tailed in Section 3 as a single machine-learning task. It is significantly different from
the well-established spelling error correction mainly because we have to deal with a non-
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standardised code-switched language. In addition to the fact that ALG is a low-resourced
language with respect to the size, quality and the diversity of the available labelled data,
it suffers from the absence of other tools and linguistic resources required by current NLP
techniques such as tokenisers, syntactic parsers, morphological taggers, lexicons, etc.

As contributions, (i) we introduce a new user-generated corpus for ALG with its par-
allel spelling normalised and corrected version produced by human annotators. (ii) We
describe our spelling decisions aiming to reduce orthographic ambiguity and inconsis-
tency for NLP tasks. These decisions are not the only possible ones, and can be debated
and further refined. (iii) We propose a general end-to-end model for context sensitive text
normalisation of non-standardised languages. We opt for end-to-end deep learning ap-
proach (with only a simple automatic pre-processing) because it is not only expensive and
time consuming to build equivalent rule-based tools from bottom up, but it is also hard to
exhaustively define spelling norms given the high linguistic variation.

The paper is organised as follows. In Section 2 we survey related work. In Section 3
we present our newly compiled parallel corpus and explain our data processing decisions.
In Section 4 we give information about data statistics and alignment. In Section 5 we
describe our models. In Section 6 we describe our experiments and discuss the results.
We conclude in Section 7 with potential future improvements.

2 Related Work

The task of normalising user-generated non-standardised data is closely related to the one
of historical text normalisation (Pettersson, 2016), namely they present similar challenges
for the current NLP – little sparse data. While the latter has a standardised spelling as a
reference, the former does not because many colloquial languages have not undergone the
standardisation process. Bollmann (2019) surveys the approaches used for historical text
normalisation for a set of languages. Both tasks are mainly framed as (statistical/neural)
machine translation mostly at a token level where the source and the target language are
the same or a standardised version of one another.

Similarly to the previous work, we formulate our task as a sequence-to-sequence
(seq2seq) learning problem, but in contrast we take word context into account. A large
body of work has been done to address the problem of seq2seq prediction and has achieved
impressive results for diverse NLP tasks. Encoder-decoder models are most frequently
used for seq2seq prediction with varying the architectures of the encoder like Recurrent
Neural Network (RNN) in (Cho et al., 2014a; Sutskever et al., 2014), bidirectional Long
Short-Term Memory (LSTM) (Hochreiter and Schmidhuber, 1997) in (Bahdanau et al.,
2014), Convolutional Neural Networks (CNN) in (Vinyals et al., 2015).

Our CNN-based architecture (see Section 5) is reminiscent of what has been proposed
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for machine translation by Gehring et al. (2017) but instead they use CNN for both encoder
and decoder with multi-step attention. A difference with our model is that we use two sub-
networks (LSTM/CNN and CNN/CNN) as an encoder, jointly trained to learn contextual
representations of words. Then we use an LSTM as decoder instead of a CNN. Compared
to the model of Bahdanau et al. (2014), an important difference is that we do not jointly
train alignment and seq2seq prediction. Instead we perform alignment separately as a
pre-processing step using edit-distance.

None of the mentioned models have been tested on the same prediction task as ours
or on a related language. As the most closely related work for spell checking, Ghosh and
Kristensson (2017) propose a seq2seq neural attention network system for automatic text
correction and completion. They combine a character-based CNN and a Gated Recurrent
Unit (GRU) (Cho et al., 2014a) as encoder and a word-based GRU as decoder using a
12 million word English corpus. Recently, Sooraj et al. (2018) employed a character-
based LSTM language model to detect and correct spelling errors for Malayalam. In the
same line of research, Etoori et al. (2018) propose an attention model with a bidirectional
character-based LSTM encoder-decoder trained end-to-end for Hindi and Telugu spelling
correction using synthetic datasets.

Contrary to the task we are trying to address in this paper, the mentioned work deals
either with spelling correction for monolingual standardised languages or historical text
normalisation for standardised languages. This makes our task linguistically more chal-
lenging because our data includes more languages hence the model has to find the correct
spelling of a word not only based on its context but also based on its language.

There has been work done for Arabic automatic error correction mainly for MSA
including the work of Shaalan et al. (2012) and others included in the Arabic shared task
(Mohit et al., 2014). Still they are inadequate to process non-standardised Arabic varieties
given the significant phonological, morphological and lexicon differences between MSA
and Arabic dialects (Watson, 2007). To the best of our knowledge, this is the first effort
to process user-generated non-standardised dialectal Arabic textual data end-to-end.

3 Data Preparation

3.1 Corpus creation

As a basis we take the extended version of the unlabelled dataset of (Adouane et al.,
2018a). Our extended version of it consists of 408,832 automatically pre-processed user-
generated short texts from social media, such as forum discussions, and contains more
than 6 million words. The automatic pre-processing involves removal of punctuation,
emoticons and reduction of repeated letters to a maximum of two. Indeed, Arabic orthog-
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raphy does not use more than two adjacent occurrences of the same letter, and repeats in
social media texts are mainly typos or emphasis. For this work, we further pre-processed
this dataset by removing any existing diacritics representing short vowels because they
are used rarely and inconsistently, even in the texts generated by the same user. We
assume that such idiosyncratic variation will not affect our task in terms of semantics
and bring about more robustness to language processing, especially because diacritics are
not commonly used outside of the formal register. We also normalised many commonly
used (often french-based) Latin script abbreviations to their full versions using the most
frequent spelling in Arabic script including psk/because, r7/recipe, bnj/good morning,
b1/well, 2m1/see you tomorrow, dsl/sorry, on+/moreover, tj/always, etc.

All texts are written in Arabic script and display spelling variations, typos and mis-
spellings wrt. MSA, diglossic code-switching between MSA and local colloquial Arabic
varieties, bilingual code-switching between Arabic varieties; French; Berber and English.
From this further pre-processed unlabelled dataset, we created a parallel corpus of man-
ually normalised texts. For this purpose, we randomly selected 185,219 texts and had 5
human annotators, who are native speakers with (computational) linguistics background,
to edit and process them. The process took 6 months mainly working on lexical and syn-
tactic ambiguities which require linguistically informative decisions, and all annotators
checked the labels of each other. We give here a few examples of spelling variation, but
the corpus contains 50,456 words and 26,199 types to be normalised or corrected. Note
that we will use word to refer to lexical words and tokens to refer to lexical words plus
digits and interjections.

3.2 Labelling standard

In order to guide the annotators in producing parallel normalised text, we designed the
following labelling standard which involves (i) spelling correction and (ii) spelling nor-
malisation tasks.

3.2.1 Spelling correction for MSA

Misspelled MSA words are corrected using MSA orthography based on their context.

é ��
�
¯A

	
JÓ ,PZ@ 	Qk. , éK
Z @

	
Y

	
« ,

	
J


	
�

	
� (clean, nutritional, Algeria, discussion) are corrected as ,

	
J


	
¢

	
�

�
é

�
�

�
¯A

	
JÓ ,Q


K @ 	Qk. ,

�
éJ



K @

	
Y

	
«.
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3.2.2 Typographical error correction

The texts have been written on different kinds of keyboards resulting in lot of typos which

mainly include missing spaces like in ñk. Q
	

j
�
J

�
�AëñÊ

	
m×ð or additional spaces like in �

é Ê K
 Aª Ë

which have been respectively corrected as ð h. Q
	
m�

�
' �

�AëñÊ
	

gAÓð (and they did not let her to

go out and) and �
éÊK
AªË (the family). There are also keyboard related typos like reversing the

order of letters or substituting one letter by another like in ø



Y J. Ëð where H. should be

replaced by ø



to get the correct intended word ø



YJ
Ëð (my son).

These typos can be detected from their context by manual checking. Usually they are
not valid words and tend to be consistently generated by the same user which suggests

that they may be related to their typing style and conditions. In AîDJ

	
ª

	
¯ AîDJ


	
k the user used

the same wrong letter ø twice instead of P and the correct form is AëQ�

	
ª

	
¯ AëQ�


	
g (the better

is in something else).

3.2.3 Spelling normalisation

Non-MSA words including local Arabic varieties, French, Berber, English and neolo-
gisms are spelled spontaneously in Arabic script where users use improvised phonetically-
based orthography.

• Local Arabic varieties To deal with the spelling variation in colloquial varieties, a
conventional orthography for dialectal Arabic (CODA) has been proposed for Egyptian
(Eskander et al., 2013) and has been extended for Algerian (Saadane and Habash, 2015)
and recently for several other Arabic varieties (Habash et al., 2018). We share the
overall goals with the authors of CODA that a conventional orthography for developing
NLP tools should preserve phonological, morphological and syntactic information of
dialectal texts, should not diverge substantially from the existing forms, and should be
easy to learn and write by the annotators.

However, CODA is primarily a recommendation of guidelines with several open ques-
tions related to how these guidelines could be implemented in new scenarios. In our
case the most relevant open question is how to deal with multilingual code-switched
data found in ALG. Using the existing recommendations from CODA would be in sev-
eral cases impractical because several phonological distinctions required by the varieties
in ALG could not be encoded and would have to be listed as exceptions.
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In other cases, the application of CODA would also require a substantial rewriting of
the original user-generated text. Instead we use data statistics as heuristics to find the
canonical forms. We first train word embeddings using FastText (Joulin et al., 2016)
on the entire unlabelled data. We collect a list of all words in the corpus and for each
word we use FastText to predict the 10 most similar words and their frequencies. This
normally returns the spelling variations of that word. A human annotator then decides
whether the returned cluster should be considered as a spelling variation and assigns the
most frequent spelling as the canonical form for all word occurrences in this cluster.

This is not a trivial task to be performed fully automatically because the model often
returns unrelated words for less frequent words (case of the majority of words in the
dataset). Hence a human expertise is needed. Contrary to CODA where every word
has a single orthographic rendering, if a word has more than one frequently occurring
spelling we keep such variations because they reflect local lexical or phonological dif-
ferences which may be useful for sociolinguistic studies. For example, we keep both

spelling variations of question words è @Y
�
¯ ,

�
�@Y

�
¯ and èC«ð ,

�
�C« (when and why) because

they occurred very frequently and could be mapped to the same form if needed.

In cases where the difference between MSA and local Arabic spelling of a word is based

on phonetically close sounds such as the sounds � [s] and � [sQ] as in �
é ª ÖÞ� ,

�
é ª ÖÞ�

(reputation) or between �
H [t] and   [tQ] as in �

�K
Q £ ,
�

�K
Q
�
K (road), and the meaning

is preserved, MSA spelling is used. These cases are hard to identify automatically
and require human expertise. Making spelling MSA-like as practically as possible will
facilitate the reuse of existing MSA resources. Nevertheless, in cases where a word
does not exist in MSA and has several different spellings, the most frequent one is used
provided that it is not homonymous with another existing word. Such words include

frequent local Arabic words like BAÓ@ , ½
	

� , ÈAg. C« (so, now, for) with 27, 59 and 39

spellings respectively, along with the newly created words like 	
��
Q

	
K (I practise sports)

and 	á
	

�ÓQ
	
K (I fast).

• Non-Arabic words The dataset includes French, Berber and English words, and the
limitation of the Arabic script creates more ambiguity regrading how to spell non-
existing sounds like /g, p, v/. The most frequent spelling with long vowels is used. For
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example, the French word “journal” (newspaper) occurs with 6 spellings all mapped to
ÈA

	
KPñk. which is the most frequent spelling.

3.2.4 Word sense disambiguation

Using various languages with spelling variation at the same time creates considerable
ambiguity, especially when all the varieties are written in the Arabic script. One particular
frequent source of lexical ambiguity concerns the spelling of the French definite articles

(le, la, les) spelled as ñ Ë , B , ú


Í, either separated or concatenated to the word they

associate with. However, the Arabic spelling is ambiguous because each of the above

words means something else in MSA or local Arabic. For instance, ú


Í when written as a

separate word could either be a prepositional phrase (for me) in MSA or a relative pronoun
(who / that / which) in local Arabic. For this reason we decided to spell French definite

articles attached as prefixes like the Arabic definite article È@ . This allows disambiguation

of cases like: �
�AÓ ú



Í (hair strand dyeing) in French and (who is not) in local Arabic.

The Berber word for “window” is spelt as �
é

�
¯A£ which means energy in MSA. Since

Berber does not have a standardised spelling in Arabic script1, we decided to change the

spelling to �
é
�
¯A

�
K which is another spelling found in the dataset. Furthermore, lexical ambi-

guity is caused by the absence of sounds (and corresponding graphemes) in Arabic like

/g,v,p/. “Group” is spelled : H. ðQ
	
« , H. ñ

	
ª

�
¯ , H. ðQ

�
¯ , H. ðQk. , H. ððQ

�
¯ where H. ðQ

	
« and

H. ðQ
�
¯ mean “sunset” and “closeness” in MSA. To disambiguate these senses H. ñ

	
ª

�
¯ is used

for “group”.

3.2.5 Negation particle

The various spellings of the word A Ó cause significant lexical and syntactic ambiguity.
When written separately, it could be a relative pronoun or an interjection in MSA, a femi-
nine possessive pronoun in French, ’mother’, ’water’ or a negative particle in local Arabic.
We decided to spell this negation particle as a proclitic with a long Alif when used with

verbs ( A Ó instead of Ð). This removes ambiguity for cases like the local Arabic negated

verb 	
àA¿ AÓ (there was not) from the MSA noun 	

àA¾Ó (place) and the local Arabic 	
àA¿ AÓ @Yë

(that’s it). All negated verbs in local Arabic are spelled with A Ó as proclitic and �� as
enclitic. As a result it is easier to get the non-negated form by stripping off the negation

1Berber has its own script called Tifinagh and a standardised Latin spelling.
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clitics. By removing the initial AÓ and the final �
� from �

�¢J
«AÓ (he did not call) we get ¡J
«

(he called).

3.2.6 Word segmentation and tokenisation

Users tend to spell prepositions, reduced question words and conjunctions as proclitics.
This creates an unnecessary sparse and large vocabulary. To reduce the size of the vocab-

ulary, we write such proclitics as separate full forms, among others: , ú



	
¯ , Ð , h ,

�
�ð

Bð , è , É« , ¨ , ©
�
K , CK. , ¼ ,

	
¨ , A

�
� ,

�
�@ð ,

	
¬ , ð@ , ú



». We split ú



Í and AÓ when they

occur as relative pronouns attached to a verb. 	
àñºJ


�
�ð (who is him) is tokenised to �

�@ð

	
àñºK
,

�
éÓ 	PBAÓ (from the crisis) as �

éÓ 	PB@ 	áÓ , ñËQK
Y
	
Jk (I will make him) ñËQK
Y

	
K h@P, and split

relative pronouns in ø



A
	
JÒ

�
J
�
KAÓ (what you wish) as ø



A
	
JÒ

�
J
�
K AÓ and 	

àA¾J
Ë (who was) as 	
àA¿ ú



Í.

Other ambiguous cases include A
	
K @Pð which could be either A

	
K @P 	áK
ð (where are we) or A

	
K @P ð

(and we are) or A
	
KZ @Pð (behind us) depending on the context.

3.2.7 Abbreviations and acronyms

We collapse acronyms written as several tokens to a single token and extend abbreviated

words to their full form based on their context. For instance, �@ Ð

@ �B is collapsed to

�AÓA�B (SMS), and ¼ Ð is extended to �
èQ�
J.»

	
¬Q

	
ªÓ (tablespoon).

4 Data Statistics and Alignment

4.1 Data statistics

The final processed parallel corpus, described in Section 3 consists of 185,219 unique
(input, output) text pairs where the input is from the automatically pre-processed data and
the output is from the manually corrected and normalised data. Table 6.1 shows statistics
about the parallel corpus where input corpus refers to the not corrected and normalised
corpus and the output corpus refers to the corrected and normalised version. In more
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details, 90.20% of types (unique words) in the input corpus occurred less than 10 times
and 59.60% of them occurred only once in the entire corpus. These figures serve to give
an idea about how sparse the data is. The difference in the vocabulary size between
the two corpora (50,456 words and 26,199 types) is primarily because of the introduced
transformations.

Corpus # words # types longest text (# words)
Input 3,175,788 272,421 112
Output 3,125,332 246,222 112

Table 6.1 Statistics about the parallel corpus.

4.2 Data alignment

Another difference between the two corpora is that the lengths of the input and the output
may vary as a result of different tokenisation. This is not a problem in terms of machine
learning, because the models described in Section 5 are designed to deal with variable
length input and output sequences. However, because our two sequences are from the
same language with the same meaning (the only difference is in spelling) we expect that
alignment at the token level will lead to improved performance (see Section 6.1).

To this end, we have developed an aligner whose task is to make sure that every single
unit (token) in the input (with potential misspelling) matches a unit (token) in the output.
This may seem trivial until one remembers that misspellings may include added or deleted
spaces. Our aligner works by computing the minimal edits to transform the input into the
output (using the standard Levenshtein distance algorithm).

These minimal edits are not the basis for training (they will be discarded) unless they
concern spaces. If a space is added, then to preserve word alignment we replace the corre-
sponding space in the output by a special symbol (#). In inference mode (see Section 5.4),
this symbol will be replaced by a space. If on the contrary a space is deleted, then it is
added back (and words are aligned again). A special extra symbol ($) is added to mark
that a spurious space was added and should be eventually deleted again when the model
is used in inference mode. This alignment algorithm provides correct results whenever
the Levenshtein distance at the sequence level is the sum of the Levenshtein distances for
each unit (token) that is misspellings are not so large as to make deleting/inserting whole
words a shorter operation than changing characters within words; and this condition is
satisfied in our corpus.
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5 Models

We frame the task of spelling correction and normalisation as a sequence-to-sequence
(seq2seq) prediction problem, i.e., given an input sequence what is the best predicted
output sequence. Note that sequence refers to user texts of any length including one token
or more. We use an encoder-decoder architecture which consists of two neural networks
where the first one reads an input sequence and transforms it into a vector representation,
and the second one, representing a language model, conditions the generation of output
symbols on the input sequence representation and generates an output sequence (Cho
et al., 2014a).

Sequence Encoder (3 x CNN)

or  

Token Decoder (LSTM)

Dense layer

معندناش كلي قوطى ھریسا

ماعندناش كولي قوطي ھریسة

Input layer

Embedding layer

Encoder layers

Decoder layer

Output layer

input characters in [0..48]

LSTM 2 x CNN
Token Encoder

Character  Encoder

Figure 6.1 Model architecture.

As shown in Figure 6.1, the encoder consists of two sub-neural networks, namely token
encoder and sequence encoder.

5.1 Token encoder

It reads the input sequence character by character and outputs a vector representation for
each token in the sequence. Two configurations are used: either an LSTM encoder or a
CNN encoder.
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• LSTM encoder: represented in yellow and takes as input character embeddings
with vocabulary size of 49, 100 dimensions, token representation size of 50 and a
dropout rate of 30%.

• CNN encoder: represented in red and takes as input character embeddings. It is
composed of 2 CNN layers with 50 filters of size 5, a ReLU activation, a dropout
rate of 20% followed by max pooling in the temporal dimension.

5.2 Sequence encoder

Represented in blue and consists of 3 CNN layers with 200 filters for the two first layers
and 100 for the third layer, all filters have size 3, ReLU activation and 0.05 dropout.

5.3 Token decoder

It is composed of one character-based LSTM layer with the same hyper-parameters as the
LSTM encoder, followed by a dense layer.

5.4 Training and inference

All models are trained end-to-end to maximise the likelihood of the output sequence con-
ditioned on the input sequence for 150 epochs using a batch size of 64 and Adam opti-
miser. Gradients with a norm greater than 5 are clipped.

For inference (generating an output character sequence), we use beam-search with a
size of 20. Note that beam-search is used only to generate an output sequence and does not
influence neither model training nor validation. The models generate characters starting
from the start symbol (<) and stop at the end symbol (>) or at a predefined sequence length
given as a hyper-parameter, whichever comes first.

6 Experiments and Results

In order to test our models and the gain from the aligner (see Section 4.2), we experiment
with both versions of data: the non-aligned and the aligned data. It is worth mentioning
that the only difference between them is that the aligned one contains extra symbols (#
and $) marking missing or extra spaces. An extra space – thus word– is also added for
every dollar sign. Moreover, to measure the effect of the context, we feed the data either
token-by-token or sentence by sentence.

We split both the datasets into 75% (138,917 samples) for training, 5% (9,261 sam-
ples) for development, and 20% (37,041 samples) for validation. The reported hyper-
parameters in Section 5 were fine-tuned on the development set.
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We conduct two evaluations: (i) how well the suggested models perform on the
seq2seq task, and (ii) how good is the best performing model for spelling correction and
normalisation task, and what is its effect as a pre-processing step on downstream tasks
like Semantic Textual Similarity (STS). We evaluate (i) using character-level accuracy,
and we evaluate (ii) by calculating Precision, Recall and the F-score for the class of to-
kens that should be changed. Hence, Recall is the ratio of the correctly changed tokens
to the number of tokens that should be changed, and Precision is the ratio of the correctly
changed tokens to the number of tokens that are changed. F-score is the harmonic average
of both.

Models Input Data Validation
1 LSTM-Token-seq sequence of tokens non-aligned 23.90
2 CNN-Token-seq sequence of tokens non-aligned 89.20
3 CNN-Token-seq-alig sequence of tokens aligned 96.20
4 CNN-Token-token-alig one token aligned 87.10

Table 6.2 Accuracy (%) of models on Seq2seq task.

6.1 Comparing models on Seq2seq task

In Table 6.2 we report the overall character level accuracy of the 4 best performing models
for each configuration and experiment: (1) LSTM-Token-seq: the model with the Token
LSTM + Sequence encoder (yellow and blue parts of Figure 6.1) and Token decoder, (2)
CNN-Token-seq: the model with the Token CNN + Sequence encoder (red and blue parts
of Figure 6.1) and Token decoder. Both (1) and (2) are trained and evaluated on non-
aligned data with a sequence of tokens as input. (3) CNN-Token-seq-alig the same as
model (2) but trained and evaluated on aligned data. (4) CNN-Token-token-alig: the same
as (3) but with one token as input (token-by-token).

Results indicate that the LSTM encoder in (1) does not suit our task / data and fails
to learn the sequential representations with an overall character accuracy of only 23.90%.
This could be because of the high sparsity of the data which makes it hard to learn regular-
ities. In contrast, the CNN encoder in (2) performs much better, with an overall character
accuracy of 89.20%, suggesting that learning sequences of patterns through convolutions
suits better our task / data than sequence modelling with LSTM. This is in line with what
has been reported for machine translation in (Gehring et al., 2017).

The CNN encoder performs even better with the aligned data in (3). The difference
can be attributed to the positive effect of the aligner which boosts the accuracy by 7%.
The 9.1% drop in the accuracy in (4) compared to (3) is due to the lack of word context.
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This indicates that word context is essential, especially for word sense disambiguation in
such highly varied data.

6.2 Quality and effect

• Quality We use the best performing model (3) and run the inference mode, (see Sec-
tion 5.4), on the validation set which contains 567,308 words of which 507,429 words
are already correctly spelled and 59,880 words must be changed, either corrected or nor-
malised. We perform quantitative and qualitative analysis of the generated sequences in
terms of the changed spellings at a word level. Model (3) achieves an overall F-score of
64.74%, Recall of 88.58% and Precision of 51.02% on the words to change. It correctly
spells 53,041 words from the total words to change and fails to correctly change 6,839
words. However, it introduces 50,914 incorrect changes (newly misspelled words or
infelicitous corrections).

• Error analysis Examining the generated sequences shows that most errors are at the
level of one character (duplicating or substituting one character) and the generated
words are very similar to the reference. This is similar to the conclusion of Tiedemann
(2009) that many errors of a character level phrase-based statistical machine translation
for Norwegian and Swedish are of small length. Furthermore, we find that most of the
not properly corrected words actually do not have enough representative instances, i.e.,
most of them occurred only once in the validation data and were not seen during the
training. The high sparsity of the data is an interesting challenge for the current neural
networks for which more research is needed.

With the settings of our experiments, the high Recall of the model at a word level
indicates that it can be used for detecting errors and words to normalise but not for
automatically fixing them because of its low Precision. Actually the reported low Pre-
cision is not that dramatic as it might seem because it is aggressive, i.e., a single wrong
character means the entire word is wrong. Besides improving our inference settings, a
better metric for evaluating such cases is needed.

• Effect We evaluate the effect of spelling correction and normalisation, as a pre-processing
step for downstream tasks, on detecting binary Semantic Textual Similarity. We chose
this task because it is one of the few available tasks for ALG we are aware of. We apply
our spelling correction and normalisation on the ALG data reported by Adouane et al.
(2019). We replicate the best performing model for which the authors report an accuracy
of 92.76%, and we get an accuracy of 94.40% with the same settings. The gain indicates
that the spelling correction and normalisation is potentially a useful pre-processing step
for downstream tasks.
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7 Conclusions and Future Work

We compiled a new parallel corpus for ALG with linguistically motivated decisions for
spelling correction and normalisation. Considerations such as being practical to imple-
ment and suitability for our goals are taken into account. We designed, implemented
and tested 2 deep neural network architectures trained end-to-end to capture the knowl-
edge encoded in the corrected and normalised corpus. The results showed that a CNN
token-sequence encoder and an LSTM decoder performed the best when including con-
text information. Additionally, applying a token aligner on the input data yielded better
performance compared to the non-aligned data. Even though, with the current inference
settings, the model generated some errors at a character level mainly due to the data spar-
sity, it is general and does not require extra resources except a parallel corpus. Hence it
could be applied to other languages with the same settings.

In future work, we plan to improve the current inference mode by investigating other
settings, improve the decoder by pre-training on the corrected and normalised data and a
large MSA corpus to avoid generating incorrect character sequences. Moreover, we will
evaluate the model extrinsically by using it to pre-process data for tasks such as code-
switch detection, and topic detection to see how much it helps or hinders attempts to
tackle these tasks.
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Identifying Sentiments in Algerian Code-switched
User-generated Comments

Wafia Adouane, Samia Touileb, and Jean-Philippe Bernardy

Abstract

We present in this paper our work on Algerian language, an under-resourced
North African colloquial Arabic variety, for which we built a comparably
large corpus of more than 36,000 code-switched user-generated comments
annotated for sentiments. We opted for this data domain because Algerian
is a colloquial language with no existing freely available corpora. Moreover,
we compiled sentiment lexicons of positive and negative unigrams and bi-
grams reflecting the code-switches present in the language. We compare the
performance of four models on the task of identifying sentiments, and the
results indicate that a CNN model trained end-to-end fits better our unedited
code-switched and unbalanced data across the predefined sentiment classes.
Additionally, injecting the lexicons as background knowledge to the model
boosts its performance on the minority class with a gain of 10.54 points on the
F-score. The results of our experiments can be used as a baseline for future re-
search for Algerian sentiment analysis.

1 Introduction

Sentiment Analysis (SA) is a well-established NLP task which is commonly framed as
a text classification problem. SA includes various related applications, depending on the
domain and its real-world use, such as product reviewing and opinion mining. It has been
applied to several domains, mostly for curated monolingual data. Recently, however,
the focus has been extended to new domains and settings, namely to user-generated data
which reflects real-world use cases.
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In this paper, we focus on identifying and classifying sentiments by analysing user-
generated comments on YouTube videos. We work with comments written in Algerian
Arabic, a non-standardised Arabic variety characterised by heavy code-switching between
co-existing languages and language varieties mainly Modern Standard Arabic (MSA),
Berber, French, and local Arabic variants.

There is a large body of work on SA for Arabic, largely for MSA and Middle Eastern
Arabic varieties (Rushdi-Saleh et al., 2011; Abdul-Mageed and Diab, 2012; Zbib et al.,
2012; Aly and Atiya, 2013; Nabil et al., 2015; ElSahar and El-Beltagy, 2015; Salameh
et al., 2015). Even so, there has been less work done for Northern African Arabic varieties,
which are indeed colloquial languages, due primarily to the scarcity of written linguistic
resources.

However, new social media platforms made it possible to obtain user-generated data
reflecting real use of such languages. In interactive communication channels, users use
speech-like languages to express themselves with spontaneous spelling for non-standardised
languages. Hence this domain is potentially a useful resource for analysing the linguistic
properties of this kind of unedited code-switched textual data, and therefore better under-
standing how these languages are naturally used.

This paper is an attempt to bridge the gap in sentiment analysis for user-generated data
written in colloquial languages. As main contributions, (i) we introduce our newly built
linguistic resources collected from YouTube (corpus and sentiment lexicons) for Algerian,
and labelled for sentiments. To the best of our knowledge, this is the largest user-generated
corpus labelled for sentiments for Algerian. (ii) We compare the performance of Support
Vector Machine (SVM) and three end-to-end deep neural networks (DNNs) on identifying
sentiments from code-switched colloquial language. (iii) We try to improve the best DNN
models by injecting sentiment lexicons as background knowledge and by augmenting the
number of instances for minority classes in training data.

In what follows, in Section 2 we briefly review related work. In Section 3 we describe
our newly built linguistic resources, inter alia, corpus creation and labelling, sentiment
lexicon compilation along with their detailed statistics. In Section 4 we present the ap-
proaches and the models that we use to identify sentiments from comments on social
media. In Section 5 we describe our experiments and discuss the results. We conclude in
Section 6 with our main findings and future plans.

2 Related Work

The largest body of research in sentiment analysis —including its various applications—
is predominantly done for English. However, recently research has expended to other
languages, such as Arabic and its colloquial varieties. Traditionally, sentiment analysis
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was heavily based on sentiment lexicons (Turney, 2002; Hu and Liu, 2004; Taboada et al.,
2011). That is to say, a sentiment of a text segment, be it a document or a sentence, was
computed based on sentiment lexicon lookup by counting the number of positive or nega-
tive words. This approach, however, has proven to be limited because negation, intensifi-
cation, downtoning, etc., can alter the polarity of words (Taboada et al., 2011). There have
been a few attempts to overcome these limitations, among others, Taboada et al. (2011)
who considered classifying the polarity of documents using lexicon information and rules
for negation and intensification. They reported that their approach outperformed machine
learning when tested across domains.

The focus in sentiment analysis has lately shifted to the use of end-to-end learning
using information from the training corpus, and sometimes relying on the use of pre-
trained embeddings and incorporating sentiment knowledge into their models. Moreover,
Lei et al. (2018) used two sentiment lexicons, and Shin et al. (2017) used extra infor-
mation from six lexicons with a Convolutional Neural Networks (CNN), and reported
competitive results on one of the SemEval-2016 tasks. Similarly, Barnes et al. (2019) in-
corporated lexicon information into a Bidirectional Long Short-Term Memory (BiLSTM)
sentiment classifier using a multi-task learning framework. Nonetheless, most approaches
for sentiment analysis have not incorporated lexicons, but they heavily rely on end-to-end
supervised approaches. For sentence-level sentiment analysis, Kim (2014) and Dahou
et al. (2016) used CNN models, Qian et al. (2017) used a variation of LSTM, and Tai
et al. (2015) used tree-structured LSTM.

Sentiment Analysis work for Northern African Arabic was done, among others, by
Elouardighi et al. (2017) who used a combination of various features to train an SVM,
random forests, and decision trees to classify MSA and Moroccan Facebook comments.
At the same time, Medhaffar et al. (2017) used SVM, Binary Naive Bayes, and a Multi-
Level Perceptron trained on three different corpora: an MSA corpus (OCA – (Rushdi-
Saleh et al., 2011)), a corpus of MSA and other Arabic dialect (LABR – (Aly and Atiya,
2013)), and TSAC (Tunisian Sentiment Analysis Corpus) corpus, a code-switched corpus,
to prove that it is necessary to train classifiers on dialects to achieve good accuracy. More
recently, Jerbi et al. (2019) used the code-switched corpus TSAC presented in Medhaffar
et al. (2017) for sentiment classification into the two classes positive and negative using
the deep neural approaches LSTM, BiLSTM, deep-LSTM, and deep-BiLSTM, along with
word embeddings. The authors reported that their approach of deep-LSTM outperformed
the models presented by Medhaffar et al. (2017), and achieved and overall accuracy of
90%.

With respect to sentiment analysis for Algerian specifically, little work has been done.
Mataoui et al. (2016) proposed a lexicon-based approach for SA on Facebook comments
using resources translated from MSA to generate three lexicons (of keywords, negations,
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and intensification words), and a list of emoticons and “common” Algerian phrases used
to express polarity. They reported an accuracy of 79.13%. Then Guellil et al. (2018) auto-
matically translated an English sentiment lexicon to Algerian while keeping and transfer-
ring the polarity of the English words. They also automatically labelled Facebook com-
ments as positive or negative based on the constituents’ polarities, using a Bag-of-Words
(BoW) model and document embeddings. The authors used five different sentiment clas-
sifiers, namely SVM, Naive Bayes, Logistic Regression, Decision Trees, and Random
forest and reported an F1-score of 72 for comments written solely in Arabic script, and 78
for comments written in Latin script both achieved using Logistic Regression. Likewise
Soumeur et al. (2018) manually labelled a corpus of more than 25,000 comments col-
lected from Facebook pages of 20 companies into positive, negative, and neutral classes.
However, they translated all code-switched segments into Arabic words and transliterated
words written in Latin script into Arabic script. They reported that a CNN model with a
BoW representation achieved the best performance with an accuracy of 89.5%.

Unlike in the earlier mentioned work, in all our resources in this work, we use user-
generated data without any transformation except for a simple automatic pre-processing
done to reduce the size of the vocabulary. Furthermore, we take advantage of deep neu-
ral networks trained end-to-end to identify sentiments from unedited and code-switched
user-generated comments written in Algerian in both Arabic and Latin scripts. Also, we
experiment with two ways to improve the performance of our models, notably injecting
the sentiment lexicons as background knowledge to a CNN model and augmenting the
training data to overcome the problem of unbalanced data.

3 Linguistic Resources

3.1 Corpus creation and properties

To the best of our knowledge, there are no adequate Algerian corpora labelled for senti-
ment analysis that would serve our purpose, we therefore created our own corpus. To do
so, we compiled a list of 139 popular Algerian YouTube channels that span a wide range
of genres from news, politics, sports, cooking, vlogs, product reviews, and TV-shows. We
manually collected 50,000 comments or posts of different lengths, and removed all com-
ments that were not written in Algerian, such as those written in Modern Standard Arabic
(MSA) or another Arabic dialect, namely Moroccan, Tunisian, Egyptian, etc. We also
removed all comments that were entirely written in Latin script (French or Arabic written
in Latin script), but we kept those written in mixed scripts –Arabic and Latin. Likewise,
we kept all comments that were a mix of MSA, Berber, French and local Algerian Ara-
bic. This decision is based on the fact that Algerian Arabic is a mixture of co-existing
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languages and language varieties written in non-standardised orthography both in Latin
and Arabic scripts.

The example in (1) is a user-generated comment written entirely in Arabic script which
displays code-switching at a word level between several varieties; exhibited in the use of

the following words: MSA (É¾
�

�Ó , ú
�
æk , AÓ , ÐA« ,ð , ø



Y

	
J« ,

�
�mÌ'@ , ¼Y

	
J« – you have, right, I

have, and, year, not, any, problem), French ( 	á�

�

�AÓB – washer), and local Algerian Arabic:

( AëAªÓ , Aî
�
DK
Qå

�
� , ú



ÎÓ ,

�
éjJ
ÊÓ ,

	
¬@ 	QK. ð , Aî

�
D

	
k , ø




	
XAë – this, like it, very, good, since, bought it, with

it). Note that in formal MSA people might express the same meaning using other words.

(1) a. ø



Y
	
J« AÓð Aî

�
DK
Qå

�
� ú



ÎÓ ÐA« ø



Y

	
J«ð

�
éjJ
ÊÓ

	
¬@ 	QK. ð Aî

�
D

	
k ø



Y

	
J«

	á�

�

�AÓB ø



	
XAë

�
�mÌ'@ ¼Y

	
J«

É¾
�

�Ó ú
�
æk AëAªÓ

b. You’re right, I have the same washer and it is very good. I have had it for a
year and have had no problems with it.

(2) a. ú



�
æJ.�
J.k

	á
	
K ½m�

	
� B Q�


	
« ½J


	
¯ ñªJ.

�
�
	
K èC« A

	
Jk BAÓ

	
�ªK. ©Ó ñkQ

	
®

	
Kð

	
�ªK. ©Ó ñºJ.

	
K Ð 	PB

èñJ. m
�

	
' ½J


	
¯

�
�Ê¿ð ¼ñJ. m

�
	
' bn courage bn continuation.

b. We should support each other otherwise why are we following you, just to
laugh! No dear, we love you and love everything in you, good luck!

The example in (2) also displays code-switching, between MSA (, ú



�
æJ. �
J.k , ½m�

	
� ,

	
�ªK. , ©Ó

½ J

	
¯ – with, each other, dear, in you), French ( 	á

	
K – no) and local Algerian Arabic ( , Ð 	PB

èñJ. m
�

	
' ,

�
�Ê¿ð , ¼ñJ. m

�
	
' , B ,Q�


	
« ,ñªJ.

�
�
	
K , èC« , A

	
Jk , BAÓ ,ñkQ

	
®

	
Kð ,ñºJ.

	
K – we must, we cry, we will be

happy, so, we, why, follow, just, no, we love you, and everything, we love it). In addition
to the code-switching at a word level, the user mixes Arabic and Latin scripts. Because
local Algerian Arabic is a colloquial language with no standardised orthography, people
use speech-based spelling particularly lots of spelling variations reflecting local/regional
pronunciation. We leave the data unedited, with typos and misspelling of MSA words.

We applied the following cleaning procedure on the raw data. The encoding of Arabic
characters was normalised so that equivalent characters were mapped to a single Unicode
point. All comments were anonymised, i.e. users’ information was deleted manually and
all mentions of people were automatically replaced by others, while keeping their context
meaningful. Mentions of celebrities and political figures were kept, generic references,
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such as ú



�
æ

	
k (sister), AK
ñ

	
k ,ñ

	
k (brother), and �

é
	
Kñ

	
Jk , ú




�
æJ.�
J.k , A

	
JJ. �
J.k , ú



¾K
Qå

�
� , ú



æ
.
kA� (friend) were

also kept. Long comments were trimmed and split where there was a clear split, both at
sentence boundaries and when a user clearly expressed opinions on two different topics.

As for its statistical properties, after cleaning, our corpus consists of 36,120 unedited
short colloquial comments or relatively short texts with an average length of 14.47 tokens
or 74 characters, as is expected given the data source (social media). It comprises 522,890
tokens (lexical words, digits and emoticons, punctuation not included) and 78,482 unique
tokens.

The corpus displays also the linguistic properties of Algerian Arabic, mentioned ear-
lier, namely code-switching, spelling variations and spelling errors for MSA, hence in-
creasing the data sparsity. Another property of our corpus is that it consists of discussions
and sub-discussions—in essence short written multilogues. We kept the order of the com-
ments exactly as found on the platform (YouTube) to keep a larger context. That is, a user
may refer to different things at the same time in one short comment, such as comment on a
video, comment on previous comments, and talk about personal experiences or something
completely unrelated. Users also quote each other a lot, or quote segments from the video
or from previous comments and comment on them.

3.2 Corpus labelling and statistics

In sentiment analysis, texts are commonly classified based on their polarity: either as
positive (POS) or negative (NEG), or neutral (NEU). In our case, users comment on videos
or give their feedback on something related or unrelated, they agree, disagree, give their
own experience, or add new information. Therefore to be realistic and model the user-
generated data at hand, we decided to add the class MIX for the cases where users combine
polarity or add new information in addition of the three standard classes (POS, NEG,
NEU).

More precisely, our labelling guidelines are as follows: use POS or NEG if it is un-
derstood from the comment that its generator is clearly expressing something positive or
negative as in examples (3) and (4) respectively; use NEU if the comment does not bear
any sentiment, like inserting a piece of information or a quote, or asking questions as in
example (5); otherwise use MIX for cases combining POS, NEG and/or NEU as in exam-
ple (6) where the user is positive about the video presenter and negative about previous
comments. Two Algerian native speakers labelled the corpus described in Section 3.1,
taking the users’ perspectives into account.
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(3) a. PPðñ
	
¯

�
éJ
Ê

�
®« ¼Y

	
J« ½J
Ê«

�
HñÖ

	
ß éë

b. I love you I love your way of thinking.

(4) a. èñK
Pñ
�
K ðYK


	Q
�
K Q�


	
j�Ö

�
ß XAë

�
�ð ðQK


	P ñ
	
®J


	
K

b. Low level what is this joke and you dare to show it!

(5) a. �
IK
YK. ú



» ¼QÒª

	
¯ ÈAm�

�
�

b. How old were you when you started?

(6) a. ú


ÎÒ» H. ñ£

�
I

	
K@ Ñêm�'

. Q
�
K B é<Ë @ lk

.
A
	
K ú



Í ñëQºK
 ¼AK
 ¼QK.

	áK
PAJ

	
« 	áK
AK.

b. It is clear they are just jealous (of you) they hate someone who succeeds may
God fail them, you are top carry on!

The final labelled corpus does not maintain balance between classes. Precisely, as
shown in Table 7.1 below, we have 10,698 comments for POS, 6,424 for NEG, 11,736 for
MIX, and 7,262 for NEU.

POS NEG MIX NEU
Train 7,330 5,017 8,357 5,682
Dev 1,285 559 1,187 581
Test 2,083 848 2,192 999
Total 10,698 6,424 11,736 7,262

Table 7.1 Distribution of comments over classes.

We measure the reliability of the human judgments by computing the inter-annotator
agreement (IAA), corresponding to how often annotators made the same decisions (agreed)
and how many times they made different decisions (disagreed). To this end, we shuffled
the data and randomly selected 2,000 comments (labelled by the two annotators of the
entire corpus). Their IAA computed using standard Cohen’s kappa coefficient κ is 0.75.

To gain more confidence on agreement, we also asked two additional Algerian native
speakers to label the same 2,000 comments following the same guidelines as above.

We calculated the inter-annotator agreement with four annotators: the two annotators
of the entire data plus the two additional ones who were separately asked to label the pre-
viously mentioned sample of 2,000 comments. All annotators worked independently from
each other after agreeing on labelling guidelines. We used two IAA measures: Krippen-

dorff’s alpha and Fleiss’ kappa, and obtained the following scores: Krippendorff’s alpha
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Figure 7.1 Per-class overview of the agreements between four native annotators.

α = 0.89, and Fleiss’ kappa κ = 0.89. These values provide strong evidence for good
agreement. The per-class tallies shown in Figure 7.1 indicate that annotators disagreed
more on the MIX and NEU classes.

3.3 Sentiment lexicons

We constructed small positive and negative sentiment lexicons using the entire labelled
corpus. To do so, we first identified the 2,000 terms that are the most correlated with
each of the positive (POS) and the negative (NEG) classes using the chi-squared test. We
looked for both unigrams and bigrams. We then curated these lists, and manually added
a list of most common Algerian positive and negative words and emoticons that were
not already in the lists. This resulted in a positive lexicon of 917 entries and a negative
lexicon containing 647 entries. The lexicons reflect the nature of the Algerian language
and contain both borrowings and code-switched entries.

4 Models

We frame the task of identifying sentiments from social media as a text classification prob-
lem. That is, given a comment (text segment of any length) predict the sentiment among
the predefined classes. We compare the performance of four models: (1) a Linear Support
Vector Machine (SVM) with bag-of-words representations of the data as features. Three
Deep neural models with different configurations, (2) using Convolution Neural Network
(CNN), (3) using Long Short-Term Memory (LSTM), and (4) using Bi-directional Long
Short-Term Memory (BiLSTM) as summarised in Figure 7.2.
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Figure 7.2 Model architectures. Each of the 3 DNN models takes a user comment as input
and outputs a class from the set of sentiment classes POS, NEG, NEU, and MIX.

• CNN (in dark orange), is comprised of two passes, one creating word representations
from characters, and one taking a sequence of these representations and classifying it.
To construct word representations, we first use a character embedding layer mapping
each of the 430 possible characters to a 50-dimensional representation. Then we use a
convolution layer with filter size 3 followed by ReLU activation and max-pooling in the
time domain. The sentence-level analysis is composed of two convolution layers. The
first layer has 50 features and the second has 30. Both layers use a filter size of 3 with
a dropout rate of 15%, followed by ReLU activation. This architecture is similar to that
proposed by Adouane et al. (2019), but uses different hyper-parameters.

• BiLSTM (in yellow) takes word embeddings with a vocabulary size of 326,847 and
embeddings dimension of 100. It consists of one BiLSTM layer with 100 units with a
dropout rate of 10% followed by a global max pooling layer.

• LSTM (in blue) takes as input the same word embeddings as in the BiLSTM. It is
composed of 2 LSTM layers where the first layer has 200 units and the second has 100
units with dropout rate of 20% between the layers.

In each of the three configurations (CNN, BiLSTM and LSTM), the final stage of the
DNN is a dense layer (in green) with a softmax activation layer which maps their outputs
to sentiment classes. All neural models are trained end-to-end for 60 epochs using a batch
size of 64 for CNN and 128 for LSTM and BiLSTM, and Adam optimiser. Gradients with
a norm greater than 5 are clipped.
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5 Experiments and Results

In order to evaluate the performance of the models on identifying sentiments, we shuffle
the data and randomly pick 6,122 samples as a test set, 3,612 samples as a development
set and the remaining 26,386 as a train set.

The hyper-parameters mentioned in Section 4 were fine-tuned on the development set.
Table 7.1, mentioned earlier, shows the number of comments for each set by sentiment
class. Table 7.2 gives a summary of the number of tokens and comments for each set.
Note that overlapping #Unique tokens between sets were counted only once, hence the
total is less than the sum of the #Unique tokens of all sets.

Train Dev Test Total
#Comments 26,386 3,612 6,122 36,120
#Tokens 367,483 57,874 97,533 522,890
#Unique tokens 63,117 16,664 24,274 78,482

Table 7.2 Corpus statistics with distribution over the 3 sets. Note that overlapping
#Unique tokens between sets were counted only once, hence the total is less than the
sum of the #Unique tokens of all sets.

As shown in Table 7.3, in terms of overall accuracy, the BiLSTM outperforms other
models with an accuracy of 66.78%, compared to LSTM with 66.67%, CNN with 65.37%
and SVM with 61.65%. In terms of macro F1, our CNN is the best performing model.
Nevertheless, because the data is unbalanced, we are more interested in the performance
of the models for each sentiment class.

Model Accuracy (%) Macro F1
BiLSTM 66.78 48.53
LSTM 66.67 48.70
CNN 65.37 60.17
SVM 61.65 58.50

Table 7.3 Overall accuracy (%) and macro F1 of the models.

As you can see in Figure 7.3a, BiLSTM (in yellow) and LSTM (in blue) are too biased
to the two majority classes. They perform well on POS and MIX classes achieving a F-
score of 95.77 and 95.18 respectively on POS, and 93.46 and 93.13 on MIX. However,
they perform poorly on the two minority classes, namely NEG and NEU with an F-score
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(a) (b)

Figure 7.3 F-score of each model per sentiment class.

of only 2.46 and 2.07 on NEG, and 2.41 and 4.40 on NEU.
At the same time, the CNN (in orange) performs worse than BiLSTM and LSTM with

an F-score of 78.85 on POS and even less on MIX achieving only 66.29 F-score. But it
performs much better on NEG and NEU with an F-score of 39.11 and 56.42. Surprisingly
the SVM (in light green) performs the best for NEG achieving an F-score of 48.46, and
less than the CNN on NEU with 53.60 F-score. Still the SVM performs the worst on POS
and MIX with only 73.73 and 58.19 F-score respectively.

Model POS NEG MIX NEU
BiLSTM 95.86 2.24 93.39 2.67
LSTM 95.64 1.92 92.84 4.75
SVM 75.59 55.47 52.91 57.16
CNN 78.16 40.87 65.97 56.08
CNN-lexicon 73.65 53.47 66.37 55.20
CNN-augmented 75.53 45.61 69.72 54.95

Table 7.4 Precision (%) of each model per sentiment class.

With regards to Precision and Recall, as shown in Tables 7.4 and 7.5 the CNN achieves
a reasonably good Precision and Recall on all classes along with the SVM in comparison
to the LSTM and BiLSTM.

Summing up the results, the CNN outperforms LSTM-based models and SVM for all
classes except for NEG where it is outperformed by the SVM. This could be explained
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Model POS NEG MIX NEU
BiLSTM 95.68 2.71 93.52 2.20
LSTM 94.72 2.24 93.43 4.10
SVM 71.95 43.02 64.65 50.47
CNN 79.55 37.50 66.61 56.76
CNN-lexicon 80.12 46.34 63.74 57.76
CNN-augmented 80.75 50.83 55.57 66.17

Table 7.5 Recall (%) of each model per sentiment class.

by the fact that deep neural models —based on stacking layers with many non-linear
transformations— perform better with more data as they are able to learn increasingly
more abstract representations. That is, learning the underlying hierarchical structures
from the data (with CNN) better fits the data at hand compared to modeling its structures
sequentially (LSTM). In fact, the CNN is the only tested model that accesses informa-
tion at a character level, thus potentially making it robust to data sparsity in the form of
misspellings, etc.

On the other hand, the Linear SVM —a binary classifier in its core— can not handle
large unbalanced data with multiple classes. Unexpectedly it outperforms CNN for NEG
class both in Precision and Recall (see Appendix). One possible explanation is that the
number of NEG samples is not enough for the CNN to learn patterns from the noisy sparse
data, and hence it is hard to extract useful features from the train data and generalise them
to the test data.

In the following we experiment with other ways to improve the performance of the
CNN model.

5.1 Injecting the sentiment lexicons to the CNN

One way to improve the CNN performance is to add information from the sentiment
lexicons, described in Section 3.3, as background knowledge. To this end, we encoded
the lexicons and injected them to our CNN model. As show in Figure 7.3b, the lexicons
boosted the performance of the CNN (referred to as CNN-lexicon in dark green) by 10.54
F-score points gain on NEG and 1.34 on NEU. Nonetheless, its F-score dropped by 2.1
points on POS and 2.55 on MIX.

5.2 Adding augmented data to the CNN

To deal with the unbalanced data, we experimented with augmenting the number of minor-
ity classes by duplicating all NEG and NEU samples in the training set without changing
the test set. We retrained the CNN-lexicon, see Section 5.1, with the augmented data and
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referred to it as CNN-augmented. The results in Figure 7.3b (in grey) indicate that the data
augmentation has a positive effect on NEU with a gain of 2.28 points in F-score mainly
due to boosting its Recall with 8.41 percentage points.

On the other hand, its Precision on MIX increased while its Recall dropped by 8.17
points (see Appendix). The same trend is observed for NEG where Recall increased
by 4.49 points, achieving the best results, Precision dropped by 5.22 points. On POS,
the augmented data has a slightly positive effect both in terms of Precision and Recall.
Overall, there is a trade-off between the Recall and Precision of the sentiment classes.

It is worth mentioning that we also experimented with pretrained embeddings as op-
posed to learning embeddings along with a model itself (not included). For this we
trained word embeddings using FastText (Joulin et al., 2016) on a large user-generated
data (Adouane et al., 2019) and plugged them into the deep neural models in Section 4.
Nevertheless, the addition was not helpful, i.e. the difference was not clear compared to
the models without the pretrained embeddings.

5.3 Error analysis

Looking to the confusion matrices (not shown for concision), we found that a common
confusion of the CNN models with different setups (CNN, CNN-lexicon and CNN-aug)
is between MIX and POS with 349, 424 and 440 cases respectively. Whereas LSTM
and BiLSTM confuse mostly between NEU and NEG with 908 and 930 cases. This is
reflected in the above reported results. Confusing MIX and POS could be related to the
fact that the MIX class is defined as any combination of the rest of the classes, namely
NEG, NEU and POS.
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b. Follow a diet to loose some weight and you’ll become a bit gorgeous
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b. What a great video ending, disgusting!
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b. I love (when you said) I hate you so much.

We will discuss in what follows some of the misclassified examples by the CNN-
lexicon model. The example in (7) is classified as POS instead of MIX. One potential
solution to overcome this issue is to do a fine-grained sentiment identification at a segment
level instead of comment-level.

Also it is not easy to identify the NEU class. The reason is that there are lots of
irony, humour, sarcasm, and metaphors in our corpus. This means that the sentiment is
sometimes not conveyed by the literal meaning of words, which are neutral when taken
individually, but rather need a pragmatic interpretation which is only accessible when tak-
ing into account the larger cultural context. Additionally, the class can depend on the
perspective taken (that is to say commenting on the content of the video, or on previous
comments, or on users’ (un)related personal experience). The example in (8) is misclas-
sified as POS while human annotators classified it as MIX taking into account the user’s
perspective where s/he likes the video and is against the previous comments criticising it.

The example in (9) is classified as NEU by the CNN (it does not have an explicit sen-
timent) and MIX by human annotators with the interpretation of implicit NEG + advice.
Whereas the example in (10) is NEG (with irony) but the CNN classified it as POS.

Moreover, as mentioned earlier, there are many instances of quoting, like referring to
something in a video or mentioning something said before. Such cases could be inter-
preted either as POS by someone who did not see the video or read previous comments
(lack of context) or as NEU by someone who knew the context. For instance, the user in
example (11) liked that the video presenter said that ‘she hates someone so much’. But the
quote itself is a negative statement attributed to the video presenter, and thus the example
is classified as NEG by the CNN.

Analysing the confusions of the CNN-lexicon shows that some of them are in line
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with the inter-annotator agreement in Figure 7.1 where the variation is more on the MIX
and NEU classes.

6 Conclusions and Future Work

We presented in this work our new manually built linguistic resources for Algerian: a cor-
pus which consists of more than 36,000 user-generated comments labelled for sentiments,
along with sentiment lexicons of positive and negative words. We then described our
models utilised to automatically identify sentiments from the user-generated comments.
We discussed the performance of each model per sentiment class measured as F-score.

We found that the CNN model trained end-to-end fits better our data across the pre-
defined sentiment classes compared to SVM, BiLSTM and LSTM models. Adding the
lexicons as background knowledge boosted the performance of the CNN even more on
minority classes (NEG and NEU) to different extents. Moreover, analysing the confusion
matrix showed that it is quite challenging to distinguish between MIX and NEU classes.

As future improvements, we plan to do fine-grained classification on the MIX class,
i.e. identify sentiments at the segment level instead of at the comment-level. A difficulty
to overcome is that a comment may be globally negative while a large segment can still
be positive, as in example (10). Also being able to identify where in a comment a user has
switched from being negative to positive (or vice versa) can be challenging.

Additionally, we will experiment further with multitask learning for which we have
preliminary results (not in the scope of this paper). For this, we plan to (i) jointly learn
sentiment classification as main task and lexicon prediction as auxiliary task as presented
in Barnes et al. (2019), and (ii) train our best performing model jointly with other tasks
and investigate whether and where there will be any performance gain.
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When is Multi-task Learning Beneficial for Low-Resource
Noisy Code-switched User-generated Algerian Texts?

Wafia Adouane and Jean-Philippe Bernardy

Abstract

We investigate when is it beneficial to simultaneously learn representations
for several tasks, in low-resource settings. For this, we work with noisy
user-generated texts in Algerian, a low-resource non-standardised Arabic va-
riety. That is, to mitigate the problem of the data scarcity, we experiment
with jointly learning progressively 4 tasks, namely code-switch detection,
named entity recognition, spell normalisation and correction, and identifying
users’ sentiments. The selection of these tasks is motivated by the lack of
labelled data for automatic morpho-syntactic or semantic sequence-tagging
tasks for Algerian, in contrast to the case of much multi-task learning for
NLP. Our empirical results show that multi-task learning is beneficial for
some tasks in particular settings, and that the effect of each task on an-
other, the order of the tasks, and the size of the training data of the task with
more data do matter. Moreover, the data augmentation that we performed
with no external resources has been shown to be beneficial for certain tasks.

1 Introduction

New breakthrough results are continuously achieved for various natural language process-
ing (NLP) tasks, often thanks to the availability of more data and computational power.
Likewise, various learning frameworks have been proposed for NLP including multi-task
learning. Multi-task learning is about transferring knowledge learned in one task to other
tasks by sharing representations (Caruana, 1997). The assumption is that the final learned
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shared representations are conditioned on the multiple tasks learned simultaneously, and
as such they generalise better compared to separate training for each task. This works
well when the jointly learned tasks are beneficial for each other, or in cases where a well-
performing (auxiliary) task with large data is trained with a related (target) task with less
data. However, predicting when tasks are useful for each other remains an open theoretical
question and the reported results are still experimental.

This paper is an attempt to take advantage of the state-of-the-art advances in NLP,
namely deep neural networks (DNNs) and multi-task learning in order to mitigate the
problem of the scarcity of labelled data for colloquial Algerian language (henceforth re-
ferred to as ALG). Our main contributions are (1) the creation of a new dataset for code-
switched Named Entity Recognition for ALG. (2) An investigation of the settings where
it is beneficial to share representations to transfer the knowledge learned in one task to
another or to other tasks. To this end, we jointly train 4 tasks: (1) Code-Switch Detec-
tion (CSD), (2) Named Entity Recognition (NER) —both framed as sequence tagging—
(3) Spelling Normalisation and Correction (SPELL) —framed as a sequence-to-sequence
task— and (4) identifying users’ sentiments (SA) —framed as a classification task.

We analyse (1) the effect of each task on another, (2) whether task order matters or
not, (3) whether word context for the sequence-to-sequence task is important or not, (4)
whether the size of the training data of the task with more data matters, and (5) whether
it is useful to augment the training dataset of sequence-to-sequence task (this does not
require any extra resources). We believe that this investigation will extend the utility of
multi-task learning in low-resource settings. In our experiments we increase the difficulty
of the tasks gradually, for instance learning the tasks in pairs, 3 tasks, then 4 tasks, and
increase the size of the training data for SPELL progressively.

The paper is organised as follows. In Section 2 we review related work. In Section 3
we describe our tasks and their corresponding datasets. In Section 4 we present the archi-
tecture of our model. In Section 5 we describe our experiments and discuss the results. In
Section 6 we conclude with the main findings and outline potential directions for future
improvements.

2 Related Work

In general, the definition of a task is vague and it could refer to an NLP task (Martínez Alonso
and Plank, 2017), to a domain (Peng and Dredze, 2017) or to a dataset (Bollmann et al.,
2018). Multi-task learning has been applied successfully to a variety of NLP tasks1 (Col-
lobert and Weston, 2008; Luong et al., 2016; Martínez Alonso and Plank, 2017; Bin-

1We cite here only a few examples.
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gel and Søgaard, 2017), focusing on examining the effect of different auxiliary tasks on
the performance of a target task. Changpinyo et al. (2018) use joint learning of 11 se-
quence tagging tasks, investigating whether doing so benefits all of the tasks. Based
on the previously reported results, multi-task learning is a promising framework to im-
prove learning with scarce data. Nevertheless, previous work has been mostly limited to
morpho-syntactic and semantic sequence labeling tasks, inter alia, part-of-speech tagging,
syntactic chunking, supersense tagging, semantic trait tagging, semantic role labeling, se-
mantically related words, as well as multi-perspective question answering, and named
entity recognition.

But what about the languages (domains) for which we do not have labelled data for
morpho-syntactic and semantic tasks? Unfortunately many languages (or domains like
user-generated data) do not have labelled data to perform such tasks. Indeed, NLP re-
search is still focused largely only on a few well-resourced languages, and models are
trained primarily on large well-edited standardised monolingual corpora, mainly for his-
torical reasons or for current incentives. Additionally, in many cases the developed tech-
niques fail to generalise (Hovy and Spruit, 2016), even to new domains within a single
language (Jørgensen et al., 2015), mostly because they are designed to deal with a partic-
ularly structured corpora.

Accordingly, it is not clear whether the previously reported results using multi-task
learning for NLP generalise to low-resource settings. In this work, we begin to answer
this question by applying multi-task learning to user-generated data. As a case study, we
take the language used in ALG which uses code-switching, non-standardised orthography
as well as it suffers from the lack of any NLP tools such as a tokeniser or morpho-syntactic
parsers. Like Changpinyo et al. (2018), we examine the settings in which our tasks benefit
from multi-task learning, including pairwise tasks, order of the tasks and the size of the
training data for the task with more data.

3 Tasks and Datasets

3.1 Tasks

In multilingual societies people have access to many linguistic codes at the same time.
In diglossic situations people have access to even different linguistic levels of the same
language (Major, 2002). It is the case in North Africa, where for historical reasons many
languages and language varieties are used simultaneously at various extents, including
mostly Berber, Arabic and French (Sayahi, 2014). These languages and language varieties
coexist throughout the region and they are actively used on a daily basis (Rickford, 1990).
Consequently in speech-like communications, such as in social media, people tend to mix
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languages.

• CSD as mentioned in Chapters 2, 3 and 4, the task deals with the detection of the
language (in multilingual CSD) or language variety (in diglossic CSD) of each word in
its context for disambiguation. This is challenging for ALG, because the same script is
used for all languages (MSA, local Arabic varieties, Berber, French, and English). To
further complicate matters, vowels are omitted from the text.

On the other hand, the enormous spelling variations in user-generated data for all lan-
guages and language varieties (Eisenstein, 2013; Doyle, 2014; Jørgensen et al., 2015)
challenges the standard language ideology wrt. whether human languages are univer-
sally standardised and uniform (Milroy, 2001). It also poses serious challenges to the
current NLP approaches at all linguistic levels.

• SPELL as mentioned in Chapter 6, the task aims at reducing orthographic variation and
noise in the data, by context-dependent spelling correction and normalisation. Indeed,
user-generated content in colloquial languages contains lots of spelling variations for
these languages do not have standardised orthography and the content is unedited. We
stress that SPELL is different from well-established spelling error correction task in that
it deals with a non-standardised code-switched language —with no reference spelling.

• SA as mentioned in Chapter 7, the task deals with identifying users’ sentiments from
their generated comments.

• NER the task deals with the detection and classification of mentions referring to entities
into pre-defined classes (person, location, organisation, product, company, etc.).

3.2 Datasets

For each task we use a separate labelled dataset. Table 8.1 shows statistics about the CSD,
SA and NER datasets.

• CSD we use the dataset described in Chapter 2 and which consists of 10,590 user-
generated texts labelled at a token level, and includes 9 classes, namely Local Algerian
Arabic, Berber, French, English, Modern Standard Arabic, and Borrowing (which refers
to foreign words adapted to the Algerian Arabic morphology), Named Entity as a gen-
eral class, Interjections/sounds and Digits.

• SPELL we use the dataset described in Chapter 6 and which consists of a parallel
corpus with 50,456 words and 26,199 types to be corrected or normalised.
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CSD SA NER
Class Total Class Total Class Total
ALG 118,942 MIX 11,736 OOO 67,7191
MSA 82,114 POS 10,698 PER 7,262
FRC 6,045 NEU 7,262 LOC 4,641
BOR 4,025 NEG 6,424 PRO 3,682
NER 2,283 OTH 901
DIG 1,394 ORG 399
SND 687 COM 248
ENG 254
BER 99

Table 8.1 Statistics about the datasets: CSD (#tokens), SA (#samples) and NER
(#mentions).

• SA we use the dataset described in Chapter 7 and which consists of 36,120 user-
generated comments.

• NER we could not get any dataset labelled for NER for ALG that would serve directly
our purpose. Therefore we compiled a new dataset by combining the two datasets used
for CSD and SA, resulting in 46,710 user-generated comments in total. Then with
the help of two other native speakers, we manually labelled it for NER by classifying
every named entity mention in one of the 6 pre-defined classes, following the labelling
schema used in OntoNotes Release 5.0 2. The classes are: person (PER), location
(LOC), product (PRO), organisation (ORG) and company (COM). We tagged the rest of
named entity mentions like time and events as “other” (OTH) to distinguish them from
non-named entities (OOO). In order to identify multi-word expressions as one named
entity chunk, we use the IOB ( Inside-Outside-Beginning) labelling scheme. The newly
labelled corpus for NER has 17,133 named entities with the IOB details.

4 Models

4.1 CSD and NER

We frame CSD and NER as sequence tagging tasks, i.e., the task is to assign one of the
pre-defined tags to each token in an input sequence. We use a similar model architecture
as the one described in Chapter 4. However, here the encoders are shared between the
tasks, while the decoders are task-specific.

• The Token-level encoder (in dark orange in Figure 8.1) encodes the input sequence at
the token level. It maps each of 430 possible characters (including special characters

2https://catalog.ldc.upenn.edu/docs/LDC2013T19/OntoNotes-Release-5.0.pdf
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Figure 8.1 Multi-task model architecture.

and emoticons) to a 100-dimensional representation. It is composed of two convolution
layers with 100 features and a filter size of 5 with a dropout rate of 20%, followed
by ReLU activation and max pooling in the temporal dimension. In sum, it reads an
input sequence character by character and outputs character embeddings for each token
(constructs token representations).

• The Sequence-level encoder (in light orange) acts at a sequence level. It takes the out-
puts of the token-level encoder (character embeddings) and outputs word embeddings
as a representation for the entire sequence. It consists of two convolution layers with
200 features for the first and 100 for the second, a filter size of 3, ReLU activation and
a dropout rate of 5%.

• The Dense layer (in dark green for CSD and light blue for NER) with softmax activation
maps the output of the sequence-level encoder (word embeddings) to CSD or NER tag
sets respectively.

4.2 SPELL

We frame SPELL as a sequence-to-sequence prediction task where the input is a user-
generated sequence (text) and the output is its normalised and corrected version (se-
quence). For this, we use an encoder-decoder architecture (Cho et al., 2014a) similar
to the one described in Chapter 6.

• The Encoder consists of the shared layers described above.
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• The Decoder (in light green) and consists of one Long Short-Term Memory (LSTM)
layer (Hochreiter and Schmidhuber, 1997). It takes the output of the sequence-level en-
coder (word embeddings) as input and reads it character by character with a vocabulary
size of 430, 100 units, a token representation size of 100 and a dropout rate of 10%. It
is followed by a dense layer (in light green too).

4.3 SA

We frame SA as a text classification task: i.e., assign one of the pre-defined tag sets to an
input sequence of any length. We use the model described in Chapter 7 which consists of
two sub-neural networks.

• The Encoder consists of the shared layers described earlier, namely the Token-level
and the Sequence-level encoders.

• The Dense layer (in yellow) with softmax activation maps the output of the sequence-
level encoder to SA tags.

All models are trained end-to-end for 50 epochs using a batch size of 64 and Adam
optimiser. Gradients with a norm greater than 5 are clipped. As the main focus of the
multi-task learning, models share embedding and encoder parameters. Each task is run
for a full epoch before switching to the next task. Therefore there is no special code to
combine losses (each loss function remains the same for a whole epoch).

5 Experiments and Results

In order to evaluate the performance of our model, we shuffled the datasets and split them
(with no overlapping parts) as follows.

For CSD we use 30% (3,177 samples) as a test set, 10% (1,059 samples) as a development
set, and the remaining 60% (6,354 samples) as a training set.

For SPELL we use 20% (37,041 samples) as a test set, 5% (9,261 samples) as a develop-
ment set, and 75% (138,917 samples) as a training set.

For SA we use 17% (6,122 samples) as a test set, 10% (3,612 samples) as a development
set, and 73% (26,386 samples) as a training set.

For NER we use 30% (14,013 samples) as a test set, 10% (4,671 samples) as a develop-
ment set, and the remaining 60% (28,026 samples) as a training set.

Note that all datasets are separate and are labelled for different tasks using different tag
sets (depending on the task). The hyper-parameters mentioned in Section 4 are fine-tuned
on the development sets. Given the small size of the CSD dataset and the high sparsity
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of the SPELL dataset, after fixing the hyper-parameters, we train both on the training and
the development sets, following Yin et al. (2015).

To examine the effect of jointly learning the tasks, we experiment with the following
setups:

1. Pairwise tasks: To measure the effect of a task on a single other task, we train them
two at a time, as shown in Table 8.2.

2. Order of tasks: To check whether the order of tasks affects the overall perfor-
mance, we run sets of 3 and 4 tasks in various orders. We report the cases where
the order has a measurable effect (positive or negative) on the performance.

3. Context of words: we are interested in measuring the effect of the context for
SPELL (sequence-to-sequence). To do so, we either feed the data word by word
or whole user-generated text at a time. In the following, SPELL will refer to the
context-aware task, and SPELL-token refers to the contextless task.

4. Size of SPELL training data: we want to investigate the impact of the size of the
training data, especially considering that one of the tasks (SPELL) has much more
data than the other (CSD, SA and NER) tasks. To do so, we vary only the size of
the training data of SPELL while keeping the training sets of CSD, SA and NER
fixed each time (as well as the test sets).

5. Training data augmentation: We experiment with augmenting the training data
for the SPELL task (further referred to as augmented). In this experiment, the
training data is a combination of tokens and sequence of tokens. (This is equivalent
to jointly training SPELL and SPELL-token.)

For each case we take models trained separately (single tasks) as baselines. For pairwise
tasks we report the detailed results measured as the average Accuracy and macro F-score
on the test sets over 50 epochs, thus taking into account the speed of learning. For other
experiments (2, 3, 4, and 5) we show the performance, measured as the overall Accuracy,
of jointly learning the tasks at hand on the test sets over 20 epochs (we found no significant
gain when training for longer and do not report further).

5.1 Pairwise tasks

In Table 8.2, results measured as Accuracy indicate that learning SPELL, SA and NER
tasks jointly with CSD improves their performance over learning them separately —by
comparing the performance of single tasks to their performance when jointly trained with
CSD.
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Task Tasks Training Accuracy (%) Macro F-score

C
SD

CSD single 96.80 64.54
CSD + SPELL joint 96.32 62.27
CSD + SA joint 94.30 34.61
CSD + NER joint 97.20 71.29

SP
E

L
L

SPELL single 93.49
SPELL + CSD joint 93.60
SPELL + SA joint 93.20
SPELL + NER joint 93.71

SA

SA single 61.23 54.08
SA + CSD joint 61.35 53.31
SA + SPELL joint 60.74 51.50
SA + NER joint 59.82 53.46

N
E

R

NER single 99.80 49.68
NER + CSD joint 99.82 48.65
NER + SPELL joint 99.78 42.05
NER + SA joint 99.74 34.60

Table 8.2 Macro-average performance of the tasks trained separately and pairwise.
Underlined values are baselines. Values in bold show positive effect of jointly learning

the tasks at hand.

Note that the gain is mutual between CSD and NER, i.e., jointly learning the tasks
benefits both, to different extents. Nevertheless, SPELL and SA slightly benefit from CSD
but do not improve it. Interestingly whenever multi-task includes SPELL or SA tasks, the
overall performance of the second task (CSD or NER) drops compared to learning the
task separately. A closer look at the results per epoch in Figure 8.2 indicates that when
beneficial, multi-task learning speeds up the performance of the tasks for the first few
epochs.

The same behaviour is observed in experiments below (Section 5.2 for instance). This
could be because (1) the generated shared representation is not wide enough to capture
all tasks perfectly —it needs more parameters in shared layers, or that (2) each task has
enough data in itself to reach maximum accuracy. (3) Another hypothesis, which contra-
dicts (2), is that the sparsity and noise in the SPELL and SA training data effects negatively
the other tasks.

Jointly training NER with CSD (in turquoise) outperforms training the tasks sepa-
rately. Furthermore, jointly learning SA with CSD (in red) and SA with SPELL (in pink)
outperforms SA trained as a single task. These observations refute hypothesis (2). We
verified hypothesis (1) by increasing the number of features in the shared layers. That is
to say, we tried different values and found that using 500 features in the CNN layers of the
token-level encoder, and 500 and 1,000 features for the first and the second CNN layers of
the sequence-level encoder has slightly improved the performance of SPELL. However,
the overall behaviour of jointly learning SPELL or SA with CSD or NER is still the same.
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Figure 8.2 Accuracy (%) of jointly learning 2 tasks for 50 epochs.

This means that hypothesis (1) does not hold, i.e., it is likely that the noise and sparsity of
the SPELL and SA datasets have negative effects on training them jointly with each other
or with CSD and NER. This hypothesis requires further investigation, which we leave it
as future work.

We provide in Table 8.2 the macro-average F-score for each setting which also reflects
the overall impact of jointly learning the tasks by treating all the classes equally. More-
over, since all our datasets are imbalanced both in terms of class distributions and dataset
sizes (certain classes have more samples than others and some datasets are much larger
than others) we also show the micro F-score at a convergence point for each setting to
better analyse the effect of jointly learning the tasks on each class.

Results in Table 8.3 show that jointly training CSD with SPELL or SA has negative
effect on all CSD classes (marked with ↓). The negative effect of SA is more pronounced.
Minority classes (BER, BOR, ENG, FRC, and NER) are more affected than others. Train-
ing CSD with NER has also caused some loss in the performance of some classes of CSD
(marked with ↓), but the loss is smaller than when trained with SPELL or SA. The posi-
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Task Class CSD CSD + SPELL CSD + SA CSD + NER

C
SD

ALG 92.05 89.82↓ 83.90↓ 91.86↓
BER 74.29 71.43↓ 00.00↓ 64.71↓
BOR 77.10 62.45↓ 20.91↓ 72.22↓
DIG 99.93 99.93 99.25↓ 99.93
ENG 26.67 15.38↓ 00.00↓ 37.50↑
FRC 83.62 74.45↓ 44.93↓ 82.17↓
MSA 90.76 87.88↓ 81.71↓ 90.39↓
NER 58.62 26.74↓ 02.35↓ 62.83↑
SND 96.14 95.98↓ 80.37↓ 95.58↓
Class SA SA + CSD SA + SPELL SA + NER

SA

MIX 60.38 62.48↑ 64.20↑ 60.70↑
NEG 41.72 42.44↑ 31.88↓ 48.21↑
NEU 53.80 50.95↓ 54.95↑ 56.11↑
POS 75.59 75.92↑ 76.92↑ 75.48↓
Class NER NER + CSD NER + SPELL NER + SA

N
E

R

COM 21.54 29.55↑ 11.32↓ 00.00↓
LOC 80.77 81.50↑ 74.03↓ 66.05↓
OOO 99.50 99.59↑ 99.45↓ 99.42↓
ORG 09.57 06.67↓ 03.87↓ 00.00↓
OTH 26.39 27.41↑ 22.66↓ 18.75↓
PER 63.38 69.77↑ 54.36↓ 52.17↓
PRO 57.20 59.93↑ 54.51↓ 47.80↓

Table 8.3 Micro F-score of the tasks in single and multi-task settings. ↑ marks positive
effect and ↓ marks negative effect of jointly learning the 2 tasks at hand.

tive effect of NER task on CSD (marked with ↑) could be attributed to its improvements
for ENG and NER classes (two minor classes) with a gain of 10.83 and 4.21 points on
the F-score respectively. One possible explanation for this improvement could be that the
model could extract some underlying structures between some named entity mentions and
English words used in the same context. It could be also that it becomes easier for the
model to further classify a token in one of NER classes when it knows it is a named entity
mention.

As shown in Table 8.3, some classes are harder to learn than others, even single trained
models struggle with them. Overall SA benefits from CSD and NER. On the one hand, the
gain from CSD could be attributed to its positive effect on MIX, NEG and POS classes.
Nevertheless, CSD has negative effect on NEU with a loss of 2.85 points on the F-score.
On the other hand, NER has improved MIX, NEG and NEU classes with a slight loss
on POS. SPELL has improved MIX, NEU and POS and caused significant drop on NEG
with a loss of 9.84 points on the F-score.

The main difference between the effect of the tasks is mainly on the minority classes
(NEG and NEU). This suggests that the tasks could be complementary and their effect
could be optimised if trained jointly. This is confirmed when trained the 4 tasks together
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Figure 8.3 Accuracy (%) of jointly learning 3 tasks for 20 epochs with varying task order.

as shown in Figure 8.4 —at least for the first 10 epochs for SA.

SPELL and especially SA have significant negative impact on all classes of NER.
Nonetheless CSD has improved all NER classes except ORG (which a single NER model
already struggles to capture, with an F-score of only 9.57).

5.2 Order of tasks

Results in Figure 8.3 show that, except for NER, jointly learning the CSD, SPELL and SA
tasks improves their performance over learning each one separately (as single tasks) only
for the first few epochs (7 epochs), after that learning CSD as a single task outperforms
training it with other tasks (blue line), and the effect of learning jointly the tasks is not
clear for SPELL and SA.

The results suggest that the order of the tasks has a different effect on the different
tasks, for the first few epochs. For instance, while training SA+NER+CSD has negative
effect on both CSD and NER, it has positive effect on SA (outperforms even SA trained
separately). Likewise for CSD-NER-SA but at different extent. NER+CSD+SA has neg-
ative effect on SA and NER overall, but it has positive effect on CSD at the beginning.
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This suggests that the order of the tasks affects strongly the first epoch.

Figure 8.4 Accuracy (%) of jointly learning 4 tasks for 20 epochs with varying task order.

The same observation could be applied when jointly learning the 4 tasks as shown in
Figure 8.4. In more details, jointly learning the 4 tasks in NER+CSD+SPELL+SA and
SPELL+CSD+NER+SA orders improves SPELL where the task achieves its best per-
formance. While the same task orders have no positive effect on NER, they do boost the
performance of CSD and SA in the beginning and then they cause the overall performance
to drop.

5.3 Context of words for SPELL

So far SPELL is trained at a sequence level (as a sequence-to-sequence). In order to mea-
sure the effect of the word context we train the same model architecture at a token level,
and we refer to it as SPELL-token in Figure 8.5. The choice of NER+CSD+SPELL+SA
order is based on the aforementioned results in Figure 8.4 where the selected task order
performs the best for SPELL (in red). The results indicate clearly that context does matter
for SPELL when trained separately and for CSD and NER tasks when trained jointly with
SPELL and SA. Surprisingly, SPELL (with context) has a positive effect on SA only for
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Figure 8.5 Accuracy (%) of jointly learning 4 tasks with(out) word context for SPELL.

the first 6 epochs then the effect is reversed. SPELL-token has an even more positive ef-
fect on SA before epoch 8. This suggests that either SA and SPELL datasets could include
more ambiguity compared to other datasets, or that the noise of the two datasets hinders
learning the tasks jointly.

5.4 Size of SPELL training data

As mentioned earlier, in this experiment we only vary the size of the training set for
SPELL. We try 10k, 50k, 100k and all (>185k)) and keep the rest unchanged to investigate
whether this has any impact on jointly learning the tasks. We use the same task order,
namely NER+CSD+SPELL+SA as motivated earlier, and we refer to it as multi-task in
Figure 8.6.

In single task learning, the learning curves of SPELL in Figure 8.6 indicate that the
performance of the task improves quickly with more data (by comparing the performances
of 100k to 10k and 50k training samples). However, the performance levels with 100k
samples, even though it takes a few more epochs to reach the performance of when using
all training data. Towards the end the two lines are almost superposed. One possible
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Figure 8.6 Accuracy (%) of jointly learning 4 tasks with varying SPELL training size.
Single task: learning each task separately (baselines). Multi-task: jointly learning the
tasks in NER+CSD+SPELL+SA order. All: train on all training sets as described in
Section 5.

explanation is that most representative data is already covered in 100k (the model has
already seen enough data to achieve its maximum performance).

In multi-task learning, the same trend of single task learning is observed for SPELL
with a small gain in the performance in the beginning when multi-tasking. Interestingly,
as the amount of data increases, the gain of multi-tasking diminishes. For CSD, increasing
the training size of SPELL from 10k to 50k has a negative effect, but increasing the size
to 100k has boosted the performance of CSD especially in the beginning. The same thing
is observed for NER and SA. One possible explanation could be that the datasets of 50k
or less are too small and subject to random noise.

The best gain of multi-task for CSD is achieved when trained with only 100k of
SPELL. NER and SA, exceeding even single task, benefits the most when trained with
only 10k of SPELL. SPELL nevertheless follows the "more data better performance" hy-
pothesis.
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5.5 Data augmentation

Figure 8.7 Accuracy (%) of jointly learning 4 tasks with data augmentation for SPELL.
Augmented: using token + sequence as input to SPELL.

We replicate the same experiment as in Section 5.3, but instead of comparing the
performance ofSPELL-token and SPELL separately, we augment the SPELL training data
by combining both (token and sequence as input). This allows us to optimise the gain, if
any, from the SPELL data.

Results in Figure 8.7 show that multi-task with the augmented data has arguably very
little effect on SPELL compared to the single task in the same setting (the two lines
are nearly superposed). However, data augmentation boosts the performance of SPELL
compared to non-augmented data and even achieves its best performance. This rejects
again hypothesis (2) in Section 5.1 because the performance of SPELL keeps increasing
with more data.

On the one hand, augmenting SPELL data has a notable positive effect on SPELL
when jointly trained with the other tasks compared to the same setting with non-augmented
data (comparing green and red lines). On the other hand, in terms of effect on the other
tasks, while augmenting SPELL data has a negative impact on SA, it offers a small benefit
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for CSD and NER at the very beginning (before epoch 6), but it is outperformed by the
non-augmented data after that.

6 Conclusions and Future Work

We have examined the effect of jointly learning 4 tasks, which are neither morpho-
syntactic nor semantic tagging, for noisy user-generated Algerian texts. We described
the tasks, namely CSD, SPELL, SA and NER, along with their corresponding datasets
and model architectures. The main findings of our empirical investigation, which include
a variety of experiments, could be summarised in the following points. (1) Tasks have
different impacts on each other when learned jointly. (2) In multi-task learning notable
gains are achieved for some tasks when trained jointly with specific tasks. Other tasks
benefit from jointly learning them with some other tasks but the gain is only during the
first few epochs, especially for tasks with little training data (CSD, NER and SA com-
parably to SPELL). Training for more epochs degraded their performance compared to
learning them separately which is likely caused by the noisiness and sparsity of SPELL
and SA data.

This means that it is hard to say whether multi-tasking is useful or not without men-
tioning several factors such as the tasks themselves, their order, the size of their datasets.
(3) Word context for SPELL does matter for the task itself (single task) and for the tasks
it is jointly trained with. (4) More SPELL training data does not necessary yield better
results neither for the task itself (single task) nor for the tasks it is jointly learned with. In
fact, performance is levelling at a certain point, in our case 10k for SA and NER, 100k
for CSD, confirming this hypothesis. (5) Combining token and sequence level SPELL
(augmented) is more beneficial for the task itself (single task) with no gain for multi-task
at the convergence point.

In the future, we will examine hypothesis (3) using sequential transfer learning, for in-
stance by running SPELL on all datasets and compare their performances to the non spell
corrected and normalised ones. Furthermore, we plan to explore the idea of curriculum
learning (Elman, 1993; Hacohen and Weinshall, 2019) on tasks and on individual classes
for each task by introducing the tasks or the classes in increasing order of difficulty.
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Chapter 9

Conclusions

1 Summary of the Thesis

The goal of this thesis was to explore the possibility of applying state-of-the-art ap-
proaches in NLP, namely deep neural networks (DNNs), to process languages in low-
resource scenarios. More specifically to what extent DNNs trained end-to-end could
be used to mitigate the lack of linguistic resources —labelled and unlabelled automated
ready-to-use linguistic resources— and non-existence of processing tools in case linguis-
tic resources are available. We took the case of the colloquial language used in Alge-
ria —user-generated texts in social media— because it is low-resourced, and it presents
interesting linguistic challenges, in particular, (i) high orthographic variability —non-
standardised— and (ii) spontaneous code-switching.

In Chapter 1 we situated our work by (1) outlining our motivation, (2) explaining
the research questions we attempt to address, (3) listing our contributions to the research
field, and (4) highlighting the ethical considerations and the measures we have taken to
minimise exposing, directly or indirectly, human subjects in our research to potential risks.

In Chapter 2 we dealt with the task of Code-switch Detection (CSD). As we see it lan-
guage identification is the first step in any NLP pipeline, and our data is code-switched.
We performed CSD at a token level because in our data source it is hard to define where
a sentence starts or ends. Therefore we decided to do token level CSD then chunking if
needed. We created benchmark linguistic resources and experimented with various tag-
gers and setups. In Chapter 3 and Chapter 4 we explored other methods to improve CSD
performance, including leveraging limited datasets, background knowledge, pretrained
language models and/or embeddings.

In Chapter 5 we dealt with detecting Semantic Textual Similarity. In Chapter 6 we
worked on normalising our data as a way to reduce its high orthographic variability. In
Chapter 7 we attempted to identify sentiments from Algerian user-generated data with the
same challenges. Finally, in Chapter 8 we explored the possibility of jointly learning the
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earlier mentioned tasks. For each task we reported our experimental results which show
that DNNs trained end-to-end is promising for languages in low-resource scenarios.

2 Future Directions

In the future, we would like to revisit multitask learning combined with curriculum learn-
ing and to include more tasks such as topic modeling and textual semantic similarity.
We are particularly interested in topic modeling from a socio-linguistic perspective —
knowing a topic of a discussion could help predict the (language) varieties in use (Sayahi,
2014). We expect that this setup might help reduce the variability in spelling words in non-
standardised languages. Another future direction worth trying is to apply our language-
independent models to other closely related varieties or other languages with the same set-
tings. Moreover, since the majority of the work behind this thesis was done, the dominant
way of building language models has shifted away from CNN and RNN, and moved to
Transformer-based models (Vaswani et al., 2017) such as BERT (Devlin et al., 2019) and
its variants. Nevertheless, these models are usually not trained with sparse low-resource
data. Addressing this gap is a challenge to be addressed by the next generation of re-
searchers.
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